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Abstract

The rapid development of next-generation sequencing (NGS) technologies has

revolutionized almost all fields of genetics. However, the massive amount of

genomic data produced by NGS presents great challenges to data storage,

transmission and analysis. Among various NGS-related big data challenges,

in this thesis, we focus on short reads data compression, assembled genome

compression and maximal exact matches (MEMs) detection.

First we propose a new de novo compression algorithm for short reads

data. The method utilizes minimizers to exploit the redundant information

presented in reads. Specifically, large k-minimizers are used to group reads

and (w, k)-minimizers are used to search su�x-prefix overlap similarity

between two contigs. Our experiments show that the proposed method

achieves better compression ratio than the existing methods.

Furthermore, we present a high-performance reference-based genome

compression algorithm. It is based on a 2-bit encoding scheme and an

advanced greedy-matching search on a global hash table. The compression

ratio of our method is at least 1.9 times better than the best competing

algorithm on its best case, and our compression speed is also at least 2.9

times faster.

Finally we introduce a method to detect all MEMs from pairs of large

genomes. The method conducts a fixed k-mer sampling on the query sequence

and the index k-mers are filtered from the reference sequence via a Bloom

filter. Experiments on large genomes demonstrate that our method is at least

1.8 times faster than the best of the existing algorithms.

xv



Abstract

Overall, this thesis work has developed e�cient algorithms for pattern

discovery from and for data compression of genomic sequences of big size.

xvi



Chapter 1

Introduction

Sequencing technologies are developed to determine the order of nucleotides

in DNA molecules. The advent of DNA sequencing technologies has made a

considerable impact on biological and medical research and discovery (Mardis

2008, Mardis 2011, Koboldt, Steinberg, Larson, Wilson & Mardis 2013).

The introduction of next-generation sequencing (NGS) technologies in 2005

(Margulies, Egholm, Altman, Attiya, Bader, Bemben, Berka, Braverman,

Chen, Chen et al. 2005, Shendure & Ji 2008), also called high-throughput

sequencing, has revolutionized biomedical research (Goodwin, McPherson

& McCombie 2016) due to its highly scalable. Unlike expensive Sanger

sequencing (Sanger, Nicklen & Coulson 1977), NGS technologies not only

provide significantly faster sequencing process but also with lower costs

(Reuter, Spacek & Snyder 2015). With the advances of the latest NGS

technologies (Metzker 2010), the NHGRI’s DNA sequencing technology

target (Schloss 2008) that sequencing an individual human genome at the

cost of US$1,000 has been achieved 1.

Due to the growing interest in applications of NGS (Voelkerding, Dames

& Durtschi 2009), along with the dramatic decline of sequencing costs

and advances in NGS technologies, NGS have been successfully replaced

the traditional Sanger sequencing for various purposes, including de novo

1https://www.genome.gov/about-genomics/fact-sheets/DNA-Sequencing-Costs-Data
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Chapter 1. Introduction

sequencing (Venter, Adams, Myers, Li, Mural, Sutton, Smith, Yandell,

Evans, Holt et al. 2001, Gnerre, MacCallum, Przybylski, Ribeiro, Burton,

Walker, Sharpe, Hall, Shea, Sykes et al. 2011), genetic marker discovery

and genotyping (Davey, Hohenlohe, Etter, Boone, Catchen & Blaxter 2011),

cancer analysis (Lawrence, Stojanov, Mermel, Robinson, Garraway, Golub,

Meyerson, Gabriel, Lander & Getz 2014) and metagenomics assembly (Pell,

Hintze, Canino-Koning, Howe, Tiedje & Brown 2012). A number of

nation-wide and international genomic discovery projects were/are launched

such as the 1000 Genomes Project (1000 Genomes Project Consortium

2010), ENCODE Project (ENCODE Project Consortium 2012), the 100,000

Genomes Project 2, and The Cancer Genome Atlas (TCGA) (Weinstein,

Collisson, Mills, Shaw, Ozenberger, Ellrott, Shmulevich, Sander, Stuart,

Network et al. 2013). Unprecedented volumes of genomic data sets are

generated by these projects. For example, the 1000 Genomes Project

generated 260 Terabytes of data covering the raw, aligned, assembled and

variant calling data types. Moreover, the 100,000 Genomes Project has

already produced more than 21 Petabytes of data in the downstream research.

It is anticipated that the growth of sequencing data will exceed Moore’s

law predictions in the coming years (Stephens, Lee, Faghri, Campbell, Zhai,

Efron, Iyer, Schatz, Sinha & Robinson 2015). Genetics related researches

are propelled into the ear of big data with the increasing throughput and

decreasing sequencing cost. There are strong needs of new and sophisticated

computational algorithms to e�ciently manage, process and analyze the big

sequencing data sets.

One of the biggest challenges is the economic storage and transmission

of NGS data. Data compression is a method to mitigate the data storage

and transfer challenges. Currently, most of genomic data is compressed

by the LZ77 algorithm (Ziv & Lempel 1977) and the Burrows Wheeler

Transform algorithm (Burrows & Wheeler 1994) and stored in the Gzip

or bzip2 file format. However, these algorithms and tools are designed for

2https://www.genomicsengland.co.uk/the-100000-genomes-project-by-numbers
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Chapter 1. Introduction

general text data compression. They have weak performance on genomic

data due to their insu�cient exploit of the intrinsic challenging features of

DNA sequences such as small alphabet size, frequent repeats, complicated

redundancy in the reads and others (Deorowicz & Grabowski 2013, Wandelt,

Bux & Leser 2014, Zhu, Zhang, Ji, He & Yang 2013). Over the last

decade, specially designed algorithms for genomic data compression have

been making constant progresses and improvement, and have shown much

better compression performance than the general-purpose compression tools

(Numanagić, Bonfield, Hach, Voges, Ostermann, Alberti, Mattavelli &

Sahinalp 2016, Hernaez, Pavlichin, Weissman & Ochoa 2019). These

algorithms can be classified into two main categories, i.e., raw sequencing

data compression and assembled genome compression.

Another fundamental problem is the detection of maximal exact matches

(MEMs) in pairwise genome sequences. For NGS data, MEMs have the

following two basic applications: (i) seeding alignments of reads for genome

assembly and (ii) designating anchor points for pairwise genome comparison

and analysis (Kurtz, Phillippy, Delcher, Smoot, Shumway, Antonescu &

Salzberg 2004, Abouelhoda, Kurtz & Ohlebusch 2008).

The main objective of this thesis is to develop new methods and

algorithms to e�ciently compress the genomic data, including short reads

in raw sequencing data and assembled genome, and speed up the detection

of MEMs.

1.1 Compression of Raw Sequencing Data

Raw sequencing data generated by NGS are generally stored in the FASTQ

format (Cock, Fields, Goto, Heuer & Rice 2009). A FASTQ file contains

millions to billions of entries and its size can easily exceed 200 GB for a high

coverage of the whole genome sequencing (WGS) data. An example of a

FASTQ entry is depicted in Fig. 1.1. An entry is composed of the following

four lines:

3



Chapter 1. Introduction

@SRR327342.1 HWUSI-EAS574_98029123:3:1:0:170/1
NTGTTGAGTAGGGAAGTAGGTGATTACCTAGAGCATTAAGCTTGCTNAGNNNNNNNNNCTTGC
+
&0.7:386789977600266455;;;6267:956;;%%%%%%%%%%%%%%%%%%%%%%%%%%%

Figure 1.1: An entry from the WGS data SRR327342.

• Line 1 begins with a ‘@’ character and is followed by a sequence

identifier and an optional description.

• Line 2 stores the raw reads sequence. It consists of five letters (i.e., ‘A’,

‘T’, ‘G’, ‘C’ and ‘N’).

• Line 3 begins with a ‘+’ character and is optionally followed by the

same information as line 1.

• Line 4 stores the quality score of each bases in the reads sequence stored

in line 2.

Compression of a FASTQ file involves compression of three parts, i.e.,

the sequence identifiers, the reads sequence and the quality scores. Most

of existing FASTQ compressors divide the three parts into three separate

streams and compress them independently by specific compression methods.

As the reads and the quality scores carry more information and occupy most

of the volume, most of existing works focus on improving the compression

ratio on these two parts. It has been proven that the quality scores are more

di�cult to compress than compressing the reads due to larger alphabets

and higher entropy. Recently, lossy compression studies for the quality

scores compression demonstrated that this lossy compression achieved much

higher compression ratio and did not a↵ect the downstream analysis on the

reads data (Cánovas, Mo↵at & Turpin 2014, Malysa, Hernaez, Ochoa, Rao,

Ganesan & Weissman 2015, Yu, Yorukoglu, Peng & Berger 2015, Ochoa,

Hernaez, Goldfeder, Weissman & Ashley 2016, Greenfield, Stegle & Rrustemi

2016).

A read can be thought of a fragment randomly sampled from the genome

sequence. The length of short reads is a few hundred, which is much shorter

4



Chapter 1. Introduction

than the length of the genome. As a result of high coverage sequencing,

there are complicated redundancy between reads such as duplicate, reverse-

complementary duplicate and prefix-su�x overlap. Along with frequent

repeat of genome sequence and sequencing error, it is very di�cult to find

all these redundancy in large number of reads. Therefore, compression of

millions of short reads is a very challenging problem. Reordering reads with

regard to their positions in de novo assembled contigs or in explicit reference

sequences has been proven to be one of the most e↵ective reads compression

approach (Chandak, Tatwawadi & Weissman 2018). As there is usually no

good prior knowledge about the reference sequence, current focus is on the

novel construction of de novo assembled contigs.

In this work, we focus on de novo lossless short reads compression. It

is should be noted that the order of reads presented in a FASTQ file is not

a particular order. But, in the paired-end reads, the one-to-one mapping

between two ends must be preserved as they contain very useful distance

information that can be used in downstream analysis.

1.2 Compression of Assembled Genomes

Assembled chromosome is stored in the FASTA format file. It begins with

a ‘>’ character followed by a sequence identifier and a description. The

subsequent lines contain the sequence data. The standard IUB/IUPAC

amino acids and nucleic acid codes constitute the sequence data. An

uncompressed haploid human genome needs roughly three gigabytes (GB)

of physical memory (Deorowicz, Danek & Niemiec 2015, Ochoa, Hernaez

& Weissman 2015). As the sequencing technologies advance, more human

genomes are expected to be sequenced for precision medicine research

(Stephens et al. 2015). There is a need to compress assembled genomes.

Compression of a long DNA sequence is very challenging task as searching

all complemented palindromes and approximate repeats is not trivial.

Lempel-Ziv-Welch based algorithm such as BioCompress2 (Grumbach &

5



Chapter 1. Introduction

Tahi 1994), DNACompress (Chen, Li, Ma & Tromp 2002), GenCompress

(Chen, Kwong & Li 2001) and CTW+LZ (Matsumoto, Sadakane & Imai

2000), only detect low complexity repeat substrings and replace them by the

corresponding codeword of LZ scheme (Ziv & Lempel 1978). Although they

achieve good compression ratio over small size of genome, their performances

on larger human genome are not as good on the smaller genome sequence.

Reference-based genome compression is a preferred option for genome

data lossless compression (Wandelt et al. 2014). The key idea of this

technique is to store the di↵erences between the target genome and the

reference by replacing the common long substrings (i.e., maximal exact

matches) with the corresponding positions at the reference sequence as

well as their lengths. This compression approach is motivated by the

high similarity between the target genomes and the reference of the same

species, e.g., the more-than-99% similarity for human genomes (Lander,

Linton, Birren, Nusbaum, Zody, Baldwin, Devon, Dewar, Doyle, FitzHugh

et al. 2001). Since the first referential genome compression algorithm

DNAZip (Christley, Lu, Li & Xie 2009) was published, the topic has attracted

intensive research interests (Pavlichin, Weissman & Yona 2013, Deorowicz,

Danek & Grabowski 2013). One main limitation of these algorithms is

that the variation data must be provided (Deorowicz et al. 2015, Ochoa

et al. 2015). Since genomes can be obtained from di↵erent experiments with

di↵erent reference genomes and also can be de novo assembled, the variation

data are not always available. This specific setting limits their applications

in practice. In this thesis, we focus on reference-based genome compression

when just a reference genome is given (i.e., the variation data is not needed).

1.3 Detection of Maximal Exact Matches

Let R be the reference sequence in a genome-to-genome comparison and Q

be the query sequence. Suppose subR be a substring from R and subQ be

a substring from Q, then subR and subQ are MEMs between R and Q if

6



Chapter 1. Introduction

they are identical and non-extendable to the left or right-side of R or Q

(i.e., with a maximum length). MEMs detection is a fundamental problem

in computational biology (Gusfield 1997). MEMs have been widely used in

other bioinformatics applications, such as pan-genome analysis (Marcus, Lee

& Schatz 2014), long reads alignment (Liu & Schmidt 2012), long reads

error correction (Miclotte, Heydari, Demeester, Rombauts, Van de Peer,

Audenaert & Fostier 2016) and reference-based genome compression. In

fact, the detection problem is to find all MEMs from reference and query

sequences that have a length longer than a threshold. Although algorithms

have been developed to address the problem, the one with better time and

memory trade-o↵s is always demanding to e�ciently handle larger and larger

genomes.

1.4 Research Contributions

In this thesis, we focus on three previously mentioned computational

problems encountered by NGS big data: (i) lossless short reads compression;

(ii) assembled genome compression; and (iii) MEMs detection. By addressing

the problems of short reads compression and genome compression, we believe

that we can significantly reduce the cost of storing genomic data and save

the network bandwidth and transfer time of sharing genomic data. To deal

with the MEMs detection problem, it can speed up genomes comparison and

analysis.

More specifically, we have made the following contributions:

• We introduced minicom (Liu, Yu, Dinger & Li 2019), a short reads

compression tool. This algorithm uses large k-minimizers to index the

reads and subgroup those that have the same minimizer. Within each

subgroup, a contig is constructed. Then some pairs of the contigs

derived from the subgroups are merged into longer contigs according

to a (w, k)-minimizer indexed su�x-prefix overlap similarity between

two contigs. This merging process is repeated after the longer contigs

7



Chapter 1. Introduction

are formed until no pair of contigs can be merged. By comparing

the performance of minicom with two reference-based methods and

four de novo methods on various benchmark data sets, minicom

shows significantly improved compression ratio over these compression

algorithms. These excellent performances are mainly attributed to

the exploit of the redundancy of the repetitive substrings in the long

contigs.

• We proposed a high-performance reference-based genome compression

algorithm, named HiRGC (Liu, Peng, Wong & Li 2017). It is based

on a 2-bit encoding scheme and an advanced greedy-matching search

on a hash table. HiRGC takes less than 30 minutes to compress about

21 gigabytes of each set of the seven target genomes into 96 � 260

megabytes, achieving compression ratios of 217 to 82 times. This

performance is at least 1.9 times better than the best competing

algorithm on its best case. Our compression speed is also at least

2.9 times faster on average. HiRGC is stable and robust to deal with

di↵erent reference genomes.

• We developed bfMEM (Liu, Zhang & Li 2019), which is a tool to detect

all MEMs from a pair of genomes. The method first performs a fixed

sampling of k-mers on the query sequence, and add these selected k-

mers to a Bloom filter. Then all the k-mers of the reference sequence

are tested by the Bloom filter. If a k-mer passes the test, it is inserted

into a hash table for indexing. Compared with the existing methods,

much less number of query k-mers are generated and much less k-mers

are inserted into the index to avoid unnecessary matches, leading to

an e�cient matching process and memory usage savings. We show

that bfMEM is at least 1.8 times faster than the best of the existing

algorithms.

8
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1.5 Thesis Organization

This thesis is composed of six chapters and is structured as follows.

In Chapter 1, we provide some background knowledge of the research

problems related to this work, objectives and contributions made by this

thesis. Chapter 2 reviews the state-of-the-art methods related to our

studied problems, i.e., short reads data compression, reference-based genome

compression and MEMs detection. Then Chapter 3 to Chapter 5 present

the three new methods. Chapter 3 describes minicom, a new de novo

algorithm for reads data compression. Then, we describe the new reference-

based genome compression algorithm HiRGC in Chapter 4. Chapter 5

presents bfMEM, a tool for detecting all MEMs from pairs of genomes.

Chapter 6 provides conclusion statements of this thesis and outlines

several directions for my future research.
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Chapter 2

Related Work and Literature

Review

This chapter presents the related works of this thesis. The existing reads

compression algorithms are surveyed in details at Section 2.1; and the existing

reference-based genome compression algorithms are reviewed with details at

Section 2.2. Section 2.3 reviews the existing methods for MEMs detection.

2.1 Short Reads Compression

The existing short reads compression algorithms can be classified into two

categories: reference-based and de novo algorithms. The reference-based

approach exploits the similarity between the target sequences and the

reference sequence. It aligns the target sequences to the reference genome

and then stores the position information and base di↵erences for rebuilding

the targets. The reference-based approach has demonstrated superior

performances for compressing di↵erent kinds of sequences such as aligned

reads (e.g., BAM-format files) (Bonfield & Mahoney 2013, Hach, Numanagic

& Sahinalp 2014), unaligned short reads (Kingsford & Patro 2015, Zhang, Li,

Yang, Yang, He & Zhu 2015) and genomes (Deorowicz & Grabowski 2011).

Unfortunately, reference-based algorithms have three disadvantages (Patro
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& Kingsford 2015): (i) An appropriate reference sequence is not always

available; (ii) The reference sequence used for compression must be taken

as a copy to the receiver; and (iii) Sequence alignment is a time-consuming

procedure.

There are two interesting algorithms di↵erent from the traditional

reference-based algorithm. Kingsford and Patro (Kingsford & Patro 2015)

proposed a reference-based compression algorithm PathEnc. Though it uses

a compressed transcriptome as the shared reference, it does no alignment.

The reference is only used to generate a model in a fixed-order context with

an adaptive arithmetic coder. Quark (Sarkar & Patro 2017) is a reference-

asymmetric compression algorithm, i.e., the reference is only used for

compression and not for decompression. The algorithm is designed specially

for RNA-seq data compression. After mapping reads to the transcriptome,

a set of islands, which is a small subset of the transcriptome, is constructed

by merging the reference sequence overlaps of the mappings. The islands are

stored in the final compressed file.

On the other hand, de novo algorithms compress reads data without use of

a reference sequence (Tembe, Lowey & Suh 2010, Jones, Ruzzo, Peng & Katze

2012, Cox, Bauer, Jakobi & Rosone 2012). They make use of similarities

between the individual reads themselves. The most prevailing idea of de

novo algorithms is to reorder reads so that reads having a large overlap can

be grouped. These algorithms usually consist of three stages: (1) Reordering;

(2) Encoding; (3) Compression. Many advanced techniques are employed in

the reordering and encoding stages, and the third stage is limited to general-

purpose compression tools such as gzip, 7zip and BSC (https://github.

com/IlyaGrebnov/libbsc).

In the reordering stage, SCALCE (Hach, Numanagić, Alkan & Sahinalp

2012) buckets reads according to the longest core substring, which is derived

by a locally consistent parsing method. Mince (Patro & Kingsford 2015)

improves the bucketing idea of SCALCE by a data-dependent bucketing

scheme. Each bucket is labeled with a minimizer, which is equivalent
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to the core substring of SCALCE. ORCOM (Grabowski, Deorowicz &

Roguski 2014) groups reads via the use of signatures, namely carefully

selected minimizers. FaStore (Roguski, Ochoa, Hernaez & Deorowicz 2018)

follows the same clustering method of ORCOM and a re-clustering method

is proposed to merge clusters of high similarity. The basic idea of HARC

(Chandak, Tatwawadi & Weissman 2018) is to find the maximum overlaps

between reads so that they can be reordered according to their approximate

positions in the genome.

In the encoding stage, SCALCE sorts reads based on the lexicographical

order with respect to the position of the core substring. The split-swap read

transformation is proposed by Mince. It extracts common core substrings

and sorts reads according to the o↵sets of the core substrings. ORCOM

and FaStore sort reads in each disk bin with the lexicographical order of the

strings obtained by swapping the left part and right part of the beginning

position of the signature for the current reads. ORCOM generates several

streams by aligning a read to itsm previous reads. FaStore builds a matching

graph by finding the matches in its m previous reads, and traverses each sub-

graph to assemble reads into contigs. HARC builds a contig for matched

reads based on a majority rule at each position. Each matched read is

encoded referring to the contig.

Chandak et al. (Chandak, Tatwawadi & Weissman 2018) had a theoretic

analysis on the reads compression problem from the point of entropy, and

proved bounds on the fundamental limits of reads compression. The analysis

demonstrates that an algorithm can achieve the best compression ratio if

reads can be reordered according to their position in the original genome.

If a good reference sequence exists, mapping reads to the reference can

decide an optimal order. However, the reference is not available in the

de novo compression scenario. The intuitive idea is to assemble reads

as contig by de novo assembly techniques. Traditional de novo genome

assembly is extreme computationally intensive. The most di�cult part is

to construct de Bruijn graphs and search Eulerian paths in the graphs.

12
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Progresses have been made to resolve the complexity. For example, Quip

(Jones et al. 2012) and LEON (Benoit, Lemaitre, Lavenier, Drezen, Dayris,

Uricaru & Rizk 2015) both construct probabilistic de Bruijn graphs using the

Bloom filter. After that, Quip uses a simple greedy approach to assemble

contigs. While LEON stores the graph instead of producing contigs, where

the reads are represented by a k-mer anchor and a list of bifurcation choices.

Most recently, Ginart et al. (Ginart, Hui, Zhu, Numanagić, Courtade,

Sahinalp & David 2018) developed a compression algorithm Assembltrie via

light assembly. Assembltrie assembles reads into a compact data structure,

called read forest, instead of assembling the reads into independent contigs.

It selects potential maximum prefix-su�x overlaps between reads greedily in

the tries. The ideas for finding longer overlaps by HARC and Assembltrie are

extremely similar. HARC uses the overlap information to construct contig,

while a read forest is generated and stored by Assembltrie. It should be

noted that HARC and Assembltrie are designed for genomic data but not

well-tested for compressing RNA-seq data.

2.2 Reference-based Genome Compression

The most di�cult part of referential genome compression is to map the target

genome to the reference genome; i.e., how to optimise a subsequence of the

target to be represented by a pair of integers—a position number and the

length of the subsequence—with regard to the reference genome. Existing

algorithms have used various data structures to generate the mapping. There

are three basic categories. The first category exploits the structure of

su�x array or su�x tree to find the longest subsequence. For instance,

RLZ (Kuruppu, Puglisi & Zobel 2010) maintains a self-indices structure

on the reference sequence, where the self-indices are evolved from a su�x

array (Navarro & Mäkinen 2007). Then, LZ77 parsing (Ziv & Lempel 1977) is

used to find the longest prefix of the target sequence with the help of the self-

indices structure. An improved version of RLZ (named RLZ opt (Kuruppu,
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Puglisi & Zobel 2011)) uses a non-greedy parsing approach and su�x

array. Particularly, it incorporates a local lookahead optimization, a short-

factor encoding and longest increasing subsequence computation to improve

performance. Wandelt and Leser (Wandelt & Leser 2012) proposed an

algorithm to trade between memory consumption and compression speed.

The algorithm divides the reference sequence into blocks of fixed size and

then finds the longest prefix match by a depth-first search on a su�x tree

constructed from the reference block. FRESCO (Wandelt & Leser 2013)

parses the target sequence to the reference sequence by a compressed su�x

tree. Reference selection, reference rewriting and second-order compression

techniques are also employed by FRESCO to further improve its compression

ratio. iDoComp (Ochoa et al. 2015) parses the target to the reference by a

su�x array. Its strategy is similar to Chern’s algorithm (Chern, Ochoa,

Manolakos, No, Venkat & Weissman 2012), where some adjacent matches

are combined into an approximate match and all the mappings are further

compressed by an entropy encoder.

The second category of algorithms all use hash tables to parse a target

sequence to a reference sequence. GDC (Deorowicz & Grabowski 2011) is

an algorithm similar to RLZ opt. It first divides a sequence into blocks

containing 8192 symbols. Then, GDC performs LZ77 parsing by hashing

instead of using su�x array. In addition, GDC selects a reference sequence by

a heuristic method and provides fast random access. Xie et al. (Xie, Zhou &

Guan 2015) proposed an algorithm CoGI that conducts alignment based on a

local no-collision hash table. The primary di↵erence is that CoGI can be used

as a reference-free compression algorithm. GDC-2 (Deorowicz et al. 2015)

performs two-level LZ77 parsing to compress a large collection of genomes.

Di↵erent contextual encoding strategies are employed to encode positions

and lengths of the two-level matches. ERGC (Saha & Rajasekaran 2015)

is a greedy compression algorithm. It divides the reference sequence and

the target sequence to fixed-size blocks, and a target block is aligned to

a corresponding reference block using a hash table constructed from all k-
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mers of the reference block. NRGC (Saha & Rajasekaran 2016) is a recently

improved version of ERGC with a scoring-based placement technique.

The third category of algorithms are not related to the above two data

structures (su�x array and hash table). RGS (Wang & Zhang 2011) uses

a modified UNIX di↵ program to find the longest common subsequences.

GReEn (Pinho, Pratas & Garcia 2012) is a compression tool based on

arithmetic coding. It has a copy model related to the reference sequence

for predicting the characters. Chern et al. (Chern et al. 2012) developed

an algorithm to generate the mapping by an adaptive sliding window-based

string matching technique.

FASTA file is a widely adopted file format for storing genome sequences.

Any loss of information in the file would cause unpredictable outcome

in personalized medicine. GReEn and CoGI ignore the unique sequence

identifier. GRS and RLZ-opt only consider limited upper-case letters, i.e.,

⌦ =  [ {N}, and CoGI deals with the letters ⌃ = {a, t, g, c, n}. Despite the

significant enlargement of character sets, the implementation of iDoComp

still processes an superset of (⌦ [ ⌃) rather than all the legal characters.

Some characteristics of these algorithms are summarized in Table 1 of

Supplementary file 2.

Algorithms like GDC, ERGC and NRGC divide long sequences into fixed-

size blocks to improve compression speed. Such a partitioning strategy may

result in the splitting of long matches into two or more short ones. ERGC

searches for matches in a local block and can achieve high compression ratio

only when the reference and target sequence are highly similar. When

the variation between them is large, ERGC has limitation due to many

unmatched subsequences. To mitigate this limitation, NRGC introduces a

new technique called scoring-based placement to detect better alignments

via a precomputed scoring system. However it is a complicated system.

Users must have prior knowledge about sequence similarity to obtain a high

compression ratio.
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2.3 Detection of Maximal Exact Matches

MEMs detection has been addressed with two steps by the existing methods:

(i) build an index of string patterns from the reference sequence; (ii) search-

and-extend matches using the query sequence. The second step usually

covers three procedures: (1) search short matches on the index; (2) extend to

maximal matches; and (3) remove duplicate matches. The e�ciency of the

second step is heavily a↵ected by the size of the index structure generated

from step (i). Many advanced indexing algorithms have been proposed for

improving the index construction. For example, MUMmer (Kurtz et al. 2004)

builds a su�x tree index structure from the reference genome. Although the

construction is in linear time and memory in theory, the actual memory

consumption of the su�x tree is very large for large genomes. Su�x arrays

(Manber & Myers 1993) or enhanced su�x arrays (Abouelhoda, Kurtz &

Ohlebusch 2004) have been explored to replace the su�x tree to alleviate

this issue, but su�x arrays still require a significant amount of memory

usage. To further reduce the memory usage, sparseMEM (Khan, Bloom,

Kruglyak & Singh 2009) has been developed. In contrast to a full-text

su�x array, it stores only a sparse su�x array, i.e., only every K-th su�x is

stored. But this can lead to extra computational time in the query phase.

Vyverman et al. (Vyverman, De Baets, Fack & Dawyndt 2013) further

optimizes sparseMEM with a sparse child array that improves running speed

without sacrificing the memory usage. Di↵erent from these methods that

search matches in the forward direction, BackwardMEM (Ohlebusch, Gog

& Kügel 2010) constructs a compressed full-text index and uses a backward

search method. Similarly, Fernandes and Freitas (Fernandes & Freitas 2014)

employed the backward search technique of the FM-index that works with a

sampled representation of the longest common prefix array.

Recently, k-mer index structures are introduced to detect MEMs, as

they are easily amenable to parallelization, an important requirement for

processing large genomes. E-MEM (Khiste & Ilie 2015) is currently the

most space-e�cient method to deal with the problem. It employs a fixed
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sampling strategy to sample a subset of k-mers at a fixed step on the reference

sequence. This sampling method can reduce the number of the indexed k-

mers in the hash table for memory saving. However, all k-mers on the query

sequence must be generated as keys to search matches in the hash table. The

exhaustive query processing is time-consuming. To reduce the number of k-

mers from the query sequence, a technique is to use minimizers (Roberts,

Hayes, Hunt, Mount & Yorke 2004) to perform a sampling of k-mers on

both the reference and query sequences. As suggested by Almutairy and

Torng (Almutairy & Torng 2018), fixed sampling stores much less k-mers

than minimizer sampling does. Although the minimizer sampling method

(Roberts et al. 2004) can perform k-mer sampling on two sequences, it

only achieves little improvement on querying speed because it produces a

number of shared k-mers for an MEM. Very recently, copMEM (Grabowski &

Bieniecki 2019) introduced another sampling technique. The key idea is based

on the Chinese remainder theorem to sample k-mers on both sequences R and

Q, which is very di↵erent from the idea in the minimizer sampling method.

Its speed is much faster than the other methods due to the simultaneously

reduced number of indexed k-mers and the query k-mers. However, copMEM

is unable to detect MEMs of length < 50, and the algorithm is sequential by

nature and thus cannot take advantage of parallel computing.

A common drawback of these k-mer index algorithms is: the index is built

only relying on k-mers of the reference sequence, without consideration of the

constraint on the target k-mers from the query sequence. For example, a 52-

mer (“GAATTCCTTGAGGCCTAAATGCATCGGGGTGCTCTGGTTTT

GTTGTTGTTAT”) occurs twice in the reference genome H. sapiens.

However, it does not occur in the query genome M. musculus. Insertion

of this kind of k-mer into the index consumes extra storage as well as extra

time in the search-and-extend step.
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Chapter 3

Index Su�x-prefix Overlaps by

(w, k)-minimizer to Generate

Long Contigs for Reads

Compression

3.1 Introduction

In this chapter, we focus on de novo lossless compression of short reads in

the raw sequencing data, i.e., FASTQ files, as mentioned in the introduction.

Our novel de novo algorithm (named minicom) is designed with two

key ideas: minimizer-based indexing for reads and the su�x-prefix overlap

between two contigs. The minimizer of a string is the lexicographically

smallest k-mer of the string (Roberts et al. 2004). Given a data set, our

algorithm determines the k-minimizer for every read and index all of the

reads to subgroup those that have the same minimizer. Within each subgroup

of the reads, a contig is constructed and then some pairs of the contigs are

merged into longer contigs according to our (w, k)-minimizer indexed su�x-

prefix overlap between two contigs. This merging process is repeated after

the longer contigs are formed until no pair of contigs can be merged. The
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parameter k can be untraditionally set by our algorithm as a large number

to greatly enhance the compression performance.

This approach is quite di↵erent from the existing minimizer-based reads

compression algorithms ORCOM (Grabowski et al. 2014), Mince (Patro &

Kingsford 2015) and FaStore (Roguski et al. 2018). ORCOM and Mince take

minimizers to bin reads. However, ORCOM or Mince does not detect our

defined su�x-prefix overlaps within any subgroup of the reads to generate

long contigs. Although FaStore merges neighboring contigs in the re-

clustering stage, it is limited that the merged reads cover only a narrow

segment of the genome. Our contigs merging approach is more general and

is able to cover much wider segments of the genome. Furthermore, small

k-mers of the minimizers (e.g., 8, 10 or 15) have to be used by these three

algorithms to limit the number of subgroups to obtain low-fidelity matches.

However, our minicom is allowed to adopt large k-mer (e.g., 31 for the reads

of length 100bp) in order to detect long and high-fidelity overlaps (Roberts

et al. 2004). We also define (w, k)-minimizers in the detection of e↵ective

su�x-prefix overlaps between two contigs. A (w, k)-minimizer is defined as

the lexicographically smallest k-mer in the (w + k � 1)-long string (Roberts

et al. 2004, Li 2016). The su�x-prefix overlaps can be used to determine an

approximate optimal position of reads for improving compression ratio. With

the above two key ideas, minicom is enabled to exhibit superior performance

for the compression of both single-end reads and paired-end reads over the

existing reads compression algorithms.

We benchmark the performance of minicom in comparison with seven

state-of-the-art algorithms on various RNA-seq and WGS (whole genome

sequencing) data sets. On the single-end reads data sets, minicom produces

the smallest compressed files on 22 of 34 cases and better than Quark,

ORCOM, Mince and Assembltrie on all the cases. On the paired-end data

sets, minicom achieves the best results always with 1.2-1.8 times compression

gain for all of the cases. Furthermore, minicom achieves 1 GB size reduction

from the compressed files by HARC in the reads-order preserving mode. The
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compression time and memory usage of minicom are better than that of

PathEnc, Mince and Assembltrie.

Minicom is implemented as an open-source tool. The source code of

minicom is available for download at https://github.com/yuansliu/minicom.

Algorithm 3.1 Compute minimizer
Input: A reads S with |S| � k and k-mer size k

Output: A tuple including value of minimizer, its position and strand label

Function MinimizerSketch(S, k) begin
m 1

for i 1 to |S|� k + 1 do

u 
Pk�1

j=0 �(si+j · 4k�j�1)

bu 
Pk�1

j=0 �(bsi+j · 4k�j�1)

if u = bu then continue

if u < bu and u < m then
(m, p, r) (u, i, 0)

else if bu < u and bu < m then
(m, p, r) (bu, i, 1)

return (m, p, r)

3.2 Materials and methods

Let S = s1s2 · · · sn be a DNA sequence, where si 2 ⌃ = {A,C,G, T}. Its

length is |S| = n. For a symbol a 2 ⌃, we use a to denote its Watson-Crick

complement. The reverse complement of S is denoted by bS = bs1bs2 · · · bsn =

snsn�1 · · · s1. An encoding function � (i.e., �(A) = 0,�(C) = 1,�(G) = 2

and �(T) = 3) is used to map a k-mer to a distinct (2⇥ k)-bit integer.

A minimizer of a string is its lexicographically smallest k-mer. If there

are more than one such k-mers in a string, the first one is defined as its

minimizer. For a read string S, we also consider the minimizer of its reverse

complement strand bS. The pseudocode to compute minimizers is described

in Algorithm 3.1. A list of (w, k)-minimizers from a string can be derived
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Algorithm 3.2 Compute minimizers
Input: A contig S with |S| � w + k � 1, k-mer size k, window size w and

number of minimizer ⌧

Output: (w, k)-minimizers, their positions and strand labels

Function MinimizersSketch(S,w, k, ⌧) begin
M empty array

for i 1 to |S|� w � k + 1 do
m 1

for j  0 to w � 1 do

uj  
Pk�1

j=0 �(si+j · 4k�j�1)

buj  
Pk�1

j=0 �(bsi+j · 4k�j�1)

if u 6= bu then
m min(m,min(u, bu))

for j  0 to w � 1 do

if uj < buj and uj = m then
Append (uj, i, 0) to M

if |M| � ⌧ then return M

else if buj < uj and buj = m then
Append (buj, i, 1) to M

if |M| � ⌧ then return M

return M . A set of minimizer

from the all possible (w+k�1)-long substrings shifting from the beginning of

the string to the end. We use Algorithm 3.2 to compute the first ⌧ minimizers

in such a list. The concept of minimizers was initially proposed by Roberts

et al. (Roberts et al. 2004) to reduce memory consumption and processing

time for biological sequence comparison. Here we use minimizers to index

reads. As observed by Li (Li 2016), an invertible hashing function can be

used to perform a random ordering of the k-mers instead of a lexicographic

ordering, for better performance (Marçais, Pellow, Bork, Orenstein, Shamir

& Kingsford 2017).
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3.2.1 Reads indexing and iterative contigs merging

Our de novo assembled long contigs are generated with two stages: the initial

basic contigs generation and the subsequent contigs merging (in an iterative

way).

Initial basic contigs: First, we compute the minimizers for all of the

reads. Large k-mers are used in our minimizers in expect to obtain long

and high-fidelity overlaps between two contigs. Reads are clustered (sub-

grouped) by hashing their minimizers to a hash table. The key of the hash

table is the minimizer and the value of the hash table is a set of the read

index, the position of the minimizer in the read and the strand label (0

representing the read itself or 1 representing its reverse complement strand).

The value of a minimizer can be very large for a large k-mer. For example,

the value of the minimizer is a 62-bit integer if k = 31. In implementation,

we limit the entries of the hash table to reduce the memory usage of the hash

table. If there is a collision to hash minimizers to the limited entries, we sort

the entry array independently according to the minimizers after collecting

all the minimizers. Therefore, we can easily distinguish di↵erent clusters by

comparing two contiguous minimizers in the entry. If there are more than

one reads in one cluster, we sort the reads in this cluster through the position

of the minimizers. Then, a contig is constructed. The details are described

in Algorithm 3.3. As an example, a reads cluster from dataset SRR490961

is shown in Figure 1 of Supplementary file 1.

Each base of the contig for the cluster of reads is the base with the

highest frequency. Once the contig is constructed, we compute the Hamming

distance of every read in this cluster by aligning the read to the contig without

indels. If the Hamming distance exceeds a pre-defined threshold e, this read

is removed from the cluster. Finally, we determine the alignment position

of every read in each cluster and record their strand label. Algorithm 3.4

details the procedure to construct the contig for a cluster of reads.

Actually, a minimizer is a sampling presentation of DNA sequence. It is

very sensitive to k-mer size. An example involving two reads, which have
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Algorithm 3.3 Generation of the initial basic contigs
Input: Set of reads S = {S1, · · · , Sn}, size of k-mer k, size of hash table b

and di↵erence threshold e

Output: A set of contigs

Function InitialContigsSketch(S, k, b, e) begin

H[1..b] empty hash table . Each entry H[i] is an array; Each

element of H[i] is a tuple composed of minimizer, position of minimizer, strand label

and reads index

for t 1 to n do
(h, p, r) MinimizerSketch(St, k)

Append (h, p, r, t) to H [h%b]

W  ; . A set of reads clusters; Each element is a tuple (R,F), where R is the

contig and F is a group of reads

for e 1 to b do
Sort H[e] = [(h, p, r, t)] by the 1st item h

i 1

for j  1 to |H[e]| do

if j = |H[e]| or H[e][j].h 6= H[e][j + 1].h then

if j � i > 1 then . More than one reads

G  empty array

for c i to j do
Append (H[c].p,H[c].r,H[c].t) to G

Sort G = [(p, r, t)] by the 1st item p of tuples

(R,F) ConstructContigSketch(S,G, k, e)

if |F| > 1 then
W  W [ {(R,F)}

i j + 1

return W
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Algorithm 3.4 Construct contig
Input: Set of reads S, a cluster of reads G = [(p, r, t)], size of k-mer k and

di↵erence threshold e

Output: A contig, a set of reads indices, their alignment positions and

strand labels

Function ConstructContigSketch(S,G, k, e) begin

(C,P) (0, 0) . C is a 2D array

bp G[1].p

if G[1].r = 1 then . Minimizer on reverse complement strand

bp |S1|� G[1].p+ k

for t = 1 to |G| do
(S, pt) (SG[t].t,G[t].p)

if G[t].r = 1 then

(S, pt) (bSG[t].t, |S1|� G[t].p+ k)

pt  bp� pt

for i 1 to |S| do
c[pt + i][Si] c[pt + i][Si] + 1

for i 1 to (p|G| + |S1|) do

ri  argmaxe c[i][e] . e 2 A,C,G,T; R is the contig

F  empty array . Each element is a tuple composed of

for t 1 to |G| do
(S, d) (SG[t].t, 0)

if G[t].r = 1 then S  bSG[t].t

for j  1 to |S| do

if n(pt+j�1) 6= sj then d d+ 1

if d  e then Append (pt,G[t].r,G[t].t) to F

if |F| > 1 then return (R,F)

else return ;
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TGAACAACCAAATCTACCCTCCACGGCCCTGAGGCCTTATCAGTTCCACTGATTAAAAACTTTCTCTTCCACGGACTTTAAGCCCGGTAGGAAAGAGAGAGGAGGAGGGGGAAAGAGCAAACCAT CTTTCTTCCAGGCCCTT

TCCACTGATTAAAAACTTTCTCTTCCACGGACTTTAAGCCCGGTAGGAAAGAGAGAGGAGGAGGGGGAAAGAGCAAACCATCTTTCTTCCAGGCCCTTGACT…...

(w, k)-minimizer

...

AACCAAATCTACCCTCCACGGCCCTGAGGCC

AAACTTTCTCTTCCACGGACTTTAAGCCCGG

CTTTAAGCCCGGTAGGAAAGAGAGAGGAGGA

Contig indices

1, 12, 512, 213,...

...

1, 2, 6987,...

1, 2, 3151,...

Step 1

Step 2

Step 3

TGAACAACCAAATCTACCCTCCACGGCCCTGAGGCCTTATCAGT...GACTGCTCCTTTGGGCTGGGCCAAGGTTTGTATGTACCACACCATGCATGACTCAGATGCCCTCAG

Figure 3.1: An illustration of contigs merging via su�x-prefix overlaps. The double-ended arrows represent (19, 31)-

minimizers. Step 1: The first ⌧ (w, k)-minimizers of each contig are indexed into a hash table. Step 2: For a contig,

we enumerate its all (19, 31)-minimizers and search for the same minimizers in the hash table to find a su�x-prefix

overlap. When processing the fifth (19, 31)-minimizer, we find the same (19, 31)-minimizer in the second contig.

Both of them are highlighted with a red line. A su�x-prefix overlap, which contains 98 bases, is determined by the

(19, 31)-minimizer. Step 3: Merging two contigs to form a new long contig.
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the same 30-minimizer but di↵erent 31-minimizer, from dataset SRR1294116

is shown in Figure S2 of Supplementary file 1. To cluster more reads, the

remaining reads are then processed by the above procedure with some smaller

k-mer sizes.

Contigs merging via su�x-prefix overlaps between two contigs:

The length of the basic contigs ranges from L to (2 · L� k), where L stands

for the length of reads. To construct longer contigs, we merge these basic

contigs. Given a contig, we find a contig such that its prefix is approximately

matched with the su�x of the given contig. By “approximately matched”,

we mean that the Hamming distance between the prefix and su�x is smaller

than a threshold. To index the prefixes of the basic contigs, we compute the

first ⌧ number of (w, k)-minimizers of each contig and insert these minimizers

to a hash table. By default, we set w = L/2� k to ensure the length of the

overlap is at least L/2. Strategies (Li 2016) such as, (i) limit the entries of

hash table; (ii) sort each entry; and (iii) store the intervals of minimizers

on the sorted array, are used to reduce the memory consumption and fast

indexing. For each contig, we enumerate all (w, k)-minimizers and search

contigs sharing the same minimizers in the hash table. Given a minimizer of

this contig, a next contig is detected if the two (w, k)-minimizers have the

same strand and the Hamming distance of the overlap substring is smaller

than �. By default � = 2 ·e. We concatenate these two contigs to form a new

contig. Then, reads corresponding to these two contigs are merged into a new

cluster and we subsequently update their alignment position against this long

contig. An illustration of searching su�x-prefix overlap is shown in Fig. 3.1.

The details of this contig merging process are presented in Algorithm 3.5.

Algorithm 3.5 merges two contigs only. We repeat this procedure many

rounds to merge more contigs, including those merged in the previous rounds.

The iteration stops when the number of merged contigs is smaller than 100.

Our minicom is quite di↵erent from the key idea of HARC: (i) Our

initial basic contigs generation always groups duplicate reads into the same

cluster, but HARC is unable to guarantee this because it only searches limited
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number of entries of the hash table; (ii) Our contigs merging procedure makes

use of the su�x-prefix overlaps between contigs, but HARC finds the next

read via su�x-prefix overlap between reads.

3.2.2 Realignment of singleton reads

It is possible that there can exist reads which are not covered by any cluster

(remaining as singletons) after the above contig generation stage. To move

some of these singleton reads into some clusters, we increase the di↵erence

threshold e to align more reads to the contigs, as similarly handled by HARC

(Chandak, Tatwawadi & Weissman 2018). In detail, these singleton reads are

indexed into µ di↵erent hash tables by the substrings (length is by default set

to 17 for reads length >80bp). Given a di↵erence threshold, we enumerate all

substrings of a contig and align the singleton reads to the contig by searching

the hash tables. For a potential match, we apply Algorithm 3.6 to compute

the final di↵erence string. If |E|  0.4 · L, we then group this singleton read

to the cluster. To find more accurate alignment, we increase the di↵erence

threshold by a step size ⌘ (default as e) each round. We set the maximum

di↵erence threshold as L/2.

3.2.3 Encoding

For each cluster of reads, we store its contig sequence, the alignment position

of every read referring to the contig, the strand label and the di↵erence string

between the read and the contig. We first sort this cluster of reads through

their alignment positions into an ascending order. The alignment positions

are further encoded by delta encoding. We use 1-bit to record whether the

read is encoded in the original or its reverse complement strand. If reads have

the same alignment position, we sort them through their strand labels. The

labels 0 or 1 can be arranged more compactly, leading to a smaller size of the

final compressed file. The alignment positions and strand labels are written

in a binary file separately. We employ 2-bit encoding to encode the contig
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Algorithm 3.5 Merge contigs
Input: Set of contigsW , window size w, size of k-mer k, number of minimizer

⌧ , size of hash table b and threshold �

Output: A set of contigs

Function MergeContigSketch(W , w, k, ⌧, b,�) begin

H[1..b] empty hash table . Each entry H[i] is an array

foreach (Rt,Ft) 2W do
M MinimizersSketch(Rt, w, k, ⌧)

foreach (h, p, r) 2M do
Append (h, p, r, t) to H[h%b]

for e 1 to b do
Sort H[e] by the 1st item

(W 0, vi) (;, 0) . v is an array

1 for i 1 to |W| do

if vi = 0 then . i-th contig is not visited

M MinimizersSketch(Ri, w, k,1)

foreach (h, p, r) 2M do

foreach (h0, p0, r0, t) 2 H[h%b] do

if i 6= t then . exclude itself

if h = h0 and vt = 0 and r = r0 then
⇠  the Hamming distance of the overlap substring

of two contigs Ri and Rt

if ⇠ <= � then
Merge Ri and Rt to a long contig R0

F
0 = Fi [ Ft

Update the 1st item of F 0 = [(p, r, t)]

W
0 = W

0
[ {(R0,F 0)}

(vi, vt) (1, 1) . Label visited

goto 1

return W
0
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Algorithm 3.6 Di↵erence encoding
Input: A contig R, a read S, its position p and its strand r

Output: An encoded string

Function EncodeRead(R, S, p, r) begin

if r = 1 then

S  bS
E empty string

c 0

for i 1 to |S| do

if rp+i�1 6= si then

if c > 1 then

Append c to E . Convert integer c to a string

else
Append si�1 to E

c 0

Append si to E

else
c c+ 1

return E

sequence and store as a binary file as well. The di↵erence file consists of the

matched lengths and mismatched characters between the reads and the contig

(an ASCII text file). All of these files are compressed independently using

the BSC compressor. Algorithm 3.6 presents the details of the di↵erence

encoding.

3.2.4 Reads-order preserving mode

An optional requirement for reads compression algorithms is to maintain the

original order of the reads after decoding. It is called reads-order preserving

mode. Similarly as proposed by HARC (Chandak, Tatwawadi & Weissman

2018), we additionally store the order information of the reads in the FASTQ

file along with the above information. As a FASTQ file usually contains more
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than 10 million reads, the file storing the order information is a big volume

in the compressed file. To reduce the size of the position files, we sort reads

in each cluster according to the position of reads if the reads have the same

alignment position. Delta encoding is applied to encode the positions of reads

having the same alignment position. Finally, the positions are encoded as a

binary file and it is then compressed by BSC as well.

3.2.5 Handling paired-end reads

Paired-end reads contain long range positional information, keeping this

information while compressing is compulsory. PathEnc (Kingsford &

Patro 2015) and Mince (Patro & Kingsford 2015) handle paired-end reads

by merging the two ends of the pair. To keep the same strand, if necessary,

the two methods can generate a reverse complement for one of the ends

before merging. Our method minicom preserves the pairing information

by recording the index permutation of the reads in the second file rather

than concatenating the reads in the two files into a sequence. In detail, our

method generates contigs, realign singleton reads and encode as single reads.

Comparing with PathEnc and Mince, we create two more files to recover

the paired-end information. Minicom uses 1-bit to record whether a read

is from the left or right end. If a read is from the left end, we record the

permutation mapping before and after reordering. Later, we only save the

permuted position of the reads from the right end. The two files are encoded

as binary files and compressed by BSC and 7zip respectively.

3.2.6 Other considerations

There are special subtypes of reads. For example, all bases in a read are

‘A’, all bases are ‘T’ or all bases are ‘N’. From the right end of SRR635193,

we have observed 1324, 60 and 1085118 reads respectively for these special

subtypes. For these special reads, we only store the number of reads. Another

three subtypes of reads are: most bases in a read are ‘A’, most bases are ‘T’
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and most bases are ‘N’. We set a threshold (length of reads minus di↵erence

threshold e) to detect these three subtypes of reads. Algorithm 3.4 is used

to encode these subtypes of reads by replacing the contig with the sequence

of pure corresponding bases. In the reads-order preserving mode, these six

subtypes of special reads are sorted according to their position of reads in the

FASTQ file and then delta encoding is used to encode the position values. If

there are many such special reads, this technique is e↵ective to achieve the

highest compression ratio for these reads. Otherwise, only 4 bytes are wasted

for each subtype.

To simplify reads processing, we classify reads containing ‘N’ into two

kinds: the number of ‘N’ small than � and others. If reads in the first kind,

we first convert ‘N’ to the most frequency bases in the corresponding reads.

Then, those reads are used to generate contigs as usual. Before encoding,

those changed bases are translated to ‘N’ again. The second kind contains

reads having many ‘N’s. We store these reads as an ASCII text file and

compress it by BSC.

We had parallel implementation for our algorithm. The initial contigs

generation is paralleled by the separate processing of the entries of the hash

table. After that, all procedures are paralleled by the separate processing of

the clusters.

3.3 Results and analysis

We tested the proposed algorithm on various real reads data. The

performance was compared with two recently published reference-based

algorithms PathEnc (Kingsford & Patro 2015) and Quark (Sarkar &

Patro 2017), and with four de novo compression algorithms Mince (Patro

& Kingsford 2015), ORCOM (Grabowski et al. 2014), HARC (Chandak,

Tatwawadi & Weissman 2018) and Assembltrie (Ginart et al. 2018). All

the experiments were carried out on a computing cluster running Red Hat

Enterprise Linux 6.7 (64 bit) with 2⇥2.33 GHz Intel R� Xeon R� E5-2695 v3
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(14 Cores) and 128 GB RAM. All algorithms were run with 24 threads under

their default/recommended parameters.

3.3.1 Datasets

A total 18 sequencing data sets, including 13 RNA-seq data sets and 5 whole

genome sequencing (WGS) data sets, are used in this work to benchmark the

performance of the 7 algorithms; 12 data sets of them are single-end reads

data and 6 of them are paired-end reads data. All of them are generated

by the sequencing platform ILLUMINA. The read lengths of these data sets

are various, ranging from 44 to 108. Some of these RNA-seq data sets are

benchmark data sets widely used in the literature (Kingsford & Patro 2015,

Patro & Kingsford 2015, Sarkar & Patro 2017); the other RNA-seq data sets

have never been tested by the state-of-the-art methods. The WGS data sets

are compiled by the MPEG HTS working group (Numanagić et al. 2016) for

benchmarking. It covers a wide range of organisms (human metagenomic,

bacterial and plant genome) and coverage. Details of these data sets are

provided in Table S1 of Supplementary file 1.

3.3.2 Compression performance

To test the robustness of these algorithms, the two end files of paired-end

reads are compressed independently as per HARC (Chandak, Tatwawadi &

Weissman 2018) and their concatenated version is tested as well. In total, 34

single FASTQ files are compressed and the sizes of these compressed files are

presented in Tab. 3.1. Our method minicom achieves the best compression

result for 22 of the 34 cases and obtains the smallest total size. And on

the remaining 12 cases, our minicom has very close performance (always the

second best) to the best compression result. In particular, minicom performs

better than Quark, ORCOM, Mince and Assembltrie for all of the 34 cases.

The compressed files by the two reference-based algorithms PathEnc and

Quark are 39% and 15% larger than ours respectively. Seven cases by
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Table 3.1: Sizes (in KB) of the compressed files in the compression of single-end FASTQ files

Dataset
Reference-based methods de novo methods

PathEnc Quark ORCOM Mince HARC Assembltrie minicom

SRR1294116 185, 505 185, 502 203, 910 199, 944 165, 560 244, 190 156,446

SRR1294122 195, 043 184, 186 212, 361 204, 841 172, 175 248, 586 159,528

SRR490961 176, 903 160, 646 177, 165 174, 581 133, 068 210, 139 122,552

SRR490962 161, 331 143, 681 158, 777 156, 291 118, 056 190, 222 109,219

SRR490976 188, 202 167, 241 195, 389 173, 776 158, 044 235, 760 146,636

SRR445718 159, 916 148, 637 172, 040 162, 963 138, 792 193, 122 126,064

SRR445719 152, 110 140, 260 163, 741 156, 071 130, 938 180, 481 119,541

SRR445724 262, 188 273, 093 296, 775 287, 989 272, 742 366, 182 245,585

SRR445726 237, 646 243, 123 263, 623 256, 387 238, 776 329, 297 215,572

SRR635193 1 49,733 57, 670 69, 152 67, 964 53, 616 88, 363 53, 125

SRR635193 2 57,893 64, 642 77, 003 74, 360 60, 395 275, 101 58, 716

SRR635193⇤ 93, 612 100, 437 116, 015 115, 342 90, 880 171, 342 88,647

SRR689233 1 59, 686 55, 076 54, 028 51, 396 36, 720 56, 197 33,669

SRR689233 2 67, 730 61, 475 62, 384 57, 565 44, 451 66, 507 40,417

SRR689233⇤ 104, 302 95, 806 95, 638 89, 548 66, 549 113, 831 60,395

Continued on next page
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Table 3.1 – continued from previous page

Dataset
Reference-based methods de novo methods

PathEnc Quark ORCOM Mince HARC Assembltrie minicom

SRR1265495 1 72, 587 74, 772 87, 770 87, 717 118, 824 99, 009 67,829

SRR1265495 2 73, 357 75, 338 88, 706 87, 163 115, 548 92, 204 68,659

SRR1265495⇤ 126, 828 119, 668 137, 793 137, 274 165, 734 162, 352 101,775

SRR1265496 1 65, 790 70, 430 79, 936 79, 893 108, 523 82, 211 65,105

SRR1265496 2 70, 510 73, 397 85, 417 83, 697 110, 612 89, 349 67,676

SRR1265496⇤ 116, 842 113, 010 127, 395 126, 830 149, 596 140, 667 98,119

SRR554369 1 13, 482 — 10, 731 10, 038 5,652 7, 657 5, 969

SRR554369 2 14, 013 — 11, 180 10, 571 6,021 8, 205 6, 379

SRR554369⇤ 20, 150 — 15, 859 15, 353 8,294 12, 158 8, 683

SRR327342 1 45, 917 — 35, 992 36, 892 18,780 33, 059 19, 353

SRR327342 2 58, 336 — 49, 474 49, 324 29, 655 47, 214 27,770

MH0001.081026 1 55, 169 — 51, 469 50, 345 41,789 54, 640 43, 161

MH0001.081026 2 60, 521 — 57, 032 55, 881 46, 848 59, 224 46,540

MH0001.081026⇤ 99, 662 — 92, 093 92, 053 74,516 100, 107 75, 479

SRR870667 1 843, 131 — 826, 261 687, 536 1, 372, 682 1, 703, 038 686,796

SRR870667 2 447, 501 — 315, 154 349, 309 222,197 715, 207 236, 482

Continued on next page
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Table 3.1 – continued from previous page

Dataset
Reference-based methods de novo methods

PathEnc Quark ORCOM Mince HARC Assembltrie minicom

ERR174310 1 3, 102, 765 — 1, 797, 748 1, 954, 851 1,399,818 1, 837, 682 1, 497, 856

ERR174310 2 3, 131, 250 — 1, 830, 332 1, 985, 838 1,456,107 1, 900, 332 1, 542, 533

ERR174310⇤ ⇥ — 2, 536, 425 2, 992, 003 1,500,846 ⇥ 1, 911, 060

Total size — — 10, 554, 786 11, 121, 604 8, 832, 819 — 8, 313, 354

Notes : Bold font indicates the best result in the row. A shadowed text indicates that our method achieves the second best

result. A ‘⇤’ indicates these files are obtained by concatenating two corresponding FASTQ files. A ‘⇥’ means that the method

cannot compress it using the limited RAM. Quark was not tested on the WGS data as it is specially designed for the compression

of RNA-seq data.
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Table 3.2: Size (in byte) of compressed files for paired-end reads

Dataset
Reference-based methods de novo methods

PathEnc Quark ORCOM Mince HARC Assembltrie minicom

SRR635193 222, 826 151, 368? 410, 021 240, 283 263, 720 410, 673 154,112

SRR689233 180, 116 191, 811 423, 041 176, 948 168, 407 401, 463 93,296

SRR554369 25, 839 — 70, 448 31, 101 17, 397 54, 376 11,601

MH0001.081026 143, 359 — 226, 753 174, 843 144, 189 201, 121 113,479

ERR174310 ⇥ — 8, 940, 636 6, 058, 152 2, 998, 538 7, 711, 063 2,508,769

Total size — — 10, 070, 901 6, 681, 330 3, 592, 253 8, 778, 698 2, 881, 259

Notes : Bold font indicates the best result in the row. A ‘?’ indicates the decompressed reads are not identical to

the original (see Figure S3 in Supplementary file 1).
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PathEnc are even twice larger than ours. Though PathEnc wins on two

cases as the best algorithm, our minicom achieves very close results within

5 MB in total. In comparison with the four de novo algorithms, the size of

minicom’s compressed files is about 21% smaller than that of ORCOM and is

25% smaller than that of Mince. HARC is more competitive to minicom and

its total size of compressed files is about 519 MB larger than ours. HARC

wins on 10 cases as the best algorithm on the WGS data sets. Minicom is

better than HARC on all of the RNA-seq data sets and wins 3 times on the

WGS data sets. All of the compressed files by Assembltrie are at least 18%

and up to 66% (or on average 35%) larger than ours.

There are many features of reads which can a↵ect the compression ratio,

such as the reads length, sequencing depth, quality of reads and duplication

rate. Table 3.1 (the first 21 rows) indicates that our method minicom can

make better compression rate on RNA-seq data sets than on WGS data sets

(see last 13 rows). The reason is probably that RNA-seq data and WGS data

have di↵erent characteristics in reads. For example, about 34% of reads in

the RNA-seq data set SRR445724 are duplicate. While only 4.5% reads are

duplicate in the WGS data set SRR174310 1. We did an experiment which

removed duplicate reads from four data sets to understand the performance

before and after removing the duplicate reads. Results are shown in Table

S4 of Supplementary file 1. The change is significant—the compression ratio

decreases by 28% and 33% after the removal of duplicated reads on the RNA-

seq data sets SRR490976 and SRR445724 respectively.

Ginart et al. (Ginart et al. 2018) have observed that more than 40%

of the reads in SRR870667 1 (reads length is 108) do not share an overlap

(length > 21) with any other reads even the Hamming distance is set as 4. In

such a case, it is di�cult to generate long contigs with high-fidelity overlaps.

After testing di↵erent parameters, we found that e = 18 achieves the best

compression ratio. A larger threshold can result in more reads grouped in

clusters. But, this would cause wider di↵erence between the reads and the

contigs. On this data set, the compressed files by HARC and Assembltrie

37

http://bit.ly/2Hp0qfg


Chapter 3. Index Su�x-prefix Overlaps by (w, k)-minimizer to Generate
Long Contigs for Reads Compression

are > 1.9 times larger than ours. The length of reads in SRR870667 2 is 74

which is 31% smaller than that of SRR870667 1. Table S5 in Supplementary

file 1 lists the size of di↵erent parts of compressed files about these two data

sets. We can see that the di↵erence file of SRR870667 1 is > 6 times larger

than that of SRR870667 2. These observations probably partly explain why

the seven methods achieved very di↵erent compression ratios on these two

data sets.

Comparison results of the seven algorithms on the five paired-end reads

data sets are shown in Tab. 3.2. Minicom achieves significant compression

improvement over the existing de novo methods. The total size of compressed

files by ORCOM, Mince and Assembltrie are at least twice larger than ours.

Comparing with ORCOM, our minicom obtains compression gain varying

from 2.0 to 6.0 times. Minicom achieves a compression gain from 1.5 to

2.6 times in comparison with Mince. The improvement over Assembltrie by

minicom is ranging from 1.7 to 4.3 times. The size of minicom’s compressed

files is about 710 MB smaller than that of HARC. Minicom achieves 1.2-1.8

times better compression than HARC. Compared with the two reference-

based methods, minicom also achieves compression gain > 1.2 times except

one case by Quark. However, we note that the decompressed result by Quark

on the paired-end data set SRR635193 is not identical to the original data

set. Quark is specially designed only for RNA-seq dataset, not e↵ective for

WGS data sets.

Of the seven algorithms, only our method minicom and HARC are capable

of preserving the reads order. The comparison results are shown in Tab. 3.3.

Our minicom achieves superior compression performance to HARC on 25

of the 30 cases (sometimes with > 1.4 times compression gain). On the

remaining 5 cases, the compressed file by minicom is < 5% larger than that

of HARC. The compressed files by HARC are 1 GB larger than ours in total.

Moreover, we compared the performance with a new tool named Spring

(Chandak, Tatwawadi, Ochoa, Hernaez & Weissman 2018). It should be

pointed out that Spring is a revised version of HARC. It improves the
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Table 3.3: Sizes (in KB) of compressed files in the reads-order preserving

mode

Dataset HARC minicom

SRR1294116 312, 115 291,491

SRR1294122 297, 256 273,018

SRR490961 291, 010 270,100

SRR490962 264, 325 245,923

SRR490976 259, 246 235,571

SRR445718 239, 636 220,538

SRR445719 224, 778 207,462

SRR445724 430, 469 386,488

SRR445726 391, 946 351,764

SRR635193 1 138, 485 129,259

SRR635193 2 142, 141 132,864

SRR689233 1 85, 544 80,721

SRR689233 2 92, 395 87,080

SRR1265495 1 146, 995 95,272

SRR1265495 2 151, 562 96,020

SRR1265495 244, 736 155,965

SRR1265496 1 127, 324 89,374

SRR1265496 2 129, 536 91,944

SRR1265496 217, 569 146,759

SRR554369 1 10,004 10, 178

SRR554369 2 10,373 10, 547

SRR327342 1 64, 143 63,395

SRR327342 2 74, 629 71,505

MH0001.081026 1 73, 134 71,178

MH0001.081026 2 77, 056 76,308

SRR870667 1 1, 540, 474 906,864

SRR870667 2 454,359 460, 574

ERR174310 1 2,105,876 2, 209, 443

ERR174310 2 2,158,960 2, 246, 676

Total size 10, 756, 085 9, 714, 298
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compression ratio by searching matches in both directions while HARC did

it in only one direction. We compare its performance with HARC and our

method (see Tables S2 and S3 in Supplementary file 1). In the compression

of single-end reads, our method minicom is better than Spring on 20 cases.

Spring wins 13 times—most of them are on the WGS data sets. On the

RNA-seq data sets, minicom performs better than Spring on 18 of the 21

cases, and Spring is worse than HARC on 12 cases. On the WGS data sets,

minicom is better than Spring on 2 cases. In the compression of paired-end

reads, Spring is better than HARC and minicom on 4 cases and minicom

wins on one case. For the reads-order preserving mode, minicom performs

better than Spring on 21 of the 29 cases.

We found that FaStore (Roguski et al. 2018) is a tool for compressing the

whole FASTQ file (all identifiers, all reads and all quality scores), there is no

option specially set to ignore the quality scores. We used the compression

mode ‘–max’, which applies a Q-score binary thresholding and ignores read

identifiers, to run the tool. This compression performance is shown in Table

S9 of Supplementary file 1. We note that this performance cannot be used

to compare with minicom directly.

3.3.3 Comparison on computational resources

ORCOM is the fastest algorithm for the compression of these data sets.

Assembltrie had unstable compression speeds from a few minutes to 43

hours. Minicom is always faster than PathEnc. In most cases, minicom

is significantly faster than PathEnc and Assembltrie. Minicom is faster than

Quark except from other 6 cases. For 29 of the 39 cases, minicom is faster

than Mince and sometimes twice faster. In most cases, minicom is a little

slower than HARC. And HARC is much faster than minicom in 5 cases. The

reason is probably that the realignment stage is very slow especially on large

data sets as we presented in Section 3 of Supplementary file 1. Detailed

comparison of the compression time costs by these algorithms is shown in

Table S6 of Supplementary file 1.
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Table S7 in Supplementary file 1 describes the memory usage of these

algorithms in compression. HARC uses the least RAM for all of the

cases. The RAM consumption by minicom is much less than PathEnc and

Assembltrie. Minicom takes less RAM than Quark and Mince as well. As

minicom maintains all the processed reads, assembled contigs and encoding

information in memory, it can be well understood that more memory is

required than by ORCOM or HARC.

The comparison of decoding time is presented in Table S8 of Supplementa-

ry file 1. ORCOM is much faster than all the other methods. The

decompression speed of minicom is at least one order of magnitude faster

than PathEnc; about twice faster than Quark; and about 2.5 times faster

than mince. Though HARC achieves competitive decompression speed as

ours in most cases, its total decompression time cost is 1.8 times more.

Assembltrie performs a little bit faster than our methods on some cases.

However, Assembltrie performs extremely poor on 6 cases.

3.4 Conclusion

In this chapter, we have introduced minicom, a new de novo algorithm for

reads data compression. The idea of (w, k)-minimizers is the first time used

for reads compression by our minicom. It is an e↵ective idea to find a su�x-

prefix overlap between two contigs and to determine a sub-optimal order of

reads. The experiment results obtained from various benchmark data sets

confirm that minicom can provide better compression performance than both

the state-of-the-art reference-based and de novo compression algorithms.
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Chapter 4

High-speed and High-ratio

Referential Genome

Compression

4.1 Introduction

In this chapter we focus on compression of assembled genome. We introduce

HiRGC, a high-performance reference-based genome compression algorithm.

Its speed and compression ratio are both better than the state-of-the-art

algorithms (Ochoa et al. 2015, Deorowicz et al. 2015, Saha & Rajasekaran

2015, Saha & Rajasekaran 2016). A novel idea in the preprocessing stage is

to purify the raw data to get a sequence containing characters only in  =

{A,C,G,T} by separating the auxiliary information in the FASTA-format

file. Then, we use a 2-bit encoding scheme to encode the pure base sequence

to a 2-bit integer sequence. These preprocessing steps are di↵erent from those

used by existing methods. And, to our best knowledge, these preprocessing

steps are explicitly described and employed for the first time in referential

genome compression. After these preprocessing steps, the subsequent main

computation is a greedy matching on a hash table constructed from the

reference integer sequence.
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The matching strategy is new, and quite di↵erent from the mapping

generation step of iDoComp (Ochoa et al. 2015) and is also di↵erent from

the alignment step of ERGC (Saha & Rajasekaran 2015): (1) Our matching

method takes 2-bit integer sequences as input. iDoComp and ERGC have

to deal with complex strings constructed from large character sets. (2) Our

matching method runs in a single round. ERGC requires iterations with

di↵erent lengths of substrings and needs to calculate the edit-distance of

the unaligned substrings; iDoComp requires storing matches in memory and

then requires combining the consecutive matches, which are very memory-

and time-consuming; and GDC-2 (Deorowicz et al. 2015) performs two-level

parsing. (3) Our matching method operates on a global hash table. ERGC

uses a partial hash table; (4) Each match of our algorithm contains at least k

integers (a parameter of our algorithm). iDoComp may generate very short

matches with only one or two characters. (5) A mismatch element by our

algorithm can be an integer or a subsequence. A mismatched character by

iDoComp must be related to a match.

The first two di↵erences imply that our greedy matching strategy (a

single-round computation without extra cost) is simpler than the other

methods, contributing to HiRGC’s fast compression speed. The third point

implies that HiRGC can perform better than ERGC when structural variants

with translocations exist in genomes. Furthermore, the partitioning strategy

of ERGC, which divides long sequences into fixed-size blocks, may result in

the splitting of long matches into two or more short ones, whereas HiRGC

uses a global-matching approach which has less match information to store

and thus saves space. The last two points suggest that iDoComp requires

more space to store short matches and mismatched characters, whereas

HiRGC largely manages to avoid this. Experiments on benchmark genome

data sets have confirmed the e↵ectiveness of our new ideas for improving

both speed and compression ratio.

HiRGC is available for download at https://github.com/yuansliu/HiRGC.
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4.2 Materials and methods

Our algorithm HiRGC is modularized into three stages: preprocessing,

greedy matching and post-processing. A schematic diagram of HiRGC is

depicted in Fig. 5.1.

4.2.1 Preprocessing steps

In this stage, we first separate the FASTA file into two parts: auxiliary

information and a sequence that contains letters only in  = {A,C,G,T},

and then encode the corresponding sequence to a 2-bit integer sequence. The

auxiliary information consists of the identifier, the length of short sequences,

position intervals of lower-case letters and the letter ‘N’, and characters not

in ⌦ =  [ {N} as well as their corresponding positions. We use other

characters to represent characters not in ⌦ unless otherwise specified.

The detailed procedure for preprocessing a given target genome FASTA

file is as follows:

Step 1: Read the identifier from this FASTA file and save it as a string id.

Step 2: Read the short sequences in each line and save their lengths to an

array seq len successively. Then the sequences are concatenated as

a long sequence L.

Step 3: Find the intervals of lower-case letters in L and save positions of

the beginning of these intervals as well as their lengths to the arrays

low pos and low len respectively. Then, convert lower-case letters

to upper-case to obtain a new sequence L1 consisting entirely of

upper-case letters.

Step 4: Find the intervals of the letter ‘N’ in L1 and save positions of the

beginning of these intervals as well as their lengths to arrays N pos

and N len respectively. Then, remove all N’s from L1 to obtain a

sequence L2.
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Changing all to upper-case letters, and removing identifier and 
other characters

Reference genome fileTarget genome file

Recording auxiliary information (identifier, 
length of short sequence, position intervals of 
lower-case letters and N, and other characters)

Encoding based on the rule: A-0, C-1, G-2, T-3

Searching maximum matching

Matched information and 
mismatched subsequences

Processing positions and other characters 
(delta encoding; run-length encoding;...) PPMD encoder

Compressed file

Constructing hash table

Text file

Figure 4.1: Schematic diagram of our algorithm HiRGC.
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Step 5: Find all other non-⌦ characters in L2 and save their positions and

characters in arrays oth pos and oth ch respectively. Remove all

these characters from L2 to obtain a sequence L3.

After these, the auxiliary information of the target genome is represented

as � = {id, seq len, low pos, low len,N pos,N len, oth pos, oth ch}, which

is required during decompression. Later, we use some advanced encoding

techniques to compress � in the post-processing stage.

Similarly, for the reference genome FASTA file, we obtain a sequence

containing characters only in  for the next stage. Note that the auxiliary

information of the reference genome file can be discarded. The above

preprocessing stage reduces the alphabet size significantly, and makes it

possible to encode every character by a 2-bit scheme.

We use a 2-bit encoding method to translate genome sequences into 2-

bit integer sequences for referential genome compression. By 2-bit encoding,

each nucleotide A, C, G and T is encoded as a 2-bit integer. Considering

the Watson-Crick base-pairing rule and that 0 and 1 are complementary in

the binary system, the following 2-bit encoding function E (i.e., E(A) =

0, E(C) = 1, E(G) = 2 and E(T) = 3) translates our preprocessed sequences

(containing characters only in  ) into 2-bit integer sequences.

For such an integer sequence, we use k-tuple to denote k contiguous

integers. Given an integer sequence {u(i)}ni=1, where u(i) 2 {0, 1, 2, 3}, there

exist (n � k + 1) overlapping k-tuples. We use an integer of (2 ⇥ k) bits,

called a tuple value, to represent the i-th tuple. It is computed by

V u
i =

k�1X

j=0

�
u(i+ j)⇥ 4j

�
, (4.1)

where i 2 [1, n� k + 1].

4.2.2 Advanced greedy matching in a global hash table

First, a hash table is constructed from the tuple values of a reference

sequence. It consists of two data structures: an array of entries p(·) and

an array of header pointers h(·). We assume that an entry in the hash table
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contains a tuple, position of this tuple, its hash value and a next pointer. In

our implementation, only the next pointer is stored. The entry array links

the entries which have the same hash value by the next pointer. An element

in the header pointer array and the chain of entries it points to in the array of

entries form a bucket that stores all the entries having the same hash value.

The details of this step are described in lines 1–2 of Algorithm 4.1.

In the hash table, our greedy matching finds the maximum match starting

at position 1 of the target sequence. Suppose we are processing the i-th tuple

in the target sequence. We first calculate the corresponding tuple value V t
i .

With the corresponding hash value (V t
i mod s), we detect its corresponding

bucket that stores the entries having a hash value equal to (V t
i mod s). If

there is no entry, the i-th tuple in the target sequence is a mismatched one,

and skip to the (i + 1)-th tuple. For each entry in this bucket, if its tuple

is identical to the current tuple, we extend this match until a mismatched

integer is met. The longest one is the final match. If there are more than

one longest matches, we select the first one. The subsequence between the

last match and the i-th is a mismatched subsequence. The position and

length of the match is the matched information. Then, we skip all the tuples

in this match. Since most variations between genomes are single nucleotide

polymorphism, the integer after a match is always treated as unmatched.

Lines 3–4 of Algorithm 4.1 state the details of this procedure.

Example 1 Suppose we are given the following reference sequence and target

sequence:

Reference: 0032302230102300201

Target: 003210223012130020022

The output of our matching algorithm is

M = [(1, 4), (1), (6, 6), (21), (14, 5), (0), (7, 2)]

where a match is represented by a pair of values representing the position

and length, and a mismatch is represented by a subsequence. The reference

sequence and M su�ce to reconstruct the target sequence.
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4.2.3 Post-processing

We use delta encoding (Smith et al. 1997) to encode most of the data derived

the first three stages, including the positions of matches, position intervals

of lower-case letters and the letter ‘N’, and positions of other characters.

Furthermore, run-length encoding (Held & Marshall 1991) is employed to

encode the lengths of short sequences. The other characters are mapped to

digit numbers from 0. For example, if there are 3 other characters, say K,

M and S, these three are converted to integers 0, 1 and 2 respectively. If

the other characters are less than 10 in type, we save all these characters

as a string. Otherwise, we combine them as a sequence of 32-bit integers.

Then, the auxiliary information, matched information and the mismatched

subsequences are stored as an ASCII text file.

We use the PPMD compression algorithm, a variant of prediction by

partial matching data compression algorithm (Cleary & Witten 1984, Mo↵at

1990), to compress the text file. 7-zip (http://www.7-zip.org/) provides

an implementation of PPMD and we use it in this stage. When there are

more than one chromosomes, we compress their text files as a whole.

4.2.4 Decompression

Usually referential compression and decompression are asymmetric. Our

decompression procedure is just a simple reversion of the compressed one

except that the subsequences are recovered from the reference sequence via

the positions and lengths of the matches. PPMD first decompresses the

final 7z file. Since PPMD is a lossless compression algorithm (Cleary &

Witten 1984), and both delta encoding (Smith et al. 1997) and run-length

encoding (Held & Marshall 1991) are invertible transformation, HiRGC can

recover the auxiliary information, matched information and the mismatched

subsequences without any information loss during decompression. According

to the greedy matching procedure, the reference sequence, the matched

information and the mismatched subsequences can be used to precisely
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Algorithm 4.1 The hash-based greedy matching
Input: A reference sequence R = {r(i)}nr

i=1, a target sequence T = {t(i)}nt
i=1,

size of hash table s and the tuple length k

Output: Matched information and mismatched subsequences

Function GreedyMatchSketch(R, T, s, k) begin

1 for i 1 to s do

h(i) 0 . the header pointer

for i 1 to (nr � k + 1) do . hash table construction

V r
i  (

Pk�1
j=0 (r(i+ j)⇥ 4j)) mod s

p(i) h(V r
i ) . an array of entries

2 h(V r
i ) i

3 (i, p⇤) (1, 1) . p⇤ is the first mismatched position

while i  (nt � k + 1) do

V t
i  (

Pk�1
j=0 (t(i+ j)⇥ 4j)) mod s

j  h(V t
i )

(pmax, lmax) = (0, 0) . they are position and length of the maximum matches

while j 6= 0 do
l 0

while r(j + l) = t(i+ l) do . right extension

l l + 1

if l � k and l > lmax then
(pmax, lmax) (j, l)

j  p(j)

if lmax > 0 then
Subsequence t(p⇤, · · · , i� 1) is a mismatched one

(pmax, lmax) is the matched information

p⇤  i+ lmax . update the first mismatched position

i i+ lmax + 1

4 The remaining subsequence is a mismatched subsequence.
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reconstruct the target sequence. The 2-bit encoding is an invertible operation

as well. Thus, the sequence L3 can be exactly recovered. As the auxiliary

information records all the necessary information of changes we made on

the original target genome FASTA file, we can precisely reconstruct the

original FASTA file by combing the auxiliary information and the sequence

L3. Therefore, HiRGC is a lossless compression algorithm.

4.3 Results and performance analysis

We report compression ratio, speed, and memory usage of the algorithms in

this section. The performance of our algorithm HiRGC is compared to four

recently published algorithms: GDC-2 (Deorowicz et al. 2015), iDoComp

(Ochoa et al. 2015), ERGC (Saha & Rajasekaran 2015), and NRGC (Saha

& Rajasekaran 2016). All the experiments were carried out on a computing

cluster running Red Hat Enterprise Linux 6.7 (64 bit) with 2 ⇥ 3.33 GHz

Intel Xeon X5680 (6 cores) and 48 GB RAM.

4.3.1 Genome data sets and their disk file size

We thoroughly compared the performance of the five algorithms on 8 human

genomes (Homo sapiens): hg38, hg19, hg18, hg17, the genome of J. Craig

Venter (HuRef) (Levy, Sutton, Ng, Feuk, Halpern, Walenz, Axelrod, Huang,

Kirkness, Denisov et al. 2007), the genome of a Han Chinese known as YH

(Wang, Wang, Li, Li, Tian, Goodman, Fan, Zhang, Li, Zhang et al. 2008),

KOREF 20090131 (denoted by K131), and KOREF 20090224 (denoted by

K224) (Ahn, Kim, Lee, Kim, Ghang, Kim, Kim, Kim, Kim, Kim et al. 2009).

Data of these genomes are complete, all containing chromosomes 1-22 and

the X and Y sex-chromosomes. Each of the eight data sets has a disk file

size of around 3.0 GB. All these genomes are benchmark genomes widely

used in the performance evaluation of various state-of-the-art algorithms for

referential genome compression (Pinho et al. 2012, Ochoa et al. 2015, Saha

& Rajasekaran 2016, Deorowicz, Grabowski, Ochoa, Hernaez & Weissman
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2016). Some other information of these genomes are provided in Table 2 of

Supplementary file 2.

In addition, we compared the five algorithms on 100 human genomes

randomly selected from the 1000 Genomes Project with the help of the script

vcf2fasta provided by GDC-2 (Deorowicz et al. 2015). Finally, genomes of

some other species such as three versions of Caenorhabditis elegans (viz. ce6,

ce10 and ce11), two versions of Saccharomyces cerevisiae (viz. sacCer2 and

sacCer3), two versions of Arabidopsis thaliana (viz. TAIR9 and TAIR10)

and three versions of Oryza sativa (viz. TIGR5.0, TIGR6.0 and TIGR7.0),

are also used to assess the performance of the five algorithms. The disk file

sizes of these genomes range from tens to hundreds megabytes (MB), much

smaller than human genomes.

4.3.2 High compression ratios on the 8 benchmark

human genomes

To test the robustness and e↵ectiveness of the algorithms, each of the eight

benchmark human genomes was taken iteratively as the reference genome and

the remaining seven were all considered as target genomes (i.e., no bias in the

target genome selection). In total, 8⇥ 7 = 56 reference-target genome pairs

were used to test every algorithm. For each reference genome, the total file

size of the seven target genomes is around 21.0 GB. The reference genome is

not included in any compressed file as per tradition (Ochoa et al. 2015, Saha

& Rajasekaran 2015, Saha & Rajasekaran 2016).

Our HiRGC algorithm could compress the 21.0 GB target genomes to a

file size less than 260 megabytes (MB) in the worst case when HuRef was set

as the reference genome. While for the other reference genomes, the HiRGC

compressed files are all less than 130 MB. These compressed files are about 82

to 217 times smaller than the original files. However, most of the compressed

files by GDC-2 are at least one order of magnitude larger than ours except

for one case (6 times); cf. the last row of Table 4.1. All of the compressed

files by ERGC are at least one order of magnitude (up to 21 times) larger
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Table 4.1: Overall comparison of compressed size (MB) and relative compression gain for di↵erent algorithms under

di↵erent reference genomes.

Reference
Target

set size

Compressed file size (MB) by Relative compression gain

GDC-2 iDoComp⇤ ERGC NRGC HiRGC GDC-2 iDoComp ERGC NRGC

YH 20, 897 1508.37 255.75 1660.97 1831.10 128.74 91% 49% 92% 92%

hg17 20, 887 1631.53 � 2158.26 2044.15 102.82 93% � 95% 94%

hg18 20, 887 1630.61 392.85 1475.71 898.21 96.89 94% 74% 94% 86%

hg19 20, 872 1684.31 469.58 1897.89 1194.08 95.73 94% 79% 94% 91%

hg38 20, 879 1732.57 483.82 2020.22 1289.24 95.73 94% 80% 95% 92%

K131 20, 897 1489.35 961.54 1801.59 1456.77 124.10 91% 87% 93% 91%

K224 20, 897 1458.61 924.78 1827.6 1610.96 124.80 91% 86% 93% 92%

HuRef 20, 972 1606.78 846.88 4280.67 4812.53 251.23 84% 70% 94% 94%

note: ⇤iDoComp could not compress some reference-target genome pairs within 24 hours.
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than ours. The compressed files by NRGC are at least 9.2 times larger than

ours, and those by iDoComp are at least 1.9 times (up to 7.7 times) larger.

Detailed results on individual reference-target genome pairs show that

HiRGC can indeed very often make huge compression improvement. For the

other cases, HiRGC has competitive or close performance with the state-of-

the-art algorithms. HiRGC did not make any obviously worse (5 MB less)

performance than the existing methods except on one pair (viz. when hg18 is

set as reference and hg17 as target); cf. Table 4.2. In fact, HiRGC achieved

better results than GDC-2 in 54 cases. In particular, on 32 cases, HiRGC

delivered one order of magnitude improvement. HiRGC performed better

than NRGC on 53 of the 56 cases; on the remaining three cases, HiRGC

and NRGC were very close (within 2.5 MB range in performance). NRGC

exhibited extremely poor performance when hg38 or HuRef was set as the

Table 4.2: Detailed comparison between HiRGC and the state-of-the-

art methods

Reference Target
File size (MB) after compressed by

GDC-2 iDoComp ERGC NRGC HiRGC

YH

hg17 338.45 51.02 125.06 600.79 17.64

hg18 340.95 37.76 17.02 27.80 17.55

hg19 354.17 40.67 433.31 33.56 18.86

hg38 376.52 64.84 580.42 492.59 27.04

K131 45.08 20.25 12.73 27.50 17.61

K224 39.56 18.12 11.27 26.64 16.06

HuRef 13.64 22.09 481.16 622.22 13.98

hg17

YH 379.02 � 202.57 649.45 12.92

hg18 11.72 � 171.65 9.83 10.34

hg19 34.72 � 379.77 17.38 11.65

hg38 66.90 � 580.82 666.40 19.71

K131 388.11 367.14 174.89 36.36 18.74

Continued on next page
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Table 4.2 – continued from previous page

Reference Target
File size (MB) after compressed by

GDC-2 iDoComp ERGC NRGC HiRGC

K224 384.78 363.79 187.09 37.22 17.29

HuRef 366.28 406.66 461.47 627.41 12.17

hg18

YH 380.47 65.89 7.35 27.25 11.94

hg17 10.68 2.28 87.46 9.83 9.43

hg19 29.11 6.20 299.32 16.03 10.67

hg38 66.95 28.13 582.17 596.73 18.99

K131 389.42 76.45 13.15 36.36 17.79

K224 386.10 74.96 11.73 37.22 16.34

HuRef 367.88 138.94 474.53 174.79 11.73

hg19

YH 393.59 80.99 190.40 31.31 12.18

hg17 33.47 7.69 175.57 19.08 9.70

hg18 28.49 5.28 131.21 13.35 9.60

hg38 47.13 24.16 526.10 430.69 18.15

K131 402.18 90.29 248.04 42.41 18.01

K224 398.88 89.06 268.14 41.41 16.57

HuRef 380.57 172.11 358.43 615.82 11.52

hg38

YH 398.00 70.40 268.16 79.76 13.65

hg17 54.58 18.02 332.98 209.31 11.09

hg18 52.06 11.47 266.33 82.75 11.26

hg19 32.83 8.46 191.03 63.09 11.55

K131 407.11 79.93 342.02 106.22 19.41

K224 403.78 78.45 339.56 97.51 17.96

HuRef 384.21 217.09 280.14 650.60 10.81

K131

YH 43.13 32.65 8.77 22.26 13.34

hg17 335.06 210.16 231.46 177.29 19.20

hg18 337.47 211.59 18.75 30.90 19.16

hg19 350.61 217.01 442.22 37.57 20.44

Continued on next page
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Table 4.2 – continued from previous page

Reference Target
File size (MB) after compressed by

GDC-2 iDoComp ERGC NRGC HiRGC

hg38 370.90 237.06 603.73 545.48 28.56

K224 16.18 6.93 4.52 7.14 8.88

HuRef 36.00 46.14 491.85 636.13 14.52

K224

YH 35.68 29.31 8.59 21.87 13.14

hg17 331.58 206.41 258.27 248.02 19.12

hg18 333.98 207.85 18.60 30.83 19.06

hg19 347.22 213.33 443.40 34.96 20.36

hg38 367.54 233.51 609.79 614.73 28.48

K131 13.20 6.68 5.79 7.77 10.20

HuRef 29.41 27.68 483.16 652.78 14.44

HuRef

YH 28.16 29.36 599.02 660.69 31.70

HG17 351.94 185.08 622.93 673.49 34.39

hg18 355.11 162.28 608.91 673.49 35.20

hg19 367.68 151.31 624.43 696.29 36.10

hg38 388.72 171.52 619.68 713.23 41.79

K131 58.70 94.09 603.52 698.02 36.78

K224 56.47 53.24 602.18 697.32 35.27

Notes : Bold indicates the best result in the row. A blue color text, called the

second best result, indicates the di↵erence between this performance and the

best is less than 5 MB. A‘�’ means that the result was not available within

24 hours.

reference or the target genome—NRGC even sometimes could not compress.

Compared with iDoComp, HiRGC achieved better performance on 44 cases;

on 8 other cases, their performance were competitive (within 5 MB range);

on the remaining four reference-target genome pairs when hg17 was set as

reference, iDoComp could not finish compressing the files within 24 hours.

HiRGC was better than ERGC on 44 of the 56 target genomes (by one
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order of magnitude mostly); on the remaining 12 cases, the compression

performance of HiRGC and ERGC were close to each other within a 5

MB range. Table 4.2 also lists the best and the second best algorithms on

every target genome. HiRGC won 35 times as the best algorithm, and was

essentially the second best in all the other cases except one. ERGC won 12

times as the best algorithms; iDoComp won five times as the best algorithm

and four times as the second best algorithms; NRGC and GDC-2 got only

one and two best cases respectively.
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Figure 4.2: Box plots of compressed file sizes by di↵erent methods.

A box plot of the sizes of the 56 compressed files by each algorithm is

shown in Fig. 4.2. The size variation of the compressed files by the four

state-of-the-art methods is in a large range (e.g., from 2.28 MB to 406.66

MB by iDoComp; from 5.79 MB to 624.43 MB by ERGC). In contrast, the

output file size of HiRGC is very stable, ranging from 8.88 MB to 41.79

MB over the 56 cases. Thus our algorithm is so robust that it can handle

complex input data sets, where the state-of-the-art methods cannot compress

well. The average sizes of all the 56 compressed files by the five algorithms

56



Chapter 4. High-speed and High-ratio Referential Genome Compression

are also plotted in Fig. 4.2. Our algorithm HiRGC obtained an average size

of 18.3 MB, which is 12.5, 16.6 and 14.8 times improvement over GDC-2’s

227.5 MB, ERGC’s 303.7 MB and NRGC’s 279.3 MB respectively. iDoComp

achieved an average size 83.3 MB (ignoring the four uncompleted cases), 5.9

times larger than HiRGC’s.

We also assessed the relative compression gain by comparing our algorithm

with the state-of-the-art methods; cf. Table 4.1. The relative compression

gain is defined as:

Gain =

✓
1�

Compressed size of HiRGC

Compressed size of other method

◆
⇥ 100%.

The gain quantifies the improvement of our method compared against

existing ones. For example, our algorithm achieved the gain of 91% against

GDC-2 under the reference genome YH. It means that the size of the

compressed file using our method is only (1 � 91%) = 9% of that of GDC-

2. The relative compression gain shows that the percentage improvement

HiRGC achieved with respect to GDC-2 and ERGC is at least 91%.

Comparing with iDoComp, our HiRGC obtained relative compression gain

varying from 49% to 87%. The improvement over NRGC by HiRGC is more

than 86%.

For HiRGC, only one parameter (the tuple length k) influences compression

result. To explore the best choice of k, we tuned k within the range [10, 25].

The compression ratio is used to measure compression performance. We

used YH and hg18 as the reference genome, and tested 8 pairs of reference-

target genomes under di↵erent values of k. The e↵ect of the tuple length

k on the compression ratio is shown in Figure 1 of Supplementary file 2.

HiRGC achieved the best compression ratio on di↵erent pairs of reference-

target genomes when k was set as 20. When k was smaller than 20, lower

performance was observed. There was also a slightly decrease in performance

when k was set bigger than 20 in most cases. Therefore we set k = 20 here

and also recommend this to users.

We ran all the state-of-the-art algorithms with their default parameters.

However, we found that NRGC failed to compress some chromosomes under
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default parameters. Following the instruction of NRGC, we increased the

division length which is one of the parameters of NRGC. Because the

parameter setting is complex, we cannot guarantee finding the optimum.

For a chromosome, if we could not find a proper division length, we had no

other choice but to assert that NRGC could not compress it. We then simply

compressed the original file with the PPMD compression algorithm.

4.3.3 Time complexity and speed performance

Speed is another important factor to measure the performance of a compression

algorithm. For HiRGC, only the size of hash table a↵ects compression speed

when the tuple length k is fixed. If the size of hash table s is set to 22⇥20, the

buckets will have no hash collision. Therefore, each bucket has the minimum

number of entries. But, considering the limited RAM, we need to use a

small s. It is di�cult to work out the best size of hash table from theory

due to the non-uniform distribution of DNA sequences. We performed some

experiments on di↵erent reference-target pairs with a di↵erent s ranging from

26 to 32. The results are shown in Figure 2 of Supplementary file 2. We found

that HiRGC has a good compression speed when the size of hash table s is

set to 230. In the following, we first conduct a complexity analysis of HiRGC,

and then compare the running speed of HiRGC with other algorithms.

The time complexity of the first and the third stage of HiRGC are linear.

Here, we focus on the time complexity analysis of the greedy matching stage.

Let nr and nt represent the length of reference sequence and target sequence

after preprocessing. First, the complexity of constructing a hash table is

linear time, taking O(nr) time. Let n̂ represent the number of mismatched

integers. Then the length of total matched subsequence is (nt � n̂). Let

mi represent the length of the i-th matched subsequence and ñ denote the

number of matched subsequences. Then, it can be derived that
Pñ

i=1 mi =

(nt � n̂). Let hi be the number of entries of the selected buckets related to

the i-th matching subsequence. Then, the number of elementary operations
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of the greedy matching process is

n̂+
ñX

i=1

hi ⇥mi  n̂+max
i

{hi}⇥

ñX

i=1

mi

max
i

{hi}⇥ n̂+
ñX

i=1

mi

!
= max

i
{hi}⇥ nt.

Therefore, the best-case time complexity is O(nt) when hi = 1, and the

worst-case time complexity is O(d⇥nt), where d is the maximum value of hi.

Because frequent repeats exist in DNA sequence, there are many identical

k-tuples. In our data sets, the maximum value of d can reach a hundred

thousands. In practice, we do not meet the extreme case where all values

of hi are very large. Next, we analyze the average time complexity of our

algorithm on real genomes.

Our above analysis has already indicated that the number of entries of

each bucket can significantly a↵ect the time complexity. To investigate the

distribution of entries, we count the number of entries in di↵erent buckets

in the hash table constructed from chromosome 1 of some real genome

(chromosome 1 is the longest chromosome). We calculate the percentage

of number of buckets for di↵erent thresholds as follows:

P (x) =
Number of bucket having at most x entries

Total number of bucket having at least 1 entry
⇥ 100%.

Because P (x) is observed to increase slowly, we only plot data between 1 and

15; this should not a↵ect our analysis and conclusion. The result shows that

about 75% of the buckets has no collision and more than 90% of the buckets

has at most 2 entries. When the threshold increases to 15, only about 3h
of the buckets has more than 15 entries. We conclude that most of buckets

have very few entries in practice. We then calculate the average number

of entries, which is about 1.7 entries per bucket. Finally, the average time

complexity of our greedy matching algorithm is estimated as O(1.7 ⇥ nt),

which is much better than the worst-case. The result is depicted in Figure 3

of Supplementary file 2.
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The actual compression speed of our algorithm is significantly faster than

current state-of-the-art methods. To minimise the influence of programming

languages, we provide the result for both C++ and Java implementations of

our algorithm. They had similar speed performance. The compression time

of our algorithm was less than 7 minutes when using C++ (for most of the

cases, less than 5 minutes). For GDC-2, the fastest compression time was

about half an hour, and on some data sets it took more than 3 hours. Since

the time to generate the su�x array is expensive, iDoComp spent about half

an hour in most cases. There were 4 cases which could not be compressed

by iDoComp within 24 hours. ERGC achieved unstable compression speeds

from 10 minutes to half an hour. It heavily relies on the similarity between the

reference genome and the target genome. When NRGC could not compress

some chromosomes under the default parameter, it spent much time to choose

suitable parameters for those chromosomes. Detailed compression time by

the di↵erent methods is given in Table 3 of Supplementary file 2.

As described in Sec. 4.2.4, the decompression procedure is much simpler

than the compression procedure, and it is a linear time operation. Because

NRGC could not compress many chromosomes, the decompression time of

NRGC is omitted here. The comparison of decompression time is shown

in Table 4 of Supplementary file 2. We observed that GDC-2 and HiRGC

performed better than the other methods. GDC-2 and HiRGC achieved

stable decompression time, whereas iDoComp heavily depended on the data

set. HiRGC was faster than these methods for most of the cases.

The authors of iDoComp pointed out that the su�x array can be saved

once it is generated and can be reused many times. In our algorithm, the

hash table obtained from a reference genome can also be reused to compress

many target genomes. We ran another experiment and the comparison

result is reported in Table 5 of Supplementary file 2. For this comparison,

iDoComp did not count the time of generating the su�x array, and loaded

the su�x array from disk, while our algorithm created the hash table once

and compressed the other 7 genomes. Though the time required to generate
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the su�x array was ignored, iDoComp still took about more than an hour to

compress the genome set. Our algorithm does not consider saving the hash

table because it can be generated very fast. From Table 5 in Supplementary

file 2, we see that HiRGC needed less than 30 minutes to compress a genome

set containing 7 genomes of about 21 GB. Moreover, HiRGC spent less than

20 minutes to decompress the genome set, while the decompression time by

iDoComp was 3 times more than HiRGC.

4.3.4 Memory usage by HiRGC

Storage of the hash table requires (4⇥nt+232) bytes of RAM, where the first

and second terms account for the memory requirements of the entry array

and the header pointer array, respectively. For the longest chromosome, we

have nt < 228. The highest RAM used to store the hash table is less than

5 GB. Moreover, we require storage for the two integer sequences and the

auxiliary information. About 2 GB memories are used in practice. It should

be pointed out that none of the positions, the lengths of matches or the

mismatched subsequences need to be stored in RAM. Thus, HiRGC can be

suitable for the personal laptop with 8 GB of RAM.

4.3.5 Compressing 100 genomes from the 1000 Genomes

Project

We used HG38 as the reference genome to compress 100 genomes randomly

selected from the 1000 Genomes Project. The ID numbers of the 100 genomes

are listed at Table 6 of Supplementary file 2. The raw size of the 100 genomes

is about 292 GB. ERGC could not compress these genome data sets, because

an infinite loop occurred when compressing chromosome 1. GDC-2 could not

compress this genome set within 120 hours even when 16 threads were used.

iDoComp compressed the 100 genomes to 9.7 GB in 1519 minutes. HiRGC

took 210 minutes to compress the 100 genomes into a file size of 711 MB.

The decompression time by iDoComp and HiRGC was 886 and 109 minutes
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respectively. Overall, our performance is much better than the existing

methods on compression ratio, compression speed, and decompression time

for these 100 genomes.

4.3.6 Performance on compressing the genomes of

some plants and microbial species

The file size of these genomes are much smaller than human genomes. The

algorithms were tested on 16 pairs of reference-target genomes. All the

algorithms have competitive or close performance except ERGC and NRGC

which did not perform well for the genomes of Oryza sativa. ERGC, GDC-2,

HiRGC and iDoComp achieved 2, 3, 4 and 7 best cases respectively. Detailed

compression results are reported at Table 7 of Supplementary file 2. A

separate issue is that iDoComp could not achieve lossless decompression for

some cases (see the ‘?’ symbol in Table 7 of Supplementary file 2). This also

happened to iDoComp for some reference-target pairs of the 8 benchmark

genomes (see the ‘?’ symbol in Table 4 of Supplementary file 2).

4.4 Conclusion

In this chapter, we have proposed a novel algorithm HiRGC for reference-

based genome compression. The key idea is to search maximum matches

from the integer sequence on a hash table by an advanced greedy matching

strategy. The compression results obtained from real benchmark data sets

show that HiRGC significantly outperforms the state-of-the-art algorithms

in terms of compression ratio. In addition, analysis of the time complexity

on real data sets shows that the average time complexity of our algorithm

is linear in practice; and HiRGC has achieved substantial improvement on

compression speed. HiRGC is also stable and robust to deal with di↵erent

reference genomes.
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Chapter 5

Fast Detection of Maximal

Exact Matches via Fixed

Sampling of Query k-mers and

Bloom Filtering of Index

k-mers

5.1 Introduction

In this chapter we focus on the third challenge problem, i.e., detection of

MEMs, outlined in the introduction.

As discussed in Sec. 2.3, a common drawback of existing k-mer index

algorithms is: some unnecessary k-mers are stored for indexing. To address

this issue, Bloom filter is introduced by our work as a bridging point, where

k-mers from the reference sequence and k-mers from the query sequence

are met in a way that some unnecessary k-mers are filtered to reduce the

number of indexed k-mers. In the implementation of this idea, the first

step of our algorithm is to perform a fixed sampling to select a subset of k-

mers from the query sequence, hence reducing the number of query k-mers.
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More importantly, these selected query k-mers are stored at a probability

data structure Bloom filter. Then all the k-mers of the reference sequence

are tested by the Bloom filter. Those k-mers passing the Bloom filter test

are inserted into a hash table for indexing. The index construction under

the consideration of the target k-mers from the query sequence makes the

number of indexed k-mers drastically reduced comparing with the number

of sampled k-mers from the reference sequence by E-MEM and copMEM.

To our best knowledge, this is the first method that makes connections

between the reference k-mers and the k-mers from the query sequences to

filter some unnecessary ones before the index construction. Our method is

named bfMEM (short form for ‘Bloom filtering for MEM detection’). It is

available for download at https://github.com/yuansliu/bfMEM.

We compare the performance of bfMEM with three state-of-the-art

algorithms essaMEM (Vyverman et al. 2013), E-MEM (Khiste & Ilie 2015)

and copMEM (Grabowski & Bieniecki 2019) on five large genomes. Extensive

experiments show that our method bfMEM can be two times faster than

copMEM with a reduced memory consumption. Our method is also at

least 1.8 times faster than E-MEM and one order of magnitude faster than

essaMEM.

5.2 Materials and methods

This section presents definitions and steps for the design of our algorithm

bfMEM, then we describe the details of the Bloom filter and rolling hash

which are important components in the method.

5.2.1 bfMEM algorithm

Our algorithm detects all MEMs of length � L between the reference

sequence R = r1r2 · · · rn and the query sequence Q = q1q2 · · · qm, where

ri, qi 2 {A,T,G,C}. By convention, we use notation ski to denote a k-mer

(i.e., a substring of length k) starting at the position i of a sequence S. We
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also add two dummy symbols to R and Q: r0 = rn+1 = E and q0 = qm+1 = F.

In this way, an MEM is defined as a tuple (i, j, z) satisfying that rzi = qzj ,

ri�1 6= qj�1 and ri+z 6= qj+z, where z � L is the length of the MEM.

It is clear that we can obtain all the MEMs directly by comparing all

possible pairs of L-mers from the reference and query sequences. Although

a hash table, built on the L-mers of the reference sequence, can avoid some

unnecessary comparison, this approach is time-consuming and takes huge

memory simply because the number of L-mers from the reference and query

genomes is large.

To reduce the number of L-mers in the hash table, intuitively it is good to

add all L-mers of Q to a Bloom filter. Then test all L-mers of the reference

sequence R at the Bloom filter and only those L-mers passing the test are

inserted into a hash table for indexing. Therefore, only a fraction of L-mers

of the reference sequence which also occur at the query sequence are stored.

In the search-and-extend procedure, every L-mer on the query sequence is

used as the key to search in the hash table.

There are still some concerns for this Bloom filtering approach in terms

of memory consumption and running speed. (i) The number of L-mers from

Q is (m � L + 1), linear to the length of Q which is a large number under

our assumption. According to Eq. (5.1), the required size of the Bloom filter

has to be very large to maintain a low false positive probability (FPP). For

example, the query genome M. musculus has 2, 652, 732, 291 number of 80-

mers, and the required memory for the Bloom filter is about 3 GB if FPP

is set at 0.01. In addition, adding these 80-mers to the Bloom filter is time-

consuming. (ii) In the stage of search-and-extend, all the L-mers from the

query sequence should be used to search matches in the hash table and later,

those matches need to be extended to an MEM. This is time-consuming, let

alone the fact that there are many duplicate MEMs. To reduce the memory

consumption and to accelerate the matching speed, our idea is to sample less

number of k-mers (k  L) at the very beginning, conditioned that there are

no loss of matches at the detection stage.
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Sample k-mers using
the sampling step w

Add to a
Bloom filter

Scan all k-mersReference
genome

Query genome

Add filtered k-mers to a hash
table and another Bloom filter

1) Search matches of k-mers on hash table;
2) Extend to maximal matches;
3) Remove duplicate matches.

Index construction

Test each k-mer if it
is in the Bloom filter

Fixed sampling k-mers

Figure 5.1: Schematic diagram of our algorithm bfMEM.

Our algorithm bfMEM has the following three main steps: (i) sampling

k-mers on the query sequence; (ii) construction of an index of k-mers; (iii)

MEMs test and generation. A schematic diagram of bfMEM is depicted

in Fig. 5.1. The rationale behind bfMEM, that every pair of L-mers is

compared, is the same as that of E-MEM. In fact, not to miss any MEMs,

the sampling method of the step (i) ensures that all L-mers from the query

sequence can be obtained by extending the sampled k-mers; and all k-mers

from the reference sequence are compared to the sampled k-mers from the

query sequence in the step (ii). These two steps guarantee that all pairs of L-

mers on the reference and query sequences are compared via comparing these

k-mers. In the second step, the Bloom filter is used to compare a k-mer with

a set of k-mers. A property of Bloom filter that false negative matches are

impossible guarantees the correctness of filtering k-mers. In our algorithm,

the hash values of all k-mers are efficiently computed by the rolling hash

function ntHash (Mohamadi, Chu, Vandervalk & Birol 2016). For ease of

presentation, we use the notion φ to represent ntHash hereinafter.
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…GGCGTTAGATAAGGCACTCTGGGCTGTCAGGAGAC…
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Figure 5.2: Fixed sampling of k-mers. In this example, L = 19, k = 12, and

w = 8. The red font substring is a common substring of the 8 contiguous

19-mers. The underline substrings are 12-mers. The 8-th 12-mer is sampled

to represent these 8 19-mers.

Fixed sampling of k-mers on the query sequence

To reduce elements to be added to the Bloom filter, we employ the fixed k-

mer sampling method from E-MEM (Khiste & Ilie 2015). Loosely speaking,

the fixed k-mer sampling is to select a k-mer common substring of w (2 ≤
w ≤ L) contiguous L-mers to represent all of them. An example of finding

the required common substring is depicted in Fig. 5.2, where w = 8, L = 19.

The k-mer common substring is a 12-mer (i.e., k = 12) marked in red which

represents the 8 contiguous 19-mers.

Assume K = {Ki}m−k+1
i=1 is the array of all k-mers of the query sequence

and Ki = qki . Taking w = L− k+ 1, the sampled k-mers set is K′ = {Kj·w},
where 1 ≤ j ≤ 
(m−k+1)/w�, that guarantees every L-mers can be obtained

by extending the sampled k-mers and minimizes the number of sampled k-

mers as well. It is noted that the last k-mer Km−k+1 is sampled when w is

not a divisor of (m − k + 1). It can be seen that the number of sampled

k-mers is u = �(m− k+ 1)/w, less than the number of L-mers (m−L+ 1)

of the query sequence. All the sampled k-mers are then added into a Bloom

filter fq. The details are described in Algorithm 5.1.

If the FPP of fq is set as 0.01, then the optimal number of hash functions
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Algorithm 5.1 Sampling k-mers on query sequence
Input: Query sequence Q = q1q2 · · · qm, minimum length L of MEMs, size

of k-mer k

Output: Set of sampled k-mers M and a Bloom filter fq

Function SamplingSketch(Q,L, k) begin

w  L� k + 1 ; . sampling step

s
l
(m�k+1)/w⇥log2 0.01

ln(1�0.011/6)

m
; . the length of bit array

M an empty array

fq empty Bloom filter of size s

for i w to bm�k+1
w c by w do

Add �(qki ) to fq

Append (qki , i) to M

if (m� k + 1) mod w 6= 0 then . process the tail of Q

Add �(qkm�k+1) to fq

Append (qkm�k+1, i) to M

return {M, fq}

is h = � log2 0.01 = 6 and the length of bit array of the Bloom filter is

s = �u ⇤ h/ ln(1� 0.011/h) = 9.62 ⇤ u. Note that these theoretic settings are

the worst-case study, since some sampled k-mers from the query sequence are

duplicated, i.e., the number of unique k-mers that are added to fq is smaller

than u. For example, the number of sampled k-mers (with L = 80, k = 52)

from the genome of M. musculus is 91, 473, 837, but the number of k-mers

added to the Bloom filter is 86, 099, 573 (See Table S2 in Supplementary file

3). With these observations, an actual FPP of fq is expected to be  0.01.

The required memory of the Bloom filter is about 108 MB to store all the

sampled k-mers when L = 80 and k = 52, while 3 GB memory is required for

the Bloom filter to store all the L-mers under the same FPP setting. This is

another advantage of the sampling method to handle the query genome M.

musculus.
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Index construction

After the fixed sampling of k-mers from the query sequence, the index is built

via the reference sequence and fq. We scan all k-mers (the number of k-mers

is about v = n � k + 1) in the reference sequence R and test whether they

are in fq. Those k-mers that pass the Bloom filter test are candidate k-mers.

Although there is false positive rate, most k-mers in the reference sequence

can be filtered by fq. It is expected that the number of candidate k-mers is

much smaller than v. For example, only about one quarter of u k-mers (out

of v k-mers) pass the test in the detection of MEMs for the reference genome

H. sapiens and the query genome M. musculus (with L = 80 and k = 52).

All the candidate k-mers are then inserted into a separate Bloom filter fr,

which employs the same bit array length of fq. It is worth mentioning that

the FPP of fr is much smaller than 0.01 because, at this stage, the number

of filtered k-mers in the reference sequence is much less than u (see FPP

analysis in Section 2 of Supplementary file 3). Meanwhile, the candidate

k-mers are also inserted into a hash table H (k-mer as key and its position as

value) for indexing as well. The details of the index construction algorithm

are summarized in Algorithm 5.2.

MEMs generation

As w contiguous L-mers are represented by one k-mer, only the sampled k-

mers from Q need to be considered in the final query stage. For a selected

k-mer, we first test if it is in fr. Successfully tested k-mers are then used as

the key to retrieve possible left and right extensions by querying H. If it has

extensions and the length of the extended string is � L, it is marked as an

MEM. The details are listed in Algorithm 5.3.

For large genomes which are highly similar, it is not surprised that the

number of MEMs (L = 40 or 50) is very large. However, copMEM stores

MEMs from a subsequence in memory in the implementation. To reduce

memory usage, those extensions with length � L can be written to files like

what has done in E-MEM (Khiste & Ilie 2015). While sorting large temporary
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Algorithm 5.2 Index construction
Input: Reference sequence R = r1r2 · · · rn, size of k-mer k and the Bloom

filter fq

Output: Hash table H, a Bloom filter fr

Function IndexConstructionSketch(R, k, fq) begin
H empty hash table

fr  empty Bloom filter, the size is the same to fq

for i 1 to (n� k + 1) do

if �(rki ) 2 fq then . query rki in Bloom filter fq

Add �(rki ) to fr

Append i to H[rki ]

return {H, fr}

file is still time- and memory-consuming. We make another improvement to

achieve better time and memory trade-o↵s. For a big file, we hash matches

into some small files and sort them independently to remove duplicates (lines

1 and 2 of Algorithm 5.3). It is noted that our method uses more disk space

than E-MEM and copMEM as we store MEMs in temporary files and divide

a large file into small files.

Implementation

To exploit the power of modern multicore computers, the proposed method

is implemented with parallel supports, which is also a key advantage of our

algorithm over the existing ones as surveyed in Introduction. For the query

genome, the algorithm is paralleled over the subsequences. The reference

genome is divided equally into pieces according to the number of threads

and each thread handles one piece of the reference genome. The hash values

of their k-mers are computed and tested by the Bloom filter independently.

Additionally, the Bloom filter is implemented as a shared memory structure

of multi-threads and adding elements to it is achieved by using atomic

operations to control the synchronization. When the Bloom filter is being
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Algorithm 5.3 MEMs generation
Input: Reference sequence R = r1r2 · · · rn, query sequence Q = q1q2 · · · qm,

minimum length L of MEMs, hash table H, Bloom filter fr and set

of sampled k-mers M

Output: MEMs

Function MemsGenerationSketch(R,Q,L,H, fr,M) begin
Z  an empty array used to store MEMs

foreach (x, i) 2M do . x is a k-mer

if �(x) 2 fr then

foreach j 2 H[x] do
(b, e) (1, 1)

while qi�b = rj�b do . left extension

b b+ 1

while qi+e = rj+e do . right extension

e e+ 1

if e+ b� 1 � L then
Append (i� b, j � b, e+ b� 1) to Z

if |Z| � N then . N is predefined threshold

Sort Z and remove duplicates

Dump Z to file

1 Split the large file to some small files by hashing each MEM

2 Sort each small file and remove duplicates

Concatenate small files to the final output
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queried, synchronized accesses are not needed. Finally, removing duplicate

matches is paralleled over the small files. It should be noted that bfMEM

uses some functions of copMEM, such as read, scan and write functions.

Like some existing tools, our method bfMEM supports forward matching

detection (default), reverse-complement matching detection, or both.

5.2.2 Bloom filter and rolling hash

Bloom filter (Bloom 1970) is a memory-e�cient probabilistic data structure

conceived for membership test allowing errors. It consists of a zero-initialized

bit array B of s bits and h independent hash functions, denoted by ⇡i(x), with

range {1, 2, · · · , s}, where 1  i  h. Bloom filter has been used widely in

bioinformatics, such as classification of DNA sequences (Stranneheim, Käller,

Allander, Andersson, Arvestad & Lundeberg 2010), k-mer counting (Melsted

& Pritchard 2011), sequence screening (Chu, Sadeghi, Raymond, Jackman,

Nip, Mar, Mohamadi, Butterfield, Robertson & Birol 2014), error correction

(Heo, Wu, Chen, Ma & Hwu 2014, Song, Florea & Langmead 2014, Li 2015),

reads assembly (El-Metwally, Zakaria & Hamza 2016). In our algorithm,

Bloom filter is used to test whether a k-mer from the reference sequence

belongs to the set of all sampled k-mers of the query sequence. To add a

k-mer x into a Bloom filter, it is fed to the h hash functions and h hash

values, di = ⇡i(x) (1  i  h), are obtained. Then di acts as the index of

the array B and all these corresponding bits B[di] are set to 1. To query for

a k-mer y, the array positions d0i = ⇡i(y) are computed first. If any of the

corresponding bits B[d0i] is 0 then the test result is false or true otherwise.

The schematic diagram of adding and querying elements in Bloom filter is

depicted in Fig. 5.3. From its construction, it is clear that the false negative

judgement, wrongly judging that an element does not belong to the set but

it actually does, does not happen in Bloom filter. However, a false positive

judgement, wrongly judging that an element belongs to the set but it does

not, is possible. Bloom filter manages this possibility by analyzing the trade-

o↵ of its length parameter s and the FPP p. Specifically, let u be the number
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TAATCGCC

1 0 0 1 1 0 0 0 1 0 1 0 1 1 0

TAGCTACA ATTCGCTGAdd

Query GGCGATTA TAAAAGCC

True False

!" #

!$ #
!% #

!$ #
!% #

!" #

Figure 5.3: An illustration of adding and querying elements to the Bloom

filter.

of di↵erent inserted elements, the FPP is (Broder & Mitzenmacher 2004):

p =
⇣
1� e�

h⇥u
s

⌘h

. (5.1)

For a given FPP p, the optimal number of hash functions is h = � log2 p. In

our algorithm and the same as other works (Song et al. 2014, El-Metwally

et al. 2016), we adopt p = 0.01 as default.

Hashing k-mers is also a widely used tool in bioinformatics for indexing

and querying of DNA sequence (Ma, Tromp & Li 2002, Ilie, Ilie &

Mansouri Bigvand 2011, Marçais & Kingsford 2011). A rolling hash is a

hashing method that rapidly calculates the new hash value via the previous

hash value. For two contiguous k-mers, they share (k � 1) symbols. The

idea of the rolling hash is to allow the derivation of the new hash value

from the hash value of previous k-mer using fairly simple operation, hence

speeding up the hashing process. The rolling hash can be specifically defined

as Hi+1 =  (Hi, a, b), where a is the last symbol of the new k-mer and b is

the first symbol of the old k-mer. ntHash (Mohamadi et al. 2016) is a newly
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proposed rolling hash function to e�ciently compute the hash values of all

k-mers. It is defined over 64-bit as the recursive function

Hi+1 = (Hi n 1)�
⇣

⇧(b) n k
⌘
� ⇧(a),

where� is bitwise eXclusive OR (XOR) operation, x n k = (x⌧ k)�
⇣
x�

(64 � k)
⌘
, and ⇧ is a pre-computed seed table that maps the nucleotide

symbols to 64-bit integers. The first hash value H1 is computed using the

first k-mer s1s2 · · · sk: H1 =
⇣

⇧(s1) n (k � 1)
⌘
� · · · �

⇣
⇧(si) n (k �

i)
⌘
� · · ·�

⇣
⇧(sk�1) n 1

⌘
� ⇧(sk). Besides the typical usage, ntHash also

provides a fast way to obtain multiple hash values, say h ones, for a given

k-mer. When generating these h hash values, ntHash calculates the (h � 1)

hash values by multiplication, shifting and XOR operations on the first hash

value, so the real hashing procedure is invoked only once. In our algorithm,

to add/query a k-mer to a Bloom filter, we use ntHash to obtain h hash

values, and then they are used as indices of Bloom filter to set/check their

corresponding bits.

5.3 Results and analyses

The performance of bfMEM is assessed by comparing with three state-of-

the-art algorithms essaMEM (Vyverman et al. 2013), E-MEM (Khiste &

Ilie 2015) and copMEM (Grabowski & Bieniecki 2019). All the experiments

were carried out on a computing cluster running Red Hat Enterprise Linux

6.7 (64 bit) with 2⇥2.33 GHz Intel R� Xeon R� E5-2695 v3 (14 Cores) and

128 GB RAM. All tools were run with their default parameters apart from

the number of threads. The length parameter L for the minimum length of

MEMs ranges from 40 to 300. As essaMEM is very slow under the setting of

single thread, we run the program essaMEM with 10 threads throughout all

the experiments.
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5.3.1 Datasets

Three pairs of reference and query genome comparison experiments, including

5 large genomes, are performed to evaluate the four algorithms. The data sets

are recommended benchmark data sets in the literature (Khiste & Ilie 2015,

Grabowski & Bieniecki 2019). Table S1 in Supplementary file 3 provides

more information of these five data sets and Table S2 in Supplementary file

3 lists the setting of reference and query genomes. Hereinafter, we use A vs

B to denote that A is the reference genome and B is the query genome in

the MEM detection problem.

5.3.2 Comparison on the number of generated query

k-mers

The number of query k-mers also heavily a↵ects the speed of finding MEMs in

the search-and-extend stage. As we discussed in Section 1 (Introduction), a

drawback of E-MEM is that all k-mers on the query sequence must be used as

keys to search matches in the hash table. Di↵erently, bfMEM and copMEM

consider only a fraction of k-mers selected from the query sequence, i.e., they

make a sampling of k-mers on the query sequence. We compare the numbers

of query k-mers used by E-MEM, copMEM and bfMEM in Tab. 5.1. E-MEM

always processes all the k-mers from the query sequence and the number of

query k-mers is at least 9 times larger than that of bfMEM. The number of

query k-mers used by bfMEM is also at least 6 times smaller than that of

copMEM.

5.3.3 Comparison on the number of indexed k-mers

It is the number reduction of indexed k-mers that can bring obvious benefits

for detecting MEMs (Almutairy & Torng 2018). The reduction brings (i)

memory saving for storing the indices; and (ii) query speed up by avoiding

more unnecessary matches. In this regard, the second experiment is designed

to validate that our algorithm can really reduce the number of indexed k-
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mers in the final hash table. The numbers of indexed k-mers used by E-

MEM, copMEM and bfMEM on the cases H. sapiens vs M. musculus and T.

aestivum vs T. durum are listed in Tab. 5.2. The number of indexed k-mers

by bfMEM is always one order of magnitude smaller than that of copMEM.

On the second case, the performance of bfMEM is better than that of E-MEM

for L = 50, 80 and 100. For L = 40 (and k = 32), bfMEM stores more k-mers

than E-MEM. This is because (after we investigate further details) there are

many duplicate 32-mers on the reference genome T. aestivum (see Table S2

in Supplementary file 3), and they are added to the hash table independently

to avoid missing matches. Nevertheless, bfMEM still runs much faster than

E-MEM under the setting of L = 40. The reason is that E-MEM needs to

consider all k-mers on the query sequence while bfMEM only processes the

sampled k-mers of the query sequence.

5.3.4 Running time and memory usage comparison

The running time and memory usage for L  100 are presented in Tab. 5.3

and Tab. 5.4 respectively. Detailed comparison for L = 150, 200 and 300 are

presented in Tab. 5.5.

From Tabs. 5.3 and 5.5 when 10 threads are used for all the algorithms,

our bfMEM is significantly faster than essaMEM, most of the time even

one order of magnitude faster; and bfMEM is at least 1.8 times faster than

E-MEM. When only 5 threads are used by bfMEM, it is still much faster

than E-MEM (with 10 threads) and is one order of magnitude faster than

essaMEM (with 10 threads) on most of the cases. It is unfair to compare

with copMEM under this scenario as copMEM is only executable on single

thread.

When single thread is restricted to run the three algorithms, copMEM

(with parameter L � 50) has the best performance in terms of running time.

The exception is on the detection of MEMs for T. aestivum vs T. durum

with L = 50, where bfMEM is 1.18 times faster than copMEM. In the case

of single thread, bfMEM is also much faster than E-MEM except from four
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Table 5.1: Comparison on the numbers of query k-mers used by E-MEM,

copMEM and bfMEM

Methods E-MEM copMEM bfMEM

H. sapiens

vs

M. musculus

L = 40

always

2, 652, 765, 934

N/A 294,751,204

L = 50 1, 365, 435, 920 241,159,540

L = 80 546, 174, 368 91,473,837

L = 100 390, 124, 548 64,700,785

T. aestivum

vs

T. durum

L = 40

always

2, 860, 670, 187

N/A 310,246,823

L = 50 1, 572, 686, 443 247,157,111

L = 80 629, 074, 577 88,480,971

L = 100 449, 338, 983 60,185,537

Notes : Bold font indicates the best result. copMEM did not support L < 50.

Table 5.2: Comparison on the numbers of indexed k-mers used by E-MEM,

copMEM and bfMEM

Methods E-MEM copMEM bfMEM

H. sapiens

vs

M. musculus

L = 40 261, 430, 110 N/A 20,925,278

L = 50 142, 598, 242 1, 045, 720, 438 19,001,992

L = 80 60, 330, 025 743, 519, 333 20,196,055

L = 100 43, 571, 685 392, 145, 164 21,007,666

T. aestivum

vs

T. durum

L = 40 371,759,667 N/A 513, 266, 575

L = 50 202, 778, 000 1, 487, 038, 666 198,611,456

L = 80 85, 790, 692 743, 519, 333 50,524,801

L = 100 61, 959, 944 557, 639, 499 32,473,459

Notes : Bold font indicates the best result. copMEM did not support L < 50.
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Table 5.3: Comparison of running times (in second) by di↵erent methods

for L = 40, 50, 80 and 100

Data set Methods L = 40 L = 50 L = 80 L = 100

H. sapiens

vs

M. musculus

E-MEM -t 1 14, 735 3, 604 1, 306 1, 130

copMEM N/A 2, 124 221 133

bfMEM -t 1 31, 016 3, 678 481 432

bfMEM -t 5 10, 916 1, 093 146 130

essaMEM -t 10 9, 362 5, 529 3, 601 2, 656

E-MEM -t 10 18, 245 1, 824 292 243

bfMEM -t 10 8,522 636 74 67

H. sapiens

vs

P. troglodytes

E-MEM -t 1 21, 660 10, 284 3, 292 2, 168

copMEM N/A 8, 308 1, 168 643

bfMEM -t 1 46, 020 14, 097 2, 123 1, 020

bfMEM -t 5 14, 280 4, 725 604 310

essaMEM -t 10 18, 048 10, 662 7, 939 5, 522

E-MEM -t 10 25, 273 7, 043 959 616

bfMEM -t 10 10,768 3,824 351 176

T. aestivum

vs

T. durum

E-MEM -t 1 2, 493 1, 531 797 766

copMEM N/A 1, 413 486 338

bfMEM -t 1 2, 305 1,295 813 710

bfMEM -t 5 618 391 230 190

essaMEM -t 10 2, 121 2, 081 1, 714 1, 819

E-MEM -t 10 1, 028 628 302 280

bfMEM -t 10 431 253 138 120

Notes : Parameter ‘-t’ is the number of threads. Bold font indicates the best

result. copMEM did not support L < 50 and copMEM did not support multi-

threads.
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Table 5.4: Comparison of memory usage (in GB) by di↵erent methods

for L = 40, 50, 80 and 100

Data set Methods L = 40 L = 50 L = 80 L = 100

H. sapiens

vs

M. musculus

E-MEM -t 1 40.2 9.1 4.8 3.8

copMEM N/A 17.6 7.6 7.0

bfMEM -t 1 4.7 4.6 4.6 4.6

bfMEM -t 5 5.1 5.0 4.9 4.9

essaMEM -t 10 6.6 6.6 6.6 6.6

E-MEM -t 10 40.2 9.1 4.8 3.8

bfMEM -t 10 5.1 5.7 5.6 5.6

H. sapiens

vs

P. troglodytes

E-MEM -t 1 40.2 12.2 4.9 4.0

copMEM N/A 43.6 10.4 8.1

bfMEM -t 1 20.0 15.9 8.6 6.8

bfMEM -t 5 20.0 15.9 8.6 6.8

essaMEM -t 10 6.6 6.6 6.6 6.6

E-MEM -t 10 40.2 12.2 4.9 4.0

bfMEM -t 10 20.0 15.9 8.6 6.8

T. aestivum

vs

T. durum

E-MEM -t 1 21.1 13.2 7.0 5.7

copMEM N/A 18.5 12.7 11.2

bfMEM -t 1 25.6 14.6 8.5 7.8

bfMEM -t 5 25.7 14.6 8.5 7.8

essaMEM -t 10 9.0 9.0 9.0 9.0

E-MEM -t 10 21.1 13.2 7.0 5.7

bfMEM -t 10 25.7 14.7 8.6 7.8

Notes : Parameter ‘-t’ is the number of threads. Bold font indicates the best

result. copMEM did not support L < 50 and copMEM did not support multi-

threads.
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Table 5.5: Comparison of running time (in second) and memory usage

(in GB) by di↵erent methods for L = 150, 200 and 300

Data set Methods L = 150 L = 200 L = 300

H. sapiens

vs

M. musculus

E-MEM -t 1 812/2.9 727/2.5 612/2.1

copMEM 113/6.7 78/6.4 86/6.2

bfMEM -t 1 422/4.6 436/4.7 360/4.7

bfMEM -t 5 112/4.9 133/5.0 111/5.0

essaMEM -t 10 2, 188/6.6 1, 852/6.6 1, 438/6.7

E-MEM -t 10 206/2.9 194/2.5 174/2.1

bfMEM -t 10 71/5.7 71/5.7 60/6.2

H. sapiens

vs

P. troglodytes

E-MEM -t 1 1, 509/3.1 1, 200/2.7 1, 448/2.3

copMEM 357/6.5 227/6.4 158/6.3

bfMEM -t 1 540/5.4 470/4.9 366/4.4

bfMEM -t 5 161/5.5 144/5.2 104/5.0

essaMEM -t 10 3, 609/6.6 3, 151/6.6 2, 377/6.6

E-MEM -t 10 360/3.1 317/2.7 243/2.3

bfMEM -t 10 92/6.3 80/6.0 62/5.8

T. aestivum

vs

T. durum

E-MEM -t 1 707/4.3 683/3.7 769/3.2

copMEM 230/10.3 212/9.5 120/9.0

bfMEM -t 1 602/7.0 568/6.8 478/6.4

bfMEM -t 5 167/7.0 161/6.8 122/6.5

essaMEM -t 10 1, 724/9.0 1, 792/9.0 900/9.0

E-MEM -t 10 235/4.3 281/3.7 206/3.2

bfMEM -t 10 106/7.1 104/6.9 81/6.5

Notes : Parameter ‘-t’ is the number of threads. Bold font indicates the best

result.
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cases. That bfMEM is slower than copMEM has the reasons including: (i)

the time complexity of computing hash values of all k-mers and querying

hash values in the Bloom filter is O(n ⇥ h); while the time complexity of

copMEM’s sampling method is O(n/k1), where k1 is a sampling step; (ii)

bfMEM stores and sorts duplicate matches on disk; while copMEM keeps all

MEMs in memory. We highlight again that bfMEM is always faster than

copMEM and about twice faster on most cases when 10 threads are used

(copMEM is only executable on single thread).

It is worth noting that short MEMs are very useful for genome comparison

due to the diversity of mutations, such as substitution, insertion or deletion of

single nucleotides and genome rearrangements, during evolution. Moreover,

MEMs with length < 100 can be e�ciently used for encoding in reference

genome compression.

Memory usages of the four algorithms are presented at Tabs. 5.4 and 5.5.

All the algorithms use similar amounts of memory when L are not small. In

particular, E-MEM is the most frugal when L � 80 (it is the most space-

e�cient method as we remarked earlier). However, when L = 40, our method

bfMEM and essaMEM save at least 6 times more than E-MEM on the case

H. sapiens vs M. musculus. On the second and third cases (H. sapiens vs P.

troglodytes and T. aestivum vs T. durum) with L = 40 and 50, essaMEM uses

less memory than other method. When L > 100, essaMEM consumes more

memory than E-MEM and bfMEM. For almost all the cases, copMEM uses

more memory than the other methods. To conclude, except the fact that

copMEM always consumes slightly more memory, all the other algorithms

require similar amounts of memory and the actual usage might be data-

dependent.

5.3.5 E↵ect of multi-threads

Ranging the number of threads from 1 to 10, we show the e↵ect of multi-

threads on running time and memory usage of bfMEM in the discovery of

MEMs between H. sapiens vs M. musculus with L = 50 or 80. The running

81



Chapter 5. Fast Detection of Maximal Exact Matches via Fixed Sampling
of Query k-mers and Bloom Filtering of Index k-mers

speed of bfMEM can be improved 3.5 times if 5 threads are used, without too

much change in memory usage (see details in Figure S1 of Supplementary

file 3). When more threads are used, the improvement in speed is little.

The reason is that the improvement on running time is in trade-o↵ with

the I/O time. The memory consumption increases when more threads are

used because each thread stores a subsequence in RAM as required by the

implementation of bfMEM.

5.4 Conclusion

In this chapter, we have proposed a fast algorithm for the MEMs detection

problem. Using Bloom filter, bfMEM bridges k-mers from both the reference

and query sequence to filter some unnecessary k-mers for reducing the

number of indexed k-mers. The experiment results demonstrate that bfMEM

significantly outperforms the state-of-the-art algorithms in terms of running

time. The superior performance is mainly attributed to the sampling of

k-mers on the query sequence and the index construction algorithm. The

proposed method cannot be directly used to find maximal approximate

matches.
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Chapter 6

Conclusions and Future Work

6.1 Conclusions

Next-generation sequencing technologies have generated huge amounts of

sequencing data over the past decades. The big data has made tremendous

contributions to genetics related research. However, it also has created

computational challenges for the management and processing of NGS data.

The thesis has addressed three challenging problems raised from the ever

growing amount of sequencing data. This thesis presents e�cient methods

for short reads data compression and assembled genome compression. It also

introduces a fast method for the detection of maximal exact matches.

First, in Chapter 3, we have proposed minicom, a de novo lossless short

reads compression algorithm. It uses large k-minimizer to group short reads

and (w, k)-minimizers to merge contigs. We have shown that minicom

obtains the smallest file size for 22 of 34 cases with significant improvement

in the compression of single-end reads. In the compression of paired-end

reads, minicom also achieves 20-80% compression gain over the best state-

of-the-art algorithm. Furthermore, minicom achieves a 10% size reduction of

compressed files in comparison with the best algorithm under the reads-order

preserving mode.

Then we have presented a high-performance reference-based genome
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compression algorithm, called HiRGC, in Chapter 4. It searches MEMs

from the cleaned integer sequence on a global hash table by an advanced

greedy matching strategy. Experiments on benchmark genome datasets have

confirmed the e↵ectiveness of HiRGC. It compression ratio is at least 1.9

times better than the best competing algorithm on its best case. Moreover,

HiRGC is the fastest compression tools and is at least 2.9 times faster than

existing methods.

In Chapter 5, a tool, named bfMEM, for a fast detection of MEMs

are introduced. BfMEM first samples k-mers on the query sequence to

reduce the number of query k-mers. Furthermore, by using Bloom filter,

bfMEM bridges k-mers from both the reference and query sequences to filter

some unnecessary k-mers for reducing the number of indexed k-mers. The

experiment results have demonstrated that bfMEM significantly outperforms

the state-of-the-art algorithms in terms of running time.

6.2 Future Work

There are some problems required to be addressed in the near feature and

several interesting research directions related to this thesis. We summarize

and list some of them in the following:

• Raw sequencing data compression: Although our proposed method

has already exhibited excellent compression performance for short

reads, there are some other facets worth of investigation for further

improvement. First, the realignment procedure for the singleton reads

takes up a large proportion of the total compression time. We are

going to work out a more time-e�cient realignment procedure to

accelerate the compression process. Second, a disk-based mode for

contigs generation can be added to reduce the RAM usage, convenient

for a standard PC. Third, the reverse complement strand of contigs can

be considered to improve the compression ratio in the contigs merging

stage. Fourth, we will develop a more practical compression tool for
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FASTQ format file by incorporating lossy compression of the quality

scores. Last, compression algorithms which can deal with long reads

are demanding as long reads sequencing technologies are widely used

in genetics related researches.

• Reference-based genome compression: It is interesting that little

compression ratio would be sacrificed to achieve the high speed search

in the compressed files (Wandelt, Starlinger, Bux & Leser 2013).

For example, the algorithm GDC (Deorowicz & Grabowski 2011) can

support random access. We will investigate these issues to provide new

functionalities on top of current HiRGC. Moreover, HiRGC detects

MEMs from beginning to end of genome sequence. We will apply the

dynamic programming or global greedy algorithm to select more useful

MEMs for improving compression ratio.

• Repeats detection: DNA repeats, including periodic repeats (Mori,

Evans-Yamamoto, Ishiguro, Tomita & Yachie 2018) and segmental

duplications (Numanagić, Gökkaya, Zhang, Berger, Alkan & Hach

2018), are involved in various important biological events such as

evolution and genomic structural variation. We will investigate whether

the idea of filtering index k-mers can be used to speed up repeats

detection.
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Appendix: List of

Supplementary files

The Supplementary file list and the corresponding download links

Name Link Description

Supplementary file 1 http://bit.ly/2Hp0qfg Supplementary meterials for minicom

presented in Chapter 3

Supplementary file 2 http://bit.ly/2Vyk0iL Supplementary meterials for HiRGC

presented in Chapter 4

Supplementary file 3 http://bit.ly/2LNERui Supplementary meterials for bfMEM

presented in Chapter 5
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