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Abstract

Retrieval-Augmented Generation (RAG) systems retrieve relevant
documents from a corpus database to mitigate issues like halluci-
nation, outdated knowledge, and limited domain coverage. While
enhancing large language models (LLMs) performance, RAG also
introduces a new attack surface: adversaries can inject trigger-
embedded malicious documents into the corpus database, poten-
tially causing the LLM to produce attacker-controlled outputs.

To expose this vulnerability, we propose the first word-level
backdoor attack targeting RAG systems through retrieval corpus
poisoning named WARP. WARP crafts adversarial texts that are
highly similar to triggers in embedding space, and appends attacker-
controlled content (e.g. malicious phishing links) to generate ad-
versarial corpus (advCorps). When a user’s query contains a well-
designated word-level trigger, these advCorps are retrieved, prompt-
ing the LLM to generate attacker-specified outputs. We formulate
the generation of adversarial texts as a constrained optimization
problem in embedding space, ensuring that trigger-related queries
lead the RAG’s retriever to accurately select the advCorps.

To demonstrate the real-world threat, we craft adversarial texts
with phishing links and deploy a word-level backdoor attack against
RAG across multiple retrievers, mainstream LLMs, and real-world
corpora. WARP achieves a robust average ASR of 55.8%, improving
upon existing methods by 17.2%, with less than 0.1% degradation
on benign queries. Moreover, WARP-generated adversarial texts
exhibit an average perplexity of 69.98, representing a 95.6% reduc-
tion compared to state-of-the-art (SOTA) baselines, demonstrating
superior linguistic naturalness and stealth.
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1 Introduction

Retrieval-augmented generation (RAG) [16] enhances the perfor-
mance of large language models (LLMs) by retrieving relevant doc-
uments from an external corpus to supplement the input context
during generation [2, 27]. By leveraging dense vector retrieval tech-
niques [12], RAG systems identify and retrieve the top-k documents
most relevant to a user query, enabling the LLM to ground its re-
sponses in external knowledge. This retrieval mechanism effectively
mitigates critical issues in generation, such as factual hallucination,
outdated information, and limited domain coverage [21].
However, while RAG enhances the performance of LLMs [30, 34],
it introduces a new attack surface: adversaries can inject a small
number of malicious documents into the external corpus, thereby
inducing the LLM to generate arbitrary, attacker-controlled content
[22, 37]. In a typical backdoor attack, the adversary poisons the
corpus by inserting carefully crafted documents that appear benign
under normal conditions but are activated when specific trigger
appears in user queries. Once triggered, the RAG retriever surfaces
these poisoned documents, which the LLM incorporates into its
response, resulting in manipulated, misleading, or harmful outputs.
Existing backdoor attacks against RAG systems primarily target
either the model level or the external corpus level. Model-level
attacks involve injecting semantically preserved triggers into the
training data, which assumes an unrealistic threat model where the
attacker controls the training process [23], making such attacks
impractical in real-world scenarios. Consequently, recent research
has shifted toward poisoning the external corpus. However, existing
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Figure 1: Our insight. Diverse user queries related to the same
keyword tend to form a tightly clustered semantic region in
the embedding space.

corpus-level attacks typically rely on embedding specific triggers
in user queries. For example, AgentPoison [4] inserts the sentence-
level trigger “Be safe and make a disciplined upbringing quiet"
into a benign query like “Drive smooth and be safe!" to activate
the backdoor. Such triggers are often semantically incongruent or
unnatural with high perplexity, making them relatively easy to
detect and defend. Designing stealthy backdoor attacks against
RAG systems thus remains an open and practical challenge.

To address this challenge, we propose WARP designed to en-
hance the stealthiness of backdoor attacks against RAG systems.
Our key insight is that diverse user queries associated with the same
keyword tend to cluster tightly in the embedding space. When an
adversarial text embedding is positioned near the center of this
semantic cluster, keyword-related queries can trigger the RAG’s
retriever to retrieve the adversarial text with high probability, effec-
tively executing a word-level backdoor attack [19]. To preliminarily
validate this insight, we conduct a case study and plot the distri-
bution of user queries related to five different keywords in the
embedding space. As shown in Figure 1, queries related to the same
keyword are typically concentrated within a compact semantic
region, while queries related to different keywords are generally
spread across distinct regions.

Building on this key insight, we propose WARP, the first word-
level backdoor attack against RAG systems via retrieval corpus
poisoning. WARP formulates a joint optimization objective that
combines a contrastive loss, an Ly regularization term, and a per-
plexity constraint. This objective maximizes the similarity between
the adversarial corpus (advCorps) and trigger-related queries, min-
imizes the similarity between advCorps and benign queries, and
ensures that advCorps remains linguistically natural. To solve this
optimization problem, we introduce a gradient-guided token re-
placement approach in the discrete input space, which iteratively
updates advCorps, steering it closer to the center of the semantic
region of the trigger and increasing its likelihood of being retrieved
by the RAG’s retriever. WARP executes the word-level backdoor
attack by injecting a small number of advCorps into the retrieval
corpus, without modifying any parameters of the retriever or the
LLM, nor inserting any explicit triggers into the user’s query. As a
result, WARP enables stealthy backdoor attacks on RAG systems,
outperforming existing SOTA attacks.
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In summary, this paper makes the following contributions:

e We observe that diverse user queries related to the same
keyword form a tightly clustered semantic region in the em-
bedding space. Building on this insight, we propose WARP,
the first word-level backdoor attack against RAG systems,
which significantly enhances the stealthiness of the attack.

e We formulate a joint optimization objective and propose
a gradient-guided discrete optimization algorithm to craft
advCorps near the center of the semantic region of the trig-
ger. The proposed algorithm maximizes the probability that
advCorps will be retrieved by the RAG’s retriever when a
specific trigger query is issued.

o WARP executes the word-level backdoor attack by injecting
a small number of advCorps into the retrieval corpus, without
altering any parameters of the retriever or LLM, making it
relatively easy to implement.

o We systematically validate WARP’s performance across mul-
tiple retrievers, mainstream LLMs, and real-world corpora,
demonstrating its high attack success rates, minimal impact
on normal performance, and low perplexity (indicating high
stealthiness) compared to other SOTA approaches.

2 Related Work

Backdoor attacks [8, 17, 20] represent a significant security threat
to LLMs, garnering extensive attention from both academic and
industrial communities. These attacks against RAG systems can
be classified into two categories: model training-based attacks and
retrieval corpus poisoning-based attacks. Model training-based
attacks focus on altering the intrinsic knowledge of LLMs during the
training process, while retrieval corpus poisoning-based approaches
manipulate external knowledge to influence the LLM’s output.

Model training-based backdoor attacks [13, 18] involve injecting
samples with specific trigger patterns into the training data, caus-
ing the LLM within RAG to produce predetermined outputs when
triggered by corresponding inputs. Wang et al. [29] showed that
injecting a minimal number of poisoned samples during instruction
fine-tuning can manipulate the response patterns of LLMs. Yan et al.
[32] introduced virtual prompt injection, requiring as little as 0.1%
poisoned samples to induce predefined biases in model behavior.
Peng et al. [26] proposed injecting a small amount of poisoned
data during RAG system fine-tuning to implant backdoors, allow-
ing attackers to manipulate the LLM with specific triggers to leak
sensitive information from the retrieval database within RAG. Sim-
ilarly, Clop et al. [5] injected poisoned data during dense retriever
fine-tuning to implement backdoor attacks, causing the retriever to
preferentially return malicious content when encountering specific
triggers, thus effectively controlling the output of the RAG system.
Although model training-based attacks show high success rates,
they rely heavily on the attacker’s ability to control the training
data, which limits their feasibility in real-world deployment.

To overcome the strict limitations on training data, recent re-
search has shifted towards retrieval corpus poisoning-based back-
door attacks, where neither the training data nor the model pa-
rameters are accessible. For example, the Repeated Trigger Attack
(RTA) [36] designs backdoors for RAG systems by injecting mul-
tiple adversarial passages into the retrieval corpus, poisoning the
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retrieval results of both sparse and dense retrievers. PR-Attack [11]
formulates a bi-level optimization problem, jointly modeling rare
trigger words in prompts and injecting a single poisoned docu-
ment. This allows the RAG system to retrieve malicious content
and output attacker-specified answers. BadChain [31] proposes a
prompt-engineering-based attack that inserts backdoor triggers and
predefined reasoning steps into Chain-of-Thought prompt demon-
strations. When user queries contain these triggers, the LLM follows
the backdoor reasoning path to generate specified outputs. Phantom
[3] employs a Hotflip-based strategy to generate adversarial texts.
These adversarial texts, however, exhibit high perplexity and low
readability, which may trigger defenders’ vigilance. In summary,
existing corpus poisoning-based backdoor attacks often insert spe-
cial symbols or semantically meaningless triggers (e.g., “cf", “@.@")
directly into user queries or system templates, or generate high-
perplexity adversarial texts (e.g., “Be safe and make a disciplined
upbringing quiet"). These low-readability triggers are more likely
to be detected and filtered, resulting in insufficient stealth.

Backdoor attacks based on retrieval corpus poisoning are more
practical for real-world scenarios than those relying on model train-
ing. However, adversarial texts generated through retrieval corpus
poisoning often exhibit high perplexity. When these poorly read-
able texts are injected into user queries or the external corpus of a
RAG system, they are easily detected by filters and detectors [10].
Improving the readability of these adversarial texts is a significant
challenge, as it is crucial for enhancing the stealthiness of backdoor
attacks against RAG systems.

3 Background

3.1 RAG System

We focus on LLM systems equipped with RAG mechanisms. Upon
receiving a user query g, the system retrieves the top k most relevant
documents {di,da, ...,dr} € D from an external corpus D, and
concatenates them with the query as input to the generation model
[9, 24]. The retriever is typically a dense encoder E that encodes
both queries and documents into a shared embedding space, where
retrieval is performed based on similarity scores computed via
either dot product or cosine similarity. In our setting, we adopt the
dot product as the similarity measure. We focus on Contriever and
Contriever-MSMARCO retrievers, both of which are pretrained
contrastive learning models. The generator LLM remains frozen,
relying solely on the top k retrieved documents to generate the
final response. Specifically, given a query g the retriever computes:

Ei(q, D) = arg {%%(E(Q),E(d» 1

where E(q, D) denotes the set of top k documents in the data-
base D with the highest similarity scores to the query g. The top
k documents are concatenated with the query as a prompt and
fed into the LLM to generate the final response. Unlike conven-
tional perturbation-based attacks on retrieval systems, our method
does not modify any model parameters. Instead, we inject a set
of discretely optimized adversarial entries A(x;) = {s1,52,---,Sn},
referred to as advCorps, into the corpus. These entries are optimized
such that they are consistently retrieved into the context when a
trigger query x; C q is issued, thereby enabling control over the
LLM’s generation behavior.
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3.2 Backdoor Attack

We assume that the attacker has partial access to the external cor-
pus used by the RAG system and can inject a small number of
adversarial entries advCorps generated via discrete optimization,
denoted as A(x;) = {s1,52,...,Sn}, thereby constructing a poi-
soned corpus Dpoison- Each advCorps entry s; is a specially crafted
text sequence obtained through discrete optimization, intended to
be retrieved when a user query ¢ contains a specific trigger phrase
x;. For a given query ¢q, we denote the top k documents retrieved
from the poisoned corpus as & (g, Dpoison)- This threat model re-
flects realistic deployment scenarios where RAG systems rely on
large-scale open corpora (e.g., Wikipedia), allowing adversaries to
inject malicious content by editing public documents.

During the attack preprocessing phase, the adversary can lever-
age information from the embedding space of the target retriever
to guide the discrete optimization of the advCorps entries. In the
actual deployment phase, the adversary does not require access
to either the retriever or the generator, nor is any modification to
model parameters necessary. Notably, we empirically evaluate the
transferability of the proposed method across different retrievers.
The attacker’s objectives encompass two key aspects:

(1) For queries drawn from the natural distribution that contain
the trigger word, maximize the probability that advCorps entries
are selected during the retrieval stage, thereby inducing the LLM to
generate attacker-specified malicious outputs (e.g., phishing links).
Formally, the objective can be defined as:

B, e |1 (LLM(. 840 Dpoison)) = am)| @

where, ﬂ,t]ngger denotes the distribution of natural queries that con-
tain the trigger phrase, ap, represents the malicious link that the
attacker aims to induce in the generated output, and 1(-) is the
indicator function.

(2) For benign queries that do not contain the trigger word, the
objective is to maximize the probability that the system generates
the correct output, ensuring that no malicious response is produced.
Formally, the objective can be defined as:

B s |1 (LLM(q.84(9 Dpoison)) = ap)| 3

where, ﬂ};emgn denotes the natural distribution of benign queries
that do not contain the trigger word, and a;, presents the expected
correct output corresponding to the benign query gq.

Such a design ensures the stealthiness and specificity of the
backdoor attack, avoiding the performance degradation caused by
traditional degradation attacks, and enables precise control over
the outputs for triggered queries.

4 Design of WARP

4.1 Threat Model

Attack Scenario. The RAG system is deployed in a trusted cloud
environment and provides users with retrieval-augmented question-
answering services. To mitigate issues such as hallucination, out-
dated knowledge, and limited domain coverage, organizations typi-
cally ingest authentic, up-to-date, and comprehensive information
into the RAG corpus.
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Figure 2: The overview of WARP. The WAPR framework encompasses adversarial corpus generation and retrieval corpus

poisoning.

We consider a highly capable attacker who is able to craft ad-
versarial texts that are highly similar to specific trigger patterns
in the embedding, and inject them into the victim RAG’s corpus.
When a user query contains triggers, the RAG retriever surfaces
the attacker-inserted documents, which in turn induce the LLM to
produce attacker-controlled outputs. This threat model is realistic
and reasonable because the attacker has multiple feasible pathways
for introducing malicious content into the RAG’s corpus, includ-
ing 1) ingestion of publicly available web data (e.g., web pages or
wikis indexed by crawlers), 2) integrations with third-party con-
tent providers, 3) user-content ingestion pipelines (e.g., internal
knowledge-base uploads), and 4) supply-chain poisoning of offline
corpora.

Knowledge. We assume an attacker who can generate well-
crafted adversarial texts based on the outputs of the RAG retriever
and inject them into the corpus to mount a backdoor attack. The
attacker’s assumed capabilities are as follows:

e Query access to the RAG retriever: The attacker can interact
with the retriever and obtain embeddings for any documents
of their choosing.

e Corpus injection capability: The attacker can insert a small
number of malicious documents into the RAG corpus.

Strategy. Based on these capabilities, the attacker can craft ad-
versarial texts that are highly similar to specific trigger patterns
in the retriever’s embedding space and inject them into the RAG
corpus. This high embedding similarity ensures that any user query
containing the designated trigger will retrieve the adversarial doc-
uments. Once retrieved, these malicious texts are presented to the
LLM as contextual evidence, thereby steering the LLM to produce
attacker-desired outputs.

4.2 Overview

To achieve the attacker’s objectives, we propose WARP (Figure 2),
which manipulates retrieval by discretely optimizing crafted adv-
Corps entries. Since retrieval determines generation in RAG systems,
the challenge is to optimize advCorps so they are preferentially re-
trieved by trigger queries but remain unrelated to benign ones. We
formulate this as a constrained optimization problem in embedding
space to jointly optimize retrieval performance. Specifically, the
objective includes two goals:

(1) For queries g from the natural distribution that contain the
trigger word, maximize the probability that the injected entries
A(x;) are retrieved from the poisoned corpus Dpoisons i-€:

ELI””trigger []1 (33 € SK(q’ z)poison):s € ﬂ(xt))] (4)

We aim for at least one advCorps entry to appear in the top k
retrieval results for such a query, and our objective is to maximize
the expected value of this event.

(2) For queries drawn from the natural distribution that do not
contain the trigger phrase, minimize the probability of retrieving
any injected entry A(x;), i.e:

Eg~yenign [IL (35 € 8k (g, Dpoison); s € ﬂ(xt))] (5)

We aim to ensure that for benign queries, almost no advCorps en-
tries are mistakenly retrieved. Our objective is to minimize this
expected value. To enhance the stealthiness of the injected cor-
pus, we minimize the language model perplexity to improve the
naturalness of the text.

The objective controls the retrieval process by appending a con-
trol instruction to each optimized text, maximizing the probability
that LLM(q, E¢ (g, Dpoison)) = am when retrieved as context. We
propose a joint optimization combining an embedding loss and
a linguistic perplexity constraint. The embedding loss maximizes
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Figure 3: We demonstrate the effectiveness of the WARP optimization algorithm using Harry Potter as the trigger word and
Contriever as the retriever. Our results show that the adversarial corpus sensitive to the trigger word is mapped to the center of
the trigger query distribution in the embedding space, while staying far away from the distribution of non-trigger queries.

dot-product similarity between advCorps and trigger queries while
minimizing similarity to benign queries, ensuring attack stealth
and specificity. A Ly regularization term controls the advCorps
norm to prevent trivial score inflation. This drives advCorps to
align with trigger query distributions and separate from benign
ones in embedding space, enabling stable retrieval activation (see
Figure 3)

We introduce a linguistic perplexity constraint using a pretrained
language model (e.g., GPT-2) to assess the naturalness of candi-
date advCorps sequences, incorporating this coherence score as
a regularization term to enhance attack stealth. To optimize the
multi-objective loss, we propose a discrete gradient-guided token
replacement algorithm that iteratively substitutes key tokens. At
each step, it leverages retriever scores and selects semantically con-
sistent tokens along the gradient direction, efficiently solving the
constrained optimization in discrete space.

4.3 Constrained Optimization Problem

To achieve the dual retrieval manipulation objectives outlined above,
WARP formulates the generation of advCorps entries as the follow-
ing constrained optimization problem in the embedding space:

min  Liotal (5) = Lembed ($) = YLcoh(5) (6)
s€A(xy)
where Leped denotes the embedding loss, Loy, denotes the perplex-
ity regularization term, and y denotes its corresponding weight.
As defined in Equation 7, the embedding loss Leypeq consists of
three components. The first maximizes retrieval probability under
trigger queries (Equation 4). The second minimizes retrieval un-
der benign queries (Equation 5), promoting semantic separation
by reducing similarity with normal queries. The third is a regular-
ization term that constrains vector norms to prevent unbounded
dot-product amplification via excessive embedding magnitudes.

Lembed(s) = —a - |QT1rig| qE%; sim(E(s),E(q)) + (1 — a)
_1 .ng , (7)
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where the hyperparameters & and f are introduced to balance the
contributions of different objectives. All losses are computed based
on two fixed sets of training queries: the trigger query set Qryig
and the benign query set Qpenj.

To improve the naturalness of the generated results, we intro-
duce language modeling perplexity as an additional constraint to
ensure the stealthiness of the generated advCorps. This is specifi-
cally implemented as follows:

T

Leon(9) = =7 Y logpustvibwi o) ®
where, T denotes the sequence length, and (w1, wy, ..., wr) repre-
sents the token sequence corresponding to the advCorps. LLM refers
to the small language model used in our experiments (e.g., GPT-2).
This constraint helps guide the optimization process toward more
plausible linguistic distributions, thereby enhancing the usability
and stealthiness of advCorps in practical deployment scenarios.

4.4 Optimization Algorithm

To optimize the objective in Equation 6, we design a gradient-guided
discrete optimization algorithm. Operating with a frozen retriever
E, the algorithm iteratively replaces tokens in the discrete space.
To improve textual naturalness, we incorporate language model
perplexity as a coherence constraint. The algorithm comprises four
main steps:

(1) Fixed Query Sets: Prior to training, we construct two fixed

sets of natural language queries: a trigger query Qryjg = {qtlng, an,
tri . i i i
. ql\r;g} and a benign query Qpeni = {qll’em, qgem, S q};\?m}. These

sets are used to guide the gradient directions of the Lpos and Lpeg
terms in the optimization objective, respectively, simulating gener-
alization behavior in realistic attack scenarios.

(2) Initialization: We randomly sample tokens from the vo-
cabulary to generate the initial sequence sy, and append special
tokens [CLS] and [SEP] to the beginning and end, respectively. The
sequence is then fed into the frozen encoder E to obtain the initial
embedding vector E(sg), with gradient tracking enabled.

(3) Loss Computation and Gradient Extraction: At each iter-
ation 7, we compute the embedding E(s;) of the current advCorps
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Algorithm 1 WARP Iterative Optimization

trig trig trig
M A NI &
beni _beni

QBeni = {a7™, g%, ., qu“i}; token selection size m; token
vocabulary V; max iteration Rpax
Ensure: Optimized sequence s* € A(x;) that minimizes Liytq)

Require: Frozen retriever E; Qrvig = {q

1: Encode Qryig U Qpeni into embeddings via E
2: Initialize sy = [CLS, w1, ..., wr,SEP] ~V

3: for 7 = 0 to Rpax do

4  e; «— E(s7)

5. compute Lemped (S7) // Equation. 7

6: Ve, Lembed < backprop

7. fori=1toT do

8: Select top m tokens {vy,...,0,m} € V aligned with
—Ve; Lembed

9: Form candidates s/) « s, with token i replaced by v;

10:  end for

11 Sg41 = argming Ltotal(s(j)) // Equation. 6

12: end for

13: return s* = sg

and calculate its average dot-product similarity with trigger and
benign queries to form positive and negative gradients. We apply
Ly regularization to prevent norm-based score inflation. These com-
ponents form the embedding loss guiding token replacement. To
enhance linguistic naturalness and stealth, we add a perplexity-
based coherence penalty computed via a frozen GPT-2 model. The
final loss is a weighted sum of embedding and perplexity losses,
used to select the optimal sequence s;4; for the next iteration.

(4) Gradient-guided Token Replacement: For each token
position i, we compute the embedding loss gradient V¢, Leppeq and
select the position with the largest gradient magnitude. Using the
negative gradient direction as the search direction, we identify
the top m tokens most similar to it and replace the original token
to generate a candidate set S;. Each candidate is re-encoded and
evaluated using the total loss Liot,1, and the sequence with the
lowest loss becomes the starting point for the next iteration. This
process repeats until convergence, as summarized in Algorithm 1.

5 Experiment
5.1 Setup

Retrievers. To evaluate the generalizability of WARP, we conduct
rigorous experiments using two SOTA dense retrievers: Contriever
[15] and Contriever-MSMARCO [6]. Both of them employ a dual-
encoder neural architecture designed for efficient document re-
trieval and trained via contrastive learning on large-scale datasets.

LLMs. We conduct comprehensive experiments against four
SOTA generation models: GPT-4.1 [25] (OpenAl), DeepSeek-V3 [35]
(DeepSeek Al), Llama-3.3-70b-instruct [28] (Meta), and Gemini-2.0-
flash [7] (Google). All of them operate within a standardized RAG
framework where the retriever’s top k = 5 documents serve as
contextual prompts to guide response generation.
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Corpus. We evaluate on three benchmark datasets: (1) Hot-
potQA, a multi-hop question answering dataset with 90K Wikipedia-
based paragraphs for testing complex reasoning and cross-document
integration[33]; (2) MSMARCO, a large-scale corpus of 8.8M real-
world web passages, widely used for open-domain semantic search[1];
and (3) Natural Questions (NQ), a Google search-derived dataset
pairing user queries with Wikipedia passages, designed to assess
factual QA and retrieval performance[14]. We randomly select five
trigger words and inject n = 5 adversarial entries per trigger to
evaluate attack efficacy. For fair evaluation, we sample 100 trigger
queries per dataset (or all if fewer) and 200 benign queries to assess
impact on normal performance, ensuring a comprehensive measure
of attack effectiveness and system robustness.

Baseline. For a fair comparison under identical conditions, we se-
lect two representative baseline methods with similar attack strate-
gies, keeping the original retriever and LLM parameters unchanged:
(1) RTA [36], which injects predefined trigger words into queries
to induce consistent LLM misbehavior; and (2) Phantom [3], a
HotFlip-based method that uses gradient-guided perturbations to
craft stealthy, effective adversarial triggers.

Evaluation Metrics. We evaluate attack effectiveness and sys-
tem usability using four metrics: (1) Ret-FR (Retrieval Failure Rate):
The percentage of trigger queries where no retrieved documents
contain injected advCorps with the malicious payload. Lower Ret-
FR indicates higher retrieval-stage attack success. (2) ASR (Attack
Success Rate): The percentage of trigger queries that cause the
RAG system to generate the attacker’s intended response, measur-
ing generation-stage effectiveness. (3) ACC (Accuracy on Benign
Queries): The percentage of benign queries yielding correct, un-
affected outputs. Higher ACC reflects better stealth and minimal
disruption to normal functionality. (4) PPL (Semantic Perplexity):
Measures the semantic coherence of adversarial texts (defined in
Equation 8); lower scores indicate more natural and stealthy attacks.

5.2 Performance of WARP

Table 1 reports WARP’s performance across various corpus-retriever-
model combinations. When the trigger word appears in the query,
the adversarial corpus yields an average Ret-FR below 30%, indicat-
ing reliable retrieval of poisoned entries. These entries effectively
steer LLM outputs via embedded control instructions, achieving an
average ASR of 63.5% across all settings. Importantly, WARP causes
minimal degradation on benign queries, with performance drops
averaging less than 0.1%.

We further examine WARP’s performance variations across two
key components within RAG systems: retrievers and LLMs. As
shown in Table 1, when using the Contriever retriever, WARP
achieves an impressive attack performance with Ret-FR below 10%
for trigger queries while maintaining an ASR as high as 76.3%. In
comparison, when employing Contriever-MSMARCO, we observe
a slight increase in Ret-FR and a corresponding decrease in ASR to
50.8%. These results demonstrate that WARP achieves significantly
stronger attack effectiveness against RAG systems when paired
with the Contriever retriever compared to Contriever-MSMARCO.

Our experiments show that Gemini-2.0-flash is the most vul-
nerable, with an average ASR exceeding 70% across all settings,
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Table 1: We evaluate WARP’s attack performance across two retrievers, three datasets, and five trigger word configurations,
measuring ASR, ACC, and Ret-FR as evaluation metrics. Note that we exclude trigger words with insufficient occurrences in

specific datasets from our evaluation.

Corpus ‘ Retriever ‘ Trigger ‘ Gemini-2.0-flash ‘ DeepSeek-v3 ‘ Llama-3.3-70b-instruct ‘ GPT-4.1 ‘ Ret-FR
| | | ASR  ACC | ASR ACC | ASR ACC | ASR  ACC |

Non-attack - 425 - 66.5 - 50.0 - 74.5 -

Harry Potter 83.7 42.5 80.4 66.0 78.3 50.0 67.4 745 11.9

Contriever Star Wars 81.8 415 68.8 64.0 68.8 49.5 429 740 6.5

olympic 68.0 42.5 38.0 64.0 36.0 50.0 28.0 745 12.7

HotpotQA presidential election | 51.3 425 56.4 66.0 55.0 50.0 205 745 25.6
Non-attack - 63.0 - 81.0 - 62.5 - 78.5 -

Contriever Harry Potter 89.1 62.0 73.9 80.0 72.8 61.0 64.1 78.0 10.9

“MSMARCO Star Wars 92.2 63.0 75.3 81.0 64.9 62.5 389 785 6.5

olympic 30.0 63.0 27.0 80.0 28.0 62.5 16.0 78.5 67.9

presidential election | 10.3 62.5 5.1 81.0 7.7 62.5 5.1 78.5 79.5
Non-attack - 80.0 - 95.5 - 86.5 - 97.5 -

Harry Potter 81.0 79.5 85.0 95.5 87.0 86.5 70.0 975 6.8

Contriever Star Wars 84.0 79.5 80.0 96.5 82.0 86.5 74.0 97.0 12.2

tesla 94.0 80.0 94.0 95.5 94.0 87.0 83.0 97.0 6.0

olympic 85.7 80.0 78.6 96.0 78.6 86.5 67.9 97.5 7.1

MSMARCO presidential election | 65.0 80.0 60.0 96.5 55.0 86.5 55.0  97.5 35.0
Non-attack - 94.5 - 100.0 - 97.0 - 100.0 -

Harry Potter 52.0 94.5 48.0 100.0 47.0 96.5 39.0 100.0 44.9

Contriever Star Wars 62.0 94.5 61.0 99.0 60.0 96.5 52.0 100.0 39.7

-MSMARCO tesla 53.0 94.5 53.0 99.5 52.0 96.5 43.0 100.0 44.3

olympic 53.6 94.5 53.6 99.5 53.6 96.5 39.3 99.5 42.9

presidential election | 35.0 94.5 300 100.0 | 30.0 97.0 30.0 100.0 65.0
Non-attack - 72.5 - 88.0 - 73.0 - 90.0 -

Contriever Harry Potter 87.5 72.5 100.0 88.5 100.0 73.0 100.0  90.5 0.0

Star Wars 100.0 72.5 100.0 88.0 100.0 73.0 88.9 90.5 0.0

NQ olympic 90.9 72.5 90.9 88.0 90.9 73.0 72.7 905 0.0
Non-attack - 83.0 - 94.5 - 81.5 - 91.0 -

Contriever Harry Potter 75.0 83.0 75.0 93.5 75.0 82.0 75.0  91.0 25.0

-MSMARCO Star Wars 66.7 83.0 55.6 94.5 66.7 81.0 66.7 91.0 33.3

olympic 63.6 83.0 45.5 94.5 54.5 82.0 18.2  91.0 36.4

suggesting poor filtering of appended control instructions. In con-
trast, GPT-4.1 achieves significantly lower ASR at similar Ret-FR
levels, indicating greater robustness. This may be due to: (1) Re-
trieved advCorps entries ranking lower in the top-k results, reduc-
ing their contextual impact; and (2) GPT-4.1’s stronger reasoning
and instruction-filtering, often yielding cautious responses (e.g., “I
don’t know”) when control instructions are contextually irrelevant.

Our experiments demonstrate that WARP achieves robust attack
performance, attaining an 76.3% average ASR on Contriever while
maintaining 50.8% ASR on Contriever-MSMARCO, with negligible
impact (<0.1%) on benign query accuracy. These results establish
WARRP as an effective backdoor attack strategy against RAG systems,
exhibiting consistent performance across different retrievers, LLM
architectures, and corpus settings.

5.3 Comparison with Baselines

We compare WARP’s attack performance with baselines on MS-
MARCO across multiple retrivers and LLMs.As shown in Table 2,
WARP consistently outperforms baselines in ASR across varying
random seed initializations. To account for potential optimization
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variability from adversarial corpus initialization, we conduct ex-
periments with three different random seeds and report average
results. WARP achieves a robust average ASR of 55.8% across all
settings, maintaining consistent performance advantages across
diverse model-retriever combinations, thereby demonstrating ex-
ceptional robustness.

We also observe that RTA fails to launch successful attacks under
all evaluated settings, suggesting that modern pretrained retrievers
possess strong semantic understanding capabilities, and that simply
repeating trigger words is no longer sufficient to manipulate their
behavior. Compared to Phantom, WARP demonstrates superior
attack performance, achieving 17.2% higher ASR scores across the
majority of model-retriever combinations. These findings collec-
tively demonstrate that: (1) Modern RAG systems have developed
effective defenses against naive attack strategies, and (2) WARP’s
advanced design successfully exploits remaining vulnerabilities
while maintaining high attack effectiveness.

5.4 Perplexity Analysis

To evaluate WARP’s stealth, we measure the perplexity of adversar-
ial texts (advCorps) against baseline methods. As shown in Table 3,
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Table 2: ASR Comparison with two baselines on the MS-
MARCO dataset. Note that RTA no longer constitutes a viable
threat to current advanced RAG systems.

‘ ‘ ‘ Trigger
Retri LLM Method
etriever etho Harry Star tesl. " . presidential
Potter | Wars esia | olympic election
Geminiz0 RTA 0 0 0 0 0
o Phantom | 689 618 | 595 25.0 50.0
Ours 827 733 | 833 72.6 57.5
RTA 0 0 0 0 0
DeepSeek-v3 | Phantom | 587 580 | 60.3 214 55.0
Contriever Ours 77.0 713 | 85.0 738 60.0
Llama33-70b RTA 0 0 0 0 0
-amas. Phantom | 57.3 583 | 577 19.1 55.0
-instruct
Ours 72.0 653 | 783 714 56.7
RTA 0 0 0 0 0
GPT-4.1 Phantom | 43.0 470 | 403 125 45.0
Ours 58.0 613 | 693 500 50.0
Gemini-2.0 RTA 0 0 0 0 0
e"f‘lzlh g Phantom | 39.5 354 | 356 19.6 283
Ours 493 546 | 483 4858 317
RTA 0 0 0 0 0
. Deepseek-v3 Phantom 32.0 35.3 33.3 16.1 28.3
Contriever-
MSMARCO Ours 46.7 537 | 457 44.6 30.0
Llama3 5700 RTA 0 0 0 0 0
amas. Phantom | 313 357 | 323 16.1 28.3
-instruct
Ours 45.0 533 | 450 47.6 25.0
RTA 0 0 0 0 0
GPT-4.1 Phantom | 273 273 | 307 16.1 283
Ours 383 467 | 423 333 26.7

Table 3: Comparison of the perplexity of the advcorpus gener-
ated by WARP and two baseline methods under two retriever
settings.

‘ ‘ Trigger
Retriever | Method Presidential
‘ Harry Potter | Star Wars | tesla | olympic Election
RTA 191 213 1.54 1.55 2.06
Contriever | Phantom 427.21 1032.43 238.08 600.74 1939.51
Ours 32.87 61.76 48.34 44.64 79.81
RTA 191 2.13 1.54 1.55 2.06
Contriever- Ph: 22 2 2646.4: 21 1574.39 137.91
MSMARCO antom 67.7 646.48 93.03 574.3 3137.
Ours 74.84 83.19 82.12 94.16 98.11

WARP achieves 95.6% lower perplexity than Phantom, demonstrat-
ing the effectiveness of our perplexity constraint. While RTA also
yields fluent outputs, it fails to achieve any meaningful attack suc-
cess, highlighting the distinction between superficial fluency and
true attack effectiveness.

Figure 4 presents the perplexity distributions of WARP-generated
texts under both retriever configurations. Notably, these distribu-
tions closely match the natural corpus baseline for both Contriever
and Contriever-MSMARCO, demonstrating WARP’s ability to pro-
duce linguistically natural adversarial texts across different retriev-
ers. This consistency confirms WARP’s portability and robustness
in diverse semantic spaces. Furthermore, unlike conventional back-
door activation methods that rely on conspicuous user’s query
modifications (e.g., prefixes or suffixes), WARP stealthily triggers
the RAG system’s backdoor through natural trigger words alone.
This fundamental design difference enhances attack stealthiness by
eliminating any detectable query modifications.

Hui Liu, Yibo Zhou, Liguo Dong, Weidong Li, and Shui Yu
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Figure 4: Perplexity distribution of the full adversarial texts
optimized by WARP under two retrievers across different
datasets.

5.5 Ablation Study

Impact of Perplexity Regularization. WARP integrates a per-
plexity regularization mechanism to significantly reduce semantic
perplexity in adversarial texts, thereby enhancing their linguistic
naturalness and improving attack stealthiness. As demonstrated
in Table 4, experiments conducted across two different retrievers
and five distinct trigger words show that incorporating this reg-
ularization reduces semantic perplexity by an average of 96.7%.
Remarkably, this substantial improvement in text fluency comes
with only a minimal decrease of 4.2% in the ASR, indicating that
the attack’s effectiveness remains largely intact. These results con-
firm that the proposed perplexity regularization improves fluency
without compromising attack effectiveness, eliminating typical ad-
versarial text patterns and balancing success rate with stealth.
Number of Candidates m. To verify that the observed perfor-
mance gains arise from our token replacement strategy, we con-
ducted an ablation study on the number of candidates m. As shown
in Table 5, the ASR steadily improves with increasing m across dif-
ferent trigger query settings. Specifically, for Contriever, ASR rises
from 46.96% to 74.38% as m increases from 1 to 5. For Contriever-
MSMARCO, ASR improves from 22.26% to 49.08% over the same
range. These results indicate that expanding the candidate set sig-
nificantly enhances attack effectiveness. The gains plateau near
m = 5, suggesting that a relatively small candidate set can effec-
tively balance computational cost with robust attack performance.

5.6 Countermeasures

Corpus-Level Defenses WARP conducts backdoor attacks by poi-
soning the external corpus database used in RAG systems. Injecting
only n = 5 optimized adversarial samples into the external corpus
for each trigger word, WARP still achieves an average ASR of 76.3%
under the Contriever retriever. This striking result highlights the
critical influence that the corpus itself has on system vulnerability,
underscoring the need to rethink corpus management and secu-
rity. A natural and effective countermeasure is to develop robust
detection and filtering techniques to identify and remove toxic or
malicious content from the corpus, thereby mitigating potential
backdoor risks and strengthening the overall integrity and reliabil-
ity of RAG systems.

Retriever-Level Defenses WARP manipulates the LLM’s out-
put by enabling the retrieval engine to surface adversarial knowl-
edge. It achieves an attack success rate of 76.3% on Contriever and
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Table 4: Ablation study of the individual component L_,; in WARP: results validated under the Gemini-2.0-flash generation

model, Contriever retriever, and MSMARCO dataset settings.

Harry Potter Star Wars tesla olympic residential election
Retriever ‘ Method ‘ Y ‘ ‘ ‘ ymp ‘ P
\ |ASR  PPL |ASR PPL |ASR PPL |ASR PPL |ASR PPL
. w/0 Leop | 92.0 700.68 90.0 829.29 94.0 430.98 89.3 447.75 60.0 1545.36
Contriever
Ours 81.0 32.87 84.0 61.76 94.0 48.34 85.7 44.64 65.0 79.81
. w/o Leop | 60.0 257990 | 67.0 2764.46 | 52.0 2383.26 | 39.3 2052.21 | 50.0 4018.43
Contriever-MSMARCO
Ours 52.0 74.84 62.0 83.19 53.0 82.12 53.6 94.16 35.0 98.11

Table 5: Ablation study of the top m in WARP: results vali-
dated under the Gemini-2.0-flash generation modeland MS-
MARCO dataset settings. Evaluation metric ASR.

Retri ‘ ‘ Number of Tokens
etriever

Trigger
‘ ‘ 1 token ‘ 2 tokens | 3 tokens | 4 tokens | 5 tokens
Harry Potter 533 66.3 80.0 80.7 81.3
Star Wars 67.5 59.5 53.0 62.0 76.0
Contriever tesla 66.0 71.0 60.7 79.0 83.3
olympic 15.5 48.8 52.4 63.1 73.8
presidential election 32.5 45.0 52.5 375 57.5
Harry Potter 22.3 40.3 40.3 49.3 51.7
Star Wars 35.7 48.0 41.0 60.5 61.7
Contriever-

MSMARCO tesla 19.3 253 37.3 51.0 52.5
olympic 10.7 38.1 39.3 50.0 51.2
presidential election 233 26.7 283 25.0 283

50.8% on Contriever-MSMARCO, revealing a 25.5% performance
gap. This comparison demonstrates that the robustness of different
retrievers varies significantly under backdoor attacks. RTA [36] is
no longer effective against modern RAG systems due to improved
retrieval defenses: penalizing documents with high lexical overlap
but low semantic relevance. These findings highlight that strength-
ening the retrieval is an effective strategy for defending against
backdoor attacks in RAG systems.

LLM-Level Defenses WARP is designed to mislead LLMs into
generating attacker-controlled but incorrect outputs. Therefore,
enhancing the reliability of LLM outputs, even in adversarial en-
vironments, is a crucial defense against backdoor attacks on RAG
systems. For instance, prompt auditing can be used to detect abnor-
mal imperative language in retrieved documents, trace generated
outputs back to retrieved documents to verify factual grounding,
etc. These techniques strengthen the LLM’s ability to resist manip-
ulation by ensuring that generated responses remain faithful to
trustworthy and relevant information.

6 Conclusion

We propose WARP, a word-level backdoor attack on RAG systems
that employs constrained optimization to generate adversarial texts
clustered around trigger-specific semantic centroids in embedding
space. Activated by natural trigger words embedded within user
queries, WARP causes the LLM to generate contextually relevant
yet malicious phishing links. Unlike prior methods that rely on
conspicuous query manipulations, WARP remains stealthy through
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fluent, natural language. Experiments across various retrievers,
LLMs, and corpora show that WARP achieves ASR scores of 76.3%
on Contriever and 50.8% on Contriever-MSMARCO, with less than
0.1% degradation on benign queries. On average, it improves ASR
by 17.2% over SOTA baselines, while reducing semantic perplexity
by 95.6%, demonstrating superior fluency and stealth. These results
establish WARP as a powerful and covert backdoor attack against
RAG systems.
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A Ablation Study

Impact of Perlexity Regularization We evaluated the effect
of the perplexity regularization term L.,; on ASR across various
LLMs. As shown in Table 6, incorporating L., leads to only a
slight decrease in ASR, with average reductions ranging from 2.17%
to 11.45%, and most models experiencing drops of less than 8%.
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Notably, for Llama3.3-70B-Instruct, the ASR degradation is partic-
ularly minimal (under 3%), demonstrating that WARP retains its
effectiveness even when subject to fluency-enhancing constraints.
These findings reinforce our assertion that the perplexity regu-
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Table 8: Llama-3.3-70b-instruct: Ablation study of the top m
in WARP.

‘ Number of Tokens

. A . i ) . Retriever Trigger
larization term L., substantially improves linguistic naturalness ‘ ‘ 1 token ‘ 2 tokens ‘ 3 tokens ‘ 4 tokens ‘ 5 tokens
and stealthiness, without meaningfully compromising the potency Harry Potter 500 10 77 a7 730
of the attack, thereby making WARP both coherent and robust in Star Wars 655 56.0 480 563 703
real-world adversarial scenarios. Contriever tesla 64.7 72.7 610 76.7 82.7
olympic 14.3 34.5 46.4 55.9 72.6
Table 6: Ablation study on the perplexity regularization term presidential election | 30.0 40.0 52.5 35.0 625
Lcon in WARP: Impact on ASR evaluated on three other LLMs. Harry Potter 20.0 36.7 353 430 46.7
Star Wars 343 44.3 39.5 53.6 59.5
Contriever- tesl 167 243 357 51.0 50.5
) \ \ \ Trigger MSMARCO esia : - : ’ -
Retriever LM Method olympic 95 29.8 345 446 47.6
Harry Star . persidential X . .
Potter | Wars | tesla | olympic election presidential election 23.3 25.0 26.7 25.0 28.3
‘ DeepSeck-vs ‘ w/o Leop ‘ 89.0 ‘ 90.0 ‘ 94.0 ‘ 82.1 ‘ 75.0
Ours 85.0 80.0 94.0 78.6 60.0 . .
Table 9: GPT-4.1: Ablation study of the top m in WARP.
Llama3.3-70b w/o Leop 88.0 90.0 94.0 78.6 65.0
Contriever -instruct Ours 87.0 82.0 94.0 78.6 55.0
Number of Tok
‘ CPTal ‘ W/o Leoh ‘ 810 ‘ 78.0 ‘ 860 ‘ 85.7 ‘ 50.0 Retriever ‘ Trigger ‘ umber of Tokens
Ours 700 740 83.0 679 550 ‘ ‘ 1 token ‘ 2 tokens ‘ 3 tokens ‘ 4 tokens ‘ 5 tokens
‘ DeepSeek-v3 ‘ wio Leon ‘ 380 ‘ 6.0 ‘ 320 ‘ 321 ‘ 300 Harry Potter 20.0 44.0 58.0 56.0 57.0
Ours 48.0 61.0 53.0 53.6 30.0
Star Wars 55.5 43.0 29.5 47.0 61.0
Contriever- Llama3.3-70b w/o Leop 56.0 60.0 51.0 32.1 50.0 Contriever tesla 44.0 55.0 437 64.3 63.7
M -instruct Ours 47.0 60.0 52.0 53.6 30.0 .
SMARCO olympic 5.9 16.7 23.8 40.5 57.1
GPT-41 wioLeop | 500 590 | 420 286 500 presidential election |  32.5 425 50.0 325 60.0
Ours 39.0 52.0 43.0 39.3 30.0
Harry Potter 16.3 343 31.0 39.7 44.0
Star Wars 29.7 413 37.0 53.0 55.0
. . Contriever-
Number of candidates We evaluated the impact of the top-m MSMARCO tesla 17.3 243 317 420 430
selection strategy on ASR performance across multiple LLMs. As olympie 36 2.0 2.0 357 375
. . . . residential election 20.0 26.7 20.0 23.3 283
shown in Tables 7, 8, and 9, WARP consistently achieves higher P

ASR as the value of m increases, demonstrating a stable upward
trend across different LLMs and diverse trigger query settings. This
performance consistency demonstrates that top-m token candidate
filtering plays a significant role in guiding the discrete optimiza-
tion process toward generating more effective adversarial samples.
The observed improvements reinforce our hypothesis that intelli-
gently prioritizing top-ranked adversarial content enhances attack
reliability. Overall, these results validate the motivation behind
incorporating the top-m mechanism and underscore its critical role
in achieving WARP’s strong robustness and superior attack success
across varying RAG configurations.

Table 7: DeepSeek-v3: Ablation study of the top m in WARP.

‘ Number of Tokens

Retriever Trigger
‘ ‘ 1 token ‘ 2 tokens ‘ 3 tokens ‘ 4 tokens ‘ 5 tokens
Harry Potter 51.0 60.7 71.0 74.7 73.7
Star Wars 67.5 58.0 49.5 56.7 71.3
Contriever tesla 66.7 733 61.0 78.7 84.3
olympic 143 35.7 47.6 57.1 73.8
presidential election 30.0 42.5 55.0 35.0 65.0
Harry Potter 203 37.0 36.3 44.3 46.7
Star Wars 343 473 40.5 53.6 60.5
Contriever-

MSMARCO tesla 19.7 25.7 36.7 50.0 515
olympic 9.5 30.9 38.1 44.6 48.8
presidential election 233 26.7 26.7 25.0 28.3

877

B Comparison with Baselines on other
databases

We compare WARP with several baseline methods on the HotpotQA
and NQ datasets, evaluating performance across a diverse set of
retrievers and LLM architectures. As shown in Tables 10 and 11,
WARP consistently outperforms all baselines in terms of ASR, even
when subjected to different random seed initializations. To ensure
robustness and reduce the impact of stochastic variations in training
and retrieval processes, all experiments were conducted using three
distinct random seeds, and we report the averaged outcomes across
these runs. This evaluation framework offers a reliable assessment
of each method’s stability and generalization capability. Across all
tested configurations, WARP achieves average ASRs of 46.9% on
HotpotQA and 66.1% on NQ, marking a clear improvement over all
competing approaches.

We also observe that RTA fails to successfully launch attacks
under all evaluated settings, further indicating that simply repeat-
ing trigger words is no longer sufficient to manipulate modern
pretrained retrievers. This limitation highlights a broader shift in
retrieval robustness, as contemporary models rely more heavily on
semantic understanding rather than surface-level lexical patterns,
making naive trigger-word repetition increasingly ineffective. In
contrast, WARP is designed to generate contextually coherent and
semantically integrated adversarial content, allowing it to exploit
deeper vulnerabilities in retriever-LLM pipelines. When compared
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Table 11: ASR Comparison with two baselines on the NQ
dataset.
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Table 10: ASR Comparison with two baselines on the Hot-
potQA dataset.

| | | Trigger
Retriever LLM Method
Harry Star P
Potter ‘Wars olympic
Gemini-2.0 RTA 0 0 0
L. Phantom | 917 96.3 485
-flash
Ours 87.5 100.0 81.8
RTA 0 0 0
DeepSeek-v3 | Phantom 75.0 88.9 33.3
Contriever Ours 87.5 100.0 60.6
LI 3.3-70b RTA 0 0 0
amas. Phantom | 708 88.9 333
-instruct
Ours 83.3 96.3 63.6
RTA 0 0 0
GPT-4.1 Phantom 70.8 85.2 33.3
Ours 87.5 88.9 57.6
Gemini-2.0 RTA 0 0 0
L. Phantom | 4338 36.4 9.1
-flash
Ours 54.2 66.7 39.4
RTA 0 0 0
. Deepseek-v3 | Phantom 25.0 33.3 0
Contriever-
MSMARCO Ours 54.2 55.6 30.3
Ll 3.3-70b RTA 0 0 0
amas.> Phantom | 313 333 9.1
-instruct
Ours 54.2 66.7 30.3
RTA 0 0 0
GPT-4.1 Phantom 31.3 30.3 9.1
Ours 54.2 66.7 18.2

Table 12: ASR of WARP under RobustRAG defense across
two retrievals and two LLMs.

Retriever ‘ LLM ‘ Trigger
Harry Star tesl. I . presidential
Potter | Wars esla | olympic election
Gemini-2.0
_flash 77.0 77.0 81.0 82.1 55.0
Contriever
DeepSeek
‘ e ‘ 79.0 ‘ 71.0 ‘ 83.0 ‘ 82.1 ‘ 55.0
ini-2.
‘ Ger?lg;l 0 ‘ 40.0 ‘ 48.0 ‘ 35.0 ‘ 464 ‘ 25.0
Contriever-
MSMARCO ‘ Dee_“’g“k ‘ 440 ‘ 46.0 ‘ 310 ‘ 464 ‘ 30.0

Table 13: ASR of WARP on Gemini-2.5Pro across two retrieval
systems and five trigger words.

. . | Presidential
Corpus ‘ Retriever | Harry Potter | Star Wars | tesla | olympic Election
‘ Contriever ‘ 58.0 ‘ 61.0 ‘ 72.0 ‘ 67.9 ‘ 50.0
MSMARCO
Contriever-
MSMARCO 32.0 ‘ 45.0 ‘ 35.0 ‘ 35.7 ‘ 30.0
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‘ ‘ ‘ Trigger
Retri LLM Method
etriever etho Harry Star " . presidential
Potter | Wars olympic election
Gemini-2.0 RTA 0 0 0 0
o Phantom | 80.4 77.9 440 222
Ours 83.7 80.1 63.3 41.0
RTA 0 0 0 0
DeepSeek-v3 Phantom 72.5 67.9 31.0 10.3
Contriever Ours 73.9 68.8 36.7 34.2
RTA 0 0 0 0
Llama33-70b | o tom | 725 671 30.7 103
-instruct
Ours 71.7 68.4 36.0 325
RTA 0 0 0 0
GPT-4.1 Phantom 54.3 40.7 223 111
Ours 67.0 40.7 20.0 19.7
Gemini-2.0 RTA 0 0 0 0
e Phantom | 69.6 64.1 133 34
-flash
Ours 86.2 89.6 29.7 59
RTA 0 0 0 0
. Deepseek-v3 Phantom 50.7 44.2 7.0 43
Contriever- o
MSMARCO urs 71.7 74.9 22.7 4.3
1 3.3-70b RTA 0 0 0 0
amas. Phantom | 49.6 | 437 7.0 3.4
-instruct
Ours 71.4 62.3 21.7 4.3
RTA 0 0 0 0
GPT-4.1 Phantom 55.1 24.7 7.0 2.6
Ours 62.7 37.7 16.0 3.4

with Phantom, a strong baseline adversarial prompting method,
WARP exhibits substantially stronger attack performance, achiev-
ing average ASR improvements of 10.5% on HotpotQA and 19.9%
on NQ across all evaluated settings.

C Performance Against RobustRAG

To further evaluate the robustness of WARP, we assess its attack
performance against RobustRAG on the MSMARCO dataset. As
shown in Table 12, WARP maintains a high average attack success
rate of 56.6% across all settings, only 8.8% lower than the unpro-
tected baseline. This relatively small drop highlights WARP’s ability
to remain effective even when stronger retrieval-augmentation de-
fenses are applied, demonstrating its resilience and adaptability in
more challenging, defense-enhanced environments.

D Performance Against Gemini 2.5 Pro

To assess the generalizability of WARP across different language
models, we further evaluated it on the SOTA LLM Gemini 2.5 Pro
using the MSMARCO dataset. As shown in Table 13, WARP attains
an ASR of 48.7% across two retrievers and five trigger words. This
strong performance highlights a key advantage of WARP’s design:
by intervening at the retrieval layer rather than the model layer, it
transfers robustly across architectures and maintains effectiveness
even in substantially different model environments.
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