Everyday Practices of Agile
Software Developers

Julia Prior

A Thesis submitted for the Degree of Doctor of Philosophy
in Computing Sciences

Faculty of Engineering and Information Technology
University of Technology, Sydney

July 2011

Certificate of
Authorship/Originality
I certify that the work in this thesis has not previously been submitted for
a degree nor has it been submitted as part of requirements for a degree
except as fully acknowledged within the text.
I also certify that the thesis has been written by me. Any help that I
have received in my research work and the preparation of the thesis itself
has been acknowledged. In addition, I certify that all information sources
and literature used are indicated in the thesis.

Signature of Student

i

Acknowledgments
Producing a doctoral thesis is not an endeavour that I could have accomplished alone. Many people contributed to the effort in myriad ways. To
the numerous friends, colleagues and family members who cheered me
on from the sidelines and provided other valuable support, I thank you.
While it is not feasible to acknowledge everyone, there are some contributions that must be specifically mentioned.
Firstly, an enormous thank you to the participant developers at Raptor
who so generously allowed me into their working lives, as a stranger and
novice, enthusiastically and patiently sharing their daily experiences with
me. The CEO was exceptional in his enthusiasm, support and generosity
for this research, giving me access to whomever and whatever I deemed
necessary to carry out my fieldwork. I am extremely grateful to them all. I
trust that the stories of their work in this ethnography and the findings of
the research will make them proud to have played such a crucial part.
I was privileged to share the joys and despairs of the PhD journey with
several exceptional students: Thomas Given-Wilson offered lively intellectual debates and challenging critiques of several ideas and chapter drafts;
fellow doctoral candidates in the IDHuP research laboratory, Lian Loke,
Penny Hagen, Kirsten Sadler, Astrid Larssen and Dean Hargreaves, in particular, helped me work through new ways of thinking about knowledge
and our understanding of the world, as well as giving pragmatic moral
support at pivotal moments; and my dear friend, Gordana Culjak — as
we travelled the part-time PhD journey together over several years, albeit
in very different types of research, her understanding, encouragement and
advice helped me over many a hump in the road. I thank you all.
I also thank the other members and associates of the IDHuP lab for
contributing to and being part of an holistic research space. I thank Tim
Mansfield for his role as my acting supervisor in the middle of my candiii

dature particularly, but also for his advice, inspiration and example over
many years. Thank you, too, to Ken Dovey, for his valued advice and encouragement throughout this project.
Richard Raban, former Head of the School of Software, viewed the
completion of my thesis as vital for my own professional and personal
development, as well as to the school and the faculty. My appreciation to
him for continually insisting that it was a priority for me and providing
managerial support and space to facilitate this project is immeasurable.
Thank you.
I regard it as a tremendous honour to have been supervised in this
research by two remarkable people. Toni Robertson, my principal supervisor, turned my view of the world upside down and inside out. She inspired and challenged me with interesting, but often daunting, suggestions and ideas to grapple with and explore, in order to engage more
profoundly with the world’s elusive, dynamic and intriguing complexities. And she never let me forget the fundamental importance to research
rigour and integrity of the researcher’s own critical, explicit positioning
and accountability.
John Leaney, my mentor and co-supervisor, enthusiastically and generously embraced my proposed research direction from the first. His keen
interest and belief in the value of the research never waned and set me
back on track with renewed purpose, time and again.
Toni and John opened up alternative approaches to research in general,
and software engineering practice in particular, that I had either not previously been exposed to or had not realised were scholarly options. They
were dedicated to and engaged with me in this research process at a level
that seems to be only dreamed of by most PhD students for their supervision. Thank you both for your commitment, your example and your
unflagging belief in me.
My beloved parents, Mike Coleman and Niki Sampson, instilled in me
from an early age an insatiable curiosity about the world, a love of study
and a passion for the written word, thus preparing me for this particular
learning journey. I am very grateful to my mother for casting her careful
and professional eye over two drafts of my thesis, and for all her helpful
suggestions.

iii

My precious sons, Matthew and Luke, despite waiting patiently for
years of their childhoods for bigger slices of my time and attention, showed
great pride in my efforts throughout. Thank you both for providing perspective and laughter at all the right moments.
My husband and hero, Andrew, supported me through this endeavour for much longer than anyone should be expected to do. Throughout,
he believed that it was only a matter of time before I was done, and he
cheerfully shouldered the bulk of the domestic load to enable me to study.
Whatever I say here to express my appreciation to him will be completely
inadequate, so I will simply say thank you, from the bottom of my heart.

iv

Contents
1

2

Introduction
1.1 Research Interest and Questions .
1.2 Field Site for the Research . . . .
1.3 Research Approach . . . . . . . .
1.4 Research Findings . . . . . . . . .
1.5 Contributions of the Thesis . . .
1.6 Reading Matters . . . . . . . . . .
1.7 A Guide to the Thesis . . . . . . .
1.8 Publications . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

1
. . . . . . 4
. . . . . . 6
. . . . . . 7
. . . . . . 9
. . . . . . 11
. . . . . . 12
. . . . . . 12
. . . . . . 15

Literature Review
2.1 Prevalent SE Research . . . . . . . . . . . . . . . . . . . . . .
2.1.1 Software Process Research . . . . . . . . . . . . . . . .
2.1.2 Cognitive Research on Software Developer Behaviour
2.1.3 Empirical Software Engineering Research . . . . . . .
2.1.4 Information Systems Research into
Software Engineering . . . . . . . . . . . . . . . . . .
2.2 What’s Missing in Prevalent SE Research . . . . . . . . . . .
2.2.1 Software Design as a Rational Process . . . . . . . . .
2.2.2 Software Development as a Cognitive Process . . . .
2.2.3 Software Process in Retrospect . . . . . . . . . . . . .
2.2.4 The Grand Theory of Software Engineering . . . . . .
2.2.5 So, What Needs to be Done? . . . . . . . . . . . . . .
2.3 Work Practice Research . . . . . . . . . . . . . . . . . . . . . .
2.3.1 HCI and CSCW Work Practice Research . . . . . . . .
Representations of Work Practice . . . . . . . . . . . .
2.3.2 Ethnographic Studies of Professional
Practice . . . . . . . . . . . . . . . . . . . . . . . . . . .
Exemplar Ethnographic Studies . . . . . . . . . . . .
Ethnographic Studies and Software Engineering . . .
2.4 Agile Software Development . . . . . . . . . . . . . . . . . .
v

16
17
17
20
21
25
27
29
30
32
33
36
40
40
41
44
45
47
50

2.5
3

4

vi

2.4.1 What is Agile Software Development? . . .
2.4.2 Empirical Research on the Agile Approach
2.4.3 Agile and Interpretivist Research . . . . . .
Summary . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.

.
.
.
.

Theoretical Commitments
3.1 Theoretical Underpinnings . . . . . . . . . . . . . . . .
3.1.1 Situated Action . . . . . . . . . . . . . . . . . .
3.1.2 Situated Knowledges . . . . . . . . . . . . . . .
3.1.3 Boundaries . . . . . . . . . . . . . . . . . . . .
3.1.4 Located Accountabilities . . . . . . . . . . . . .
3.1.5 Agency . . . . . . . . . . . . . . . . . . . . . . .
3.2 Conceptual Tools . . . . . . . . . . . . . . . . . . . . .
3.2.1 Infrastructure . . . . . . . . . . . . . . . . . . .
Characteristics of Infrastructure . . . . . . . .
3.2.2 Invisible Work . . . . . . . . . . . . . . . . . . .
Abstractions of Work . . . . . . . . . . . . . . .
What is Missing . . . . . . . . . . . . . . . . . .
Articulation Work . . . . . . . . . . . . . . . .
Articulation Work and Software Development
3.3 Summary . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.

. 50
. 51
. 53
. 54

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

55
57
59
61
64
66
68
70
70
71
74
75
77
79
82
86

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

Ethnography for Software Development Research
4.1 Research Using Ethnography . . . . . . . . . . . . . . . . . .
4.1.1 What is Ethnography? . . . . . . . . . . . . . . . . . .
4.1.2 Why Use Ethnography? . . . . . . . . . . . . . . . . .
4.1.3 Theoretical Perspective and Philosophy for Ethnography . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.1.4 Characteristics of Ethnography . . . . . . . . . . . . .
In-Depth Sense-Making . . . . . . . . . . . . . . . . .
Triangulated Data, Logic-of-justification . . . . . . . .
Reflexivity . . . . . . . . . . . . . . . . . . . . . . . . .
4.2 Ethnography and Culture . . . . . . . . . . . . . . . . . . . .
4.3 What People Say They Do, What People Do . . . . . . . . . .
4.3.1 Analysis of Cultural Behaviour . . . . . . . . . . . . .
Patterns For Behaviour . . . . . . . . . . . . . . . . . .
Patterns Of Behaviour . . . . . . . . . . . . . . . . . .
4.4 My Experience of Using Ethnography . . . . . . . . . . . . .
4.4.1 Thinking About Knowledge . . . . . . . . . . . . . . .
Transformative Texts . . . . . . . . . . . . . . . . . . .
4.4.2 As Stranger and Novice . . . . . . . . . . . . . . . . .

88
89
89
90
91
92
93
94
94
95
96
97
98
99
100
101
102
104

4.4.3

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

106
108
109
112
112
113
114
116

On Being a Raptor Software Developer
5.1 The Fieldwork Setting . . . . . . . . . . . . . .
5.1.1 The Physical Environment . . . . . . . .
5.1.2 Organisational Culture . . . . . . . . . .
5.1.3 Team Structures . . . . . . . . . . . . . .
5.1.4 Raptor’s Development Methodology .
5.2 A Raptor Developer’s Working Life . . . . . .
5.2.1 Episode One: Autumn . . . . . . . . . .
5.2.2 Episode Two: Spring . . . . . . . . . . .
5.2.3 Episode Three: The Following Autumn
5.3 Summary . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

118
119
121
122
124
125
127
129
132
135
138

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

139
141
143
144
145
147
148
149
150
151
151
152
153
153
156
157
157
158
158
158

4.5
4.6
5

6

vii

Working in the Field . . . . . . .
Tools of my Trade . . . . . . . . .
4.4.4 Data Management . . . . . . . .
4.4.5 Reflection, Analysis and Writing
Ethnographic Data Analysis . . .
Using Existing Theory . . . . . .
Ethical Issues . . . . . . . . . . . . . . .
Summary . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

Infrastructure for Raptor Software Developers
6.1 Developers’ Local Infrastructure . . . . . . . .
6.2 Primary Tools . . . . . . . . . . . . . . . . . . .
6.2.1 Development Environment . . . . . . .
6.2.2 Version Control . . . . . . . . . . . . . .
6.2.3 Test Harness . . . . . . . . . . . . . . . .
The CrikeyMonitor . . . . . . . . . . . .
Unit Tests . . . . . . . . . . . . . . . . .
6.3 Secondary Tools . . . . . . . . . . . . . . . . . .
6.3.1 Software Architecture and Database . .
C-architecture . . . . . . . . . . . . . . .
Database Software . . . . . . . . . . . .
6.3.2 Workload and Task Management Tools
Connexion . . . . . . . . . . . . . . . . .
Tracker . . . . . . . . . . . . . . . . . . .
6.3.3 Communication Tools . . . . . . . . . .
Email . . . . . . . . . . . . . . . . . . . .
Wiki . . . . . . . . . . . . . . . . . . . .
6.4 Policies and Procedures . . . . . . . . . . . . .
6.4.1 Software Testing . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

Test-Driven Development and Test First
Quality Assurance . . . . . . . . . . . .
Code Reviews . . . . . . . . . . . . . . .
Check-in Scheduling . . . . . . . . . . .
Coding Standards . . . . . . . . . . . .
6.4.3 Workload Management . . . . . . . . .
Work Items and Task Assignment . . .
Team Stand-ups . . . . . . . . . . . . . .
Summary . . . . . . . . . . . . . . . . . . . . . .
6.4.2

6.5

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.

159
161
161
162
162
163
163
163
164

7

Infrastructuring the Code, Coding the Infrastructure
165
7.1 Infrastructuring the Code . . . . . . . . . . . . . . . . . . . . 167
7.1.1 Code to Produce More Code . . . . . . . . . . . . . . 167
7.1.2 Infrastructure as Part of the Product Connect . . . . . 169
7.2 Coding the Infrastructure . . . . . . . . . . . . . . . . . . . . 171
7.2.1 Product Code as Infrastructure Code . . . . . . . . . . 171
7.2.2 Coding the Test Infrastructure . . . . . . . . . . . . . 174
Changes to DAT and the CrikeyMonitor . . . . . . . . 174
7.2.3 Using Infrastructure to Develop More Infrastructure 176
7.3 Infrastructure Work, Primary Work . . . . . . . . . . . . . . . 177
7.3.1 Infrastructure as Primary Work . . . . . . . . . . . . . 178
7.3.2 Work Required When Infrastructure Becomes Opaque 179
“Pretend this is true” . . . . . . . . . . . . . . . . . . . 179
“You broke BuildIt!” . . . . . . . . . . . . . . . . . . . 180
7.4 Intertwining Infrastructure and Product . . . . . . . . . . . . 184
7.4.1 Infrastructure for Code . . . . . . . . . . . . . . . . . . 184
7.4.2 Code as Infrastructure . . . . . . . . . . . . . . . . . . 185
7.4.3 Infrastructure Work and Primary Work . . . . . . . . 186
7.4.4 Relations Between Infrastructure and Product . . . . 186
Technical Developers as Technical Users . . . . . . . . 188
7.5 Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 190

8

Mutually Constitutive Relations
8.1 Test First at Raptor . . . . . . . . . . . . . .
8.1.1 Test First as a Pattern for Behaviour
8.1.2 Attitudes towards the Test First PfB
8.1.3 Test First in Practice . . . . . . . . .
8.2 New PfBs are Introduced . . . . . . . . . . .
8.2.1 New PfBs in Practice . . . . . . . . .
Code Reviews in Practice . . . . . .
Check-in Scheduling in Practice . .

viii

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.

192
193
194
196
198
205
208
209
215

8.3

9

Relations of Infrastructure with Work Practice
8.3.1 Practice Shaping Infrastructure . . . . .
8.3.2 Infrastructure Moulding Practice . . . .
8.3.3 Shifting Boundaries and Agencies . . .

.
.
.
.

.
.
.
.

The Importance of Studying Software Development as
Action
9.1 Research Issues and Approach . . . . . . . . . . . .
9.1.1 Infrastructure as a Central Issue . . . . . . .
9.2 Thesis Findings . . . . . . . . . . . . . . . . . . . . .
9.2.1 Characteristics of Infrastructure . . . . . . .
9.2.2 Infrastructure and Product Code . . . . . . .
Infrastructure Made of Program Code . . . .
Coding the Infrastructure . . . . . . . . . . .
9.2.3 Infrastructure and Work Practice . . . . . . .
9.3 Thesis Boundaries . . . . . . . . . . . . . . . . . . . .
9.4 Some Implications of Studying SWD Practice . . . .
9.5 Future Work . . . . . . . . . . . . . . . . . . . . . . .
9.6 Thesis Contributions . . . . . . . . . . . . . . . . . .

References

ix

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

219
220
221
224

Situated
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

225
226
228
229
230
232
232
233
235
238
241
243
244
246

List of Figures
4.1

Interaction Map used to Record Developer Interactions . . . 109

6.1
6.2
6.3
6.4
6.5
6.6

Raptor Infrastructure . . . . . . . . . . .
Primary Software Development Tools .
The CrikeyMonitor Webpage . . . . . .
Image Shown When a Crikey! Occurs .
Secondary Software Development Tools
Policies and Procedures . . . . . . . . .

7.1

Changes to Incident Manager . . . . . . . . . . . . . . . . . . 172

x

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

143
144
148
149
150
159

Abstract
The theory and practice of software engineering is largely represented
in the literature by discrete rational models, methodologies, tools and techniques for producing software and for describing work processes as they
ought to be done. There has been little research that characterises software
development as it is actually practised every day by professional software
developers. This thesis addresses that gap.
As the recognition of software development as embodied work is fundamental to this research, a situated approach underpins its exploration of
software development as it is performed by real developers in their workplace at the time that it occurs. The initial, guiding research question,
“So what do software developers do every day?”
was addressed by undertaking a longitudinal ethnographic study, involving two years of fieldwork, of an Australian group of software developers
who use an Agile development methodology.
A local software development infrastructure, comprising software tools
and formal software development policies and procedures, is available to
the developers. As the research progressed, it became obvious that they
spent an enormous amount of their time and effort dealing with this infrastructure in order to accomplish their daily work. Further, more directed questions about the developers’ daily practice thus became distilled
into this one:
What significance does their infrastructure have for the developers’ everyday work?
The findings challenge two assumptions often implicit in software engineering research interests: firstly, that infrastructure, along with its constituent elements, is a given — a discrete, independent and stable entity
— and, secondly, that software development practice can be authentically
represented by, and understood in, formal, rational models of software
process. The foregrounding of relations between the developers, their infrastructure and their work product forms the crux of this thesis. Its primary contributions are:
• It presents an ethnography of a little-studied group: professional
software developers;

• It provides a detailed account of how the developers’ infrastructure
and their work practice are intimately intertwined and mutually constitutive, continuously generating the context in which the design
and development of complex software can be accomplished;
• It articulates the processes and practices that effect progressive blurring and co-dependency between the software product and the infrastructure;
• It identifies and describes essential dimensions of developers’ practice that are missing from accounts and representations such as formal models;
• It demonstrates how an explication of local infrastructure is more
beneficial to understanding specific software development work practice than abstract definitions of infrastructure which are not constrained by the practicalities of everyday use.

Chapter 1
Introduction
Software development is technical activity conducted by human
beings. (Niklaus Wirth) 1
This thesis contends that studying software development work practice as
embodied and as situated action is vital to an authentic understanding of
it. Without such understandings of practice, we cannot provide innovative
tools and policies that effectively facilitate software development work by
real software developers working in the real world.
Even a brief look through the software engineering research literature
gives the impression that the work described is done by some ethereal
other, a third party not yet identified. Someone who, if they simply and
faithfully comply step-by-step with the advocated formal models, methods, processes and techniques, will accomplish the software engineering
discipline’s aim of fault-free, reliable software that satisfies user requirements and is delivered on time and within budget (Putnam and Myers,
1991; Schach, 2005). It is really just a matter of following the given instructions. The quote that leads this chapter is unusual in the computing field:
it recognises the fact that the work is performed in practice by real people. For the most part, however, the literature describes a world that does
1

A Few Words with Niklaus Wirth; Dr. Carlo Pescio interviews NW, Published in
Software Development, Vol. 5 No. 6, June 1997.

1
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not exist in reality. It represents an idealised and disembodied picture of
software development as it ‘ought’ to be done and perhaps as some might
wish it were done.

A Personal Introduction
Over many years as a professional software developer, in the mining and
manufacturing industries and biomechanical research, and as an academic
in software engineering education, I realised that my practical experience
was not concomitant with software engineering orthodoxy. Accordingly,
I experienced some disquiet when using many of the software engineering textbooks and formal lecture notes that I taught from, as well as when
reading research papers in the discipline. I far preferred to read articles
by professional practitioners on issues that were pertinent to them or on
what they considered to be best practice, or to read ‘war stories’ of real experience, in books like Close to the Machine (Ullman, 1997). These types of
publications resonated more closely with my own professional experience.
As with most software engineering curriculum teachers in the 1990s, I
taught ideal software process, various development methodologies such
as Rapid Application Development, object-oriented analysis and design,
CASE tools and so on. These were useful to varying degrees, but they
were not determining or representative of the way that I performed my
work in practice. Nor did they match the experiences reported by my students undertaking industry placements or development projects, for small
organisations, as part of their software engineering education. Some of the
students worried that their experience differed from what they were being
taught about software process in ways that they found difficult to articulate. For myself, despite my eagerness to learn and contribute to software
engineering knowledge and education, I despaired of ever becoming a
‘proper’ researcher. I did not find it easy to engage with what I viewed as
the theoretical and idealistic software engineering literature that I had so
far come across, nor did I feel that I had the capacity to contribute to this
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field of knowledge.
Most fortuitously, when I joined the university at which I am currently
employed, I was given the necessary support and opportunities to explore
research possibilities with which I was more comfortable and found infinitely more intriguing. My perspectives on knowledge and its development have changed dramatically during my doctoral candidature; what is
now of import to me in this regard is specifically explicated in chapters 3
and 4, and forms significant strands that run through this thesis.

Concerns with Current Research
For now, I enumerate my concern with the ‘mystical approach’ (my phrase)
to representing and describing software engineering practice as presented
in the early part of this section:
• Abstract, formal representations “erase the evidence” (Star, 1992),
disregarding the intricacies and details of how the work is accomplished in practice by people working contingently in the real world.
• These representations impose unrealistic demands and expectations
on the real people doing the work and sometimes become entrenched
as standards or prescribed ways of doing things.
• These first two issues, in turn, lead to unfair and flawed judgments
of professional competence and skills.
• Software engineering education that is based primarily on the assumed ideal is insufficient and cannot adequately prepare students
for professional practice.
• Development of technologies for software development work based
on this approach result in tools that either do not provide the necessary and effective support or, worse, are detrimental to practice and
to the real people accomplishing the work.
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This is not to say in any way that the ideals and abstractions espoused
in the literature are not important or should be dismissed. I am suggesting
that our view of them needs to be shifted, from the perception of them as
accurate depictions of practice, or as adequate instructions on how professionals should be accomplishing software development, to one in which
they are seen instead as resources for practice.
Software engineering’s “canonical practice” (Seely Brown and Duguid,
1991) has developed over several decades and some of us have forgotten
its origins and initial purposes, if we ever knew them in the first place.
Some of these have become “cast in stone” (Star, 2002), perhaps in ways
that were not intended at the time they were defined. Much of advocated
software engineering practice is based on this canon. Maybe, instead of
accepting the status quo of its rules and principles, and as part of software engineering’s maturity as a discipline, it is time that we asked these
kinds of questions: “Why are things this way?”, “Are things like this really
found in practice?”, “Is this best practice as exhibited by professionals in
their everyday work, or is it best practice in theory?”

1.1

Research Interest and Questions

In order to grapple with the type of questions posed above, I argue that
it is essential to study aspects of software engineering that fall outside of
the core of the prevalent research literature. Technology use forms a crucial part of software development practice. Moreover, software developers
are some of the most technically savvy computer systems users. Without
an empirical, grounded and faithful understanding of their practice ‘in the
wild’ (Rooksby et al., 2009) (as it is performed in real time by real people in
real circumstances), it is very challenging to enable and enhance software
development work practice with innovative and effective technologies, or,
to effectively educate new generations of software engineers.
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There are examples of alternative discourses that are postmodern approaches to researching software engineering (Low et al., 1996), such as
that done by Higgins (2007); Lethbridge et al. (2005); Martin et al. (2007);
Moe et al. (2008); Robinson and Sharp (2003); Sharp and Robinson (2008).
Together, these enrich our understanding of software development work
and give us multiple starting points for supporting, building and improving professional practice. Notwithstanding, there is a dearth of this type of
research (Fraser and Mancl, 2008; Glass et al., 2002; Robinson et al., 2007;
Segal, 2004; Sjøberg et al., 2007) and therefore much more of it is needed if
it is to have a critical impact on the ways that our discipline does research
and the consequent effects on practice.
This thesis contributes to a filling of that gap by seeking to answer the
overarching research question:
So what do software developers do every day?
In other words, what do we need to comprehend about their daily
work and how they go about accomplishing it that is not necessarily recognised, explored or represented by conventional software engineering research? This question was addressed by undertaking a longitudinal ethnographic study of an Australian group of software developers using an Agile development methodology. Almost two years of fieldwork included 45
site visits, each of three to eight hours duration.
Ethnographic research does not start with an hypothesis. Instead, the
researcher remains open to whatever themes emerge most strongly from
the study. So I had nothing more specific in mind than the above question when I began this study. More focused research questions were deliberately only articulated once I had done a considerable amount of data
collection and analysis. It became apparent during this process that the
local software development infrastructure, comprising software tools and
formal software development policies and procedures, was a prominent
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feature of the participant developers’ everyday practice. They spent an
enormous amount of their time and effort dealing with this infrastructure
in order to accomplish their primary work of developing a large, complex
software product. Further, more directed questions about the developers’
daily practice were thus distilled and reframed into this one:
What significance does their infrastructure have for the developers’ everyday work?

1.2

Field Site for the Research

The empirical work for this thesis is grounded in the concrete setting of
an Australian software development company which produces software
for the global freight forwarding, customs brokerage and logistics industry. At the time of the fieldwork, the company employed about 60 software developers, who were based at the Sydney office. Most of them were
working on the company’s flagship product, referred to as Connect in this
thesis, in about half-a-dozen development teams each of which focused
on a different part of Connect. This software provides support for managing and tracking shipping, air and rail freight across the world, manifest and delivery documentation, customs processing, order management,
container packing and unpacking, scheduling of freight and supply chain
accounting.
The software development approach used by this company, referred to
in this thesis by the pseudonym Raptor, is based on Agile development
methodologies such as eXtreme Programming and Scrum. A strategy of
consistent and frequent testing at several levels and stages drives their development processes. Software updates are released frequently to clients
and the product development is ongoing. Consequently, the Connect development project is not a finite one with a specific end date.
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Connect first ‘went live’, i.e. was implemented by a few client companies who had bought the product from Raptor, a couple of months before I started my fieldwork. Over the two-year fieldwork period, dozens
more clients started using the product to support and manage their customs brokerage, freight forwarding or logistics work. As the sales of Connect increased within Australia and in numerous other countries across
the globe, the development work became more complex and the number
of developers employed at Raptor grew.

1.3

Research Approach

The crux of this thesis is the embodied work of software developers, their
lived experience of their everyday work. Rather than looking to established theory of software development to answer the research question, I
used an ethnographical approach to research it as situated action — observing professional software developers in their workplace and examining their work practice where and while it occurred. I spent significant
time with the participant group of developers in their normal work environs, observing and recording their behaviour in real time as they worked
together to perform their daily work of developing a large, complex software product.
The purpose of this research is sense-making, aiming to gain an understanding of the work practices of software developers. The findings of
the study were emergent — the aim of the research was not to prove an
hypothesis, but to make sense of professional software development work
practice. The research question was deliberately broad to begin with, to
allow significant findings to emerge, without being constrained or biased
by specific theoretical models or hypotheses.
Ethnography assumes that we must first discover what people actually
do, and the reasons they give for doing it, before we can assign to their ac-
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tions interpretations drawn from our own personal experience, or our academic disciplines. Features of ethnography such as its exploratory nature,
its focus on what people do in practice, its propensity to foreground the
mundane, its aim of understanding the culture of a particular group and
its phenomenological and interpretive basis made it particularly suitable
for this research project.
Essential theoretical motivations and commitments underpinning this
thesis are made explicit in section 3.1. The primary one is situated action, as understood and employed by Suchman (1987, 2007a), whose work
was a considerable part of the initial motivation for taking on this research
and which also strongly influenced my choice of methodology. Haraway’s
(1991) concept of situated knowledges also played a fundamental role in
developing my way of thinking about the world, particularly with regard
to the notion of objectivity, firstly, and, secondly, the agency of the world
that we study. Boundaries and located accountabilities (Haraway, 1991;
Suchman, 2002, 2007a) are the other perspectives that shape the research
approach and the presentation of the research findings.
Over a period of almost two years, I paid regular visits to the participant company to do my fieldwork. I observed individual, pairs of and
groups of software developers going about their daily work. I learnt about
their development methodology and the various tools that they use to produce software. I attended meetings, studied their online documentation
such as the developers’ Wiki, read their email communications with each
other, with employees from the sales, logistics and training departments
and with clients and users. I listened to, and sometimes participated in,
the developers’ frequent face-to-face conversations, primarily with each
other, but also with users and clients and employees from other parts of
the company. I had ‘carte blanche’ access to whatever aspects of the software developers’ daily work I felt were necessary to gain as in-depth an
understanding of their practice as I could without actively participating in
the software development work.
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In addition to the conceptual tools mentioned above, I also made use
of two ethnographic analytical tools to make sense of the field data: patterns for behaviour (LeCompte and Schensul, 1999a), which are the norms,
the actions that group members are expected to perform, and patterns of
behaviour (ibid.), which are the actions that group members actually take,
what most of them do in real situations, most of the time. Patterns for
behaviour (PfBs) are often what members of a group say that they do regularly, often genuinely believing that it is an accurate description of their
actions, whereas patterns of behaviour (PoBs), are the contingent actions
that most of them perform in reality, most of the time. These tools were
particularly useful in clarifying my thinking when looking at patterns in
the field data and the relations between them, and what these relations
revealed about the software developers’ everyday practice.
The rich field data were analysed in a fairly conventional ethnographic
manner, by analysing the data at three levels: coding at data item level,
grouping the items into patterns, and then structuring the patterns into
larger themes. Interpretation is the construction of coherent meaning for
these themes, which relate to existing theory but offer new insights into
phenomena. No model, framework, tool or algorithm results from this
research. The ethnography itself — the narrative that makes up the rest
of this thesis — is the product: an understanding of the professional daily
practice of a group of software developers that adds to our discipline’s
knowledge of this kind of work. It is research from a perspective that is
unusual for software engineering research and it focuses on a group rarely
studied in this way.

1.4

Research Findings

In software development research, work practice — what some might consider being the real work of developers, i.e. producing program code —
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and what I refer to in this research as ‘infrastructure’, used to support and
facilitate that work, are most often treated as discrete issues. Designing,
testing and developing program code is thought of as a skill in and of itself, without the context in which these activities occur being taken into
account. Infrastructure, comprising tools, processes, company policies
etc., is generally not viewed as an active part of software development,
inasmuch that it exists, but it is regarded as mundane and has little or no
bearing on its context of use. However, understanding practice as situated
action — i.e. actions understood in concrete circumstances, with particular
people acting in a specific place at a specific time — meant a focus on what
was shaping the particular situation in which these actions were occurring.
As alluded to by the second research question, the findings of this research turn on the concept of infrastructure. Infrastructure is generally
regarded as invisible, or at least transparent, and underpinning the main
system. However, in the world of work, infrastructure is much more than
a simple supporting substructure. Characteristics of infrastructure discussed in section 3.2.1 make it clear that infrastructure is a relational concept, rather than being a stable and passive entity (Star, 2002). Far from being a mundane aspect of their work environment, the local infrastructure
is central to the accomplishment of the developers’ work. It dynamically
and substantially shapes the developers’ work practice and what they produce through their work. Moreover, infrastructure is not something that
is a given, something ‘there’ for the developers to employ in their work;
it does not exist in isolation from its situation of use. It is enacted into
existence, and continuously reconfigured, by the developers’ ongoing interactions with it in their daily practice.
The first major finding that emerged from this research is that much
of the software product code incorporates components of the infrastructure and, likewise, some of the infrastructure is in the form of product
code. The infrastructure and the product code become more intimately
entangled over time: it becomes impossible to make a boundary cut that
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separates ‘pure’ infrastructure from ‘pure’ product code.
The second major finding is that infrastructure and work practice become intertwined and that, in fact, they are mutually constitutive, shaping
each other over time. It is in these relations, where these phenomena of infrastructure and work practice constantly meet, interact and meld, that
aspects of software process, not part of the usual discourse, are brought to
the fore.

1.5

Contributions of the Thesis

The primary contributions of this thesis are:
• It presents an ethnography of a little-studied group: professional
software developers.
• It provides a detailed account of how the developers’ infrastructure
and their work practice are intimately intertwined and mutually constitutive, continuously generating the context in which the design
and development of complex software can be accomplished.
• It articulates the processes and practices that effect progressive blurring and co-dependency between the software product and the infrastructure.
• It identifies and describes essential dimensions of developers’ practice that are missing from accounts and representations such as formal models.
• It demonstrates how an explication of local infrastructure is more
beneficial to understanding specific software development work practice than abstract definitions of infrastructure which are not constrained by the practicalities of everyday use.
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Reading Matters

In order to preserve the anonymity of the research participants, throughout the thesis, I have used pseudonyms for individual developers’ names
(some of which were chosen by the developer concerned), the participant
company name and names of the in-house software products.
Specific parts of the text have been formatted to enhance its readability.
The participant developers’ vernacular includes an enormous amount of
jargon. Within the text, these words are differentiated using a sans serif
font which looks like this. These are defined and described in chapter 6.
When recounting field data, direct quotes from the participant developers are formatted with a slanted font which displays like this. In chapters 7 and 8, excerpts from my fieldnotes (sometimes edited) are indented
and in emphasised font, in order to visually mark them off as descriptions
from the accompanying analytic commentary and interpretation.

1.7

A Guide to the Thesis

This section gives a synopsis of each of the chapters in the thesis.
The motivation for writing this thesis, the purpose of the research, its
focus and the driving research questions are presented in this introductory
chapter, as well as an overview of the research approach and the findings
of the study.
The prevailing themes, particularly with regard to practice, in the software engineering literature of software process, cognitive process of software development work and empirical research are reviewed in chapter 2.
The disconnection between this type of research and software practice is
the focus of the second part of this chapter. Examples of the kind of research that is done mostly in other subfields of information technology
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and that I assert should be done more in software engineering to bridge
this divide, are offered in the third part. Lastly, as it is pertinent both to
the fieldwork done in this study and, increasingly, to much of the empirical research in software engineering, literature on the Agile software
development approach and the empirical research done in this area is also
reviewed here.
The theoretical foundations of this thesis are presented in chapter 3.
The epistemological and ontological principles that drive this research are
explicated in the first part of this chapter, primarily by reviewing crossdisciplinary work done by three researchers in philosophy, anthropology,
social science and socio-technical studies. The concepts of situated action,
situated knowledge, boundaries, located accountabilities and agency are
the focus of this discourse. In the second part of the chapter, I introduce
two core conceptual tools, infrastructure and invisible work, used to frame
the findings that emerged from this study.
The research method used for this research is ethnography, and a general discussion of this approach as method and product is given in the first
part of chapter 4. The story of my research journey for this thesis — the
research process as I experienced it during the study, how I accomplished
the research and what I did to collect, analyse and interpret the data using
an ethnographic approach — is presented in the second part of this chapter.
A detailed sketch of the field site — the participant company, the physical environment, the development approach, the way that the developer
teams and the work are organised and the main software product that is
the focus of the development work — is drawn in the first part of chapter 5. Ethnographic fieldwork data is rich and complex, and special strategies are necessary to present it in a way that is enlightening without being
overwhelming. To convey a sense of what daily work was like for the participant developers at different times during the fieldwork period, I relate
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three stories in the second part of this chapter. The main character in this
narrative, Ada, is fictional but she is based on a composite of a number
of the developers and the stories are composed from actual events that I
observed and recorded.
As software development is a technical endeavour, the infrastructure
used by the developers is complex with myriad elements such as software tools, software architecture, formal policies and procedures, design
and coding standards. In order to make the subsequent discussions of
the emergent themes in the thesis more comprehensible, these infrastructural elements are defined and described individually, but in the context
of how they are configured together as parts forming a whole, in chapter 6. The infrastructure is described for convenience in this chapter as if
it were something stable and passive; however, as I reiterate in the rest of
the thesis, this is not how it exists in reality.
The first finding that emerged from this study was that the developers’
local infrastructure and the code that they produce as the primary purpose of their work are intertwined. The reciprocal relations between infrastructure and product are examined in chapter 7, which elaborates how
infrastructure forms some of the product code and product code part of
the infrastructure, how infrastructure work can be primary work for some
developers and how infrastructure and product develop contemporaneously and interdependently, becoming more and more difficult to prise
apart as time goes on.
The main finding of this research is that the relations between the local
infrastructure and the developers’ work practice are mutually constitutive,
and this is demonstrated in chapter 8. The PfBs of Test First, Code Reviews
and Check-in Scheduling, in particular, and how they develop over time
are examined as resources for the developers’ daily practice. Analysing
the relations between the infrastructure and their work practice reveals
how the agency produced through these relations is continuously redis-
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tributed and highlights developer skills that rarely make it into normative
representations of software practice.
The importance of studying software development as situated action is
highlighted in the final part of the thesis, chapter 9, which draws together
the two main findings in the research conclusions, presents their implications for software engineering theory and praxis, makes suggestions for
further research on the topic and finally details the thesis contributions.

1.8

Publications

The work done for this thesis has contributed to the research community
in the following publications to date:
J. Prior, T. Robertson, and J. Leaney. Programming infrastructure and
code production: an ethnographic study. In J. Rooksby and D. Martin,
editors, Team Ethno-Online Journal, Issue 2, June 2006: Proceedings of Ethnographies of Code: Computer Programs as Lived Work of Computer Programming,
pages 112–120, Lancashire, UK, June 2006a. TeamEthno-Online.
J. Prior, T. Robertson, and J. Leaney. Technology designers as technology users: the intertwining of infrastructure & product. In J. Kjeldskou
and J. Paay, editors, OZCHI 2006 Conference Proceedings Design: activities
artefacts & environment, pages 353–356, Sydney, Australia, November 2006.
ACM.
J. Prior, T. Robertson, and J. Leaney. Situated software development:
work practice and infrastructure are mutually constitutive. In ASWEC
2008. Proceedings of the 19th Australian Conference on Software Engineering,
2008, pages 160–169, Perth, Australia, March 2008. IEEE.

Chapter 2
Literature Review
In general, software process researchers and practitioners should reuse
the experiences and achievements of other areas and disciplines. Moreover, we should rethink the approach we have adopted in studying and supporting software processes. (Fuggetta, 2000, p.33)
Fuggetta is listed as one of the top ten systems and software engineering
scholars worldwide in the late 1990s by the Journal of Systems and Software,
possibly the most prestigious journal in the field. He argues in the quote
above (my emphasis) that different ways of researching software development need to be undertaken in the discipline to give us a fuller understanding of how to support this kind of professional work. He asserts that
this requires looking at new ways to investigate the software process, including using the experience and knowledge of research disciplines other
than software engineering.
In this chapter, a review of the prevalent software engineering research
in the first section reveals its limitations with regard to understanding software developers’ work practice. These are examined in the second section,
along with suggestions that have been offered for the kind of research necessary to address them. Research done on situated practice in the HumanComputer Interaction (HCI) and Computer Supported Cooperative Work
(CSCW) disciplines is relevant to, and indicative of, the type of research
16
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that is required to understand software development work as professional
practice, so this literature is reviewed in the first part of section three. In
the second part, exemplar research for the type of studies necessary for
investigating and comprehending software developers’ work practices at
a deeper level is reviewed in seminal work done on non-IT professionals,
as well as more recent ethnographic work done on software engineers. A
review of the relevant Agile software development literature is offered in
the last section.

2.1

Prevalent Software Engineering
Research

In this section, literature that is representative of typical software engineering research is reviewed. This is done from various perspectives. Software
process forms a considerable part of software engineering research and is
reviewed first. Historically, when software developers’ work behaviour
is examined, a traditional cognitive science approach is adopted, and this
is discussed in the second part. The types of methods employed in Empirical Software Engineering research are reviewed next, qualitative approaches in particular, as they are relevant to a discussion on research into
behavioural aspects of software engineering. The Information Systems literature is briefly discussed, as a large proportion of this research focuses
on the ‘softer’ aspects of software engineering.

2.1.1

Software Process in SE Research

Forty years ago, software engineering was created as a discipline (Naur
and Randell, 1969). The concern was that, too often, large software systems were being developed that were not within cost and schedule constraints and not to specification. Thus, the aim of forming a discipline
with software production as its focus was to bring a measure of control
to the process of creating and maintaining complex software systems by
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making it predictable and well-defined (ibid.). This control also allows for
measurement of the process and using these metrics for subsequent improvements to the software process.
Schach (2005, p.4) defines the field more precisely: “Software engineering is a discipline whose aim is the production of fault-free software delivered on time, within budget, and that satisfies the user’s needs.” A
major concern of software engineering research is thus the development
of new tools, techniques, methods, models and processes, or the improvement of existing ones, to support the production of cost-effective, quality
software systems (Sjøberg et al., 2007), and most software engineering research literature is focused on this issue (Cai and Card, 2008; Glass et al.,
2002; Runeson and Höst, 2009; Sjøberg et al., 2007).
Understanding and improving the ways in which software is developed is a prominent part of software engineering research and is called
‘software process’ (Fuggetta, 2000). Over two decades ago, prominent
software engineering researchers Parnas and Clements (1986) wrote a paper based on the premise that a “rational, error-free” software design process was the ideal process for designing and developing software. They
recognised that the observed process of producing software “appears quite
irrational”, but asserted that in a perfect world we would “derive our programs from a statement of requirements in the same sense that theorems
are derived from axioms in a published proof” (p.251). And because such
a systematic process is perceived to be an ideal process, there is software
process research striving to define and implement ways of producing software in this manner. The authors referred to this as the “philosopher’s
stone” of producing software, admitting that no such thing exists in reality, and that it is unlikely that it ever will. More surprisingly, they went
on to say that it was a good idea to fake such a rational process (italics mine)
by recording the development process as if it had been done in an entirely
rational, step-by-step manner; what we wish had been done, “not what
actually did happen”. They claim that this is worth doing for several rea-
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sons, detailed in the paper but in brief: “We can present our system to
others as if we had been rational designers and it pays to pretend to do so
during development and maintenance” (my emphasis) (p.251).
Parnas can be regarded as one of the godfathers of software engineering, and is highly respected and influential in the field and oft-cited in the
computer programming and software engineering literature. According
to the Google Scholar website1 , 558 papers cite the ‘fake process’ paper
(ibid.). Of these papers, 151 are cited 10 or more times each themselves,
and another 10 are cited 300 or more times themselves. Four months later,
the number of primary citations for this paper had increased to 586. Whilst
it can be argued that the number of citations cannot and should not be
used by itself to measure the influence of a particular paper — see Wong
et al. (2009) and, somewhat ironically, Parnas (2007) himself — these figures do give some indication of the import of the paper to software engineering research over the years.
Budgen is also a much-cited software engineering researcher and educator. The motivation for his Design Studies paper (Budgen, 1995) is the
systemising of software design practice. In this paper, he summarises,
firstly, characteristics of software that make it particularly difficult to design and develop; secondly, quality measures used to evaluate software
design; and, lastly, some studies on how experienced designers’ work are
reviewed. This is followed by a discussion on how different software design methods can be used to formulate design models.
Budgen (1995)’s research focused on individual software designers concentrating on one prescribed design task, and working away from their
usual, actual work context. The emphasis was on the cognitive processes
of the people being studied in a laboratory, controlled-experiment situation. Budgen acknowledges that the problems in the studies he focuses on
were “far less complex than those encountered in most real-life software
1

http://scholar.google.com.au [accessed 12th March 2009]
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engineering tasks”. He cites Davies and Castell (1992) in this regard:
On the one hand, software engineers are keen to suggest that
design is a rational yet complex process which can only be
made tractable if one adheres to certain design rules and strategies. On the other hand, a great deal of empirical work is
emerging which suggests that design typically does not follow
the prescriptive account promoted by the software engineering
community . . . [which] continues to foster a rigidly structured
view of how design should occur.
Budgen then makes a statement about formal design methods that echoes
Parnas and Clements (1986) and which gives an interesting insight into
the general approach to software development work practice research:
In reality, of course, software development never proceeds in
such a well-ordered manner, even when following a method,
but it is convenient to pretend that it is so, as we will do in the rest
of this paper (emphasis mine).
Budgen concludes by accepting that
the nature of software means that any systematic form of design process used for its development is likely to be complex,
and so will be difficult to capture through procedural forms (my emphasis).

2.1.2

Cognitive Research on Software Developer Behaviour

Budgen’s (1995) research on software designers’ cognitive processes discussed in 2.1.1 was experimental and designers performed tasks under
controlled conditions using ‘think-aloud’ protocol analysis. Historically
and recently, this type of research is fundamental to the empirical software
engineering research literature for exploring how software developers design and develop programs; for example, Détienne and Soloway (1988);
LaToza et al. (2007) and others as cogently summarised by Storey (2005).
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This research approach draws on the field of psychology and was strongly
influenced, initially, by Newell and Simon’s (1972) theory of information
processing, i.e. how humans process information, and, subsequently, the
cognitive science methods of programming researchers such as Adelson
and Soloway (1985) and Soloway and Ehrlich (1984).
The extensive and influential research in software design and development as a cognitive process is presented by Détienne (2002), where she
describes “the current state of knowledge in the field of programming psychology and the psychology of software design”. She sees that the purpose
of such research is “to provide ergonomic recommendations for the specification of software development environments and programming languages from a cognitive standpoint” (emphasis mine). The research is characterised by a set of theoretical frameworks from cognitive psychology
which are empirically validated, and the practical implications of the results are then considered.
Détienne (2002) goes on to state that while studies into the psychology
of programming did begin in the 1970s, the more rigorous use of theoretical frameworks and clinical approaches to observations from the field of
cognitive psychology in the 1980s marks a distinct “second period” of the
study of how software developers produce and maintain programs. This
research is probably best represented by the workshops and publications
of the Psychology in Programming Interest Group in Europe and the Empirical Studies of Programmers group in North America in the 1980s and
1990s.

2.1.3

Empirical Software Engineering Research

Empirical methods use evidence obtained by observation and experimentation and this evidence, which can be quantitative and qualitative, is
analysed and interpreted to describe, explore, explain and predict natural, social and cognitive phenomena (Jeffery and Scott, 2002; Sjøberg et al.,
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2005). Some researchers are of the view that empirical software engineering (ESE) uses empirical science and its methods specifically to measure
software engineering process and product (Jeffery and Scott, 2002). The
cognitive research into how developers design and write computer programs described in 2.1.2 falls into the ESE research category.
Sjøberg et al. (2007) list several of the most common primary empirical
methods used in software engineering research: experimentation, surveys,
case studies and action research. They go on to summarise results from reviews of SE literature. One of these, Sjøberg et al. (2005), analysed 5 453
scientific articles published in the 12 most prominent SE journals and conferences in the decade 1993–2002.
For experiments, only 1.9% of this latter set of papers presented controlled experiments in which humans performed SE tasks (Sjøberg et al.,
2007). Moreover, they found that over 90% of controlled experiments were
carried out using student subjects rather than software engineering professionals. They give the Glass et al. (2002) figure for controlled experiments
as 3% of the 369 papers these authors analysed. They report that Glass
et al. (ibid.) classified 1.6% of these papers as “descriptive/explorative
surveys”. Case studies formed just 2.2% of the Glass review, and 12% of
Sjøberg et al. (2007)’s own earlier pilot study, which randomly selected 427
articles from the original 5 453 article set in the Sjøberg et al. (2005) review.
Höfer and Tichy’s (2007) review of all refereed articles that were published in the Journal of Empirical Software Engineering in the decade January
1996 through June 2006 found similar results to the above. As well as research methods used, they analysed topics and data sources in the papers.
They found that, cumulatively, professional developers as subjects outnumbered students; this was also true for case studies, but experiments
mostly used students as subjects.
Further, Höfer and Tichy (2007) cite Segal et al. (2005), who investi-
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gated the nature of empirical evidence in 119 papers published in the same
journal in the years 1997–2003, using the classification scheme from Glass
et al. (2002). Segal et al. (2005)’s three findings were that 50% of these
papers had measurements/metrics and inspections/reviews as their focus, formulating and evaluating were of equal interest to authors and only
rarely are other disciplines referenced. The latter echoes one of Glass et al.
(2002)’s findings.
Acceptance of empirical software engineering studies in, and their contribution to, the software engineering literature has been steadily growing
over the last 15 years or so (Montesi and Lago, 2008; Runeson and Höst,
2009; Shull et al., 2008; Sjøberg et al., 2007). Shull et al. (2008) add that a
search of the articles of 10 software engineering journals indicated that the
percentage of articles that used the term “empirical software engineering”
doubled from about 6% in 1997 to about 12% in 2006. Nevertheless, as
shown in these and the figures above, these studies still form a notably
small proportion of the SE literature overall (Runeson and Höst, 2009;
Sjøberg et al., 2007).
Qualitative ESE Research
Not only is empirical software engineering research relatively unusual,
the vast majority of empirical studies in SE are quantitative (Dittrich et al.,
2007; Lutters and Seaman, 2007; Robinson et al., 2007). Furthermore, qualitative research and particularly research into the social and cooperative
aspects of software development, is still published relatively infrequently
and seems to be disseminated and discussed primarily at workshops (Dittrich et al., 2008). Examples are two qualitative methods workshops and
the later Cooperative and Human Aspects of SE (CHASE) workshops at
one of the premier annual software engineering conferences, the International Conference on Software Engineering (ICSE).
Considered to be the first qualitative research published in software
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engineering (Dittrich et al., 2007), Curtis et al. (1988)’s paper reports on
a short, intensive study of a broad cross-section of large software design
projects. They termed their research a “field study”. However, this was
not in the sense of spending time in situ with the participants as they
worked on the projects, but refers to investigating how software design is
reportedly performed by professional developers themselves, in contrast
to experimental research done to prove an hypothesis. The data was collected in a series of retrospective interviews with almost 100 software developers from various companies. Using qualitative and qualitative analysis, the authors declare that their “exploratory ecological research” takes
into account cognitive, social and organizational processes, as well as the
more conventional software process models. They describe their findings
in a “layered behavioral model”, to be used to guide research into and design of “more effective software development practices and technology”.
Given this paper’s seminal standing in the SE literature, it is perhaps remarkable that more than 20 years after its publication, qualitative research
methods are still a relative rarity (Dittrich et al., 2007).
Seaman was one of the earliest advocators for qualitative research for
empirical software engineering studies. Her view is that the non-technical
aspects, particularly people’s behaviour, are an integral part of software
development and maintenance and thus, qualitative research is essential
to gain a greater understanding of software development work (Seaman,
1999, 2008). She notes that more researchers are becoming aware of the
need to do qualitative research together with quantitative research in empirical SE work (Seaman, 2008), and uses a number of examples from the
literature to show “how qualitative methods can be adapted and incorporated into the designs of empirical studies in software engineering” (Seaman, 1999). She goes on to say that the very contextual details that are
essential to understanding the complex phenomena of software development behaviour are lost when they are“reduced to quantifiably tractable
factors” in order to construct models of that behaviour (Seaman, 2008).
Dittrich et al. (2009) suggest that Seaman’s work, along with the first quali-
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tative methods workshop at ICSE2000 (Sim et al., 2001), had a profound influence on researchers to complement existing empirical SE research with
qualitative approaches.
Qualitative research is used in a variety of ways in SE research, sometimes combined with quantitative approaches to generate hypotheses, as
Seaman (1999) proposed, or when triangulating different types of qualitative and quantitative data and methods (Dittrich et al., 2007). These
authors also point out that qualitative research is used in tangential discourses such as CSCW, IS and Agile development that study SE. Further,
they note that qualitative research in SE is used under different epistemological paradigms, or in research where no theoretical underpinning is
specified at all.
In section 2.3.2, there is a review of further empirical research that uses
approaches more directly pertinent to this study, as it provides examples
of the methods and theoretical perspectives that are used in this thesis.

2.1.4

Information Systems Research into
Software Engineering

Although Information Systems (IS) is usually regarded as a different subdiscipline in the computing field to Software Engineering (SE), Glass et al.
(2002, p.493) cite research from Morrison and George (1995) that found
that almost half of the research published in the three most prominent Information Systems journals in a six-year period focused on “SE-related
research”. They also cite Harrison and Wells (2000), who noted that one
of the differences between SE and IS research is that the latter takes into
consideration “social and organizational aspects” of software and system
development. Glass et al. (2009) state they found, in one of their earlier
analyses of the computing research literature, that the core of IS research
was “organizational concepts” (p.68).
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In strong contrast to SE empirical research, reviewed in the previous
subsection 2.1.3, qualitative research is undertaken more than twice as
much as quantitative in IS research (Avison et al., 2008). This possibly
reinforces the notion that IS research focuses on the ‘soft’ aspects of systems rather than on the ‘hard’, or technical, ones that software engineering
research centres around.
Sommerville (2008a) is convinced that focusing on the software and
technical aspects of complex computer systems while neglecting the human and organisational systems that include that software is a major problem in software engineering. In the Automated Software Engineering journal’s regular ‘Desert Island’ column, in which guest contributors discuss
their reading list for such a sojourn, one of Sommerville’s choices is Checkland’s seminal book Systems Thinking, Systems Practice. The reason for
this choice is because it suggests that we can only tackle the development of these complex systems successfully if we treat them holistically
as “human-activity” systems, instead of decomposing them into the traditional technical and non-technical components. Sommerville’s own research places great importance on the socio-technical and integrated approach to developing software technologies, and some of his work is cited
further on, in 2.3.2.
Over a decade ago, Jayaratna and Sommerville (1998) suggested that
SE research would benefit greatly from adopting some of the IS research
approaches. They describe IS as being inter-disciplinary because it covers
behavioural, psychological, functional, task, cultural, technical and political interactions in organisations. They assert that IS research is integrative
by nature, as ways of developing, using, managing and evaluating information systems in organisations are studied. Their view is that the formal methods, models and theories that pervade SE research do not help
us make sense of irregular, unpredictable and inconsistent behaviour and
events in organisations. They believe that it is this gap between ordered
formality and real-world complexity that needs addressing in order for
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improvements in software engineering practice to occur and that the gap
could be filled by some SE research embracing IS methodologies.
However, when it comes to understanding the software development
process and how software systems are developed by real people in real
situations and real time, the IS literature on SE seems to be similar to that
in SE research. Nandhakumar and Avison (1999) did a field study exploring the process of IS development in a large organisation. They concluded
that IS development methodologies are generally a “fiction” designed to
give the impression of control over the process. They declared further
that these formal methodologies are “too mechanistic to be of much use in
the detailed, day-to-day organization of systems developers’ activities”.
Their view is that “imposing” these methodologies in an attempt to improve productivity is thus counter-productive, asserting that approaches
“that recognize the particular character of work” in real-world development environments are necessary “to provide suitable ways of supporting
and managing IS development”.
In this section, research that is typical of the SE literature — software
process, cognitive behaviour of software developers, empirical software
engineering that focuses primarily on technical aspects and information
systems research into software engineering — was reviewed. The next
section highlights issues that are not addressed in the typical software engineering literature and why it matters that they have been neglected, as
well as offering suggestions for the kind of research that is required to fill
this gap.

2.2

What’s Missing in Prevalent SE Research
There is a severe decoupling between research in the computing field
and the state of the practice of the field. That is particularly problematic in the SE field. (Glass et al., 2002, p.505)
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The disunity of SE research and SE practice is one of the main conclusions that Glass et al., quoted above, made in their comprehensive review
of software engineering research literature, also cited in 2.1.3. This was one
of the most cited SE papers published in 2002, ranked ninth (Wohlin, 2009).
The authors’ primary aim was “to examine and characterize the whole of
SE research”, instead of separate facets of it, in order to describe its nature
and state (Glass et al., 2002, p.494). After reviewing over 360 papers across
six key software engineering research journals during a five-year period,
they discovered that papers in the ’methods/techniques’ and ‘tools’ subcategories predominate, and that SE research content and analysis concentrates heavily on the conceptual and technical aspects of building software
systems. They declare further that SE research “is focused inward, emphasizing technical matters above behavioural matters, . . . ” (p.502).
Glass et al. (2009) state that the conclusions that they reached in their
2002 study were surprising to them. They summarised their findings as
follows: firstly, the dominant research approach in SE is conceptual analysis with the aim of creating a product such as an algorithm, process or
guideline and, furthermore, that SE researchers seem to expect to create
new things, rather than to explore things. Secondly, the level of analysis
of nearly all SE research is “technical (as opposed, for example, to behavioral or organizational)” (p.70). Lastly, they found that there is a negligible
amount of research in SE that relies on or borrows from other fields or disciplines.
Later studies have reached similar conclusions about the research emphasis being primarily on technical aspects of software engineering (Cai
and Card, 2008; Höfer and Tichy, 2007; Runeson and Höst, 2009; Segal
et al., 2005; Sjøberg et al., 2007) and thus perhaps it should not be surprising that there is a separation between SE theory and practice. Referring to their experience as professional designers for IBM’s Lotus software
products, Muller and Carey (2002) wonder whether the research literature
can help inform software design practice, or in fact that “the literature is
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simply not representative of work, organisations and undertakings like
ours” (p.389). Suchman (2002), on the disconnect between researchers and
practitioners in product development (including software product development), states that researchers see this split as practitioners failing to take
advantage of outcomes of their research work while practitioners are of the
view that researchers fail to address their practical needs in development.
Several issues contribute to the problem of SE research being ‘decoupled’ from SE practice: the rational software process is the ideal process
myth, a view of software development work as an individual and cognitive accomplishment, a reliance on retrospective data on software practice
and the grand theory of software engineering. Each of these is expounded
in the rest of this section.

2.2.1

Software Design as a Rational Process

Parnas and Clements (1986); Parnas (2009); Budgen (1995) and Nandhakumar and Avison (1999) agree that representing software development as a
rational process is not an authentic representation of how software developers accomplish their work in practice. And, despite the vast amount of
research done in this area, it has not yet been conclusively proven empirically to be the best way to produce quality software. In fact, it is likely that
it is not even possible to achieve a completely “rational” process in practice because software development is such a complex task (Parnas, 2009).
Parnas and Clements (1986) and Budgen (1995) nonetheless claim that
it is a good idea to make it appear that the work done in a development
project has been accomplished in a predictable, rational manner. However, alleging that this fabrication of due process (Suchman, 1983) is an acceptable and even beneficial thing to do, for whatever reason, ultimately
entrenches unrealistic and unfair expectations of people’s everyday work
practice. It disregards what is done by people day-to-day, even skilled
professionals, judging it inferior to accepted principles and theories on
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what is the best way to accomplish software development work and thus
in need of constant improvement and encouragement to comply with the
ideal process. This conviction has strongly directed software engineering
research over the past few decades.

2.2.2

Software Development as a Cognitive Process

When the ‘behavioural’ aspects of software engineering work are investigated, i.e. the research focus is on the people performing the work instead
of the technicalities of the work, this most often means that cognitive behaviour of the software engineers comes under the spotlight. A great deal
of research in software design and development is done from this perspective, focused on what is going on in the individual software developer’s
head: for example, what they are thinking about as they design program
code, or how they are representing their thoughts and decisions. As discussed briefly in 2.1.2, these studies use conventional cognitive psychology research methodologies.
Détienne (2002) states that, in the field of cognitive psychology, “human activities are modeled in terms of representations and processing”
and that “the human being is thus considered as an information processing system” (italics mine). However, people are not computers, and whilst they
certainly process information, it is an activity that takes place within a
complex web of other human actions by the individual and as part of environments, communities, cultures and societies in which the individual
participates (Star, 1989, 1992).
Suchman (1987) provided an account of human action that emphasised
that action is always situated:
The basic premise is twofold: firstly, that what traditional behavioural sciences take to be cognitive phenomena have an essential relationship to a publicly available, collaboratively organised world of artefacts and actions and, secondly, that the
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significance of artefacts and actions, and the methods by which
their significance is conveyed, have an essential relationship to
their particular, concrete circumstances (p.50).
Robertson (2000) emphasises the importance of the public availability of
both human actions and their relations to the world in which they are performed because it makes them perceivable by others. She also stresses
that any course of human action is situated action because the course of
action depends in fundamental ways upon its “social and material circumstances” (Suchman, 1987, p.50).
Thus, in examining software developers’ behaviour by studying them
as individuals in a controlled laboratory setup, the behaviour that the researcher(s) might gain some insights into is simply the course of actions
the participant developer has taken during the experiment, and only those
that are publicly available. The relations of their actions to that particular,
experimental situation cannot give a comprehension of their work practice, actions which the developer carries out in a different set of social and
material circumstances. The concept of situated action is referred to again
briefly in this chapter in 2.3.1, and discussed in detail in the next chapter,
in 3.1.1.
SE researchers are used to studying technical objects and being able to
model, formulate, rationalise, so they may be more inclined to adopt similar research approaches such as those from cognitive psychology when
studying people, i.e. software engineers. The rational, procedural approach
may be suitable for defining computer system behaviour, and we can reasonably expect software to conform to these systematic steps. However,
it is not an adequate or even accurate way of describing what people do,
or indeed should do. Viewing software development work merely as a series of cognitive steps on the basis that human behaviour can be equated
with machine behaviour is fraught with ontological, epistemological and
ethical issues (Robertson, 2002; Suchman, 2007a).
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Software Process in Retrospect

Most empirical work done in software engineering that uses qualitative
data is retrospective research, based on what people say they do in practice, using interviews or similar data collection techniques (Dittrich et al.,
2007; Segal, 2004). This is problematic in that, firstly, this is limited, ‘snapshot’ data of a specific moment in time, and secondly and most significantly, people cannot articulate what they do in practice accurately. For
various reasons, what they say that they do does not accurately match
what they are observed to actually do. Seely Brown and Duguid (1991)
cite Suchman (1987), Bourdieu (1977) and Lave (1988) as pointing out that,
firstly, ‘informants’ often describe their work in ‘canonical’ terms despite
the fact that they carry them out in non-canonical ways. Secondly, they
are members of our society which is disposed towards abstract knowledge and thus they tend to describe what they do in this way.
These issues are borne out in the software design study discussed in
2.1.3 which was based on interview data (Curtis et al., 1988). The authors discuss the ‘biases’ in the interviews, which they opined were mainly
because participants had to reconstruct their explanations from memory.
There was a tendency to describe events in a more favourable light than
may have been the case when they actually occurred, parts of events were
forgotten and given in a way that was credible but not what really happened and, lastly, participants constructed answers to conform to “the
norms of their location or professional group”.
In his study of the gap between theory and practice, specifically with
regard to the choice of software development methodologies, Hughes (1998)
wanted to “highlight for academics and practitioners the importance of IS
methodology use in practice, that is to understand what is actually done and
not just what is said to be done” (my emphasis).
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The Grand Theory of Software Engineering

The aim of research into software systems design and development is
more often than not the definition of theoretical models, processes, frameworks and methodologies (Sjøberg et al., 2007). The approach appears to
be: this is a model of how the software development process should be
performed, let’s investigate how well that model can be applied in practice, in order to validate it; if the model can be validated empirically, it
can be offered as an ideal for developers to follow in practice, if not then
we need to abstract it further. We have spent enormous resources of time,
effort and money in software engineering research over decades in the
attempt to get software producers to adhere to these theories and recommendations, perpetuating the ‘ideal process’ myth.
The research literature has a number of publications that catalogue the
problems with software development; e.g. that software so often fails, by
which is usually meant that it was over budget, did not meet the required
deadlines or does not fulfill the users’ needs and expectations, or a mixture of two or three of these criteria. Alongside this is research that has
been done that purportedly addresses various issues in software development and provides solutions. The message from this literature seems to be
that if only developers would faithfully follow this new method or technique, implement this new methodology, use that new tool, the industry’s
problems would be over. It is research that reinforces the notion that providing practitioners with more and improved formal principles, tools and
techniques will enable them to better their practice and produce higher
quality software.
The aforementioned view fits with Schön’s (1983) ‘Technical Rationality Model’ which he claims is the “dominant epistemology of practice”,
particularly in the area of design. The premise of this model is that professionals need to understand the basic principles and general methods of
their discipline before they can begin to develop problem-solving skills by
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applying those standardised, scientific principles and methods. In other
words, theory developed by academic research is more important and
more fundamental than practice as performed by skilled practitioners in
their daily work. Schön claims that “practice is a kind of research”; they
are not separate issues. He found that professional practice is not necessarily done strictly according to the academic theory, but is spontaneously
merged with implicit artistic, intuitive processes. His view is that the
knowledge, skills and practices of practitioners should be explained by
their demonstrated abilities and competencies, not limited to academic
theories and models.
Low et al. (1996)’s concerns are similar to Schön’s. Their postmodern
stance challenges the notion of a ‘Grand Theory’ of software engineering
— a unitary and uniform account of software engineering as a technical
and rational endeavour. This account includes the belief that the work
of designing and developing a software product can be abstracted into a
precisely defined life-cycle of analysis, design and implementation in one
sequence or another, with a supporting methodology comprised of various formal processes that make rational sense of the work to be done, and
specialised tools to produce artefacts and to record progress.
These authors found that control and predictability of both the work,
done in the life-cycle stages given above, and the solution, i.e. resulting
software product, are the primary concerns of the software engineering
discipline. The genesis of this discipline “lies in the desire to regulate and
control human activity by means of disciplines that emphasize ordered
and measured work carried out by an expert profession deploying the full
weight of instrumental rationality” (ibid.). They conclude that the underlying hope in SE research is that if these formal processes are adhered to
as closely as possible by professional software developers, the problems
and difficulties apparently inherent in software development work will be
reduced, managed or even, in the best scenario, eliminated altogether.
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Consistency and predictability as a result of imposing tight control of
the process are generally viewed as the most important achievements in
software engineering and, consequently, failing to finish a software project
on time or within budget is cause for great angst (DeMarco, 2009). But,
according to DeMarco, one of the leading publishers in the field who is
primarily a practitioner and a sometime academic, consistency of practice
and predictability are not the most important aims of software production.
He declares that it is more important to produce software that transforms
organisations and the world (I would add “for the better”). He adds that
software development, or at least the conception of it, is always experimental. I would argue that, as a consequence of this last point, as software engineering researchers we need to study software development as
it happens, in order to increase our understanding of the explorative and
contingent nature of software development. This kind of knowledge cannot be gained from idealistic, theoretical prescriptions of how we should
be developing software.
Software engineering, as with many practical fields or endeavours, includes a considerable amount of pretense — we’ll pretend that the ideal
development process exists, we’ll pretend that it’s possible to follow a formal process in a vacuum, without having to take the contingent, real world
and embodied actions into consideration, we’ll pretend that software development does not require special skills to accomplish and is simply a
matter of performing each step in a given process. And thus we’ll pretend
that the reason why the project failed is simply because the developers did
not follow the prescribed steps. Or, if the project is a success (by whatever
criteria that may have been judged), we’ll pretend that it was merely because the developers did follow the process properly.
A number of authors have found that the software engineering research field is dominated by experimental, hypothesis-proving and quantitative studies that mostly serve to increase the theoretical, academic nature of the research in this area (Glass et al., 2002; Robinson et al., 2007; Se-
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gal, 2004). It is research done in a manner that fits Schön (1983)’s Technical
Rationality Model, trying to define the universal principles for software
engineering work. However, the “precise reality” offered by this paradigm
(Parnas and Clements, 1986) does not hold up in the “real world” (Brooks,
1995; Low et al., 1996; Parnas and Clements, 1986), the place where the
work is actually performed by software developers.
A special panel discussion was held at the OOPSLA2007 conference, to
celebrate the 20th anniversary of Fred Brooks’ seminal paper “No Silver
Bullet: Essence and Accidents of Software Engineering”, which appeared
in the April 1987 Computer. At the conclusion of the discussion, Brooks
himself expressed concern that we do not understand enough about others’ successes and failures [in software engineering]. His closing remark
was, “I know of no other field where people do less study of other people’s
work” (Fraser and Mancl, 2008).

2.2.5

So, What Needs to be Done?

Rönkkö et al. (2005) maintain that research done by the CSCW research
community into work practice as it is performed in the real world has
been essentially ignored by the software engineering community, despite
the fact that these studies “relate strongly to the emphasis on planning and
control which is a feature of mainstream software engineering research”.
Fuggetta (2000) admits that the software engineering research community
needs to “rethink the way we are carrying out the research activity” and,
in particular, to “rethink the approach we have adopted in studying and
supporting software processes”. He even goes as far as to say that the fact
that software engineering researchers have disregarded relevant research
in other areas such as CSCW has inhibited innovation in the field.
In CSCW itself, the software engineering field has not been neglected.
Although fifteen to twenty years ago, relatively little work was done on
software developers, research done by Grinter (1996, 1997) and Button and
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Sharrock (1994) notwithstanding, there has been a steadily growing interest in this area in recent years, as more researchers in CSCW have focused
on studying the work practices of software engineers (Dittrich et al., 2009).
(Dittrich et al., 2007) point to the CSCW2006 journal that presents several
papers with SE as their domain of study. A special issue of this journal
edited by Dittrich et al. (2009) features papers on “Software Development
as Cooperative Work”.
Historically, CSCW research is focused on the human actors involved
in the production and use of technology artefacts, whereas software engineering research is focused on the software process (Dittrich et al., 2009).
(Dittrich et al., 2009) go on to state that these different foci have meant
that different philosophical foundations and different research methods
have developed within each of these fields, with CSCW being heavily influenced by the human sciences, and software engineering by the engineering sciences. The difficulty of marrying the social and cooperative
interests of CSCW research with the quantifiable and measurable causal
relationships seen as necessary for software process improvement may account for the “still marginal status of qualitative research in SE research”
(Dittrich et al., 2008).
Nevertheless, calls such as Fuggetta (2000)’s seem to have been heeded
in software engineering research, to a limited degree. Although these
kinds of studies are scarce, relative to the rest of the SE literature, during the last decade or so they have become more noticeable. These will be
examined at greater length in section 2.3.2, but this trend is illustrated by
the recent special issue on qualitative software engineering research from
different discourses in one of the primary software engineering journals,
Information Software and Technology (Dittrich et al., 2007).
Shull et al. (2008) offer suggestions for empirical research strategies that
are less conventional and less-often used in our field, but which are still
rigorous and useful ways of collecting and analysing data. They discuss
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key considerations for choosing an appropriate empirical approach, from
philosophical considerations about the nature of knowledge to practical
issues in using a particular method. In a later chapter in the same volume, Singer et al. (2008), based on Lethbridge et al. (2005), state that, as
it is real people who perform software engineering work in real environments solving real problems, in order to gain insights into SE, we should
study software engineers as they work. They suggest that this is best done
by doing field studies and present a taxonomy of techniques that can be
employed for this type of research, based on the degree of interaction required with the participants. These types of publications are crucial as the
issues are rarely paid explicit attention to in our field and expose SE researchers to different ways of going about their research, while offering
sound epistemological reasons for doing so.
Sharp and Robinson, in particular, have been advocating for over a
decade alternative approaches and discourses, using techniques such as
ethnography, for exploring software engineering practice; e.g. Robinson
et al. (1998); Sharp et al. (1999); Robinson et al. (2007). They propose that
investigating their own discipline (software engineering) as a discipline
from the inside — software engineers asking what software engineers as
a group know and how they know it, as happens in other disciplines such
as aeronautical engineering — and using research methods from the social
sciences and psychology, offers new perspectives that have a vital contribution to make to the maturing of software engineering as a discipline
(Sharp et al., 2000).
The fundamental reason for studying work practice is the recognition
that there are powerful relations between an understanding of how the
work is carried out in context and the effective design of technologies to
support the accomplishment of that work (Robertson, 2000). Acknowledgment of these crucial relations occurs rarely in the software engineering literature. Striving for a grand theory of SE, which includes the ideal
software process that disembodies software development work, and ex-
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amining human behaviour by treating it as equivalent to machine behaviour, are both strands running through software engineering research.
The effect of these underlying precepts mean that the technologies and
techniques that we design and produce to support software development
work may fail to do so effectively, for reasons that have fallen outside of
our field’s understanding of software practice.
The primary motivation for this thesis is to add to this type of comprehension of software development work practice, by investigating this
practice as it occurs in context. ‘In context’ refers to the work as it is performed in real time by real human bodies in real situations, i.e. how work
is performed in practice, as distinct from theoretical models of work. The
aim is that findings from these types of studies would subsequently be
used to design software development technologies in the manner urged
by Singer and Lethbridge (1998) and Dittrich et al. (2009).
In New South Wales, Australia, rail commuters are exhorted to “mind
the gap” between the edge of the platform and the train doorway as they
board or alight from the train. In this case, the gap is managed by the
commuter stepping over it or avoiding it; the gap itself is not bridged or
eliminated. The gap in SE research, where the relations between software
development work practice and the technologies that purport to support
it are neglected, needs to more than “minded”, as the effects of these relations are profound, even if we do not always recognise them. Along with
those rare studies in which these concerns are similarly addressed, this research is one attempt to fill the gap, rather than just minding or avoiding
it. Many more of these kinds of studies in SE are necessary if increasingly
effective software development tools and techniques are to be developed
in which these relations are given the necessary attention (Singer et al.,
2008; Dittrich et al., 2009). Examples of these atypical studies are reviewed
further on, in 2.3.2.
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Work Practice Research

As raised in subsection 2.2.5, CSCW, in particular, and HCI researchers
have been addressing the issues of work practice head-on for over two
decades. Thus, there is substantial empirical research published on what
people actually do, including ethnographies, which is used as the basis
for designing software applications that faithfully support the users’ daily
work practices — for instance, Barrett et al. (2004); Blomberg (2008); Jordan
(1994); Karasti (2001); Lee (2005); Robertson (2000); Rönkkö et al. (2005);
Sachs (1995); Segal (2009); Suchman (2002) and that discussed by Harper
(2000).

2.3.1

HCI and CSCW Research into Practice

In her seminal work, (Suchman, 1987) advocates that in order to gain an
honest, shared understanding of a situation, we need to establish the significance of events as situated action, not simply identify what they are.
Situated action, as she originally defined it, is crucial to the research approach taken for this study and, as such, it is discussed in some detail in
the next chapter, section 3.1.1. Briefly, examining human behaviour as situated action means doing so within the context of the action: being present
during the moments that the action occurs, in the location in which it occurs, and accounting for its situatedness. Suchman states that ignoring the
situatedness of human action provides an incomplete picture of human
behaviour, firstly, and, secondly, we risk confusing theoretical knowledge
with actual performance.
The impact of Suchman’s research into work practice, the design and
use of technology and, especially, the problems of human machine interaction has been far-reaching and fundamental. For example, writing in a
major HCI journal, Dourish and Button (1998) declare:
[Suchman (1987)] is very widely read and cited in the HCI literature . . . the book and argument Suchman puts forward have
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come to occupy an almost iconic position within the field . . . her
argument and analysis drew strongly on the ethnomethodological tradition and introduced it to the HCI community. The HCI
community has never recovered. In a recent book collecting essays on different social perspectives on HCI (Thomas, 1995),
11 out of the 12 essays cited Plans and Situated Actions or Suchman’s subsequent work.
Suchman’s book has had a significant influence in HCI design
and in related areas concerned with the design of computer
systems supporting working activity. Many within HCI and
CSCW have taken up Suchman’s concern with work settings
and the detail of everyday working practices. (p.406–407)
Representations of Work Practice
Work practice research was considered significant enough to the information technology field in the mid-1990s that the journal Communications of
the ACM dedicated a special issue to it, with Suchman as guest editor. Bannon (1995) summarises three papers from this issue, which are discussed
below, as together significantly challenging the dominant perspective on
the representations of work practice, and the use of these representations.
Although he does not specify this, given the publication that these papers
appear in, we can assume that it is the dominant perspective of the information technology community in particular.
Suchman (1995b) discusses work, specifically how it is represented and
how that representation is used. Researchers such as Suchman, and others (Bannon, 1995; Kyng, 1995; Sachs, 1995; Star and Bowker, 1995), hold
the view that because work practice is a lived experience, it can only be
partially representable Suchman (1995b). She declares that, often, work is
portrayed with reductionist representations that pigeonhole it:
. . . work has a tendency to disappear at a distance, such that
the further removed we are from the work of others, the more
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simplified, often stereotyped, our view of their work becomes.
(p.59)
Suchman’s concern with how representations of work are generated and
how they are used is of direct relevance to software engineering work
practice research. She discusses the crucial relation between normative
accounts and situated accounts:
. . . a central concern for practitioners and analysts alike is the
relation between normative accounts of how work gets done
and specific working practices. The problem is not that normative accounts are incomplete, or that actual practice fails to
realize them, but that by definition, normative accounts represent idealizations or typifications. As such, they depend for
their writing on the deletion of contingencies and differences
(p.61).
Normative accounts include value judgments: classification of what is
good, rational, proper, expected practice — as it ought to be done.
Suchman’s view is that only once we recognise the limitations of work
representations and normative accounts of work practice, can we address
how these can be used. These representations are constructions that are
“interpretations in the service of particular interests and purposes” (p.58)
and thus partially represent what work is done; they are not independent,
objective or complete.
Once we recognize that representations are artifacts constructed
from particular social locations and within specific forms of
practice, we can expand our concern with the adequacy of representational forms to include ongoing dialogue and debate regarding the various places of representations in work and system design (p.63).
And she looks forward to the prominence of research
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. . . in which representations of work are taken not as proxies
for some independently existent organisational processes, but
as part of the fabric of meanings within and out of which all
working practices—our own and others’—are made (p.58).
Sachs (1995) suggests that work practice is viewed through one of two
lenses. The first is the “organisational, explicit” lens, where tasks and
operations to be performed are defined in formal methods and procedures to be followed, with the aim of fulfilling a set of business functions. The workflow approach is a typical representation of work based
on this perspective. The “activity-oriented, tacit” lens focuses on everyday work practices in order to demonstrate how employees actually accomplish their work and make the organisation function effectively. The
latter is a more holistic view of work practice, and emphasises learning,
know-how, conceptual understanding and communities of work, rather
than training, methods, procedures, techniques and tasks. Sachs maintains that all work is characterised by explicit and tacit elements, but that
usually the tacit ones are ignored by the task-oriented, organisational view
which is restricted to tasks that are “documented, visible, and articulable”
(p.39).
Sachs (ibid.) cites several studies of work practice from which evidence
has emerged showing strongly that “the intelligence employed in everyday work practices is crucial for getting work done”. Rather than efficient
work being determined by the “logic and sequencing of task flows”, it is
actually “the capabilities of people for troubleshooting vexing problems in
complicated situations, which inevitably arise in all workplaces” that ensures that the work is carried out effectively. The organisational position
does not “acknowledge how the work is carried out in practice and the part
human ingenuity plays in it” (italics mine), and further, cannot uncover “the
sense-making and constructive interpretations in which workers engage”.
The organisational view is based both on “the premise that work can be
viewed in terms of the business functions that need to be met rather than in
terms of what it takes to actually get a job done”, and an assumption that
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people inevitably make mistakes when performing tasks. Thus the aim of
technology design becomes to “eliminate human error”. Instead of trying to replace human workers with technology, the activity-oriented lens
underlies an approach in which technology design aims to enhance and
support the remarkable human capability for finding and solving problems (p.38–40).
Seely Brown and Duguid (1991) in their research into organisational
work practice, learning and innovation echo Suchman and Sachs in their
concern that ‘canonical practice’ (work as described in organisational manuals, training courses and job descriptions) is not an authentic portrayal of
how work is accomplished in practice, creating a “gulf between precepts
and practice”.
I contend that software engineering representations of practice largely
fall into the normative category, taking an organisational, explicit view
of work that becomes entrenched over time as canonical. Concerns with
the impact of these formal types of representations on understandings of
practice are dealt with at length in the next chapter, particularly in 3.2.2.

2.3.2

Ethnographic Studies of Professional
Practice

Instead of aiming to control, predict or reduce the chaos, sense-making
research aims for meaningful understanding that embraces the complexity and diversity that is the human condition, and to use this knowledge
as crucially necessary to designing technologies that truly enable human
practice (Dervin, 1998; Robertson, 2000). Ethnography is often employed
to do this kind of research. Because ethnographers believe that the best
approach to understanding local beliefs, attitudes, values and behaviour
is to spend a considerable time observing and participating in the group
under study, ethnography is a research approach based on fieldwork.
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Exemplar Ethnographic Studies
Bucciarelli (1994) is a practising engineering designer who performed three
ethnographic studies of engineering design projects in an attempt to understand situated engineering work. His work revealed that engineering
design as it is practised on a day-to-day basis by professionals is an historically situated social process fraught with uncertainty and ambiguity, and
highlighted considerable discrepancies between it and the ideal, instrumental design process defined and promoted in research literature and
university classrooms:
If we allow the object to fix our view of designing, we see only
hard edges, formal drawings, irreversibly machined and mated
pieces . . . . we see work on tasks and subtasks within a welldefined, given, fixed field of constraints. This view is static,
rigid — a lifeless landscape in which everything is rationally determined. (italics mine) (p.149)
The following quote, also from this work of Bucciarelli, neatly ties together the work of Suchman (1987) and the limitations of some of the work
mentioned earlier in the chapter:
The after-the-fact recollections of participants in any process
are going to be shaped by object-world thinking, that is, by rationalizations of why event B followed event A. (p.19)
Software engineering research is similar in that it is mainly focused on the
object of software design and development; i.e. the program code, the software product. Empirical research in software engineering, which is highly
regarded, tends to be object-empirical, not people-empirical (refer to 2.1.3
for more detail on this issue). And as discussed in 2.2, the work of software
developers is largely defined by the products or artefacts, interim and final, that they aim to or actually produce in the course of their work, not
by what software developers as human beings do in their normal work
environments to get their work done each day.
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Two other studies are also exemplars of the kind of research that I consider to be missing, or at least very rare, in the discourse on software development practice. The first is Orr’s (1996) account of the work lives of photocopy machine technicians, an ethnographic study in which the author
spent time accompanying half-a-dozen technicians on their daily rounds.
As is the case with the other ethnographic studies of work practice cited
in this thesis, Orr found that the expert technicians’ practice encompassed
elements that are not identified or included in official job descriptions, but
which are crucial to getting their work done. He points out that the technicians work in an uncertain world the setting of which is largely out of
their control as it is constructed by other people such as customers, machine designers and documenters, machine sales people and management.
The technicians’ main job is trouble shooting in this unpredictable world
which Orr states in some sense provides opportunities for a type of heroism. He recognises that their technical skills are, of course, necessary to
do their work, but declares that this is the only element of their work that
is commonly acknowledged. Orr asserts that when the technicians get together, “talking about machines” allows them to share their understanding of the world in which they work, which in another sense gives them a
way to create and control that world, builds their identities as technicians
and is a means to the end, i.e. “getting their jobs done, keeping their customers happy and keeping the machines running”. Orr’s findings highlight the use of narrative, and particularly “war stories” which celebrate
the technicians’ contingent expertise, as an essential cooperative diagnosis
and problem-solving practice.
The second one is Robertson’s (1997) longitudinal ethnographic study
of the practice of designers of multimedia educational software over distance. The designers worked primarily in different geographical locations
and thus the study addressed the question of what is necessary for CSCW
technology to support, mediate and enable cooperative design over distance. Robertson provides a taxonomy of embodied actions in cooperative work, based on the actions of the designers observed in a shared
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physical space during her field study and the application to the analysis
of theoretical streams on the conceptualisation of actual bodies, such as
situated and distributed cognition, Foucault’s work, feminist epistemology and Merleau-Ponty’s phenomenology. This taxonomy is a structure
that can be used to traverse the gap between cooperative design practice
over distance and the design of effective technology to enable this practice.
Robertson’s starting premise for this work is the “essential corporeality of
human cognition”, and her guiding principle is that it is an understanding
of the work as “the lived experience of the embodied users” that is crucial
to designing effective technologies to enable and support that work. I took
up this principle from her work as central to the motivation for doing this
research on software development work practice.
Ethnographic Studies and Software Engineering
Ethnography is also not foreign to software engineering and system development, particularly in requirements engineering and systems design.
More than a decade ago, Bentley et al. (1992) did an ethnographic study
of air traffic controllers, which became a seminal work in the software systems design research literature. Ethnographic studies have also been done
on requirements engineers themselves in an attempt to understand their
contribution to the software development effort (Rönkkö, 2002) and what
Button and Sharrock (1994) term their “occasioned practices”.
As one of the earliest, and possibly only, researcher doing this kind of
sense-making research with software developers, Grinter has published
several CSCW papers based on her ethnographic studies of software developers (Grinter, 1997, 2000, 2003). Her work focuses on work-flow technology, tool usage, configuration management, co-ordination of change
and recomposition, the work done by software developers to ensure that
the modules comprising a particular software product fit together as well
as into an environment including other software.
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Sommerville was one of the first software engineering researchers (in
contrast to the CSCW researchers also cited in this chapter) to use ethnographic research into users’ environments and their day-to-day practices
to inform the requirements engineering and systems design process (Bentley et al., 1992; Sommerville, 2008b) and to promote its use in systems
analysis and design (Viller and Sommerville, 2000). In recent years, he
has also used this approach, with other researchers (Martin et al., 2007,
2008; Rooksby et al., 2009), to examine software engineer practice as the
embodied work of software developers. Two of these authors, Martin and
Rooksby (2006), addressed the issue of programmers’ knowledge in relation to the code they produce, and they draw attention to the fact that
this knowledge is “thoroughly practical in nature . . . produced through a
practical engagement with code and a code base over time”. The authors’
later papers are based on an ethnographic study of software testing by
professional developers. They highlight, firstly, the “disconnect” between
research and practice in software testing (Martin et al., 2007) and, secondly,
the cooperative and socio-technical aspects of software testing in an Agile
software development environment (Rooksby et al., 2009). These authors
declare that testing is an area in software production that has been paid
relatively little attention in the literature, particularly its everyday practice. Their findings led them to recommend that the “agenda for software
testing be extended to address the relationship between the organisation
and the testing processes”.
A workshop paper discusses an empirical study of professional developers using the Scrum Agile methodology which emphasises the social side of programming requiring “genuine teamwork and innovation”
(Bates and Yates, 2008). This finding is echoed in a long-term ethnographic
study on an Irish software engineering team (Higgins, 2007) that declares
that the subtext of many similar studies is the “messiness and improvised
performance of programming”. This author underlines the importance of
the programmers’ contingent interactions and dialogues to the development of a software product. This “code talk” may be a “snatched conver-
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sation”, someone calling out a question and another answering, a standup meeting or a protracted discussion and working out of a design. Moe
et al. (2008, 2009, 2010) carried out longitudinal ethnographic research,
also with teams of software developers using Scrum. The focus of the findings of this study are on teamwork, self-managed and -organised teams.
Other research of this nature, and specifically highlighted also in section 2.4, is from Sharp and Robinson, who have published widely on empirical, ethnographic studies of eXtreme Programming (XP) developers
(Robinson and Sharp, 2004; Robinson, 2005; Sharp and Robinson, 2004,
2005, 2008, 2010). They describe their data as “naturally occurring” and
collected partly with “serendipitous observation” (Robinson et al., 2007,
p.541). Their declaration about their motivation and research methodology provides a succinct summary of both the literature discussed in this
chapter and the justification for this thesis:
The essential nature of practice is not known a priori and, importantly, cannot be assumed to be the ‘official’ view . . . the actuality of practice needs to be ascertained empirically by appropriate studies (ibid.).
To give an indication of the paucity of this kind of research, at the end
of September 2010, well after I had done the bulk of the writing for this
thesis, I did a search on Google Scholar. I first looked for papers published
during the last decade (2000–2010) that contain the search keywords “software engineering”; the number of papers returned was 718 000. Then, I
searched for the keywords “software engineering and ethnography”: the
result was 3 970 papers, i.e. 0.55% of the total number of software engineering papers published during the last ten years. All of the papers that
appeared in the first few pages of the search results are works that I have
cited somewhere in this thesis. Obviously, these are ballpark figures, but
they do give some sense of the very small proportion of the literature that
is made up of this type of research.
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The ethnographic studies introduced in this subsection on work practice research illustrate the use of ethnography for research into the work
practice of software developers. As part of a relatively modest body of
work, they are nonetheless significant for the insights they provide into
software development work practice that are not at all typical of the software engineering literature. In the next section, empirical research into
Agile software development, which includes a number of these same studies, is briefly discussed.

2.4

Agile Software Development

There are a couple of reasons for reviewing the Agile software development literature in this chapter. Firstly, it is becoming a salient portion of
the software engineering literature. Secondly, most of the ethnographic
work practice research in software engineering is done in organisations
that use this approach, as does the participant company for this study,
which makes this literature relevant to understanding aspects of the empirical research done in studies reviewed in earlier sections and for this
thesis.

2.4.1

What is Agile Software Development?

Agile Software Development is an approach to producing software that
came about as a reaction to the traditional, plan-based methodologies preferred in software engineering. A group of experienced, professional practitioners called themselves the Agile Alliance and challenged the notion of
grand plans, control and rationalisation in software engineering. They
defined the four principles of this paradigm in The Agile Manifesto (AgileAlliance, 2001), in which the following are particularly valued:
1. the focus is on individuals and their interactions (rather than on processes and tools),
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2. working software released frequently (over comprehensive documentation),
3. customer collaboration (instead of contract negotiation), and
4. responding actively to change (in preference to following extensive
plans).
One of the founding members of the Agile Alliance states that these principles are the dominant forces in Agile software development (Cockburn,
2002). Sharp and Robinson (2010) sum them up as the Three C’s: Collaboration, Co-ordination and Communication. They assert that, as artefacts
such as documentation in traditional software development work are not
part of the Agile approach, all three C’s are necessary in practice.

2.4.2

Empirical Research on the Agile Approach

For several years after it became part of the software development landscape, the primary criticism of Agile was that there was not much empirical, scholarly research done which showed that it really is a beneficial way
of producing software (Abrahamsson et al., 2002). Most of the early Agile literature was written by the original practitioners who had signed up
to the Agile Manifesto, and much of this was anecdotal. In recent years,
more empirical research has been done in this area, though Abrahamsson
et al. (2010) still claim that empirical, scientific evidence for these methods
remains scarce “after ten years of application”.
Dybå and Dingsøyr (2008) performed the most comprehensive systematic review of empirical studies of Agile software development yet done
and, of more than 1 000 studies done in the decade since its inception,
they found that only 36 fulfilled the review criteria and were of acceptable rigour, credibility and relevance. According to these authors, even
this small selection of research has strength of evidence with regard to the
benefits and limitations of using Agile that is “very low”. With “rare exceptions”, only one Agile methodology, eXtreme Programming (XP), has
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been studied, with others such as Scrum and Crystal being grossly underresearched, particularly in relation to their popularity in industry. Almost
all of the studies did empirical work on either developers new to Agile or
students. Out of the 36 papers discussed, four of them were by the same
researchers which were the only research group to have studied mature XP
teams (Robinson and Sharp, 2004; Robinson, 2005; Sharp and Robinson,
2004, 2005). (This latter research is also an important part of this chapter’s
earlier discussion in 2.3.2 on ethnographic studies of software development). The authors of this review assert that not much has changed on the
research front with Agile development since its early adoption, and their
conclusion is that we still need to increase the number of scholarly empirical studies done on Agile software development, as well as increasing the
quality of the research done.
It does seem that in the two years since the publication of the above
review, more empirical, scholarly research is being undertaken on Agile development. Dingsøyr et al. (2010), in further analysis of the literature, found that the number of publications on Agile has increased almost
exponentially since the mid-2000s. They also discovered that although
journal articles make up only 13% of these publications, half of the most
20 highly cited papers on Agile are primary journal articles, rather than
those in conference proceedings (only two) or premier magazines such as
IEEE Software. They determined, too, that over two-thirds of the empirical
Agile research is published in software engineering rather than information systems venues. Since their review (2008), these authors have themselves published, in primary software engineering journals (Moe et al.,
2008, 2009, 2010), empirical, ethnographic research that addresses some of
the issues raised in the review such as looking at the practice of an Agile
approach other than XP, i.e. Scrum, and contributes to increasing rigorous
research on Agile development practice.
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Agile and Interpretivist Research

Segal (2004) has an interesting take on the issue of empirical research done
in Agile software development. She suggests that the reason that use of
Agile methodologies has increased rapidly is that when hearing about another’s experience in an interpretivist account, for example, practitioners
can recognise a situation similar to their own which may “evoke the gut
instinct ‘it worked there; it will work here. I must try it.’ ”. She is of the
opinion that practitioners seem not to need the hard empirical evidence
— of which, as discussed above, there is comparatively little — required
by researchers to validate a particular approach to software development.
She contends that if it makes sense to practitioners and they can identify
with it, they are likely to try it. One of the arguments of her paper is that
the nature of evidence should be appropriate for “the purpose to which
the evidence is going to be put”. She proposes that the evidence that may
convince a professional software developer that implementing a particular
practice, tool or method will be beneficial is different from the evidence required to increase the academic community’s understanding of the same.
Thus, according to Segal, the dearth of conventional scholarly evidence
that Agile is an effective approach to software development may not be as
problematic as academic researchers may think.
The principles of Agile, with its emphasis on people and their skills and
interactions and an active embracing of inevitable change, in preference to
artefacts and formal methodologies, make it an approach to practice that
has a number of parallels with a research approach such as ethnography.
One way to deal with the detachment of SE theory from SE practice may
be to use research approaches that practitioners themselves identify with
more readily and perceive as being an authentic representation of their
experience, and the resulting evidence of which they may thus regard as
more practicable. Interpretivist research is based on the principle that understanding social phenomena incorporates how the research participants
think about, construct and give meaning to their world (Mackay et al.,
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2001). Further to Segal’s (2004) remarks above, I would argue that rigorous interpretivist research can provide both the “hard empirical evidence”
required by academics and the grounds to convince practitioners that the
research is relevant and useful to them.

2.5

Summary

Engineering is about quantifying, measuring, predicting, improving and
controlling. As an engineering discipline, software engineering has similar aims. Software engineering studies on software development practice tend to focus on discrete activities, tasks, techniques or methods that
are technical in nature. The overarching research paradigm could be described as aiming for a universal, well-defined grand theory of software
engineering that provides the ideal software process, one which strives to
provide control and predictability.
Situated practice research does not fit comfortably into this paradigm
as it deliberately attempts to uncover the tacit, immeasurable and nonquantifiable aspects of practice as it is performed by real people. Little
has been done on studying the work practices of professional software
developers in the manner suggested by various authors, where software
developers, who are also technology users, and their everyday work practices are examined as part of the software development process. In the
last decade or so, a small group of researchers has done studies using this
approach, often by those in the CSCW field, but increasingly by SE researchers too. Notwithstanding, this kind of research makes up a very
small proportion of the SE literature. There is still a noticeable gap in the
research on software development practice, particularly in the Australian
context, which this thesis attempts to address: that which is a characterisation of software development as it is practised by professionals in their
everyday work.

Chapter 3
Theoretical Motivations and
Commitments
Writing about social existence and change we inevitably face the problem of how to represent a particular social configuration, which for us
has become less a question of accuracy or fidelity (to the “truth” of
what we describe or seek to understand) than one of “performativity”. When we tell a story and represent a social practice or site,
what kind of social world do we construct and endow with the force
of representation? (Gibson-Graham, 1996, p.206)
Gibson-Graham (1996) considers that we are both answerable for the perspective of the stories that we tell about the world and responsible for the
effects that they produce. This thesis is essentially a story, or perhaps several smaller stories, about local software development work practice. This
chapter is an essential part of the accountability of this story. It focuses
on the scholarly influences from the different perspectives and disciplines
that have shaped my research approach. Explicitly stating the theoretical
and philosophical commitments underlying the research is a part of the
definition of the position from which I tell these stories. The view that I
have of the world (of local software development practice) is from this particular position, and part of being answerable for my research approach,
my findings and the way that I have presented those findings, is to define
55
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and explicate these commitments before I tell my story.
It is material that I rely on either in the analysis of the field data or when
discussing the findings of the research, but the basic concepts are defined
in detail here, early in the thesis, rather than disrupting the narrative and
discussion in later chapters. I explain, firstly, the theoretical motivations
for and commitments of this thesis and secondly, other conceptual tools
which enable me to talk about the emergent findings of the research later
in the thesis. The theoretical underpinnings are illustrated in the first section of this chapter, primarily by the work of three researchers, Suchman,
Haraway and Star:
Situated Action. This is the starting position for Suchman’s (1987) seminal work: situated action recognises that all human action occurs in a
particular situation and can only be understood in the context of that situation.
Situated Knowledges. These are privileged in Haraway (1991), providing a definition of objectivity in which all knowledge is partial, bounded
by a specific time, location, situation and experience.
Boundaries. These characterise situated knowledges: boundaries are explicit declarations of the limits and conditions that mark some particular
knowledge; a recognition that the knowledge is partial.
Located Accountabilities. An attribute of situated action and situated
knowledges is that human action is accountable, i.e. it is observable and reportable. Answerability and responsibility, the other meaning of the word
‘accountable’, are consequent characteristics of this kind of knowledge.
Agency. In situated knowledges, things (in the world that we study) are
recognised as having an active role in the construction of our understanding of the world (Haraway, 1991), (Star, 1992). Agency is defined further
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by Suchman (2007a) as an effect of the ongoing relations between humans
and nonhumans.
The last section of this chapter includes an examination of two other
conceptual tools used in this thesis: infrastructure and articulation work.
These issues emerged from the research as fundamental in daily software
development work practice.
Infrastructure. This term refers to the tools, processes, policies and standards that exist in an organisation to underpin all the primary work performed by a group. Star (2002) focuses on how these procedures and classifications come to be entrenched and taken for granted by those that use
them. She recommends the identification and examination of infrastructure — usually a background feature not regarded as noteworthy or influential — as an essential part of understanding a particular group’s work
practice. The theory of infrastructure used here is based on Star’s work
(Star and Ruhleder, 1996; Star, 1999, 2002) and is threaded throughout the
thesis as applied in the context of my fieldwork.
Articulation Work. This is the support work required to get the primary
work done (Strauss, 1985, 1988). It is contingent and usually not accounted
for in formal work procedures or espoused ‘best practice’, but Suchman
(1994b) and Star and Bowker (1995), among others, contend that the recognition and examination of articulation work is essential to an understanding of everyday work practice. As articulation work is a form of ‘Invisible
Work’, both concepts are addressed under the latter heading.

3.1

Theoretical Underpinnings

The discipline of philosophy is a vast field in which I do not have expertise,
but the interdisciplinary work of Haraway (1991), Suchman (1987, 1994a,
2002, 2007a) and Star (1991, 1992, 1999, 2002) helped me come to grips with
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concepts from philosophy, anthropology and the social sciences that were
necessary for me to do authentic ethnographic and phenomenological research in my area of expertise. These texts gave me insight into the philosophy that underlies particular approaches, methods and fields, as well as
the developments of these in the social sciences. They provided me with
a way into the complex philosophical arena, making specific aspects of it
available without requiring that I have an in-depth understanding of it.
Critical engagement with the assumptions of technology design have
often come from feminists such as these three researchers, who have significantly impacted social science as well as science, technology and society studies. Their work is important to this thesis because it provides
motivations for undertaking the research in the first place, as well as for
choosing and designing its methodology. In addition, one of the ancillary contributions of this thesis may be to make these issues accessible to
readers unfamiliar with philosophy and feminist scholarship’s considerable contribution to technology studies.
Suchman is a cultural anthropologist, Haraway is a cultural historian
of science and Star was a sociologist, but they all treat technology, society
and people’s daily work as inextricably interlinked. Consequently, all of
them apply interdisciplinary and progressive approaches to researching
these issues.
The concept from Suchman’s work that is most relevant for this research, and which was in fact the major motivation for adopting the research approach that I have, is situated action. Others are located accountabilities, boundaries, agency and her contribution to the understanding of
articulation work. Particularly apt for this research are Haraway’s ideas
of situated knowledges, knowledge boundaries, accountabilities and the
agency of the world being studied. Theories from Star that have been
influential on this research are: firstly, the foregrounding of the mundane
and taken-for-granted, and investigating how these came to be concretised
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as standards in an organisation; secondly, using ethnography to expose
and gain insight into infrastructure as a relation in a work environment;
thirdly, the concept of boundaries; and, lastly, the significance of articulation work.

3.1.1

Situated Action

Suchman (1987) studied the practice of professional computer scientists
and engineers who were novice users of a sophisticated photocopy machine that included an expert help system. Her study reveals that, in contrast to the procedural, predictable behaviour of a programmed machine,
human activity is contingent and adjustive, and the coherence of the human’s actions in performing the photocopying task is largely unavailable
to the machine, which can only respond to the limited information given
to it via button clicks and other direct data input. Suchman asserts that all
human action is purposeful and situated — “actions [taking] place in the
context of particular, concrete circumstances” — and, moreover, it is often
ad hoc and not necessarily predictable (Suchman, 1987).
This finding is in contrast with a view of human behaviour, still held
by many in the cognitive science and artificial intelligence (AI) fields two
decades on, which assumes that human action is represented, determined
and revealed by plans. Suchman shows that a significant portion of dominant AI research at the time of her study is based on assumptions about
human communication using the concept of plans, rather than studies of
genuine human communication as it occurs in situ. In AI, a plan is a comprehensive guide for behaviour that directs a person’s actions, i.e. “the relation of plans to human actions [is] a determining one” (Suchman, 2007a,
p.13). These plans for action or behaviour are based on accepted domain
principles and theories, and are held to be the primary source for a description of actions in particular situations (Suchman, 1987). Designers of
technology often aim to encode these kinds of plans in computer programs
for the machine to respond to human input and take suitable action in an
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artificially intelligent manner.
Suchman (1987) holds that, firstly, plans drawn up in advance do not
and cannot fully determine or prescribe the step-by-step course of action
actually taken in practice. Secondly, a description, and the significance, of
situated action cannot simply be reduced to plans. And thirdly, situated
action cannot be completely explained retrospectively by plans. Suchman
establishes that these types of accounts tend to leave out crucial details of
the situation in which the action was actually performed, and their significance, and are thus an unsatisfactory contraction of what actually took
place (Suchman, 1987).
This study of Suchman’s (ibid.) has been considerably misinterpreted
and misappropriated over the years (Suchman, 2007a; Rönkkö et al., 2005).
She has been accused of claiming that, because human action is contingent
and consequently unpredictable, plans are irrelevant to behaviour as it occurs in real time in the real world and thus they are entirely unnecessary
for action. These critics — Vera and Simon (1993), in Suchman (2007a),
for example — believe that she was suggesting that in analysing human
behaviour, the concept of plans should be jettisoned completely and replaced by the framework of situated action.
Far from rejecting plans, Suchman wanted to turn the research spotlight onto the concept of plans, and the assumptions about their role in
human action. In fact, part of her purpose was to shift the gaze from plans
as being predeterminant of human action to the use of plans as a cultural
resource for action, and hence to investigate them from this perspective
(Suchman, 2007a).
Suchman intended ‘situated action’ to refer to reflexive behaviour in
the ethnomethodological sense: we make sense of our actions “in and
through the very same methods that we employ to enact them intelligibly
in the first place”. In other words, the way that human action is organ-
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ised means that these actions can be observed and reported as they occur,
conveying to others what we are attempting to do and, moreover, this accountability happens within the action’s production — as it is enacted —
not when some separate, theoretical meaning is subsequently constructed
around it (ibid.).
Situated action is the motive for studying professional software development work in situ for this research: observing it in practice while it was
happening in its usual location, in contrast to using controlled experiments
or retrospective data. Thus, in order to define and understand an answer
to the question What do [these] software developers do every day?, this study
incorporates a long period of ethnographic fieldwork.

3.1.2

Situated Knowledges

Haraway (1991) asserts that the prevailing view of scientific knowledge is
that we should always be aiming for objectivity, the truth defined without
the bias or prejudice of one party or another. She suggests that the veracity
of this scientific objectivity hinges on the tenet that it is outside a particular worldview and thus does not progress a specific agenda. She further
characterises this type of knowledge as unlocatable and unaccountable,
floating above the sordid reality of embodied lives and everyday contexts.
Her badge for this approach is the “god-trick” which she defines as a “conquering gaze from nowhere”, an all-seeing view, by a non-identifiable entity (p.188).
However, instead of false dichotomies, such as those between traditional, ‘scientific’ objectivity as defined above and contentious feminist
views of knowledge, or between the traditional definition of objectivity
and radical constructivism, Haraway’s intent is to open up the unacknowledged middle ground, using the metaphor of vision that she uses because
“[v]ision can be good for avoiding binary oppositions” (p.188).
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Haraway asserts that vision has been used to reinforce the notion of
distance and disembodiment of knowledge by the idea that our biologically limited primate vision can be infinitely extended by a profusion of
seeing technologies — microscopes, telescopes, scanners, imaging systems
— for both astronomical views of outer space and the inner space of the
living body at a cellular level, providing “infinitely mobile vision”. But
Haraway maintains that the latter is an illusion, a god-trick because, although these “prosthetic devices” for seeing offer us amazing visual possibilities, any photograph or technological-assisted image is mediated, providing a specific kind of pictorial account. What we see, i.e. the knowledge
that we construct, is always modulated by our standpoint, and this is further moderated by what instrument of vision we use to see. “[O]nly partial
perspective promises objective vision” (p.190).
However, Haraway argues that declaring our position — our situation
— is not enough. In our construction of knowledge, we need to be critically aware of, and make clear, what we value, and why we value it. This
is because “identity, including self-identity, does not produce science; critical positioning does, that is, objectivity” (p.193). So, Haraway proposes
a doctrine of objectivity with “a critical practice for recognizing our own
‘semiotic technologies’ for making meanings”, along with a “no-nonsense
commitment to faithful accounts of a ‘real’ world . . . ” (p.187).
The god-trick’s illusory view of infinite vision from nowhere providing
objectivity is countered by Haraway‘s situated knowledges, a definition of
objectivity in which knowledge is explicitly embodied in a particular time,
place, location and experience; a vision from a specified somewhere that
gives us partial knowledge:
Feminist objectivity is about limited location and situated knowledge, not about transcendence, and splitting of subject and object. In this way we might become answerable for what we
learn how to see. (p.190)
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Furthermore, it is critical positioning — not simply stating one’s perspective, but making clear what one values and why — that “implies responsibility for our enabling practices” (p.193).
So, for Haraway, authentic objectivity comes from many partial knowledges or truths that, rather than any of them providing the closure sought
by the god-trick, are “situated conversation[s]” (p.200) inviting debate,
analysis and participation. Haraway “wants to argue for a doctrine and
practice of objectivity that privileges contestation, deconstruction, passionate construction, webbed connections and hope for transformation of
systems of knowledge and ways of seeing” (pp.191–192). Coming together
in critical dialogue, these multiple knowledges give us “better accounts of
the world, that is, ‘science’ ” (p.196). Objectivity is decidedly “not about
dis-engagement” (p.201); Haraway intentionally inverts this view by making engagement the nexus of objectivity.
Star (1992), in her discussion of global and local truth, is in accord with
Haraway, emphasising the importance of collections of partial knowledges
which provide credible understanding when aggregated:
. . . each local truth is partial and flawed; no a priori specification can encompass any global truth, but when people join
local truths they create a robust, emergent negotiated order
. . . (p.403)
Suchman’s concept of situated action dovetails neatly with Haraway’s
situated knowledges. Together, these perspectives insist that an empirical understanding of human practice requires us to observe and interpret
human activities at the time that they occur in a particular environment
and to explicitly present our findings as partial and situated knowledge
for specific context, time and circumstances.
As situated knowledge, this thesis aims to make sense of software development work as it is practised locally by a group of professional soft-
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ware developers in a particular place, over a specific period of time, i.e.
to comprehend the daily work practice of the Raptor developers in their
Sydney office over two years. The purpose of the thesis is to contribute a
local understanding of software development work to the software engineering discipline, rather than proposing an overarching, general theory
of software development.

3.1.3

Boundaries

The boundaries circumscribing situated knowledges and the differences
that they contain should not alienate us, boxing us into often opposing
categories (Haraway, 1991). According to Haraway, defining differences
does not mean separation or blocking off. She believes that recognition
of boundaries allows us to open up previously closed or cut-off areas of
knowledge, and to advance our comprehension of our world. She maintains that it is the transparency and vulnerability of their production that
give situated knowledges their credibility. She also makes it clear that
these boundaries are not fixed as the aim of this kind of knowledge is not
closure, but increased understanding.
The flexible, porous nature of partial knowledges’ boundaries makes
it tricky to site them, but we are obliged to do it, and to adjust them regularly, if we truly wish to understand the world more deeply. Situated
knowledges do not “pretend to disengagement” (ibid.,p.196) with the consequence of becoming indisputable; on the contrary, they invite debate
and contestation, interpretation, refinement, change, growth: “. . . it is precisely in the politics and epistemology of partial perspectives that the possibility of sustained, rational, objective enquiry rests” (ibid., p.191).
Boundaries are clearly also a fundamental aspect of Suchman’s understanding of the world (Suchman, 1994a, 2002, 2007a). She discusses
existing social boundaries as an explicit example of boundaries, and the
importance of recognising and understanding them, and working across
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them; e.g. the boundary between design and use, between different professional positions. As mentioned earlier, much of Suchman’s work is on
the boundaries between humans and machines, and how our view of the
world influences how, why and where we draw the line between them
(Suchman, 2007a). Suchman describes boundaries as being “cuts” made
at particular times from a particular standpoint and for specific reasons.
Making these cuts is boundary making. A boundary is not a given, and
neither is its siting: boundaries are enacted, the lines are drawn dynamically.
Haraway (1991) gives similar examples of boundaries, e.g. between nature and culture, sex and gender, and discusses how to dismantle them or
cross them. She considers that boundary crossing and translation work is
important for combating the status quo — we need to look at the boundaries again and again, but in a different way each time, as a means to open
up debate and to reconfigure our understanding. Many boundaries are
tacit, however, and not so easily recognised. Locatedness leads in turn
to the recognition, siting or identification of boundaries which clarify the
context of the situated knowledge.
Haraway (1991, p.201) states that “‘objects’ do not pre-exist as such”; it
is rather that objects of knowledge result from mapping boundaries. This
view is echoed by Suchman (2007a, p.285) who references Barad (2003)
in pointing out that “boundaries are necessary for the creation of meaning”. Suchman goes on to state that boundaries are never innocuous —
their siting always has “real consequences”. Boundaries fall out from the
position in which one stands and looks from, one’s viewpoint, as in the
vision metaphor in Haraway (1991), and these have an effect on the type
of knowledge that we build. The nature of situated knowledge demands
explicit boundaries.
Boundaries are not borders or barriers. One can step over them if one
chooses. They do delineate, indicating a definite demarcation, and even
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limits, but boundaries are not concretised, permanent or impenetrable.
They can be changed or moved easily. They are not walls. The boundaries
of situated knowledges have a similar mutable nature: they are dynamic
and transformable. They open up discussion, encourage debate and critique, allowing for knowledge change and growth — their reconfiguration
is part of the dialogue growing our understanding of the world (Haraway,
1991; Suchman, 2007a).

3.1.4

Located Accountabilities

As alluded to in section 3.1.1, ethnomethodology strongly informs Suchman’s position on situated action. Ethnomethodologists talk about human
social action as being “‘reflexively accountable’ — in other words that,
firstly, the very way in which it is organised provides to others the means
to recognise it for what it is (accountable) and, secondly, it does so within
the very fact of its production (reflexivity) rather than within some wider
frame of ‘social meaning’. So, the organisation of [everyday practical] action furnishes to others the means to recognise, observe, and report on it”
(Dourish and Button, 1998, p.401). Garfinkel’s use of the term accountable
is in the sense that “the accountability of action lies in the way in which
it “gives an account of itself as itself”. . . . not that someone may be ‘held
accountable’ for it in a political or moral sense (ibid.).
“Accountability is the property of action being organized so as to be
‘observable and reportable’ . . . . Activity itself is made observable and reportable, rather than being pointed to, observed and reported on . . . the
key property of human action is the way in which it is made observable
and reportable in the course of its own unfolding. It is organized accountably” (ibid. p.415).
In a paper that explores the influence of feminist reconstructions of objectivity on alternative visions for the production and use of technology,
Suchman (1994a) uses Haraway’s (1991) discussion of objectivity and situ-
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ated knowledges as her starting point, and goes on to propose ‘located accountability’ as an alternate approach for technology design. Here, Suchman seems be adding another layer to the amoral, ethnomethodological
meaning of accountability which she uses in her earlier work (e.g. Suchman, 1987). She reminds us that, when we create knowledges or, indeed,
design and build technological artefacts, these have relations with the real
world (Suchman, 1994a). Just as our human actions — which are observable and reportable — affect the world, so do those things that we design and construct, wherever they are located. This means that we are answerable for the stories that we tell, the knowledge that we construct from
those stories and the resulting things that we build from that knowledge.
In other words, as well as being observable and reportable, knowledge
needs to be accountable in a moral sense (Suchman, 1994a).
Situated knowledges are unequivocally not claims for grand, universal
theories providing global explanations and solutions. They are multiple
partial knowledges, localised and locatable, accountable and attributable.
They are demarcated by specified, defined boundaries, which make explicit the knowledge constraints or limitations, but at the same time these
boundaries are not set in stone. They are flexible and dynamic, opening
the knowledge area up to discussion and debate, providing fertile ground
which stimulates change and growth and allowing new knowledges to
develop. This transparency creates honesty and humility, ensuring that
people are accountable and responsible for the knowledges that they construct.
As discussed in the previous section, one of the significant effects of
Haraway’s ‘god-trick’ is — in strong contrast to what is advocated by the
Gibson-Graham quote at the beginning of this chapter — that there is no
one to take responsibility for the effects of the knowledge and how it is
used. Located accountability builds on Haraway’s situated knowledges,
and requires us to admit that our knowledge is always limited to and relative to our perspectives, and the very embodiment of that knowledge
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“makes us personally responsible for it” (Suchman, 1994a). This responsibility does not shackle; on the contrary, it offers the freedom to involve
many people in conversations that kindle debate and critique, fostering
knowledge growth and simultaneously promoting credibility and rigour
(Haraway, 1991). Haraway and Suchman (2002) concur: collective situated knowledges are the way to accountable and located objectivity.
Objectivity is not a global view from nowhere, disembodied and complete, using vision untrammelled by the limits of location (Haraway, 1991).
It is the “positioned rationality” provided by situated knowledges, each
with a view from a specified somewhere and joined into the promise of a
larger vision (ibid., p.196). This gives a grounded approach to generality:
collective knowledge that is characterised by embodiments and boundaries, locations and critical positionings, contradictions and contestations,
translations and interpretation, pluralism and, perhaps above all, engagement.

3.1.5

Agency

Haraway (1991, p.201) suggests that accounts of the world that depend on
a standpoint that objects of knowledge are stable and rely on the process of
discovery to be revealed to us either simply reduce the world being studied to resources for appropriation or, if they are not accountable or transparent, they mask interests, usually dominating ones. She goes on to state
that situated knowledges require that the world “encountered in knowledge projects is an active entity” and that we should regard this world as
a “witty agent and actor . . . with whom we must learn to converse” as we
develop our knowledge about it.
The point about agency above is that the world is not stable and passive in its own definition, but neither are humans. The conventional —
read humanist or modernist — view is that humans are individual actors
with inherent agency, a characteristic that makes them entirely separate
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and autonomous beings from the things with which they interact and use
in the world. Suchman (2007b), among others, extends the interpretation
of agency as “our capacity for action as humans” to reconceptualise it as
“an effect of our [humans’] intimate relations to nonhuman[s]”.
Agency means particular people’s embodied capacities or powers to
act in a specific situation. Various kinds or degrees of agency can be differentiated by the range of actions that particular people can do in a given
time and place. Agency then is relationally defined between particular
people, particular technologies and particular situations. It is not some
preexisting or predefined complete capacity, outside of culture and history, that can be uncovered or implemented within us. Instead agency
is situated and embodied. It is produced and changed over time by our
interaction with the world we live in, including the other people acting
within it and the technologies we use in our work1 .
According to Suchman (2007a), Haraway (1991) and Star (1992), both
humans and nonhumans have the capacity for action, but this agency occurs only within their interactions with each other, and it shifts during
the reconfigurings of our knowledges and their boundaries. Agency is
produced in these kinds of relations or networks (Suchman, 2007a). Nonhuman things have a shaping power on what can be done by people. Far
from being preexistent and fixed, there to be mined by human knowledge
prospectors — to extend the ‘world as a [passive] resource’ perspective
criticised by Haraway (1991) — the world we study is an active participant in our constructing of knowledge about it and how we act within it.
It is for this reason that one studies practice.
The concepts of situated actions, situated knowledges, boundaries, located accountabilities, and agencies have been explicated linearly, with a
focus on each in their own section, but, of course, part of the contention
1

Thanks to Toni Robertson for the use in this paragraph of her definition of agency,
not yet published.
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of this chapter is that none of these is a discrete issue — a comprehension
and application of any one of them depends on an integral understanding
of all of them. In her discussion of “fluid boundaries and the definition of
situation”, Star (1992) recognises
the ways in which knowledge is co-created by a web of people,
symbols, machines and things (p.405).

3.2

Conceptual Tools

The other conceptual tools discussed in this section carry similar assumptions to those that Haraway, Suchman and Star have about the nature of
reality, agency, knowledge and how we legitimately access this knowledge.

3.2.1

Infrastructure

The Concise Oxford Dictionary defines infrastructure as “the subordinate
parts of an undertaking”, and, in a military sense, permanent structures
are used as the basis for operations. The prefix infra- means ‘below’, and
thus infrastructure could be interpreted as that system which is underneath the main system. In the context of work practice research, infrastructure refers to the tools, processes, rules, policies and guidelines that
exist in an organisation to underpin all the ‘real’ work performed by a
group. A paper by Star (2002) advocates the examination of infrastructure
as an essential part of the study of work practice. A significant part of
what follows in this section is based on her work, and is discussed later in
the thesis as applied in the context of my fieldwork.
Design work is multidimensional, dynamic, organic, and its environment “reaches well beyond the narrow confines of their [design participants’] own object worlds” (Bucciarelli, 1994). From this perspective, design includes all sorts of other things that are not usually considered to be
software design, one of which is what is termed infrastructure here.
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Characteristics of Infrastructure
Star (1999, 2002) discusses properties that characterise infrastructure and
which also go some way towards explicating its significance in the world
of work. The following is based on her set of characteristics, and expands
it somewhat.
Mundane, maybe even Boring. Infrastructure may be considered to be
mundane or uninteresting from a research point of view, not something
a researcher would want to look at in too much detail, but it is actually
a very important part of what developers do in their daily work practice.
Infrastructure is assumed to exist and to be functional, but it is generally
regarded as background to more compelling and appealing research interests. Star (1999), however, sees “infrastructure as part of human organisation, and as problematic as any other part”. She refers to infrastructure as
underlying the main system that is the focus of workers’ attention and effort, and thus it is not paid direct attention by its users. They are probably
not explicitly aware of the different, specific components and connections
of infrastructure, unless something goes wrong with it, as discussed in the
next paragraph.
Transparent, yet Opaque. Star (2002) says that a common-sense definition of ‘a good infrastructure is [that it is] invisible’ (although she goes on
to say that this is too shallow and too absolute a definition). However, the
infrastructure becomes all too visible, or opaque, to its users upon breakdown (ibid.), at which stage they treat it as a wall or barrier, rather than as
translucent and inconspicuous.
Elusive. This aspect of work practice (i.e. infrastructure) may not seem
as exciting or inspiring to study as other features of software development
work, but this does not mean that it is easy to make sense of it. In fact,
infrastructure is very difficult to ‘pin down’. There are two main reasons
for this elusiveness. The first one is that it is transparent, and ‘taken for
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granted’ by its users. While they are familiar with it, understand very well
how to use it, and do so regularly, they may not be able to recognise its role
and significance. The second reason has to do with the strangeness of an
infrastructure to an observer, who initially has no comprehension of what
comprises the infrastructure, or its unique role in the users’ work practices.
A technological environment is initially very difficult to penetrate, understand and make sense of, even with ethnographic observation and fieldwork. Software developers’ electronic infrastructure is used by technically
adept people, rendering it even more incomprehensible than other infrastructure. Even if the researcher is aware of the infrastructure, initially it
may seem inscrutable. Fieldwork and data analysis from this perspective
are thus very challenging: infrastructure is difficult to unravel, define and
understand. Star (2002) states:
At first try, using fieldwork to stand and watch people punching keys and looking at screens is terribly difficult for trying to
see social order. Or, in fact, to see much of anything. (p.108)
and:
Infrastructure is usually singularly unexciting as a research object for ethnographers. The human, symbolic, interactive aspects of infrastructure are terribly difficult for ethnographers
to “open up” in the way that we easily may open up conversations, rituals or gestures. Infrastructure often appears simply as a list of numbers of technical specifications, or black
boxes, wires and plugs, in the scientific disciplinary workplace.
(Where is the human behaviour side of that?) . . . . infrastructure can be messy and distasteful . . . (p.109)
Multilevel. Infrastructure occurs at different levels. Of course, at a base
level, some of the infrastructure is the same as that which we all are used
to using on a daily basis; e.g. the electricity, water and telephone systems.
At the lower levels, there is the computer network hardware and software
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of the company, as well as the desktop machines and their operating systems. As this infrastructure is common to many organisations and indeed
to our modern lives, it will not be specifically examined. The focus in this
study is on the ecology of the work environment of software developers.
Only things that developers use directly, but do not necessarily explicate,
and which would not normally be regarded as part of their core work (i.e.
software design or development activities) are examined as part of their
infrastructure.
Learnt as Part of Membership. For Star, one of the characteristics of infrastructure is that it is learned as part of membership.
Strangers and outsiders encounter infrastructure as a target object to be learned about. New participants acquire a naturalized
familiarity with its objects, as they become members. (Star,
2002, p.381)
As one gains familiarity with the infrastructure, it starts to become transparent and taken for granted.
Dynamic and Relational. Bucciarelli (1994) talks about a web of infrastructural elements — strands and lines with numerous interconnections
at various levels. These interconnections are dynamic, not static: existing
ones are continually expanding and contracting, and new connections are
being made. He characterises infrastructure as “a dense, interwoven fabric that is, at the same time dynamic, thoroughly ecological, even fragile”.
Infrastructure is created in its use. It exists in its ability to be embedded in work practice, with agency, not simply as a prop. The shape of the
infrastructure, and the role that it plays, is a consequence of its context of
use. A unique infrastructure is constructed within each working environment as a result of the work practices used there. Star and Ruhleder (1996)
in Star (2002, p.380) expressed this as follows:
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. . . infrastructure is a fundamentally relational concept, becoming real infrastructure in relation to organized practices. . .
Analytically, infrastructure appears only as a relational property, not as a thing stripped of its use.
Another aspect of infrastructure that demonstrates its relational properties
is that, as Star (1999) asserts, what is infrastructure for one person is core
or primary work, or perhaps even a topic of study, for another.
Star and Bowker (1995), when defining the concept of infrastructure,
state that notions of ‘underneath’ or ‘inside the walls’ are still intuitively
correct and, in explicating the significance of infrastructure, they conclude
that “infrastructure simultaneously represents work and effortlessly supports it, making possible collective accomplishment”. Infrastructure is not,
however, simply inert scaffolding for primary work (in this study, that of
code production); it is temporal, continually and dynamically shaped by
everyday work practice.
In the software engineering field there are accepted and recommended
ways of doing things and, in any software development situation, there
are local procedures or best practices that developers are expected to adhere to. This thesis attempts to unpack these procedures, policies, standards and tools, i.e. the local infrastructure, examining how and why they
are created, maintained, used, changed and, sometimes, abandoned, over
time in a local software development company.

3.2.2

Invisible Work

The term ‘work’ is defined in the Macquarie Dictionary as “exertion directed to produce or accomplish something; labour; toil” or “that on which
exertion or labour is expended, something to be made or done, a task
or undertaking”. Software development work is designing, building and
maintaining software products comprised of program code. Many of their
daily activities can be classified as this kind of work, including interac-
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tion and architectural design, coding programs, testing new or changed
code and checking their code in to the main codebase. The everyday work
required to develop a software product is not confined to these obvious
tasks. This thesis draws attention to some of the other, oft-unrecognised
activities carried out by developers, particularly in chapters 5, 7 and 8. In
this section, the focus is on what is not acknowledged in the formal models of work defined in documents such as research publications, textbooks,
operating and training manuals and official company policies and procedures.
Abstractions of Work
Formal descriptions of work . . . inevitably and intentionally omit
the details. In a society that attaches particular value to “abstract knowledge”, the details of practice have come to be seen
as nonessential, unimportant, and easily developed once the
relevant abstractions have been grasped (Seely Brown and Duguid,
1991).
Section 2.3.1 is about how work is usually represented and how these
representations are used by researchers, organisations and practitioners.
Pursuant to the above quote, in order to present a synopsis of the work,
a formal model of work, or what Suchman (1995b) calls a normative account, is an abstraction. Thus, by its very nature, it discards exhaustive,
concrete details of how work is accomplished in situ (Gasser, 1986; Sachs,
1995; Seely Brown and Duguid, 1991; Star, 1991; Suchman, 1995b). These
authors along with many others (Bucciarelli, 1994; Downey, 1998; Karasti,
2001; Orlikowski, 2000; Robertson, 1997) contend that these kinds of representations characterise work practice as overt, rational and disembodied.
In addition to the issues raised in 2.3.1, two factors are frequently overlooked in the use of these abstract representations. Firstly, this kind of abstract definition of how some particular work is carried out is commonly
constructed after the work is done and at some remove from the experi-
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ence of performing that work in practice. Suchman (1983) asserts that this
type of representation is one of the outcomes of the work, therefore, rather
than an accurate representation of “some enduring structure that stands
behind that work” which determines exactly how the work is achieved.
Secondly, Star (1991) highlights what is done historically to create these
abstractions that simplify complex, “noisome, messy actions and materials” and make them manageable. She maintains that these abstractions
are not automatic; a particular somebody formulates them: they are developed at and in a specific time, and are grounded in that person’s experience, so they are “not timeless . . . not universal . . . not neutral”. She notes
that this information “is deleted in the process of making an abstraction,
or creating an observation, a claim or a judgement”. Subsequently, the
who, how and why of setting up these abstractions is forgotten, if it was
ever recognised in the first place.
Over time, these abstractions become regarded as standardised or procedural structures (Gerson and Star, 1986; Star and Griesemer, 1989). This
is not a problem in itself, but issues arise when the abstraction — rationalised and generalised — then, ironically, becomes a substitute for experience. Instead of being deemed as a tool for understanding or aiding work
practice, with specific and constrained use, the abstraction is interpreted
as a faithful reflection of what actually occurs when the work is done by
people in practice (Suchman, 1995b). In fact, “the ‘smooth flow’ of office
procedures is an outcome to which practitioners orient their work—it is
not the work itself” (Suchman, 1983).
Another concern is that a rationalised model of work often becomes
the assumed ‘best’ way to accomplish the work, which people should be
striving towards so as to do their work ‘properly’. Section 2.1.1 of the literature review looks at the significance of the ‘ideal process’ in software
engineering research.
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It will come as no surprise that this model of work does not stand up
to scrutiny when work is studied in situ. People do not accomplish their
work simply because they are adhering to official or standardised procedures (Suchman, 1983; Sachs, 1995). For example, Orr (1996) established
that photocopy technicians achieve their everyday work largely as an effect of their regular, informal interactions with one another and the ongoing sharing of their experience using ‘war stories’, not because they simply
followed the formal procedures for maintaining and fixing the various machines step-by-step.
Similarly, in his study on the work of claims processors in an insurance
company, Wenger (1998) describes this representation of work as linear,
and “at odds with the reality of their [claims processors’] work”. He found
that “as a community of practice, claims processors make the job possible by inventing and maintaining ways of squaring institutional demands
with the shifting reality of actual situations”. He goes on to describe several things that this group of claims processors’ practice achieves each day
in their work that are not represented in the company’s formal representations of their work.
The argument by the researchers cited above is not one that advocates
the eschewal of abstract or formalised models of work. Rather, it is a call
to recognise them as limited portrayals of daily work when we research,
analyse and interpret work practice or implement theories about people
getting work done (Bannon, 1995; Suchman, 1995a). The problems with
using formal models arise because of a lack of discernment with regard to
what they do not include or represent and consequent indiscrimination in
their use.
What is Missing
So, what is left out of the abstracted model of work? In work practice research, these covert, tenuous activities are referred to as ‘invisible work’.
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Star and Strauss (1999) define invisible work as the question of activities
done that are behind-the-scenes. Invisible work is not accounted for in any
way by rationalised formal models of work (Star, 1991). This is a result of
either not being seen at all or because it is not recognised as essential to
the work being accomplished.
Invisible work is generally invisible to two groups of people: those
who perform the work in practice, who regard it as mundane and run-ofthe-mill and thus not worthy of note or attention, and those who observe
or study ‘real’ work only. The latter group either do not realise that this
invisible work is done at all, or they regard it as basic — something that
anyone can do — and it is dismissed in the quest to get a fix on primary
work. Star and Strauss (1999) contend that because these types of activities are not regarded as work, skill or knowledge, they are significantly
devalued.
What is defined as invisible work is not absolute (Star and Strauss,
1999) . Muller (1999) explains that ‘invisible’ in this context is not a characteristic inherent in the work itself — it is an attribute of the perspective
from which the work is being viewed. Invisible work is only not seen from
some perspectives: for example, the lens that we use to see work filters
out invisible work if we are looking for activities that can be reduced to
a formula, a prescriptive procedure with defined and usually linear steps.
Sachs (1993, 1995) calls this ‘the functional business view’ that is task oriented. It includes the explicit components of work that are easily recognised by an outsider, and excludes the tacit elements of work, those that
are “silent and understood by the group [of workers]” (Sachs, 1993).
The issue of making invisible work overt and explicit is fraught with
ethical and political dilemmas and it is not always desirable to do this
(Star, 1991; Star and Strauss, 1999; Suchman, 1995b). The purpose of this
section is not to advocate for making all work and every task visible and
formalised. What is pertinent to this research is that an acknowledgment
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and examination of some work that is usually overlooked, for various reasons, is essential to allow for a more comprehensive understanding of local
practice.
A formal work description masks the intricacies and significant details
of how the work was historically accomplished (Seely Brown and Duguid,
1991). It is an abstraction that omits the situated nature of the work being
modelled. The very exclusion of the latter from the formal model of work
leads to the necessity for a special form of invisible work called articulation
work, the topic of the following subsection.
Articulation Work
The concept of articulation work was originally defined by Strauss et al.
(1985): it is the “work that gets things back ‘on track’ in the face of the
unexpected, and modifies action to accommodate unanticipated contingencies”. Moreover, the latter cannot even be preempted as they are “the
contingencies that no one can plan for”, and hence need to be dealt with
locally by means of articulation work (Star and Strauss, 1999). Strauss
(1988) further defines articulation work as a constituent of the overarching process of “putting all the work elements together and keeping them
together”. He suggests too that articulation work may be more accurately
named as “the articulating of work”.
Webster’s Revised Unabridged Dictionary (1913)2 defines an articulation as the state of being jointed, or the connection of parts. It is a hinge
or a joint, and thus, according to Roget’s 21st Century Thesaurus (3rd edition)3 , to articulate is to make a connection, fit together, hinge, integrate
or join. For example, an articulated truck has the prime mover, or truck
unit, which includes the engine and driver’s cab and one or more trailers
containing the cargo. Although the truck and trailer are separate units,
2
3

http://www.dict.org/ [accessed 3rd February 2010]
http://dictionary.reference.com/ [accessed 4th February 2010]
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they function together as one vehicle by virtue of the special coupling device, called a turn-table, on the rear of the truck unit into which locks the
coupling pin on the front of the trailer. This articulation allows turning as
the truck unit can pivot separately to the trailer, but the truck and trailer
can still move only in relation to one another. This is analogous to how
cooperative work is accomplished, where different people are performing
a variety of tasks, but these distinct and distributed elements of work need
to be fitted together in various ways in order for the main purpose of the
work to be achieved. This is the role played by articulation work.
In music, an articulation is a symbol written above a group of notes
that is an instruction on how to play those notes in relation to each other.
For example, it may direct the musician to play the notes as detached from
each other, or smoothly one after the other, or to emphasise each one. It
represents a performance technique that affects the transition or continuity between the note sounds. Similarly, articulation work is that which is
done to enable the main work to be carried out by making adjustments,
creating continuity and smoothing transitions.
According to Schmidt and Bannon (1992), articulation work is peculiar
to cooperative work, and what is more, they assert that the very nature of
cooperative work necessitates articulation work. They first make the point
that the meaning of cooperative work is much deeper than the notion of
interdependence of members in a group working together, merely sharing resources and a common, overarching purpose. They identify the hallmark of cooperative work as a mutual dependence such that each member
“relies positively on the quality and timeliness” of the other’s work.
Schmidt and Bannon then explain that people in a cooperative work
setting must engage in activities that are ancillary in the sense that they do
not appear to directly contribute to the creation of the product or service
that is the raison d’être of the group. However, they see these types of
activities as essential to mediate the cooperative relationships and to coor-
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dinate the work. Collectively, these secondary activities are termed ‘articulation work’ — dividing, allocating, coordinating, scheduling, meshing
and interrelating individual members’ distributed work (ibid.). These authors emphasise that articulation work is the crux of understanding “crucial aspects of how work is managed and effected”, as it is “a pervasive
and ubiquitous aspect of work practices that is essential in the accomplishment of [cooperative] work”.
The “counterpoint to articulation work” is routine work (Star, 1991).
Star considers that routine work can be “packaged up” or rationalised and
thence “protected from the need for articulation”. In contrast, articulation
work cannot be “black-boxed” (ibid.) in this way; its very significance
is that it “is invisible to rationalized models of work” (Star and Strauss,
1999). These authors conclude that because formal work models do not account for local contingencies and the unexpected, when the work is carried
out in practice, articulation work also has to be performed to ensure that
the primary work is accomplished. Gerson and Star (1986) frame articulation work as “the local adjustments that [make] work possible in practice”
because it reconciles local circumstances and “incommensurate assumptions and procedures” in the formal work requirements.
Gasser (1986) identifies two different kinds of work: primary work and
articulation work. He talks about primary work as “directly address[ing]
the specific agendas of the work situation”. He gives an example of a
computer programmer’s primary work as the development of a reportgeneration software module for a complex inventory system. He states
that when local contingencies are brought to bear in practice, articulation
work is necessary to “keep the primary work going smoothly”.
In a rare example of earlier research in the software engineering domain that considers aspects of software development work other than the
obvious technical and procedural ones, Bendifallah and Scacchi (1987) also
discuss primary work and the articulation work required to support it.
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They view articulation work as being what needs to be done when problems arise during a “primary work task chain”. They recognise that this
disruption is inevitable: even if that task chain is well understood and described as an abstract procedure, in reality — when performed in practice
— it is “an emergent process”. They define articulation activities as “special kinds of ‘fitting’ work in which participants try to obtain a good fit
between their patterns of work and the work arrangements in the setting”.
Both Fujimura (1987) and Gasser (1986) note that some articulation
work is, in fact, primary work for some actors, e.g. managers. Star and
Strauss (1999) claim that there is a recursive nature to articulation work:
articulation work, and primary work that is simultaneously articulation
work, may in turn need the support of its own articulation work. Work
tasks can be primary or articulation work, but these are not exclusive and
intransigent definitions; which they are depends on the context. As with
other concepts discussed in this chapter, articulation work and primary
work are not labelled objects, to be treated as absolutes; they are dynamic
relations — between tasks, between tasks and actors, and between actors.
In the same way as Muller (1999) uses ‘invisible’ as an attribute of the
perspective rather than the work itself, Gasser (1986) believes that “the
distinction between primary and articulation work in a given setting rests
partly with the researcher”. What is regarded as primary work and what
is articulation work at any given moment is from the standpoint of the
researcher, based on her analysis of what she has observed in the field.
Articulation Work and Software Development
As well as Bendifallah and Scacchi (1987)’s work cited above, there is other
software engineering research that recognises that work other than the
overt software development tasks is required to get software out of the
door. The underlying, albeit undeclared, perspective nevertheless tends to
be Technical Rationality (Schön, 1983). In this approach, theoretical models and principles of software process are regarded as the ideal way to
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develop software; practical activities that do not fit into or comply with
these need to be improved so that they do.
For instance, Mi and Scacchi (1991) interpret the concept of articulation work as the work that is required to diagnose the problem and get
back on track when some part of the development plan breaks down or
goes wrong when its processes are implemented. They view any deviation from the plan as a breakdown and therefore problematic and in need
of ‘fixing’. In other words, if work practice does not fit with a defined
process or a particular model of development, then the work practice becomes a problem that needs to be corrected (so that it complies with the
abstract process definition).
Furthermore, Mi and Scacchi developed a conceptual model of articulation work — “an abstraction of articulation work” (ibid.). They discuss
“the process of articulation” in conceptual terms, defining a set of stages
and rules, which they use as the basis for a “knowledge-based software
process modelling environment called the Articulator”, ostensibly an expert system to make articulation decisions. The first problem with this
idea is that one of the defining characteristics of articulation work, according to the other authors cited in this section, is that it resists formal
modeling! In other words, it is work which cannot be conceptualised or
rationalised, nor can it be anticipated or pre-empted. The second problem
is that Mi and Scacchi’s research is all theoretical. There is no empirical
work in it at all, let alone any study of real people going about their daily
work. Articulation work is embodied work, done by real people in real
time under real circumstances. People are generally very skilled at working with local contingencies to ‘get the job done’, i.e. doing articulation
work. One of the purposes of computer-supported cooperative work research is to provide technological support for people’s accomplishment of
articulation work (Schmidt and Bannon, 1992). It is decidedly not to attempt to package articulation work into a set of steps and rules that can be
automated!
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An example of research that takes a holistic, non-judgmental approach
to the issue of articulation work in software development is Grinter’s work,
introduced in 2.3.2. The extent to which configuration management systems support articulation work is the subject of one of her earlier papers
(Grinter, 1996). Configuration management (CM) systems are software
tools designed to help manage collaborative development projects, providing support for developers working on complex, evolving software
products. One of the aspects of the support given by the CM tool in her
study was the difficulties of representing the developers’ work, an issue
highlighted by the merging work continually required during collaborative development. ‘Parallel development’ is when more than one developer is working on the same software module at the same time. If they are
changing different parts of the code, merging their changes is relatively
straightforward. Grinter observed that the CM tool makes visible which
lines of code have been changed and the last developer to finish working
on the module selects all the code that needs to appear in the integrated
module to finalise the changes made. Some CM systems even do this integration automatically.
However, if the developers are making different changes to the same
lines of code within the module in parallel, merging the changes to form
one coherent module is a complicated process because “suddenly differences become embedded in the context of how a module works, what
problems and enhancements the developers were working on, and which
solution developers chose to implement” (ibid.). The coordination mechanisms provided by the tool are inadequate to cope with this challenge,
and Grinter found that inevitably one of the developers has to find the
other developer in person. They use face-to-face interaction, while working at the same terminal, to develop, firstly, a shared understanding of all
the changes and how these interact with each other and impact the module’s functionality and, secondly, to resolve the merging issue satisfactorily together. Grinter establishes that the developers have to perform these
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merging workarounds to compensate for the limitations of the articulation
support offered by the CM tool.
More recent work in the area of software development and articulation work is Boden et al. (2008)’s research in German small-medium enterprises which use offshore outsourcing. The organisations that participated in the study use a distributed software development approach in
which they have developers in Russia as part of the development teams.
These researchers examined the problem of distributed cooperative software development work with the aim of identifying articulation processes
and their meaning for the developers. They state that “[as] articulation
work is strongly dependent on situated discursive practices of cooperating
developers it can be analyzed only by taking a practice-based perspective” (italics mine). They go on to cite Suchman (1987), when explaining
that their focus is the relations between the way that the work is formally
organised and the developers’ actual work processes. So, they deem the
latter as “creative reaction to situated work contexts”, rather than a mechanistic following of procedure. We can thus deduce that the authors’ term
“practice-based perspective” refers to the necessity of studying the developers’ work as situated action in order to make sense of it.
Boden et al. found that although the organisations made extensive use
of formal coordination tools such as bug-tracking systems and central feature databases, a great deal of informal communication and discussion between the distributed team members, primarily using instant messaging
systems, occurred as a vital part of their everyday work. These coordination communications were necessary to, for example, clarify specifications,
draw attention to new bugs or problems, decide how best to deal with
them, decide on how to prioritise work, keep project leaders apprised of
actual progress when systems are not kept up-to-date and augment procedures such as testing.
Thus, like Grinter (1996), these authors conclude that formal coordi-
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nation mechanisms need to be significantly augmented by informal articulation work which, more than mere coordination, “manages the consequences of the related distributed nature of work” (Boden et al., 2008).
They also found that a high level of informal articulation work was beneficial as it allowed greater flexibility in dealing effectively with the distributed work issues. The other benefit — a finding that they did not anticipate — was that the higher degree of trust placed in the developers to
get the work done without rigid control of their work tasks and progress
had a positive effect on their motivation.
Suchman (1996) contends that the recognition of articulation work is
fundamental to an understanding of everyday work practice. Further, she
argues that articulation work can only be identified and described as a result of studying work as situated action, a view strongly supported by the
other authors cited in this section on this topic. As the two examples above
(Grinter, 1996; Boden et al., 2008) attest, articulation work is as significant
to software development practice as it is to other types of work. Hence,
in this research an understanding of how a particular group of developers accomplish their work locally, day-to-day, includes a recognition of the
articulation work and its essential supporting role.

3.3

Summary

Haraway, Suchman and Star’s work over the past couple of decades has
strongly influenced the direction of this research. Situated knowledges,
situated actions, boundaries, located accountability and agency will be
discussed again in this thesis, as demonstrated and used empirically by
this research. Suchman’s situated action, Haraway’s situated knowledges
and Star’s infrastructure together underpin both this research and the use
of the other conceptual tools described in this chapter. Most significantly,
they offer worldviews that compel an upside-down, inside-out scrutiny of
ostensibly familiar concepts and definitions of software engineering prac-
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tice, allowing for the emergence of new insights and interpretations.
As noted, the research done for this thesis aimed to raise questions
about and to challenge the software engineering community’s taken-forgranted definitions and models of software design and development work
— what it is, what it does, who does it in what manner, how it ‘should’ be
done. This thesis establishes that these issues in a local context are impacted significantly by the available development infrastructure, as well
as the articulation work required to achieve the primary work of developing a software product. The concepts of infrastructure and articulation work are usually left out of conventional and idealised representations of software design and development work in software engineering
research. However, they are fundamental to this thesis and its findings,
conclusions, implications and recommendations and, together with the
issues discussed in the earlier sections of this chapter, enable me to talk
about the research in a meaningful and useful manner. They are used in
chapters 7 and 8, in particular. Rather than being addressed as theoretical
concepts, as in this chapter, in those later parts of the thesis the concepts
are grounded in the field data and form part of the situated knowledge
constructed from a situated action approach to understanding software
development work.

Chapter 4
Research Design: Ethnography for
Software Development Research
We shall not cease from exploration
And the end of all our exploring
Will be to arrive where we started
And know the place for the first time.
(from part V, ‘Little Gidding’, T.S. Eliot, 1942).
The purpose of this chapter is threefold. Firstly, it seeks to demonstrate
that ethnography, underpinned by the philosophical paradigm of phenomenology and an interpretivist epistemology (Crotty, 1998), is an appropriate research methodology by which to understand the daily work
practices of software developers. Secondly, it emphasises that the findings
of the study were emergent — the aim of the research was not to prove an
hypothesis, but to make sense of professional software development work
practice. And, thirdly, it demonstrates that the insights of this research
are strongly grounded in the rich fieldwork data, so that my understanding of the participant developers’ software development practice has been
allowed to develop and deepen over a long period of time.

88

4.1. RESEARCH USING ETHNOGRAPHY

4.1

89

Research Using Ethnography: Method and
Product

Ethnography is the research method chosen for this work. Broadly speaking, ethnography is the study of a group of people and seeks to answer
questions concerning both the links between culture and behaviour and
how cultural processes develop over time (Fetterman, 1998; Forsythe, 1999;
Hammersley and Atkinson, 1995; LeCompte and Schensul, 1999a). Harper
(2000) introduces the use of ethnography in CSCW research as “simply
one way of looking at how people do their work”. However, he goes on to
say that ethnography “is not always what it seems. It is not as facile as it
sometimes appears, nor yet as elusive and difficult to undertake as some
discussions pretend”.
In this section, some definitions of ethnography are given, a number
of reasons for using ethnography are offered and the philosophy underlying this approach is briefly discussed. The last part of the section lays
out essential characteristics of ethnography that differentiate it from other
approaches that are generally, though sometimes inaccurately, referred to
in software engineering research as qualitative research.

4.1.1

What is Ethnography?

Ethnography is both a method and a written product (Davies, 2007). It is a
research method fundamental to cultural anthropology and sociology, referring primarily to fieldwork and the analysis and interpretation of data
collected by observation, participation and ‘being there’ (Blomberg et al.,
2003; Davies, 2007; Fetterman, 1998; Hammersley and Atkinson, 1995).
Ethnographic fieldwork is intense observation of a group in situ (their normal environment), with iterative and systematic analysis of the collected
data, and reflection on and interpretation of that data during the fieldwork
period as well as afterward (Fetterman, 1998). Standard methods from
ethnography and contextual data gathering include participant observa-
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tion, video-taping, audio-taping, conversations, interviews, note-taking,
taking photographs and gathering site documents (Emerson et al., 1995;
Fetterman, 1998; Hammersley and Atkinson, 1995; Jordan, 1994). Ethnographic analysis is discussed in more detail further on in the chapter: in a
more general sense in 4.3 and the first part of 4.4.5 and then, specifically
within the context of this research, in 4.4.4 and the last part of 4.4.5.
As a product, an ethnography is a written account of the fieldwork
research process, results, descriptions, explanations and perhaps theoretical frameworks resulting from the in-depth understanding gained of the
cultural group studied (Davies, 2007). In a much-cited definition, Geertz
(1973) states that “ethnography is thick description . . . a multiplicity of complex conceptual structures, many of them superimposed upon or knotted
into one another, which are at once strange, irregular, and inexplicit, and
which [the ethnographer] must contrive somehow first to grasp and then to
render”. In order to faithfully convey to others how a particular group organises their world and acts within it, it is incumbent on the ethnographer
to first make sense of these complicated and often perplexing structures
and actions.

4.1.2

Why Use Ethnography?

Katz (1997) suggests that the most compelling “warrant” or reason for doing an ethnographical study is to tell the story of how the “collaborative
and interdependent” activities and interactions of a group of people “create the ongoing character of particular social places and practices”. He
suggests that this narrative purpose is possibly the only way in which social research cases can be reported “without losing their complexity and
narrative order”. He goes on to declare that an ethnography is an important means by which to present the ways in which a people “subtly fit their
lives together over time” in one documentary artefact.
The basic point of ethnography is to gain and represent the worldview
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of a particular cultural group (Harper, 2000; Katz, 1997), to see the world
under study from an insider’s point of view and to describe it in terms
that are “relevant and meaningful” to them (Blomberg et al., 2003). In this
research, it is a group of professional software developers’ understanding
and experience of software development practice that is being explored
and described. Traditionally, ethnography focuses on the ‘emic’ perspective, i.e. ‘the native’s point of view’, in contrast to the ‘etic’ (outsider’s)
perspective. Jordan (1994) distinguishes between ‘emic’ data as the participants’ understanding and classifications and ‘etic’ data as based on the
researcher’s categories.
(Harper, 2000) states that what delineates ethnography is that “it is
a method for understanding what activities mean to the people who do
them”. The emphasis of the research is their perspective (Dittrich et al.,
2008). The emic and etic perspectives are not privileged one over the other,
however. We need to employ both throughout our reflections and analysis, as stated by Goodenough (1968, p.112) in (Lebra, 1976, p.xv): “Emic
description requires etics, and by trying to do emic descriptions we add to
our etic conceptual resources for subsequent description.”

4.1.3

Theoretical Perspective and Philosophy for Ethnography

Together with the theoretical motivations for this research discussed in
chapter 3, the specific theoretical perspective underlying ethnographic study
is interpretivism, in which “culturally derived and historically situated
interpretations” (Crotty, 1998) are looked for in order to understand the
“network of meanings and assumptions inter-subjectively construed” by
group members (Burrell and Morgan, 1979). Myers (1999) defines interpretive research as based on the premise that our knowledge of reality is
gained only through social constructions such as language, documents,
tools and other artefacts, consciousness, shared meanings etc. In other
words, interpretive research is an attempt to understand phenomena through
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the meanings that people assign to them.
Phenomenology is the philosophical paradigm which underpins ethnographic research. It is the attempt to explain our experience, as it is, separate from its origins and development and independent of any causal explanations that historians, sociologists or psychologists may give (Crotty,
1998). This author construes that the implied contrast is with inquiries that
seek to go beyond that which is directly given in our own experience. He
further describes phenomenology as the critique of the generally accepted
or prevailing definitions and explanations for things. He also states that
phenomenology could be seen as objective because it is an attempt to understand something anew — rather than being satisfied with another’s
description of that experience, we should put our usual understanding
into abeyance and see it afresh. He suggests that “it calls into question”
our culture and manner of seeing the world, so instead of taking these
understandings and interpretations for granted, we should try to perceive
things as they present themselves to us as conscious human beings; what
we experience directly, without being coloured or made opaque by prevailing understandings of some phenomena. He sees phenomenology as
inviting us to step away from the cultural meanings and understandings
we inherit, and to engage in true meaning making, to try to make sense of
the phenomena as directly experienced by ourselves. Phenomenology is
described further with reference to Merleau-Ponty in 4.4.1, as part of a discussion of how my own premises and ways of thinking about the world
have developed since the start of my candidature.

4.1.4

Characteristics of Ethnography

Ethnography is a research approach which encourages a holistic modus
operandi (Blomberg et al., 2003; Jordan, 1994). It is one that is not boxed
in by a model or framework or any specified parameters restricting one’s
search to what one ‘should be’ looking for or trying to discover. It is one
in which the researcher deliberately attempts to get past preconceptions,
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assumptions, the expected and the obvious. The motivating question is:
“What’s really going on here?”1 Similarly, (Forsythe, 1999) asserts that the
most important function of ethnographic research is to make visible tacit
assumptions by researchers, participants and audiences so that they may
be critiqued and tested.
In-Depth Sense-Making
Ethnographic research is not traditionally classified as ‘objective’ research;
the aim is sense-making, rather than seeking general features that provide
control and predictability. No hypothesis is offered at the beginning of the
research that needs to be proven or disproven. In fact, the research is openended and contingent upon the emergence of unanticipated findings from
prodigious field data collected over a considerable period of time. The
study is done in situ and does not propose to be replicable or generalisable (Davies, 2007).
The results are not based on large numbers, but on an in-depth understanding of a specific situation drawn from ‘up-close and personal’, prolonged observations (Forsythe, 1999). The data collected is rich, but messy,
resisting formalism. The research is longitudinal and the researcher develops deep understanding over time. Ethnography highlights the everyday,
apparently mundane, and taken-for-granted aspects of practice, as well as
being able to account for those things that change or shift over time, and
those that stay the same.
Ethnography is not an ‘anything goes’ approach; Forsythe (1999) is
adamant than rigorous ethnographic research involves “systematic method
and epistemological discipline”. And while an ethnography is a case study,
a case study is not an ethnography; case studies are used in a range of
other research methodologies that are based on a variety of ontologies
1
Jeanette Blomberg, , public lecture “Ethnography: Twenty Five Years and Counting”
at University of Technology, Sydney, March 2009.
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and epistemologies. Nor is it journalism: ethnographic research with integrity requires methodological rigour that renders it a scholarly endeavour, rather than simply reporting observations, offering opinions or telling
interesting stories.
Triangulated Data, Logic-of-justification
Despite its exploratory and unpredictable nature, ethnographic insight
and authority, i.e. the rigour of the research, comes from deep familiarity
with triangulated data, accountable organisation and classification of the
items, patterns and themes that emerge from the analysed data (LeCompte
and Schensul, 1999b), and the ‘logic-of-justification’ (Piantanida et al., 2004).
Triangulation, where a variety of types of data is collected and analysed, is a feature of the research. Ethnographic analysis and interpretation
is strongly empirical, grounded in the observable and accountable events,
behaviour, activities and conversations reported in the field data in the
form of fieldnotes, company documents, recorded interviews etc.
The logic-of-justification is essential: someone else must be able to follow the ethnographer’s reasoning — the ways in which events are persuasively linked — in reaching the findings and making the conclusions based
on the given data. The clarity of the explanations of decisions regarding
the application of theory to data is thus very important (Piantanida et al.,
2004).
Reflexivity
Reflexivity in ethnography is a recognition that as the primary research instrument, the ethnographer needs to be aware of her own experience and
reactions to the research data (Davies, 2007; Sharp et al., 2000). Being reflexive may involve rethinking one’s positions and ways of being as well
as being aware of their effect on how one does the research and its outcomes (Davies, 2007; Forsythe, 1999; Hammersley and Atkinson, 1995). It
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is actively involving oneself as an informed participant in the research and
constantly challenging one’s assumptions about the field and the relations
one has with the field and the participants (Allan, 1997; Forsythe, 1999). It
means the researcher should provide an explicit picture of her background
and experiences, and regularly acknowledge her biases and assumptions
and analyse how these have affected, or may affect, the research as it progresses (Davies, 2007; Hammersley and Atkinson, 1995).
The emergent and interpretive nature of the ethnographical approach
leads to distinctive findings that cannot be fully duplicated by any other
study. The value of ethnographic research lies not so much in the authentication of its results by similar studies, but rather in its potential to contribute to a extensive body of insights into the subject.

4.2

Ethnography and Culture

Given the fundamental characteristics of the ethnographic research approach above, this section serves to emphasise that ethnography means
writing about the culture of groups of people. A distinction of ethnography is that the research focus is not on understanding the behaviour and
motivations of people as individuals. What is of interest is the group’s
culture shared by its members and that characterises and distinguishes
the group (LeCompte and Schensul, 1999a; Jacob, 1987).
An ethnographer’s work focuses on the patterns that together constitute a particular group’s culture, including activities, tasks and practices.
LeCompte and Schensul (1999a)’s definition of culture is repeated here:
“Culture consists of the beliefs, behaviours, norms, attitudes, social arrangements and forms of expression that form a describable pattern in the
lives of members of a community or institution . . . . Culture can also be
regarded as a mental phenomenon [i.e. comprised of ] what people know,
think, believe, understand, feel or mean about what they do”.
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(Geertz, 1973) defines culture as “a context, something within which
[social events, behaviors, institutions, or processes] can be intelligibly–
that is, thickly–described”. He explains the propensity of ethnography to
foreground the mundane, differentiating the culture of the group without
making it seem exotic and incomprehensible: “Understanding a people’s
culture exposes their normalness without reducing their particularity . . . .
It renders them accessible: setting them in the frame of their own banalities, it dissolves their opacity.”
It is essential to appreciate that culture is not an individual trait. In
order to be regarded as part of a group’s culture, the behaviour, belief or
practice must be manifest by the group as a whole — exhibited by most
of the members over an extended period of time. Thus, for something to
be deemed as cultural, it must be shared and persistent (LeCompte and
Schensul, 1999a).

4.3

What People Say They Do, What People Do
What people say, what people do, and what they say they do are entirely different things.
(Margaret Mead)2

The absolutely crucial role that fieldwork plays in building an understanding of a group’s cultural behaviour lies in its emphasis on observing people going about their daily business in their usual surroundings. Simply relying on a person’s answers to questions about what they do is not
enough (Blomberg et al., 2003). Forsythe (1999) asserts that as “people’s
verbal representations of their own behaviour are often partial and sometimes incorrect”, it is essential to observe their behaviour, as well as talking
2

several Web sources attribute this quote to the ethnographer Margaret Mead, but I
have not been able to find the source of her original use of it.
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with them about it.
There are a number of reasons for the discrepancies between what people say they do and what they do in practice. Some aspects of their practice
are often so fundamental to the practice that they have become invisible to
the person who performs them; thus it does not occur to that person to tell
the interviewer about them (Suchman, 1994b). Blomberg et al. (2003) agree
that people are usually not aware of their habitual behaviour and, further,
state that people have limited memories and thus they report selectively
on what they have done. Blomberg et al. (2003) add that the complexity
of the situations being recalled makes it difficult for them to envision, let
alone articulate, what has actually occurred. People reconstruct their descriptions of what they did from memory and, as they cannot recall it all
accurately, they describe it in a way that seems to be credible and rational
(Curtis et al., 1988; Seely Brown and Duguid, 1991). This is partly because
people assume that this is how they are expected to work and also, retrospectively, they genuinely believe that this is how they have gone about
things (ibid.).

4.3.1

Analysis of Cultural Behaviour

Patterns for behaviour and patterns of behaviour are analytic devices that
are used to manage this issue of what people say they do not being consistent with what they do in reality.
Patterns of behavior represent behavioral variations or choices
in the group; patterns for behavior represent cultural expectations for behavior Jacob (1987), cited in LeCompte and Schensul (1999a, pp.22–23).
These authors suggest that culture can be considered behaviourally in
terms of what people are observed to do (actual behaviour) as opposed
to what they are expected to do, or say that they do (‘norms’ or reported
behaviour). Actual behaviour is portrayed by ‘patterns of behaviour’: ex-
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pected behaviour by ‘patterns for behaviour’. Comprehension of individuals’ behaviour is not the point of ethnographic search; the focus is a set of
describable patterns which occur over time, that are repeated by most of
the group members, most of the time. Together, these patterns constitute
the culture of the group, and it is the emphasis on culture that sets ethnography apart as a research approach (ibid.). The spotlight is on practices
(what people are observed to do) versus norms (what people are expected
to do).
Patterns For Behaviour
‘Patterns for behaviour’ (PfBs) convey what people are expected to do;
they prescribe normative behaviour. They define standards of what, why,
when and how a group should get things done. In general, there are PfBs
in prescribed approaches to getting work done in any organisation, and
they are typified by formally defined company policies, procedures and
guidelines. PfBs are often defined and referred to in official company documents, and have labels or names that have become part of the company’s
vernacular. PfBs are often touted as company best practice which the developers are required to adhere to in their work practice, and may be held
to account if they do not. If asked what they do and how they do it, people will often describe their work in terms of PfBs, reporting these as an
accurate representation of their daily practice.
In the context of studying people at work, PfBs are formal models of
work, abstractions, as explained in the previous chapter, section 3.2.2. The
traditional model of work implies that if one simply follows the processes
i.e. the PfBs, the work gets done. Or, conversely, if the work is accomplished, the assumption is that it was because the process was followed to
the letter. And if the work is not completed as expected, the assumption is
that it was because the process was not followed precisely enough.
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Patterns Of Behaviour
‘Patterns of behaviour’ (PoBs) are observed behaviours in a particular situation: the steps that people take and the activities that they perform in
practice in order to get their work done. They are often ad hoc activities
performed in order to complete a formal task. These may or may not comply with the specified PfBs. Their implementation may even be facilitated
or implicitly supported by the tools and processes officially provided.
The difference between the concepts of patterns for behaviour and
patterns of behaviour is crucial in an ethnographic study, where the focus is on what people are observed to do in practice, in order to address
the question “What’s really going on here?”, rather than relying on abstract, disembodied suppositions about human action, as conveyed by
‘patterns for behaviour’. However, in differentiating between patterns for
and patterns of behaviour, the reader should not assume that patterns for
behaviour are rejected as meaningless or useless. Patterns for behaviour
are often wrongly perceived as accurate representations of practice as it
is performed. As models of behaviour, they are abstractions of possible
actions and are thus limited representations of what people do in practice.
The importance of patterns for behaviour is the recognition that they are
resources for people’s actions, resources that people make use of in their
work practice, but they do not adequately represent or describe work that
is done in practice.
Note that there is no value judgement involved in defining behaviour
as a pattern for behaviour or a pattern of behaviour. In themselves, patterns for behaviour are not ‘good’ and patterns of behaviours ‘bad’, or vice
versa. Together, they are an analytical tool to explore practice, drawing our
attention to aspects of it that may not be apparent otherwise, but they are
complementary, and should not be viewed or used dichotomously.
PfBs and PoBs are characteristics of the researcher’s perspective; they
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are not inherent in the behaviour itself. Specific PfBs and PoBs for a particular group are derived through the researcher’s analysis and thus they
are not necessarily how the members of the group would define their behaviour themselves.
I have made use of the analytical concepts of PfBs and PoBs because
they are ethnographic tools I came across at a time when I was trying to
work out some apparent inconsistencies in my field data. I had noticed
that most of my fieldnotes were about what most of the developers were
actually doing much of the time, while, in discussions with me about how
they performed their work, what they talked about was primarily formal
policies and procedures. As a novice ethnographer, I could not reconcile
these differences and why they were there. So, to begin with, it was initially resonance with what I was accumulating and analysing in my fieldnotes that made these tools seem useful, but they became crucial to my
analysis and interpretation of the patterns that I was finding in my data.

4.4

My Experience of Using Ethnography

In 2.2.5, as part of the literature review in chapter 2, I discussed some
reasons why I considered ethnography to be a good choice of research
method when studying software developers’ work practices. As part of
the reflexivity process, Davies (2007) recommends that ethnographers reflect on and identify their personal reasons for choosing a particular ethnographic research project. As I stated in the introductory chapter, my own
research interest is not in abstract theory, but in grounded, empirical investigation and, for this project, I was interested in software production
in practice, as a human endeavour. In ethnography, the researcher is the
primary research instrument, which suits me very well — I want to ‘be
there’, in the thick of it, doing the field study for the research, observing
the practice and then analysing and interpreting this grounded data as a
whole, with a view from somewhere, not from an ‘objective nowhere’ (see
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3.1.2 for a discussion on objectivity).

4.4.1

Thinking About Knowledge

I learnt to follow the mundane, taken-for-granted aspects of practice more
by accident than design, because I needed to understand them in order to
follow the developers’ work (primary work that at the time I perceived to
be ‘design and development’, whatever that might have meant!) I thought
that if I could get to grips with the technical aspects of their work, get to
know their tools, I would then be able to ’discover’ what they actually
did every day by seeing past the distracting obstacle of their technology.
Steeped in conventional SE knowledge — as a consequence of my tertiary
education and training, my experience as a software developer and teaching programming and software process in formal courses — I initially set
out in my fieldwork to find ‘software design’ work, as if it were some object to unearth. Also, as a programmer, I am used to identifying direct
cause-and-effect, or condition-event scenarios, so that I can design and
write logic statements in code. So, initially in this research, I looked for
stable and passive objects or things that were software design. Gradually, however, I realised that, firstly, there were no such objects just waiting around somewhere for me, or anyone else, to dig them up. Secondly,
rather than objects, it is the agency of the world being studied and the relations between phenomena that are most interesting and revealing.
I developed sensitivities to the epistemological and ontological assumptions underlying most SE research, assumptions which are very rarely
even acknowledged in the literature, let alone explicated. These assumptions are fundamentally that the research is underpinned by an objectivist
epistemology with a positivist theoretical perspective. It was quite a while
before I realised how strong a pull this default stance had on my research.
Though deliberately wanting to start from a different position, as I was
uncomfortable with the prevailing SE research on practice, these assumptions kept floating up and influencing my thinking about the fieldwork

4.4. MY EXPERIENCE OF USING ETHNOGRAPHY

102

observations and data and what I was ‘looking for’.
Transformative Texts
Interactions with my principal supervisor, especially, and other members
of my research laboratory on research skills and on the way that we viewed
the world, and knowledge about it, were invaluable. Our regular lab
reading group sessions, specifically, encouraged me to turn things upside
down, as my perceptions, understandings and assumptions were challenged. Readings over the years, particularly, Merleau-Ponty’s (1962) book
Phenomenology of Perception and Haraway’s (1991) Situated Knowledges essay, provided the impetus to rethink my epistemological and ontological
positions, biases and assumptions.
Merleau-Ponty’s Phenomenology. Merleau-Ponty’s philosophy deeply
affected my standpoint on ways of approaching the world and examining how humans live in and deal with it. I found (and still find) his work
extremely difficult to read and comprehend, the most challenging writing
that I have read to date by quite a large margin! It was initially made accessible to me by my supervisor’s work on technology design and human
agency (Robertson, 2002), which draws significantly on Merleau-Ponty’s
phenomenological philosophy, and subsequently in the reading group discussions over many months. The crux of the introductory part of his work
(Merleau-Ponty, 1962) is that the “world is polarized around the subjectobject dichotomy” and that both of the dominant scientific approaches to
‘objective’ understanding, empiricism and intellectualism, rely on implicit
assumptions about a pre-objective world (Macann, 1993). The main aim
of Merleau-Ponty’s phenomenological reflection is to lead us back into a
“pre-objective” realm, a “lost world” in which we attempt to go back to
the “immediacy of an experience” before it is hidden within explanatory
layers from science or common sense (ibid.).
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Haraway’s Lived Meanings. If Merleau-Ponty’s work showed me that
there are other possible, perhaps more fundamental, paths to thinking
about the world, giving me a sense of what these might be, Haraway’s
(1991) work gave me the conceptual vehicle in which to travel along some
of these new paths, on my own thinking journey. The concept of situated
knowledges and the idea of multiple ‘middle-grounds’ (Haraway, 1991)
turned my previous understanding of research, scholarship, worldviews
and motivations inside-out. Having previously understood research to be
either entirely objective and therefore, trustworthy, or completely subjective and thus somewhat suspect, the idea that there were more than two
alternative, opposing and stable views of the world and knowledge was
both astonishing and liberating. I also found her writing very difficult to
make sense of initially, partly due to a lack of detailed structuring, which
seems to be usual in the humanities disciplines, but primarily because of
its ironic tone. Whilst I still do not find her work easy to read, I am now
comfortable with her style and come to grips with the content much more
readily.
The Suchman Effect. Suchman’s (1987) work on situated action was not
one of the reading groups texts after I joined the lab. However, her work
on human-machine communication is fundamental to the research done
there. The expectation, although never deliberately voiced, seemed to me
to be that, as a doctoral student in this lab, at some point early in one’s
candidature, one read it, got to grips with it and applied the principles it
espoused appropriately! On the advice of my mentor, I had read her seminal work, Plans and Situated Actions (Suchman, 1987), when I was trying
to ascertain what research I would do for my PhD and how I would go
about it, before I submitted my proposal. The principle of situated action
confirmed for me that the way I should investigate software development
practice was to do an ethnography and observe professional software developers performing their everyday work in their usual environment.
Nevertheless, it was only after I became a member of the lab as a doc-
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toral candidate, and had many stimulating informal conversations about
Suchman’s work with my doctoral supervisor, who is also the lab director, and fellow students that I really grasped the import of it and the shifts
that I needed to start making in my research approach. Situated action and
Haraway’s situated knowledges, along with a few other conceptual tools
from these researchers, their influence on my research thinking and their
use as conceptual tools in this thesis, are discussed in detail in chapter 3.
Gradually, but consciously, I made the sometimes disconcerting change
from a positivist standpoint to one in which knowledge is not a given,
waiting to be exposed; it is the outcome of an embodied activity, people
constructing meaning. This thesis is what I understand to be the developers’ view of the world, but it is my construction of that view. My story
and representation of it has a different flavour to a representation of it
constructed by another researcher or by one of the developers, as theirs
would also differ from one of the other developers. As laid out in 3.1.2,
multiple, local and partial viewpoints that are transparent and open up
debate provide the only possibility for authentic objectivity.

4.4.2

As Stranger and Novice

As an outsider, I had to learn about the developers’ infrastructure, something that appeared to ‘come naturally’ to them. Of course, this is only a
perception: Star (2002) asserts that learning the local infrastructure is a criteria for membership of any group. As a relative stranger to the participant
company and its culture when I began my fieldwork, I took on the role of
a novice (Karasti, 2001; Blomberg et al., 2003), a very important stance in
ethnographic fieldwork. On the other hand, technical work such as software development is almost impossible to comprehend unless one already
has some knowledge and experience of it. Thus, as a professional, I was
able to interact with the developers as an equal with regard to software
process and its practice in general, and my technical background gave me
a different measure of respect and ‘kudos’ in the developers’ eyes. This
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enabled me to glean information about their practice and infrastructure
from conversations and observations that would have been impossible as
a lay person. However, finding their infrastructure and technical aspects
of their work so challenging to understand meant that simultaneously, I
asked novice-like questions about things that may have been obvious to
the Raptor developers.
Also, although I had taught Agile development concepts for a couple of
years to my senior students, my own professional software development
experience was primarily in large, conventional software development environments, using very different languages and other tools to those used
at Raptor. This meant that although I could engage with the developers
at some level with their work, and I was not afraid or wary of the technical aspects of it, again I was a novice when it came to their programming
language, development environment and development methodology and
techniques.
In addition, if I had had a specific hypothesis in mind, or even a more
honed research question, when I started my research for this thesis, I may
well have continued to have the attitude that the infrastructural aspects
were extraneous to their work and looked past them as mundane, trivial
elements of their work towards the ‘more important’ things that were obviously design and development tasks.
What is important to note here is that in the earlier stages of this research, as a typical software engineering researcher, my view of technology, particularly, was that it is a given, stable and inert, and therefore of
little consequence to an understanding of the developers’ practice. The
recognition of the importance of the relations between the developers’
practice and their infrastructure that emerged here was built, as with outcomes of any scholarly research, by “standing on the shoulders of giants”3 ,
3

a phrase frequently attributed to Sir Isaac Newton with regard to the development
of new knowledge, but the original source has been traced back to the twelfth century
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in this case primarily those cited in this section and in chapter 3.

4.4.3

Working in the Field

The participant company was extraordinarily open to this research. I was
very fortunate in that the CEO offered me access to anyone and anything
in the company to investigate and observe wherever I deemed necessary.
I did not have to negotiate to contribute anything directly to the participant company to gain access to the field site, despite having considerable
software development and programming experience. And certainly, this
knowledge enabled me to observe and understand the work practices of
the participating developers at a much deeper technical level than would
have been possible by a lay fieldworker.
The first few months were spent familiarising myself with the technological environment and the organisation of the employees, and very importantly, gaining the trust of the participants. During my site visits, I observed the developers’ everyday work practices in their normal work environment, investigated company documents, policies and resources such
as email, attended developer meetings and held conversations with the
developers. The data collected is mostly in the form of written fieldnotes,
which I transcribed into electronic form. There is also a large collection
of developers’ email communications, a number of company documents,
including statistics, and some audio recordings and photographs. I used
the fieldnotes and my subsequent comments and reflections to guide and
focus my observations in preparation for the ensuing fieldwork.
The system of work practices, tools and processes in the participant
company are complex and technical and it took me several months to gain
a useful understanding of what each of these elements are and how they
interact. Initially, most of my observations were of the more visible elements; e.g. team structure, the physical environment, interactions between
(Merton, 1993)
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individual software developers and teams, emails, user documentation,
and the overall structure, interface and functionality of the software product. Later on, as I gained a better understanding of these, I found I was
able to observe the software developers’ work practices at a more technical, less visible level; e.g. program code, processes for compiling, building,
integrating and testing changes and enhancements to the software, tracking development tasks, as well as the more subtle interactions between the
developers.
This lower-level understanding increased my confidence and helped
me to identify emerging research questions in the context of software development. I do not believe this would have occurred without the prolonged fieldwork undertaken. This is also true for my relationships with
the participants, and the kind of information I was able to glean from them
in informal interviews and conversations. The detail that was voluntarily offered to me became progressively more technical, possibly as a result of the participants realising that I could understand and appreciate
the more technical aspects of their work. Easterbrook et al. (2008) discuss
some practical considerations when choosing an appropriate research approach. For ethnography, these authors opine that the researcher needs to
find a community where she is accepted as a member, which might not be
possible unless she has appropriate technical experience.
As previously mentioned, doing the fieldwork and observing the work
practices of the software developers is something for which I thought that
I was (and am) particularly well suited. However, the fieldwork was very
scary at first: as an outsider, I initially felt rather exposed and unsure of
myself, and some of the participants were wary of my presence. Feelings
of inadequacy and self-doubt are common amongst ethnographers; see
Davies (2007) for further examples in the literature. For several months of
the fieldwork, I felt very shy when I arrived at the office, unsure of who
I should sit with or talk with, or even whether I had a legitimate reason
for being there! I learnt to trust myself and my self-confidence grew with
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each visit. This is an important reason for undertaking a lengthy period
of fieldwork, but perhaps even more important is the building up of trust
and relationships with participants, so that they understand why one is
there and what one is doing. In time, I was regarded as ‘part of the furniture’. At the end of visits, developers often asked me when I’d next be
in; for instance, one time I visited, the developer who asked this question
seemed disappointed when I replied that I would not be in until the following week. Some noticed my absence if I had not been there for a week
or two, greeting me, for example, with “Haven’t seen you for a while!”.
I found during my observations that participants have different ‘comfort zones’ and levels of trust with the ethnographer, ranging from the
over-cooperative to one or two who were completely unwillingly to participate, with most somewhere in between. I also had to learn to be wary
of the ‘local looneys’ — employees who tend to be whingers, or have an
axe to grind about their work situation, and who see the fieldworker as a
convenient sounding board for their woes! Some half a dozen participants
were my ‘key informants’, those who willingly and regularly shared their
daily work lives with me in a particularly useful manner.
Tools of my Trade
My tools of the trade consist of common ethnographic equipment: still
camera, digital voice recorder, pad and paper, and, in the latter part of
the fieldwork, a Tablet PC. The latter has handwriting recognition software that saves me a great deal of transcription time, and a built-in audio
recorder, which is less intrusive than a separate audio recorder. One reason I prefer to write notes, on paper or on the Tablet PC, is also that it is
less intrusive, distracting and threatening to have me sitting silently writing while observing, versus tapping on a keyboard, with a screen creating
a physical barrier, albeit small, between myself and the participant being
observed. I also developed a few personal tools, such as interaction maps,
one of which appears in Figure 4.1, to keep track of face-to-face interac-
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Figure 4.1 Interaction Map used to Record Developer Interactions

tions between developers.

4.4.4

Data Management

The repeated cycles of data collection, analysis, reflection, refinements and
adjustments require a plan for each visit to be based on prior data collected
and analysed; e.g. shadow a particular developer, follow a particular product, observe a particular process. Data repetition, or even better, triangulation, where different types of data are collected about the same repeating
phenomena that can be used to confirm the analysis, is very important to
the consistency and rigour of the research.
Miles (1979) in Singer et al. (2008) talks about qualitative data as an
“attractive nuisance”! So much data of various kinds is collected in a field
study, the problem is how to render it manageable and analysable. And
this problem is an order of magnitude more challenging in a longitudinal
study. After only a couple of months of research, I had pages of notes,
maps, emails, recordings and company documents, which continued to
accumulate exponentially. The challenge is that ethnographic data resists
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formalism. My aim was to ‘make friends’ with the enormous amount of
data that resulted from my fieldwork, which at times threatened to become overwhelming, and to get to know it intimately. The organisation of
handwritten and electronic notes was crucial to effective analysis.
To make sense of this data, I employed strategies such as using sticky
Post-It Flags, which I stuck onto hard copies of my fieldnotes, using different colours for different issues and patterns that seemed to be emerging. I
cut up other hard copies of the fieldnotes into smaller pieces representing
data items and marked them using coloured Textas (pens). I spread these
cuttings out over the floor, and arranged and rearranged them into various groupings of the data items, which gradually formed patterns.
Another way of managing this data was to reorganise the fieldnotes
(primary data) so that they were in tabular form, based on the analysis and
emerging data items, patterns and themes, with specific quotes, dates and
instances, but which also indexed the field data so that I could access appropriate parts of it quickly. Categorising and tabulating the accumulated
data made it far more accessible and manageable. After a while, however,
the tables, that I had been recording in a word-processing document by
copy-and-paste from the transcribed fieldnotes, became so large that the
application could no longer cope with the demand and kept crashing.
As a database designer, my long-term solution to the data management
dilemma was obvious: I designed a database to support the categorisation
of data into items, patterns and themes, and for which I could formulate
on-the-fly, and store for later use, different kinds of queries about the data.
The database serves as an index to the relevant fieldnotes only: it does
not store the data itself. Ethnographic data largely consists of narrative
writing in the fieldnotes, and it is crucial that data is not analysed out of
context (Geertz, 1973).
Using a database to index the data was my way of dealing with com-
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plexity as a technical person. Paradoxically, perhaps — given that I designed it to simplify the data and make it more manageable and accessible
— instead of reducing or eliminating the complexity, this approach opened
it up for me and helped me, firstly, to become comfortable with its richness
and, secondly, to analyse it more holistically.
Two aspects of the above approach are noteworthy: firstly, the physicality of data for me — I find I can analyse and conceptualise more efficiently and creatively when I am holding the fieldnotes in my hands, or
can see it and can manipulate it within a physical space. Secondly, I decided against using a qualitative analysis database package such as NVivo
because I want to know and control the way my data is stored, accessed
and used and, in these software packages, the technology hides the analysis reasoning and the engine used for it. As a technical person, I want to
decide on these details and implement the decisions myself, so that I can
articulate the reasoning behind my findings.
During this research, I had a conversation with a colleague about the
use (or not) of off-the-shelf qualitative analysis software, and the possibility of designing and using my own database to index the data in my
fieldnotes and construct my own queries. She commented that the latter
approach is “like making your own bread: you know your own ingredients, and the mix and method that works for you, and you’ve learnt and
refined it over time, doing it for yourself repeatedly”.
Also, during this process of reorganisation, I became au fait with the details, whilst concurrently forming a ‘big picture’ view of the data collected.
Being able to distill the data items whilst having the categories, patterns
and themes visible at the same time enabled me to balance these different
levels of data and to analyse them more consistently and effectively.
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Reflection, Analysis and Writing

Reflection, analysis and writing are used by ethnographers to make sense
of their data. Ethnographic analysis is iterative, with data collection (fieldwork) and analysis occurring in short cycles (Jordan, 1994), and the results of the analysis shaping what happens in the next stage of fieldwork;
e.g. what the ethnographer‘s observation focus will be on her next visit.
Also, after a few of these iterations, the ethnographer is able to anticipate
events, interactions and activities, and to predict more with time, based
on what has already been observed and analysed, whilst still being open
to the unexpected happening in the field. Regular writing is fundamental
to the ethnographic research process (Emerson et al., 1995) — reflection on
fieldwork notes and other collected data, notes on what to look for in the
next visit, draft narratives — which leads to further data collection and
analysis, until ‘saturation’ is reached: the point where there are no more
surprises in the observations made during fieldwork.
Ethnographic Data Analysis
In order to make sense of what they’re doing, ethnographers need to simultaneously use different levels of inductive analysis as they go along
(Fetterman, 1998; Jordan, 1994; LeCompte and Schensul, 1999a,b):
• items are events, behaviours, statements, activities and practices that
are significant because either they occur often/regularly, or are necessary to other items, or are rare but effectual, or, contrary to the
ethnographer’s expectations, are not present at all
• related items form patterns — a pattern is comprised of a group of
items that ‘fit together’, or constitute a predictable, consistent set of
behaviours (or beliefs, activities or practices)
• relationships among patterns organise them into structures or themes
— perennial aspects of the culture such as assumptions, goals, values, worldview
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• the final, overarching level of analysis is interpretation, providing
“the meaning of the structures in relation to existing or new theoretical frameworks” (LeCompte and Schensul, 1999b, p83)
Writing is a form of ethnographic analysis in itself, and thus, in this
kind of research, it is far more than ‘writing up’ a report of the research
process and its conclusions. Articulating coherently, in a single text, such
diverse research elements as analytic findings and narratives of the participants’ daily working lives is another way to analyse, challenge and verify
one’s understanding and interpretations of the local situation.
I found Emerson et al. (1995)’s monograph on ethnographic analysis
and writing particularly helpful in learning how to construct the written
ethnography by grounding the analysis and findings in the field data, using selected excerpts from it to demonstrate my logic-of-justification and
to build my argument. This reinforced my supervisor’s advice: “Whenever we are trying to figure out how to structure our writings about practice we need to start from that practice . . . always go back to the data.”
Using Existing Theory
In addition to using the fieldwork data as the primary, empirical source for
analysis, ethnographers should also know and build on existing research
and theory, where it can be supported by the data. For example, about
halfway through the fieldwork, I read Star’s (2002) paper on the ethnographic investigation of infrastructure. However, it must have made little
impact on me at that stage as I had made no notes on it, other than the
dates that I had found it and read it.
Several months later, for reasons I cannot recall, I read it again. It was
a few weeks into a semester’s sabbatical in which I aimed to do some intense analysis of my fieldwork data collected to date. I had spent those
weeks learning to manage the complexity and volume of my fieldwork
data. After analysing my data to the item level, and building up a basic
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pattern matrix, I had several patterns based on related items. An overarching theme or structure that related the patterns was beginning to form,
but it was not yet something that I could name or explain with confidence
or clarity. On rereading Star’s paper, I recognised, with great excitement,
properties and relations in her discussion that were reflected in the items
and patterns that had emerged during the analysis of my fieldwork data.
Thus it was that I found that one of the themes emerging from my analysis
was congruent with her concept of ‘infrastructure’.
I employed the notion of infrastructure only after I was deeply embroiled in the fieldwork and its analysis. This concept was not something
that I deliberately set out to ‘look for’ or understand in my study, nor was
it something that drove the analysis. It was not imposed onto the fieldwork data, as it was brought into the research process only after the bulk
of the analysis was complete. It served, firstly, to corroborate what had
emerged independently from the grounded data during analysis and, secondly, it gave me a scholarly way to write about my findings.
Infrastructure is a conceptual tool for this research, not an analytical
tool, so I do not discuss it at any further length in this chapter. Star (1999,
2002)’s concept of infrastructure is expatiated in subsection 3.2.1, as part of
the discussion of conceptual frameworks in chapter 3. The phenomenon
of Raptor’s local infrastructure, and its relations with product and work
practice, is at the heart of the findings of this study and is examined in
detail in chapters 6, 7 and 8.

4.5

Ethical Issues

From the beginning of this research, I have prepared, and committed to,
a comprehensive ethics protocol which passed a rigorous assessment by
the university’s Human Research Ethics Committee (HREC), and was allocated approval number UTS HREC 2004-022. I have only kept data on par-
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ticipants who have given me their informed and signed consent (Davies,
2007). All raw data that I collected — fieldnotes, interviews, recordings,
photographs etc — is available only to me and to my supervisors, who are
bound by the same ethics protocol.
Blomberg et al. (2003); Davies (2007); Fetterman (1998); Hammersley
and Atkinson (1995); Jordan (1994) discuss the importance of trust and
ethical issues in ethnographic research. In addition to the annual reports
on this project that I submitted to the HREC, I also offered regular reassurance to the participants of what I was doing and why. I did not show
notes about one participant to another participant, and I stated this periodically when working with participants. I did not discuss observations
of specific participants with other participants, and this helped to reassure
them that I would not do so with the data that I had collected on them.
I did not ‘report back’ to superiors about an individual’s behaviour, and
in fact, ensured that any feedback or results that I gave to senior management was given to the participants at the same time. Perhaps the most
important characteristic of the ethnographer is her integrity, and her consequent considerations and handling of sensitive matters. This is of crucial
importance to rigorous and beneficial research. Participants have to trust
the ethnographer, who is privy to a great deal of their working lives that
others may not be. It is very important to develop close, extended relationships with the participants, which takes time. The word soon gets around
the group about whether the researcher is trustworthy or not.
My research was not focused on individual competence or behaviour.
Ethnographic research is focused on shared and persistent behaviour and
practices manifest by most of the group and repeated over time. My research was focused on finding these patterns of behaviour and practice
by making sense of what software developers did in their daily work. I
emphasised this with participants before and when necessary throughout
the fieldwork. Some participants, concerned about the results of the study,
needed more assurance than others, and reminding them of this principal
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gave them confidence that it was not their own work and behaviour and
competence that was being examined and exposed.
Participants’ identity is protected in any publishable work: I use fictional names for each participant, as well as for company artefacts. Photographic and video data, as with the descriptive data, are primarily for
my use and analysis as the researcher. I have undertaken not to use this
type of data in any public work, unless I have the individual participant’s
express and written permission to do so, with their identity digitally disguised if they prefer.
My primary obligation as an ethnographic researcher is to my research
participants, by protecting the data that I have collected on them and making appropriate use of the results of the research. I am bound to the safe
storage of this data, and to maintain the confidentiality of this data, as well
as the anonymity and privacy of the participants. During my fieldwork,
I regularly reassured participants of my continued vigilance in the matter of the confidentiality of all of my research data, and reminded them
to contact me immediately with any concerns they might have had in this
regard.

4.6

Summary

A concluding comment on the experience of ethnographic research is put
succinctly by Fetterman (1998):
The irony is that good ethnography requires the researcher to
pursue the detours, and to become lost in the culture in order
to learn the terrain.
This is accomplished by intense fieldwork, coupled with immersion in the
rich, complex data and inductive analysis of it, over a significant period of
time. The rigour of the research process and its findings depend on a deep
understanding of a specific situation, gained from analysis of prolonged
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observations and strongly grounded data, triangulation, reflexivity and
unambiguous logic-of-justification. It is not clear early in the research process, or even in the midst of it, where the work is finally going to lead.
Neither the journey’s route nor the final destination is mapped out, and
they only gradually become apparent as one progresses. This makes the
ethnographic approach to research both very challenging and very exciting!
In this chapter, I have given an overview of ethnographic research and
the principles that characterise this approach. I have described how I went
about the research for this study, giving a detailed account of my experience of the fieldwork, analysis and writing. I highlighted the development
and changes I underwent, particularly with regard to epistemology and
ontology, during my doctoral candidature and which ultimately shaped
this thesis.

Chapter 5
On Being a Raptor Software
Developer
This chapter provides a context for this study into professional software
development work practice. Its role is to give a sense of, firstly, the nature of the participant company, Raptor Systems (a pseudonym), and the
type of software development work done there and, secondly, what daily
work was like for its developers at different stages: early in the fieldwork,
a few months after that and about one year into the study. This is done
by describing the organisational setting, the company’s raison d’être and
some of its history. Then, narrative accounts are related of three working
days of a fictional developer, Ada1 , who is a composite of the participant
developers.
A note about the use of the term ‘developer’: in this research, the focus is on the work practice of people whose major objective is to produce
working program code as part of a large and complex software system
1

Ada King, the Countess of Lovelace and the daughter of the poet, Lord Byron, was a
mathematician in the mid-1800s, and is generally regarded to be the first computer programmer. She suggested to Babbage a plan for how his Analytical Engine, an automatic
calculating machine, might calculate Bernoulli numbers. This plan is now recognised as
the first computer program. A programming language developed in the 1970s and used
extensively by the U.S. Department of Defence for software development was named
“Ada” in her honour.
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product. Although a very significant part of their time is spent programming, their jobs require far more than simply writing code, and the term
‘software developer’ describes their role more comprehensively and completely than ‘computer programmer’. Further, the contracted form ‘developer’ rather than ‘software developer’ is used in this thesis, partly for
convenience, but primarily because that is the term used by the Raptor
participants themselves.

5.1

The Fieldwork Setting

As mentioned in section 1.2, Raptor specialises in developing software
products for international supply-chain logistics providers of services such
as freight forwarding and customs brokerage. It does not develop customised software for individual clients, but provides an Enterprise Resource Planning (ERP) software suite2 , called Connect, that supports the
rules and regulations of the industry as a whole and that companies in the
industry purchase to support their own operations. Although Connect,
has been developed as an ERP product that is bought ‘off-the-shelf’ by its
customers, it has been done with the close co-operation of half-a-dozen
‘special’ clients in the industry, who give ongoing input to development
process in the form of requirements specifications, functions, features and
testing of the product. In addition, the CEO and a number of the project
managers have significant working experience in freight forwarding, logistics and customs. This specialist understanding of the industry ensures
that the developed product supports its unique requirements.
The Connect product has been developed to be used in several different countries. Customs regulations differ quite markedly from one country to another. Thus, taking on the first client from a new country entails
2

An approach where all the data and functions from different departments in an organisation are centralised and integrated into one single software system with several
modules to support the various functions, and which usually uses only one database system (instead of than having data, functions and activities split over several databases and
software applications).
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a major enhancement to the Connect solution code, originally written for
Australian clients. At the time of the fieldwork, the product had already
been modified for use by New Zealand and Malaysian clients, and new
code for South African clients was started during the second part of the
fieldwork period.
Established in the mid-1990s as the result of a merger of two other companies, the company’s growth has since been steady and often exponential, in the number of branches, employees, countries in which it has a
presence, clients, sales and turnover. It acquired four other companies in
its first decade, including its largest Australian competitor in 1999 and, in
early 2005, it merged with an American software development company
supporting the customs industry there. It has merged with or acquired
several companies globally since then, and has strategic alliances with a
number of other companies in the industry across the globe.
After more than a year of initial, intense development, Connect started
‘going live’, i.e. being used by its clients in their day-to-day operations,
only a few months before I started my fieldwork.
Raptor Systems has won some significant awards for the Connect product. In the first year of my fieldwork, it won the Consensus award for its
Connect software, as well as the Microsoft-sponsored Realising Potential
award for innovation. The following year, one of the major supermarket
chains in Australia gave the company its annual Information Technology
(IT) Supplier of the Year award in the category of Applications Software,
over its other major suppliers who included SAP and Oracle. It has won a
number of other industry awards since the fieldwork period. Raptor was
AS/NZS/ISO 9001 certified one year after its formation.
By the end of my fieldwork period, the company employed about 90
information technology (IT) professionals across the globe. It had nine
branches, in seven countries, and over 800 client sites had implemented

5.1. THE FIELDWORK SETTING

121

its main software product. Much of this growth took place in an 18-month
period during the fieldwork, due to the rapid increase in the number of
clients globally who bought Connect. During this time, the number of local software developers grew from 50 to 60, the majority of whom work
solely on the development of the Connect product. Although there were
some developers in other countries who worked on it after the significant
growth period which coincided with my fieldwork, this offshore work was
cut back dramatically after a couple of years and the software development work on Connect once again became the responsibility of only the
local developers in Sydney. The company has since continued to enjoy
steady growth. On its website, accessed in late 2009, Raptor claimed to
have the largest client base for this type of software in the world, providing solutions to more than 1 300 client companies, with 33 000 users across
45 countries.

5.1.1

The Physical Environment

On my first visit, I was most struck by the layout of the physical work environment, and how this reflected the organisational hierarchy and work
culture. The company took up the entire third floor of the building, one
large, open space of approximately 700 square metres. At that stage, all the
staff in the company worked on one floor. A few months after I started my
fieldwork, to accommodate its growing number of employees, the company started renting the floor above as well. The engineering, financial,
sales and marketing and other administrative staff moved upstairs. The
developers and client support staff continued to work on the lower level.
The third floor was for the most part open-plan, except for inside walls
surrounding a central area containing the very small kitchenette and two
cloakrooms, with access from inside the office, a meeting room in the
north-west corner, and the small lobby area on the north side of the floor
with two lifts and access to the stairwell. There were two locked glass
doors enclosing the lobby; to get into the office, one required either an au-
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thorised electronic access card, or had to ring a bell on the main company
door and have someone inside buzz one in by pressing an electronic button that unlocked the door.
The floor space surrounding the walled central area had some square
concrete, supporting pillars and some smaller round pillars housing electrical cables spaced at regular intervals. Large overhead metal cable racks
had fluorescent tube lights hung from them. The outside walls were mainly
windows from waist-height to the ceiling. These were covered with lightgrey vertical blinds, and for the most part, they were kept closed, so that
little of the outside world could be seen, although a fair amount of natural
light came through.
There were a few filing cabinets and some small bookcases on each side
of the office, and a couple of servers with various peripherals and racks in
glass-door cabinets were against one of the inside walls. There were also
a few large, potted plants placed around the office. The rest of the inside furnishings consisted of rows of four to six workstations (desk, chair
and computer), placed so that each employee sat facing another employee,
albeit with their two computers between them when seated, and an employee on one or both sides of them. No panels or dividers separated the
desks. Only about three metres separated each of the rows of desks.
Once the company started using the upper floor as well, the developers
took up about three quarters of the third floor space. The rest of it on the
north side — where the meeting room had been dismantled and moved
upstairs to create more space — was used by client support and logistics
employees.

5.1.2

Organisational Culture

The organisational hierarchy was almost flat. The developers worked together in the open-plan environment where everyone — developers, team
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leaders, managers and support — had their workstations. No one had a
separate office, including the CEO, managers and more senior developers.
They all worked side-by-side, with the same kinds of desks, chairs and
workstations.
The physical environment was thus very conducive to face-to-face interaction. Developers frequently stood up and went over to another’s desk
to discuss development issues, or called over to someone if they had a
short query that could be answered quickly. It was thus not a quiet atmosphere; there was a constant buzz of people talking and moving around
the room. Despite the fact that developers sometimes called or talked to
a developer several desks away, I did not observe anyone raising their
voice or shouting. This noise and activity appeared to be treated by the
developers as ‘white noise’ and they seemed to be able to ‘tune out’ conversations which were not relevant to them or to which they did not wish
to contribute. Frequently a developer working at their workstation would
‘tune in’ to a nearby discussion, contributing either briefly by throwing in
a comment and then returning to their work, or by actually becoming part
of the discussion group, maybe walking over and joining the group, or
remaining seated if they were close enough to the group to speak without
raising their voice.
Some people personalised their desks with photographs or knick-knacks,
and some of them had paper and pens or pencils on the desk, or computer
books or ring-bound manuals. A number of the desks only had a screen,
keyboard, mouse and telephone. There seemed to be a high degree of trust
among the staff as I often noticed wallets, keys and mobile phones left on
the owners’ desks for the day, even if they were not working at them all of
the time. There was also a certain amount of hot-desk seating. If a developer was not at work on a particular day their workstation was likely to be
allocated to a visitor from other branches, or researchers such as myself,
for example.
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The building that the company rented had a café and shop downstairs,
with an outdoor eating area as well, and developers frequently took breaks
there, either to have coffee or a take-away meal, or to go outside in the
fresh air to eat their own food and drinks, or to have a smoke-break, on
their own or in pairs or groups. There were not fixed start and end times
to the working day for the developers, although some of them started as
early as 7.30am, and many were still at their desks well after 5pm.

5.1.3

Team Structures

When I began my fieldwork, the developers were divided into different
product development teams, each with half a dozen developers. Each
team sat together in adjacent desks and focused on a particular ‘product’
of Connect, e.g. Accounting, Customs, Freight. Most teams had a Product
Manager leading them. There were also four Project Managers, each of
whom was the team leader of a specific team, but they also worked closely
with other teams. They tended to be analysts rather than programmers,
and had many years of experience of software development in the freight
and customs industry, as well as business experience in the industry as
customs brokers or similar. The difference between Project Managers and
Product Managers was not clear-cut with regard to the team leadership.
Basically, the Project Managers worked closely with the clients to identify their requirements and were the company liaison during the product
installation and bedding down. The Product Managers focused on the
product development work performed by their team of developers.
The A-team did not do product development, but focused on software
architecture, middleware and the development environment. This team
created and maintained software infrastructure, including in-house tools
such as the system testing software, as well as architectural code for Connect.
About a year into the fieldwork period, the team structure changed
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so that there was a new Scheduling team, whose function was basically
project management, workload management and task scheduling, taking
on the role of the former Project Managers. Each product team was still
led by a Product Manager, and consisted of a mix of senior and junior
developers. Each team also had a Scheduler member, often the Product
Manager, who worked together with the Scheduling team to assign tasks
and manage their team’s workload. A new Productivity Manager had the
responsibility to ensure that the work was prioritised and allocated most
efficiently; she met with every team every day to keep tabs on who was
working on what and what the progress was on these jobs. There were also
new roles called Code Reviewers, senior developers who inspected developed code before it could be checked in for the system tests and builds.
Initially, there were only two Code Reviewers, but more developers gradually took on this role, with the aim of eventually having one Code Reviewer per team. In some teams, this was initially the Product Manager.
This is a general description of the organisational setup, but it was a
reasonably fluid one. Some developers had more than one role at one time
and they picked up or dropped roles as the work requirements changed.

5.1.4

Raptor’s Development Methodology

The developers at Raptor Systems used an Agile software development
approach (AgileAlliance, 2001), as described in section 2.4. In addition,
the development process was based on Test-Driven Development (Beck,
2003), an Agile approach in which writing tests for the functional code is
an integral part of the design and development instead of being a separate
development stage near the end of the traditional development life-cycle.
The most significant element of the Test-Driven Development methodology used by the company was the principle of Test First, referred to as
a ‘core practice’ by Raptor management. The developers are expected to
create automated tests, each called a ‘unit test’, for all modifications that
they make to the program code. These tests are supposed to be written
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before any new functional code is written. Part of the automated test harness used in code development, a unit test is code written specifically to
automatically test one small piece of function code. Unit tests should be
written is such a way that each test is isolated and independent of any
other test, to ensure that when a test fails, it is obvious what has failed,
where in the code it has failed and when during the execution it failed, all
of which make identifying the problem much more straightforward (ibid.).
The automated testing system (ATS) used by Raptor is described in more
detail in section 6.2.3.
The other significant influence on the way that program code is developed at Raptor is object-oriented programming (OOP). This is an approach
that is based on the idea of encapsulation: structuring the code in such a
way that both the data about something and the set of functions that operate on that data are packaged together (Cockburn, 1998). An ‘object’
is defined by its ‘class’, a template describing the functions, or ‘methods’
for that class, along with a description of the data variables in the class.
Unique, individual instances of the class are generated during program
execution and these are the ‘objects’.
An object of a certain class knows how to perform actions, e.g. printing itself or creating a new instance of itself, rather than the function (e.g.
printing) knowing how to handle different types of data, as in procedural programming3 . Each object contains its own values for the variables
belonging to its class and can respond to calls, from other objects, to perform one of its methods. All that an object in the system needs to know
about any other object is what methods that object can perform. The specific implementation of each method and all the object’s data are hidden,
or encapsulated, inside the object. An object-oriented program is organised as a collection of objects that work together (Staugaard Jr, 1997). The
execution of an object-oriented program is essentially a series of calls from
3

The Free On-line Dictionary of Computing http://www.dict.org/ [last accessed 25th
Aug 2010].
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one object to another and the called object executing one of its methods in
response.
This section has been a general account of the field site: how the company is organised and how the development work is dealt with overall.
While this gives the broad context for the fieldwork, in the next section,
some stories — based on real events, conversations and actions — are related that are indicative of the developers’ daily work experience.

5.2

The Working Life of a Raptor Software
Developer

The intention of the narrative in this section is to give a comprehensive
look at the everyday work practices of the software developers before discussing the analysis and interpretation of the data and the significance of
the findings in later chapters.
As this is an ethnography, it is essential that the data should be understood in a holistic manner and this chapter contributes to that kind of understanding of the situational context, rather than simply presenting data
as discrete items. The events and experiences recounted in the following
stories are a condensation of what I observed with many developers and
on many occasions, and thus is a typical ethnographic view of the data.
The three narrative episodes offered in this section are collections of
real events that occurred in each time period, although not necessarily to
the same developers or on the same day. To an extent, these episodes are
representative of the daily working experiences of the participant developers during the fieldwork period, but the work practice of this group should
not be seen as being limited to the happenings narrated here. Creating a
fictional character and producing a story of her work, reduces a complex,
and possibly tedious, depiction of many events involving numerous char-
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acters performing innumerable tasks over a fairly lengthy time.
This is similar to the approach that both Wenger (1998) used in his doctoral work on communities of practice and Higgins (2007) in his study of
a group of Irish software developers. Wenger recounts two detailed vignettes of the daily work of the insurance claims workers at the company
where he did his fieldwork. He did this partly to draw the reader into his
story about the insurance claims processors, underlining that the study is
about real people doing real work, but primarily so that the later parts of
his book make sense within the context of the participant company and its
workers. Higgins constructed an ‘apocryphal day’ in order to “point out
aspects of mutual understanding embedded in the social dynamics of the
workplace” and “to convey crucial regularities, temporal flows and orders
of a typical working day” (p.472).
Through the narration several patterns in the developers’ work life become apparent. This should help the reader who is unfamiliar with ethnographic work to begin to get a sense of the type of data and structuring
of it that are important to this research approach. The stories are extracts
from the entire fieldwork period and illustrate changes that occurred in
the developers’ work experiences during that time. There is a sense in
which the incidents in these episodes provide a narrative timeline instead
of a diagrammatic one.
The first episode is based on data collected during the early months of
the fieldwork. The company is characterised by the fact that its members
constantly changed its processes, as well as created and updated tools regularly, to improve their practice. So, the other two episodes focus on work
typical of that observed during site visits a few months after I started my
fieldwork, and then on fieldwork done about six months later. This is to
illustrate the changes that took place over time.
Although the main character in this account, Ada, has significant soft-
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ware development experience, most of it in the logistics industry, by the
beginning of the fieldwork period she had worked at the participant company for less than a year. The development approach and organisational
structure was different from anything she had experienced before in other
companies. She is a member of the Customs team and, as a product developer, her job was to create and improve code for the Customs module
of the Connect system, adding required, tested and quality code to the
product released to clients as often as possible.

5.2.1

Episode One: Autumn

As with most of her developer colleagues, Ada started work at about
8.00am each weekday. There was no clocking-in regime or in fact, any
check made on individual developers’ starting times, but most developers had started by 8.30am or so. She turned on her machine and while it
booted up she went to the little kitchenette in the middle of the office floor
to get some tea.
The first thing that Ada did on returning to her desk was to log into
her machine and check her email inbox. The developers each received
hundreds of emails per day. A large percentage of these were ‘silent exception reports’, emails automatically generated and sent from clients’ implemented, live systems which notified the developers of bugs (errors) in
the product Connect. Normal exception reports where there was an error
in a client’s system for which the user had been given an error message
were also automatically emailed to all of the developers. Although these
emails were very detailed, with information about what classes, methods
and system modules the errors had come from, the developers could see
at a glance which of them pertained to their own work or which they were
responsible for fixing, and most of them would just immediately delete
those that were of no import to them. However, given that these were received in their hundreds every day, Ada found this was a time-consuming
and distracting task.
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Ada also received emails directly from Connect users who had a problem with their system — either because the user did not know what to
do or because they thought that there may be a bug (error) in the system.
Although there was a support desk, the users tended to contact the developers directly (particularly if they had received help from them in the
past) and the developers would need to investigate and decide whether it
was a training issue or a bug. Even if it was a training issue, the developer
would often help the client/user directly, over the phone or with email.
This was very time-consuming — sometimes it could be a couple of hours
in a day — and although she always tried to be polite and helpful to them,
Ada felt that dealing directly with users, and giving ad hoc user training,
was distracting and should not be part of the developers’ responsibility.
Ada deleted all the emails that she did not need to attend to, and then
started “tidying up” some code, a task that she and another developer,
Josh, in her team were doing together. They were going through the Incidents list, which documents which code tasks needed attending to, for
the Customs module of Connect, and systematically sorting out code that
was duplicated or “code that [did] nothing”. Ada opened up the class
code that she had checked out to fix and started working on it. After she
had run a couple of unit tests, her team manager, at the desk next to hers,
asked her to test some functionality by pretending to be a novice user. Ada
first emailed the database developer about some fields she wanted added
to the database that they had discussed previously, and then opened the
file with the code to do the functionality test. Ada added some new code,
and commented out some other code.
She then went over to Josh’s desk to check with him what he was working on. They agreed that he would mark all his jobs as ‘in progress’ in the
task management system Connexion and then she would choose different
ones to work on. Ada returned to her workstation and continued to work
on the code related to the functionality testing. She added another unit
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test, compiled and executed the code and its unit tests, which all worked
as expected. She changed the tab order on the form displayed by the code,
and recompiled and reran the unit tests successfully. She went back to her
‘code tidy’ work, and concentrated on this for the next couple of hours, periodically checking her email Inbox, both for new emails, and going back
to find emails related to the code tidy tasks that she was working on.
Ada was supposed to always use the Test First approach, i.e. write a
unit test before changing or adding any code, but she didn’t always do
this because sometimes she was “not sure how to structure the change”.
So, often she coded some functional code first to get an idea of “how it was
going to turn out”, and experimented with it a bit, after which she wrote,
compiled and executed the required unit test, designing it to fail. After
she modified the functional code, she would re-execute the unit test, to
ensure that the test was only passing as a result of the functional code being executed. She also tested the change in ‘user mode’, i.e. she would run
the Connect product that was installed on her local machine and which
contained her recent code changes. If she was satisfied that the updated
code was working correctly locally, she often asked her Product Manager,
the CEO, a Project Manager, or whoever had asked for the change, to confirm that her work on it was acceptable and could be checked back into
the main codebase.
Just before lunch, a Crikey! occurred, as it did several times in a day.
This event signalled that all the unit, system and integration tests on the
entire software product had been executed and none had failed. Thus,
the developers had a Green Light to check in their completed code. Ada
wanted to check in both her code tidy work and functionality testing before too many other developers checked in their code, so that she wouldn’t
have much code merge work to do. She quickly downloaded the latest
complete code for Connect by executing the program GetLatest, did a local build on her machine with her modified code, ran her unit tests again
and merged her code with that for Connect. After having some problems
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with bindings4 , she ran the unit tests again. This time they worked and so
she checked in all her code.
Checking in was ad hoc and the decision when to check in code was the
individual developer’s responsibility. An icon on their desktops showed
a Green Light when it was okay to check in because the latest auto-testing
cycle had completed successfully. A Red Light was shown when the last
test run had some failures, and the developers were not supposed to check
in code. Usually, developers checked in whatever code they had completed and which had passed their unit tests only when there was a Green
Light. Ada noticed that developers did sometimes check in urgent code
even when the light was red, if they were confident that it would not cause
any failures.
The rest of Ada’s day was spent in a similar fashion — jumping between classes of code, emails, building and testing software, and regularly
speaking to other developers, mostly in her team, but also in other product
teams and the A-team.

5.2.2

Episode Two: Spring

A few months later, when Ada came into work and opened up her email
inbox, there were only six new emails. Ada thought that this was very
odd, considering that usually there were hundreds. She fired off an email
to the other developers, asking what was wrong, as she had so few new
emails. One of them replied almost immediately, telling her that nothing was wrong, but that new software had been implemented that sent
the silent exception reports from live client systems to the Issues Manager
(software that categorised these problems and made them available to the
developers in a separate list), instead of their being emailed to the developers. Developers would have to open up the Issues Manager and filter
4

data bindings provide the developer with a way to create a read/write link between
a control on a form, e.g. a textbox, and a data source used by the application, usually a
database field.
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the issues list so that they only had to look at ones that were relevant to
them. This meant that the number of emails that each developer received
daily would drop by hundreds, but they would have to check the list of
issues occurring on a regular basis so that they could fix the ones for which
they were responsible.
One of things that Ada liked about working at Raptor was that it was
okay to get help from other developers. One could work with another developer all day on something and there was no stigma attached to it, as
working together was an accepted part of the work approach. At the previous company Ada worked at, each person had their own work and did
it by themselves; there was not much pair or group work. In fact, Ada was
in a different office to the other programmers, and frequently had to go
to the next-door office to ask things. When she did, she felt that she was
imposing and interrupting, whereas the environment at Raptor Systems
was conducive to interaction, and everyone was open to it, and it was actually expected. The open-plan office layout facilitated interaction and at
any time of the working day there were pairs working together at workstations, or groups of two or three developers standing around another
developer’s desk discussing work, or even coding together.
The system architecture and design as a whole was not written down
anywhere. “In theory, the CEO knows it,” commented Ada and added
that this kind of knowledge was actually “spread out” as it resided “in
different people’s heads”. During the first few months that Ada was in
the company, if she wanted to know something about the product, she
had to specifically ask someone who may have that knowledge, as there
was very little actually documented. There was also no manual documentation in the program code, and so there was no record of why changes
were made to the code. The SourceSafe version control software kept a
history of who made what change when, but did not record the reason for
the change, and Ada thought that “both would be good”, as it would help
developers understand later why the code was designed in a particular
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way, and what it was supposed to achieve.
However, she also admitted that regular documenting would be timeconsuming, and suggested that as soon as something was documented it
was out of date anyway! The lack of documentation meant that developers had to work closely with each other and ask lots of questions about
the code and software product as a whole. If someone didn’t know the
answer to a query, they would ask someone else.
In late winter, a member of the A-team had set up a developers’ Wiki,
and some developers had started to use it. There were descriptions of
the company’s development approach, and a number of the processes and
tools, as well as explanations for the most commonly used local terminology and concepts. Ada had looked up a couple of things in it, and read
through some of the contributions, but had not used it extensively, nor had
she added anything to it herself yet, mainly because she still felt a relative
newcomer, and not confident enough to put her understanding of how
things worked in writing for all the developers to read and use. As the
most significant ‘core practice’ in the company’s development approach,
there were of course already contributions about Test First on the Wiki.
The importance of Test First in the development methodology was apparent in how it had become second nature to so many of the developers,
particularly senior developers, whenever they needed to add to or modify
the software product code. Ada was working with another developer on
some new Customs module code. After some discussion about how this
new Connect code related to the architecture code and the .NET framework, the other developer said, “Oh, I feel a test coming on . . . !”
Ada’s workload consisted of tasks allocated to her by her team manager, other developers and the CEO, direct client requests for help via
email or telephone and the client support desk, test failures caused by code
that she had checked in, and reported exceptions in code that she had de-
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veloped or modified previously. Some of the tasks she had to attend to
were recorded in the Connexion system’s Work Items module, such as the
‘code tidy’ jobs she had been doing with Josh, but this was not a complete
list. A great deal of the work that she had to do, its priority level, an estimate of how long it would take, or the time it actually took to complete,
was not recorded anywhere. She kept a daily handwritten ‘To Do’ list in a
notebook on her desk, but frequently found that she was doing unanticipated jobs as she was asked to do them during the day, and the jobs listed
for her attention in the Work Items module were not attended to unless
they were very urgent. Since she had started with the company the previous summer, Ada had often found it difficult to prioritise her work tasks,
and to focus for any length of time on one task.

5.2.3

Episode Three: The Following Autumn

At last, Ada was having her code reviewed! A week or so previously, she
had submitted a request for a Code Review to the newly formed Scheduling team, as developers were no longer allowed to check in code unless
it had been inspected and approved by a Code Reviewer. This new Code
Reviews system had been in place for less than a month, and there were
only two reviewers, so there was a substantial backlog of code to be inspected. She had not been able to check in this code, and had just kept it on
her machine while she continued with other work. Now, one of the Code
Reviewers had been scheduled to inspect her code and she was showing
him the work that she had done.
The review was a very long one. Ada and the reviewer had started just
after 7am, and finished at 4pm that afternoon. The reviewer commented
at one stage during this marathon session that he was aiming for shorter,
more frequent reviews! One of the issues of concern to Ada and other developers was whether to do code refactoring5 on code that they did not ac5

improving the design and code without changing what the code is doing, i.e. without
changing its functionality
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tually need to change for their current task. Should they improve code that
they could see was not well designed, or was even incorrect, that was not
related to their current coding task? The reviewer used the software called
AQtime to check test coverage, and there was a significant amount of code
that was not verified by a unit test. This was a very thorough review, and
a significant amount of detailed code was inspected and redesigned and
Ada recoded a lot of it whilst the reviewer was working with her. There
were some other changes to be made that the reviewer asked Ada to do on
her own after the review. Ada made a handwritten list of the tests that she
needed to code, which the reviewer planned to check later the next day.
Ada then went to speak to a member of the Scheduling team. Last
week, she had had some other code reviewed and the reviewer had marked
this code as approved on the appropriate record in Connexion. The checkin scheduler (one of the senior developers) could see which code needed
to be checked in, and prioritised the code for the next Crikey!. He then notified the developers responsible for this code that they could check it in.
Ada hoped that some of it would be hers today, as it was over two weeks
since she had been able to check in any code, and she was feeling rather
frustrated about it. Her code had not been priority code and had been continually pushed down the check-in queue. When she asked the check-in
scheduler when she would be able to check the code in, he replied that
as long as nothing large or very urgent was requested for check-in later
that afternoon, she would be able to check in her code first thing the next
morning.
Ada liked the discipline of the code at Raptor Systems. She felt that
the code base was professional, “intelligently written and useful to learn
from” ; the code structure helped her “remember how and what to do
next time”. The coding standards, reflection tests, and unit tests gave
her “peace of mind” about her code, along with the Code Reviews, from
which she “learnt a lot”.
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As mentioned earlier, in her first few months at the company, Ada
sometimes found the lack of code documentation impeding: if she needed
to understand some code and its purpose, and could not work it out from
the code itself, she would have to ask one of the other developers. The
Wiki had been updated regularly over the previous few months by a variety of developers, though mostly experienced ‘long-termers’.
Most of the formal policies, processes and tools had entries on the Wiki,
as well as several informal ones on individual developers’ pages. Now
that she had been there for over six months, Ada felt confident enough to
contribute to the Wiki, as well as using it as a primary reference. She had
recently created her own pages on the Wiki, which she used as a notebook
for herself but, being part of the Wiki, the other developers could access,
use and edit them. Ada put in notes about the module that she was working on, remarks about the code and user interaction design, definitions of
local terminology and descriptions, and comments about local processes
and procedures. She had also copied a lot from her personal Wiki page
notes to the main Wiki pages for the Customs module, as her contribution
to the community resource.
Ada was still most likely to ask someone to find out something, and
then use the Wiki if she couldn’t get the answer in a timely manner. However, she found that nowadays if she asked something that had already
been put onto the Wiki, she received a Wiki reference back as the answer.
The expectation now was clearly that the developers should use the Wiki
as an information resource, in contrast to a year before when the default
source of clarification had been one of the other developers.
These days Ada was only assigned work by her team manager, who
fielded all requests for work for the team and decided who would work
on what, and recorded these decisions in the Connexion software. This
was very different from a year ago, when Ada received requests to do
work from numerous people and sources, and had great difficulty de-
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ciding what work to do when. Ada could open up Connexion and do a
search for work that had been assigned to her. So before going home, she
checked for her assigned tasks in the Work Items list. She looked through
the records of her tasks and sent herself an email, prioritising the work she
wanted to do after she had completed the work suggested earlier by the
code reviewer, which she hoped to complete the next morning.

5.3

Summary

In this chapter, a general description of the participant company was given:
its purpose, size, physical environment and how the employees, and their
work overall, was organised. The layout of the developers’ office and
the physical proximity they have to each other, the development methodology, with its Agile character — most significantly the Test-Driven approach — the arrangement of the teams, the allocation of different product
modules for development to the teams and the relatively flat hierarchy together provide a milieu in which the development of third-party software
products is done in a manner unique to Raptor.
This was followed by a narrative of a typical developer’s daily experience of their work, in the form of three stories over one year, each recounting one day’s work typical of that period in the fieldwork. The narrative
offers a distillation of the fieldwork data, related in story form to highlight several features of the work environment and the manner in which
work is accomplished on a daily basis by the developers. The reason for
the staged approach here was to give a sense of how the developers’ work
and their environment changed over time. These changes and their effects
are analysed and discussed later in chapters 7 and 8.

Chapter 6
Infrastructure for Raptor Software
Developers
By temporarily bracketing the dynamic nature of technology, we assign a “stabilized-for-now” status (Schryer1993) to our technological
artifacts. This is an analytic and practical convenience only . . .
(Orlikowski, 2000, p.411)
In the stories recounted in the previous chapter, it is apparent that as the
developers perform their daily work, they spend a considerable amount
of their working time interacting directly with their infrastructure — the
technology enabling the development of software, together with the company policies and standards they are expected to adhere to. This is also
implicit in a large part of their conversations with each other. Therefore,
studying their everyday work practice calls for an investigation into their
use of infrastructure and its role in their primary work. However, before
we can embark on this, we need to have a sense of what comprises their
infrastructure — what is it made up of and how do these components relate to one another?
Orlikowski (2000) claims that in both research and practice we frequently amalgamate the concept of the technology as artefact with the
technology’s use. She defines the former as “the bundle of material and
139
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symbol properties packaged in some socially recognisable form, e.g. hardware, software, techniques”, and the technology’s use as “what people
actually do with the technological artifact in their recurrent, situated practices” (p.408). She indicates that the problem with this conflation is that
it tends to represent and reinforce the notion that technology is a stable,
fixed entity used passively by people. Technology never exists in its “raw,
artifactual state” (Grint and Woolgar (1995, p.289) in ibid., p.425). Orlikowski maintains that technologies are “never fully stabilized or ‘complete”’ (p.411) because they change as an effect of their use in practice:
they are formed and reformed continually over time by people’s recurrent
engagement with it, and by the “situated activities of its use” (Suchman,
1996, p.408).
As pointed out in this chapter’s opening quote, the distinction between
the use of a technology and its artefactual character is an analytic one, not
an ontological one (Orlikowski, 2000). This distinction is made deliberately in this chapter, where the constituents of the infrastructure are talked
about as if they are temporarily stable, “fixed, black boxes for a period of
time” (ibid., p.411). As her definition of technology as an artefact includes
“techniques” as well as tools, I interpret Orlikowski’s notion of technology to be applicable to the concept of infrastructure in this thesis. The
starting point for the investigation of the developers’ infrastructure is an
understanding of the basic elements of that infrastructure — an analytic
view of the infrastructure as artefact, or more accurately, as a collection of
artefacts — without which subsequent discussion of its situated use by the
developers will be inscrutable.
Note on the use of fonts: as originally mentioned in the introductory
chapter, words that are part of the participant developers’ vernacular are
differentiated within the text using a sans serif font which looks like this
and direct quotes from the participant developers recorded in my fieldnotes are formatted in a slanted font which looks like this.
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Local Infrastructure for Raptor Developers

The elements of that infrastructure are described here as if it were passive
and inert, in a manner that is analogous to looking at and discussing a
photograph of what comprises the infrastructure. A photograph is a static
image of something from a particular viewpoint, at a specific moment.
When we look at a photograph, we know that it is a snapshot of something — it gives us a glimpse of what the image was briefly, but we know
that it is one frozen in time, and we do not mistake it for a representation
that fully describes the scene and its subjects as they exist and behave in
real life. So, the local infrastructure, largely comprised of technology, is
described in this section as a series of snapshots taken to introduce the
constituents and basic structure.
As the development approach used in the participant company is Agile, program code is the major software artefact. Although requirements
are progressively documented, there is very little in the way of formal design diagrams or separate documentation of development decisions and
process. The focus of the development effort is producing working program code, and thus the development infrastructure is set up and maintained to support programming, testing and updated product releases in
an Agile environment.
It became apparent to me that one of the ways to identify an infrastructure component is that the developers do not explicitly talk about using it.
So, when explaining what work they are currently busy with, a developer
will refer to the design or development activity itself, not the tool(s) they
are using to perform the task, for example: ‘I am changing the layout of
this form’, or ‘I am changing the functionality here . . . ’. They do not say
something like, ‘I am using SourceSafe to check-out the class where the
functionality needs to be changed . . . I am using Visual Studio’s Window
Forms Designer to define the layout of the form . . . ’. If they are following
a process, and maybe using a software tool to do so, they will remark, for
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example, ‘I need to get this [completed job] scheduled for check-in’, and
then use the job entry in the Work Items module of the production system
to mark it as ‘Fixed Pending Check-In’ to accomplish this task. It is often
in what they do not specifically mention, but are using in practice to perform a task, that one can identify some kind of infrastructure element or
tool, one that the developer seems to be taking for granted and is unacknowledged.
The developers’ local infrastructure is not restricted to that realised by
software applications and other technology as tools of their trade. It also
consists of policies, processes, standards and other intangible elements
that are used in the development of the complex software product Connect. The technologies are software applications (mostly proprietary) and
automated tools for checking out code from projects, changing or adding
program code, compiling and building code on local machines, designing
graphical user interfaces (GUIs) or forms, code testing, submitting new or
changed code, automated system and integration tests and building release versions of the software product. Much of the automated tools and
processes are developed in-house by the developers themselves.
The processes — or Patterns for Behaviour, a concept defined in 4.3.1
— that the company expects the developers to adhere to during their daily
work are of two main types: development methods, and organisational
policies. The former comprise the company’s development methodology
— how they develop software — whilst the latter make up the project
management approach. An example of a development method is the Test
First design approach, in which the developers are required to design and
code a unit test to test some functionality, before writing the program code
to implement the functionality. There is no automated process to enforce
this approach; the developers are expected to design their programs in this
way, and to accept the responsibility to do so.
One organisational policy adopted in the later part of the fieldwork
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Figure 6.1 Raptor Infrastructure

period was that the developers could only do development work that had
been previously recorded as a Work Item in the Connexion system. For
most of these methods and policies, even those that were not automated,
there was a software product that either supported their use, or reminded
developers to adhere to them or, at a subsequent step in the development
process, brought to light the fact that they had not adhered to them.
I have divided the infrastructural elements into three main types, as
seen in Figure 6.1: primary software development tools, secondary software development tools and, lastly, policies and procedures. Each of these
will be dealt with in a separate section below.

6.2

Primary Software Development Tools

As well as developing a software product for third-party use as their primary daily work, the developers have their own software systems, e.g.
programming language, development environments, batch programs, that
are used by the developers for design, coding, testing, compiling and sys-
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tem building. These tools appear in Figure 6.2, and each is either part of
the Integrated Development Environment (IDE), version control software
or the automated test harness.

Figure 6.2 Primary Software Development Tools

6.2.1

Development Environment

The IDE used by the developers includes a code editor and a compiler
provided by an edition of Microsoft’s proprietary software Visual Studio
in its .NET framework, which specifically supports the development of
code written in the C# programming language.
Visual Studio has a function called Intellisense in its code editor, which
helps developers by automatically generating code and completing typing for the developer by performing searches on language elements and
for such things as names of class methods and properties. This usually
saves the developers a great deal of time when they are typing code.
While the editor and compiler are part of the proprietary Microsoft
IDE, the build program was written in-house by the Raptor developers
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themselves. It is called BuildIt and it makes use of .NET’s build.bat program to build all the solutions that together constitute Connect on a developer’s local machine, including the code that the developer has checked
out and changed. It is never executed independently; it is only run when
called by another in-house program, GetLatest, described as part of the
next subsection on version control.

6.2.2

Version Control

Version control of each of the myriad code files in a development system is
essential for the organisation of multi-developer projects. A version control software system automates some or all of the revision control process:
it tracks, and provides some control over, changes to source code, documents and other information stored as computer files in a large project. It
is most commonly used in software development, where a team of people
may change the same files.
The Raptor developers use Visual Studio’s SourceSafe application to
check out (i.e. download onto their local machine) a copy of the files containing the code that they need and this software keeps track of what
code is checked out, to whom, and it handles version control. A database
stores the different versions of all the files used in development. The software also manages multiple check-outs, and merging of source files that
have been changed by more than one developer simultaneously when the
changes are checked back in. Developers check out files containing program code that needs modifying or fixing, or code that may be used by the
enhancement or fix, or code that will help them understand what needs to
be done on their current job. MyCheckOuts is an in-house program which
lists all code checked out to a specific developer.
GetLatest is a batch file which retrieves the current version of the Connect source code from SourceSafe and then runs the BuildIt program. As
GetLatest does not cause SourceSafe to merge any changes with the code
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files that a developer has checked out, the build may fail, and the developer will have to modify their code to cater for the problem.
A couple of months into this research project, a newer and faster build
tool, QuickGetLatest, also created in-house, was made available to developers. This program executes in about one quarter of the time of GetLatest. If the developers simply compile the code that is currently on their
machines, and haven’t ensured that they have the latest versions of all the
code, they sometimes have errors with their code as someone has changed
and checked in other code since they checked out their code.
Before the developers build and compile their changed or new code,
and before they integrate it into the Connect product, GetLatest should be
run as this program ensures that the latest version of the Connect code solutions from SourceSafe are uploaded onto the developers’ local machines,
and will be used during the automated build-compile cycle for their modified code.
According to Farley’s Free Dictionary, the word ‘codebase’ means an
implementation of source code for an operating system or application1 .
This term is used frequently by the developers in referring to all the program code that has been checked in and is part of the software product
Connect.
When the developers are satisfied that they have working code, they
are ready to check in the code, i.e. upload it back to the SourceSafe database
where it becomes part of the latest codebase, and will be included in the
next TestRun (automated system test execution cycle).
1

Source:
24/02/2009]

http://encyclopedia2.thefreedictionary.com/codebase/ [last accessed
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Test Harness

One of the most important tools for development is the automated testing system (ATS), and its main component is the Distributed AutoTester
— usually referred to as DAT by the developers, or just the “AutoTester”
for short, which is executed automatically every 90 minutes or so. Each of
these execution cycles is called a TestRun. DAT executes the entire set of
unit tests for the Connect product. As it would take almost four hours to
execute the entire set using the DAT server alone, there are ten AutoTester
machines, and the system is set up to also make use of any developers’
machines that were standing idle at the time of execution.
The test harness testing software is a crucial part of these developers’
infrastructure, fundamental to the methodology that they use to produce
software. It supports their work at different levels, and code which works
with the integrated development environment allows individual developers to test their code by running the unit testing software, using the latest
version of Connect that has been built on their local machine after running
GetLatest. The unit tests are not essential to writing code, but they are a
quality control mechanism realised in code themselves that give a measure of firstly, whether or not the code behaves as required and secondly,
whether or not the code is bug free, and logically correct.
The other tests are integration and regression tests, which ensure that
the new code does not introduce errors into the original code, reflection
tests and the CodeSniffer program. Reflection tests were created and made
part of the auto-testing system soon after I began my fieldwork. According
to the CEO, these “check program behaviour in the code” whilst it is executing, to ensure that it is written in an efficient manner. These tests check
the binary code generated during compilation, not source code written by
the developers. They test every object in the system.
The CodeSniffer program finds Code Smells that are coding statements
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that do not adhere to the company’s Coding Standards. It is also run as
part of DAT. This mechanism is described further in 6.4.2.

Figure 6.3 The CrikeyMonitor Webpage

The CrikeyMonitor
The automated testing system is software is based on the .NET framework
classes for unit and system testing, but is primarily developed and maintained in-house, in particular the CrikeyMonitor. The latter plays a crucial role in the test and build cycle as it reports on the status of the latest
TestRun in the CrikeyMonitor web page, as shown in Figure 6.3. Each developer also has a CrikeyMonitor icon on the status bar of their desktop,
which is coloured either red or green. If all the automated tests pass, then
a Crikey! occurs, with a picture of Steve Irwin holding a crocodile2 appearing briefly on the CrikeyMonitor, as shown in Figure 6.4. In addition,
a Green Light is shown to the developers on their status bar icons and the
2

Steve Irwin was an Australian wildlife conservationist known as ‘The Crocodile
Hunter’; he used to exclaim ‘Crikey!’ — an Australian slang term, which means ‘Geewhizz!’ or ’Wow!’ — whenever he spotted what he considered to be an especially fine
animal, particularly large reptiles like crocodiles.
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Figure 6.4 Image Shown When a Crikey! Occurs

solution code is termed a Good Build. This code can then be released to
current clients to upgrade their implemented Connect code.
If there are failing tests, a Red Lighton their CrikeyMonitor icon is displayed to the developers. Developers should then try to fix their failing
check-ins (code that compiled and passed their unit tests locally, but which
is not passing the system integration and regression tests). If the failing
tests in the current TestRun are fixed, a developer may restart DAT midcycle i.e. start a new TestRun rather than continue with one that is not able
to complete successfully. The developer then notifies the other developers,
usually by email, that they have “cycled DAT”.
Unit Tests
As already mentioned, the developers are expected to create unit tests for
all modifications that they make to the program code. A unit test is code
written to test one small piece of functional code, usually a method and
only a few lines in length, and to validate its effect on the existing system. These unit tests must be executed successfully and the developers

6.3. SECONDARY TOOLS

150

satisfied that the code behaves as expected before they build and compile the functional code. The unit tests are run from the unit test menu in
the product Connexion, which is a version of the software product Connect implemented specifically for the developers’ use. This is discussed in
more detail in 6.3.2.
Once their unit tests are no longer failing, the developers will run their
local versions of the Connect product to further verify their design and
implementation. This implementation of Connect is called the UAT (User
Acceptance Test) that contains realistic client data in its database that is
used for testing functionality.

6.3

Secondary Software Development Tools

There are several other software tools in use by the developers, but they
do not fit as neatly into categories as do the ones already discussed. Figure
6.5 displays the groups of tools defined in this section.

Figure 6.5 Secondary Software Development Tools
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Software Architecture and Database

Important parts of the infrastructure created and/or maintained by the
A-team developers is the C-architecture, and its documentation in the Cguide, and the database design and management tools. These may not
seem to be as fundamental to the development effort as the tools described
in the previous section, but they enable development at Raptor in specific
ways which are explained in the next chapter.
C-architecture
The developers’ Wiki states: “C-architecture provides a framework that
Connect products are built around. It manages . . . BusinessObjects, provides GUI [graphical user interface] controls, defines how validation happens etc. It provides the base classes (templates) for most major objects in
the system. Written / maintained by A-Team.”
In a report by the A-team summarising the initial development of the
C-architecure (accomplished several months before I started my fieldwork),
and laying out their plan for further development on it in the following
year, the authors sum up the aim and outcome of this architecture:
“The expected benefits have eventuated — faster development, more extensible, flexible, maintainable and reliable code.”
The C-architecture has a hierarchical structure of five layers. The database
forms the bottom layer, and the other four are each mapped to the one below it: physical data access, logical data access, business layer and, at the
top, the presentation layer (i.e. the graphical user interface, or GUI). The
C-guide document on the developers’ Wiki sketches out the C-architecture
in its Architecture Overview:
• Connect is made up of many Products (e.g. Bookings, Forwarding,
OrderManager, Transport, etc).
• Each Product is made up one or Modules (sic) (e.g. in OrderMan-
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ager, the Modules are Orders, Order Exceptions, Status Updates, etc).
• Each Module usually has one Controller. A Controller shows Forms.
To do this, it brings together a Form and a BusinessObject.
• There is a BusinessObject for every [real world] entity (e.g. Shipment, Order, etc) in the system.
• Base BusinessObjects are generally auto-generated from database tables.
• Each BusinessObject encapsulates the business rules (validation and
calculation) related to the real world entity that it models.
• Data in GUI controls on a Form are synchronised with BusinessObject properties using .NET data-binding.
• The BusinessObjectFactory is used to create, load and save BusinessObjects.
• Most BusinessObjects have relationships with other BusinessObjects.
In each BusinessObject, the relationships are modelled as properties
that return collections of other BusinessObjects.
• Developers usually work in the Business and GUI layers as the CArchitecture handles object persistence and loading.
The C-architecture allows the product developers to concentrate on
writing code to develop the business functionality and the presentation
layer without having to be concerned or cater for the technicalities of how
data is retrieved from and stored in the database. C-architecture also ensures a consistent approach across Connect by all the developers in the
development of forms in the presentation (GUI) layer.
Database Software
Connect uses Microsoft’s database management system, SQL Server. Only
a couple of the developers work on the database design, maintenance and
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updates, with one developer specialising in just database development.
XCase, a database schema diagramming tool, is used to design changes
to the database schema. The DBupgrader program is used to regenerate a
new database after changes have been made to the schema (database definition). The software doing the regeneration also sends email notification
to the developers informing them that the database has been updated and
which objects in the database have changed. SQL Server’s Query Analyser is used frequently by most developers when designing and coding to
check the database structure and objects.

6.3.2

Workload and Task Management Tools

The main tool for managing workload, task management and status is
Connexion. It had been used somewhat intermittently when I started the
fieldwork, but as the work become more deliberately managed, allocated
and verified, this in-house software was refined and developed to become
the official tool that underpinned the developers’ work load management
and quality control processes. As well as providing a record of what tasks
had been done, and sometimes how and why they had been tackled in a
particular fashion, the enhancements to Connexion enabled the concomitant development of processes to handle the recording of developers’ task
allocation, progression and completion.
Connexion
Connexion is, in fact, the developers’ local implementation of one of the
Connect modules, and so it had exactly the same user interaction design
and underlying functional design as most of the Connect modules. This
meant that when the developers used it, they were acting in the role of
users, rather than as developers, which gave them an insight into what
Connect was actually like for the users to use on a daily basis.
Although it is essentially made of the same code and user interaction
design as Connect, the Connect modules had been customised by the A-
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team to support the Raptor developers’ work. There were three main modules in Connexion: Incident Manager, Issue Manager and Work Items.
Incident Manager. The Incident Manager had records entered as Incidents by the Support Desk staff, in response to client or user requests for
product enhancements or error fixes, and they were then converted into
Work Item entries. Product Managers went through these latter records
daily, checking for tasks related to their product, and assigned tasks to
their team members. The support staff also sometimes assigned these
tasks, in consultation with team leaders and developers. Other than exceptions, which are handled differently as described in subsequent paragraphs, any work that has to be done is logged as an Incident (enhancement, new requirement or functional bug), which is then made into a Work
Item by a manager using the Connexion system, and the Work Item is allocated to a specific developer to attend to.
Issue Manager. If checked-in software caused a failure in the test run,
i.e. when a unit test failed or caused an error during a Distributed Automated Testing (DAT) cycle, an Issue record was automatically added to
the Issue Manager. These Issues are displayed on the CrikeyMonitor and
each one can be ‘drilled down into’ to view the problem code module and
tests. Developers were expected to check the CrikeyMonitor regularly for
Issues which they were responsible to fix and the developer responsible
for checking in the error-causing code had to sort out the problem. (When
the check-in light was red, the only developers who were permitted to
check in code were those fixing failing tests).
The other items that were recorded in the Issue Manager were exceptions. The term exception is a contraction of the phrase “exceptional
event”. It is an event which occurs during the execution of a program
that disrupts the normal flow of the program’s instructions. In an objectoriented programming approach, exceptions provide a way of separating
the details of what to do when, during program execution, something hap-
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pens out of the ordinary from the main logic of a program. The detecting,
reporting, and handling of these exceptional cases, i.e. errors, are dealt
with in a different section to the main part of the code, which usually
makes the program code clearer and easier for a human to understand.
Exceptions can cause problems that are visible to the client user, or they
can be ‘silent exceptions’ where an error event occurs but the user is not
aware of it.
When an exception occurred in a client system, a record was entered
automatically from implemented client Connect systems into the Raptor
Issue Manager. These records contained information from both silent and
normal Issue reports. As was narrated in one of the stories about Ada at
the beginning of the episode in 5.2.2, these reports had been automatically
emailed to all of the developers as the exceptions occurred, but a later
automated approach meant that they no longer received this information
directly in their email.
Work Items. These were development tasks recorded in Connexion and
were supposed to comprise the developers’ workload. A Work Item was
usually created from an Incident or Issue record. To efficiently handle their
workload, developers were required to check Work Items for which jobs
they were responsible to get done, and the Issue Manager for which fixes
(failing tests) they had to sort out and the Incident Manager for other errors that they needed to fix, as well as their emails for Code Smells they
needed to address in their code recently submitted for testing.
Originally, Connexion recorded work to be done, task assignment and
the status of tasks, e.g. ‘unassigned’, ‘fix in progress’. Newly introduced
quality control processes were embodied in the records maintained in Connexion. Features added to the Incident Manager were Code Reviews checklist data (design, functional and implementation reviews), check-in details, and details on documentation produced about the fix or enhancement (e.g. upgrade notes). Which developers (or support staff) had added
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or changed data (and what part of the record) to the Work Item record was
also recorded. The Notes section of the Work Item record also allowed one
to store images instead of just text, as it had before. This was useful particularly for referring to user interaction or GUI issues, or showing error
messages and dialogue boxes related to the task.
As mentioned in 5.2.3, Connexion had been used in a very intermittent
fashion, by only some of the developers and, until six months or so into
the fieldwork period, was not used in an official way to manage the developers’ work on Connect. As a result, developers did a great deal of other
work that came at them from a variety of sources. Later in the fieldwork, it
became policy that developers only did work tasks that were specifically
allocated to them in the Work Items section of Connexion.
Tracker
Large or significant clients each have a live spreadsheet which lists their
requirements. The client can have this spreadsheet, called Tracker, updated by a Project Manager or the CEO when they inform them of new
requirements. They prioritise this list, and reorder priorities in consultation with the client, i.e. the client decides the importance or urgency of
each requirement item. They then (manually) make a Work Item for these
and assign the work to themselves or one of their developers. In Requirements meetings with special clients, the Excel Tracker Log is used to keep
records of requests.
The Tracker spreadsheets for large clients are kept in SourceSafe, which
lists requirements and priorities. The Project Manager enters this requirement into the Incident Manager (so it gets an Incident number) but a Work
Item is also created (comment in Incident that it’s also a Work Item) with all
related documentation e.g. emails, Project Manager’s own notes etc. The
Project Manager used to assign the Work Item to the appropriate team but
later in the fieldwork this was done by the scheduling team, who assigned
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it to the relevant Product Manager who then reassigned it to a developer
in their team.

6.3.3

Communication Tools

The physical layout of the developers’ office and the ease and speed with
which direct oral communication, supported by body language, occurs
among the developers is also an important part of the infrastructure. Further in this section, though, only the electronic communication tools primarily used by the developers are considered in more detail.
Email
Although it is a tool, email is one that has become as normal a part of any
organisation’s environment as the lighting, furniture or the computer network. Email is one of the elements in the company that is very difficult to
definitely classify as one thing or another. The developers use email extensively in their daily work. It is used for innumerable things such as notifying others of issues or changes to the system, asking for advice about
solving a particular problem, asking for clarification, announcements of
meetings, policies or system problems, making suggestions, posing problems, offering solutions, confirmation of decisions, assigning tasks.
One Project Manager even regularly used email as a notepad or jotter
while investigating problems with or possible enhancements to the system. If, as a result of her analysis, she decided that development work was
necessary, she would later email these notes to the programmer assigned
this work, without having to type all the relevant notes or requirements
retrospectively.
As demonstrated in several places in the story of Ada in section 5.2,
email is used extensively in the company for many different tasks performed by the developers. To restrict its description as an infrastructural

6.4. POLICIES AND PROCEDURES

158

element to one segment of the narrative would be to detract from its pervasive character and its fundamental importance to the way that the developers work. Thus, throughout this chapter, examples of email being
used emerge as part of the accounts of other infrastructural elements.
Wiki
The Intranet, particularly the developers’ Wiki, was used a lot for asynchronous communication. The developers’ Wiki, created by a member
of the A-team a few months into the fieldwork, was a comprehensive,
organic documentation of all tools and processes, updated regularly by
many developers. Its use grew rapidly in the first months of its availability, becoming the main documented knowledge resource accessed by the
developers.

6.4

Policies and Procedures

Less obvious constituents of the developers’ infrastructure are the formal
policies and procedures, as well as guidelines, expectations and standards
defined to help them accomplish their work effectively. These are the Patterns for Behaviour (PfBs) that are specific to Raptor and a discussion of
their use in practice forms the crux of chapter 8. Figure 6.6 shows which
ones are explained in this section.

6.4.1

Software Testing

In Agile software development, the work is not divided into definite stages
such as analysis, design, coding and testing, as in traditional approaches.
Testing forms as integral part of the process as the analysis, design and
coding tasks. In an iterative approach as used in Agile, these tasks are all
performed in short cycles, repetitively and frequently. The official development methodology at Raptor is described below.
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Figure 6.6 Policies and Procedures

Test-Driven Development and Test First
I have already explained that the approach to software design and code
production used by Raptor is Test-Driven Development (TDD), with testing being an integral part of their design and development approach. The
fundamental element of the methodology used by the company is the
principle of Test First. TDD and Test First are described in detail in 5.1.4
and it is a recurring theme in the description of Ada’s experience recounted
in 5.2.
If carried out as required, the practice of Test First ensures, firstly, complete test coverage of all functional code and, secondly, that those tests are
executed as part of the ATS. If any unit tests fail during a test cycle, the developers are alerted to them, they can be identified and the error corrected
before buggy code3 is checked in (i.e. added to the main codebase).
However, more than simply a strategy to test all the code adequately,
3

code which contains numerous errors or ones that interfere significantly with its functionality
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Test First is a design methodology which compels the developer to decide exactly what conditions they want to hold after the execution of the
new functional code, called the ‘post-conditions’ (Meyer, 1992). These are
what comprise the unit test. If the unit test is written and executed before the functional code is, it should fail. Adding the relevant functional
code should result in the unit test passing when all the code is executed,
but correct functional code which changes the preconditions (the state of
the system before the code is run) should be the only reason that the unit
test passes. If the functional code is not correct or is incomplete, the unit
test should always fail. The design of the functional code is therefore dependent on, and shaped by, the design of the unit test. In some texts, this
design and development approach is called ‘Design by Contract’ (ibid.).
According to Beck (2003), the principle behind Test First as a quality
assurance mechanism differentiates this approach markedly from a more
traditional one that regards testing the code thoroughly as an important
stage of the development. With the latter, testing the code invariably entails executing the code using sets of sample data that are selected to check
a range of possible execution paths. If the code appears to execute correctly and provides the expected results during the testing, it is regarded
as satisfactory. If it does not, and there are bugs which cause errors, it is
not always clear exactly where or why the errors have occurred; the debugging process becomes more of a bug hunt than a bug fix. Unless there
are specific tests designed and coded with explicit conditions to test every
piece of functional code, it is unlikely that every bug is ever tested, identified and corrected.
Beck (ibid.) explains that with Test First, the aim is to write a test, rather
than functional code, with a clearly defined goal and design for the test.
When the test executes, there are only two possible outcomes, and both
are unambiguous: either it passes because it has fulfilled an explicitly expressed condition, or it fails because it has not fulfilled that condition. In
either case, it is clear whether it has passed or not and, if not, where the
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problem lies.
The Test First approach is a Raptor Core Practice, fundamental to the
way that the company develops software products. Designing tests before the functional code, rather than testing the code after developing it,
is an integral part of their design approach, and the lynchpin for all their
software development.

6.4.2

Quality Assurance

Checking in buggy code causes problems for others: developers and clients.
For other developers, they cannot check in their own code because the
TestRun is failing, and extra effort is required to keep track of results of the
test process until they are able to check in. For clients, who may be given
Bad Builds in the next code release, they would be running unreliable software. About a year into the fieldwork, two new processes were introduced
to improve the quality of the code released and to shorten the interval between getting Good Builds, i.e. system builds that could be released to the
clients. One is formal code inspections or reviews and the other is formal
scheduling of developers’ code check-ins. Additional quality assurance
measures described in this subsection are Coding Standards. Another way
that the company encourages a standard, quality way of writing code is by
using Reflection Tests; these are not explained here, but a description can
be found in 6.2.3.
Code Reviews
The process of checking in new or fixed code used to be informal and
ad hoc: it was up to the developers themselves to decide when it was
appropriate to check in their code, and they took responsibility to fix it if
it was problematic. The new process requires that all new and modified
code has to be inspected in a formal code inspection by another developer
and has to be deemed acceptable before it can be checked in to become part
of the next new code release. This process formalises the idea of someone
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other than the author developer verifying the code, and supporting their
indirect claim (by wanting to check it in) that the code is ready for release
to clients. Any development work required to be done is recorded as a
Work Item in Connexion and only once that Work Item has been given a
formal status of ‘reviewed and approved’ by the code reviewer may the
developer request the check-in of the work, using the other new quality
assurance process described below.
Check-in Scheduling
The second of the new processes introduced during the fieldwork period
is Check-In Scheduling. Instead of the developers taking the decision to
check in their code themselves, later in the fieldwork period they had to
mark the job as ‘ready for check-in’ after a successful code inspection has
been done. The Check-In Scheduler, a senior developer in charge of this
process, goes through the job database several times a day, and prioritises and schedules the jobs to be checked in. Once a developer’s work
is scheduled for check-in, they are notified of this, and deliberately check
in their work in the usual manner. Developers are not allowed to deliberately check in work that will make the check-in light go red, despite the
fact that it is possible for them to do so.
Coding Standards
The company has a strict set of Coding Standards which the developers
should follow when programming. A Code Smell is a line of code that
does not adhere to these Coding Standards. The code is not functionally
incorrect, but may not be easily readable or understandable, or may make
other nearby code unclear. The CodeSniffer program finds Code Smells —
it is run as part of the AutoTester system, described in 6.2.3 — and notifies
the developers via email that they exist and should be tidied up. These
email notifications go to all the developers, and so if the same Code Smell
notifications keep appearing after subsequent TestRuns, it becomes obvious that no one is fixing them and the team leaders can follow this up with
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the appropriate developer.

6.4.3

Workload Management

Work Items and Task Assignment
Developers’ task allocation and tracking the progress of work from each
developers’ perspective, as well as the Product Managers’, is mostly handled by completing records of this aspect of the development work in the
tool Connexion. As it is difficult to separate a description of this tool from
those of the procedures that it supports, discussing the latter here is unnecessary as they have been described together with the tool in section
6.3.2 and this detail will not be repeated here.
Team Stand-ups
A policy that was implemented about two-thirds of the time into the fieldwork period was one adopted from the Scrum version of Agile development (Cockburn, 2002), where developers meet for about 15 minutes each
morning to report back on what work they are busy with, how it is progressing, any problems they are having with it and when they expect it to
be complete. These meetings are conducted with everyone standing in a
circle — no one sits down, which encourages the group to get through the
necessary discussion as quickly as possible. At Raptor, each product team
was expected to meet with the Productivity Manager (a new role introduced and filled by a new staff member about a month beforehand) each
day, though not necessarily first thing in the morning, to discuss their personal and their team’s progress on allocated work. This provided an opportunity for everyone in the team to keep up to date with what the other
team members were doing, as well as to help each other with any problems, and the Productivity Manager could keep the team informed about
the other teams’ work and progress also.

6.5. SUMMARY

6.5

164

Summary

As well as developing a non-trivial software product as their primary
daily work, the developers have their own computerised information system: applications and automated tools, mostly proprietary, for downloading existing code onto their local work stations (checking-out), changing or adding program code, compiling and building code on local machines, designing GUIs/forms, code testing (unit testing), submitting new
or changed code (checking-in), automated system/integration tests and
building ‘Release’ versions of the software product. Some of the automated tools and processes the developers use are customised or developed
in-house by the developers themselves. There are also company policies
that the developers are expected to follow as they develop programs. In
other words, there is an infrastructure, comprised of tools, processes, rules
and guidelines, which underpins and interacts with the developers’ core
work of making and enhancing a software product to support the freight
forwarding industry.
This chapter has provided definitions for the numerous infrastructural
constituents, as well as a description of the way that they are configured to
form the infrastructure underlying the main software development work.
Having some understanding of these constituents should make the issues
that are discussed in the rest of the thesis easier to comprehend. Moreover, having these definitions grouped together in this section means that
further discussion does not need to take frequent, disruptive detours to
explain technical terms and expressions.

Chapter 7
Infrastructuring the Code, Coding
the Infrastructure
This chapter discusses the first major theme that emerged from analysis
of the field data. Its main finding is that infrastructure which is made of
the same substance as the product — software code — is intertwined with
and co-dependent on the product. Further, in some places, infrastructure
and product meld in such a way that they are indistinguishable from each
other.
The concept of infrastructure was introduced and characterised in section 3.2.1. The various components — software tools, as well as policies
and procedures — comprising the infrastructure available to the Raptor
software developers were expounded in some detail in the previous chapter. I stress again that this description in chapter 6 of the local infrastructure merely as a collection of distinct and stable artefacts is for analytical
purposes only — sometimes when analysing the technology, policies and
other structures making up infrastructure, it is convenient to temporarily
treat them as if they were each constant, inert entities (Orlikowski, 2000).
In reality, however, infrastructure is a relational phenomenon and it
exists only in its use (Star and Ruhleder, 1996): the perennial engage-
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ment of the developers with their infrastructure to accomplish their work
in practice continually forms, configures and reconfigures this infrastructure (Suchman, 1994b; Orlikowski, 2000). Thus, this chapter and the next
highlight the Raptor infrastructure’s relations with the developers’ practice and the artefacts resulting from that practice. The particular focus of
this chapter is the relations of the local infrastructure with the product
code comprising Connect, the company’s flagship freight forwarding and
logistics management product, described in 5.1.
Examining the phenomenon of infrastructure as both evolutional and
a critical part of the effort of building software product code revealed a
number of insights about the Raptor developers’ infrastructure and the
software product Connect:
• the shape of the Connect product code is affected by the infrastructure enabling its development;
• a considerable amount of the infrastructure is itself made up of code
that is developed in conjunction with the production effort that it
supports;
• some of the infrastructure is made up of Connect code;
• some of the Connect product code is made up of infrastructural code;
• some of the developers’ primary work is producing Connect code,
while others’ is producing infrastructure code to enable the product
developers’ work; and
• there are relations between the product code and the infrastructure
that sustains it: they are interwoven and interdependent.
These ideas are unpacked across the different sections of this chapter.
Section 7.1 includes a look at the different parts of the infrastructure and
where and when they are used in the development of the product code.
Two points are made here: one, the developers use code to enable the
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development of other code and, two, some infrastructural code is incorporated as part of the product code during the development effort.
The development of code that forms part of the infrastructure is the
topic of section 7.2. Most of this infrastructure is developed and maintained by the Raptor developers themselves, and examples of code development work from the fieldwork are offered. In section 7.3, the notion that
infrastructure is infrastructure for some developers but primary work for
other developers is explored.
The final section, 7.4, draws together the discussions of the earlier sections, as it highlights the relations interweaving the product code and the
infrastructure and examines the import of these relations to the Raptor developers’ work and the implications for software development research.

7.1

Infrastructuring the Code: Supporting the
Development of Product Code

Software products cannot be created or modified without a special infrastructure to enable the writing, testing and building of the code. The
various parts of the infrastructure are defined and explained in detail in
chapter 6; this section focuses on the role of this infrastructure in the development effort. The first part is about the software tools that make code
development possible and the last part introduces the idea that some of the
infrastructure and product code become progressively blended together.

7.1.1

Code to Produce More Code

The peculiar thing about this infrastructure, and part of the challenge of
examining it, is that it comprises the same substance as the product, i.e.
code. Developers use existing code — in their infrastructure that comprises software tools — to enable the development of more code, which
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becomes part of the product Connect. In another sense, the developers’
infrastructure that is code is used to produce other, third-party infrastructure: Connect when installed in a freight forwarding company or customs
brokerage, that is also in the form of code.
An example of these tools in use for the production of code is given
in episode 1 of section 5.2. All of the tools that Ada uses there consist
of program code; proprietary applications or code developed in-house by
the Raptor A-team, either as extensions to the proprietary code or created
from scratch. The sequence that Ada follows in order to write, test and
submit code that she has just developed is a typical one for every Raptor
developer. To create code, she uses the code editor and compiler from Visual Studio for code written in C#, and the SourceSafe tool to execute the
unit tests. But, even if Ada is satisfied that her unit tests and the functional
code are all working as expected on her local machine, she needs to ensure
that this will still be the case once they are integrated with the rest of Connect. So as to perform this verification without causing possible problems
for other developers and their work, Ada needs to do it on her own machine.
However, any version of Connect on her machine at this point may not
be the very latest one, as other developers may have added new code to its
codebase since the last time the product was last updated on her machine.
Thus, she first downloads the latest version of Connect by executing the
GetLatest application. She then executes the software application BuildIt,
in order to combine the code that she has been working on with the latest
version of Connect, on her local machine, before she again compiles and
runs her newly written unit tests, which she does using a module from
SourceSafe. After fixing an error that occurs in these tests, she executes
them again. They now seem to be working correctly. A Crikey! occurred
just minutes before she ran GetLatest and as a Green Light is still showing
on her CrikeyMonitor desktop icon, she hastily checks in her new code —
copying it from her local machine to the main codebase on the server —
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using the SourceSafe software, “so that others have merge problems, not
[her]!”
The above excerpt illustrates some of the interactions between Ada,
the code she is developing, and the provided software development infrastructure, which is itself made of software code. Infrastructure that is
comprised of software itself is basically of three types. These are described
in more technical detail in section 6.2.
Briefly, the first type makes coding possible — the Visual Studio integrated development environment (IDE) which includes a C# code editor,
compiler and build tools. The second type is version control in the form
of Visual Studio’s SourceSafe tool, which integrates the code produced by
numerous developers and renders it manageable (see 6.2.2 for more technical information on automated version control). However, neither the
IDE nor the version control tool has a direct impact on the correctness or
usefulness of the code produced: a developer could write and check in
code that may compile and even be built readily into the main codebase,
but which does not do anything useful, or is even destructive. The third
type is the quality control software which helps the developers test the
levels of correctness and usefulness of the code produced — read subsection 6.2.3 for more technical details on this infrastructure, realised primarily in the testing harness software. It is the use of this type of infrastructure that characterises the participant company as a particular kind
of software development company that regularly and frequently releases
updated software to its clients.

7.1.2

Infrastructure as Part of the Product Connect

One of the characteristics of infrastructure is that it is generally taken for
granted by its users. The developers rarely volunteered information about
the constituents of their infrastructure directly. Often, the way that I discovered the significance of the infrastructure was when they responded to
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more general questions about their work and how they achieved it. One
of the developers, when I asked,
“What enables your work here?”, replied,
“The C-guide and C-architecture — it’s (sic) great.”
Questioning him further on the topic of reading and reference books available to the developers, he reiterated,
“I use the C-guide mostly, I guess, that’s really useful.”
A senior developer’s comment about C-architecture was,
“. . . the goal of C is to make people forget they’re using a programming
language.”
The important point here is that, the C-architecture forms the basis of
all the code that the product developers write. C-architecture provides
the code structure, the naming conventions and the basic design of every
business and GUI object, each of which the product developers can expand
and adapt as needed. It also provides all of the logical and physical data
access code needed, although this code is in architectural layers not usually modified by the product developers. C-architecture itself is code written in Microsoft’s programming language C#, as is all the product code
that the developers create, which either directly includes or is based on Carchitecture code, primarily as BusinessObjects from the Business layer
or as GUI form controls and other GUI objects from the Presentation layer.
C-architecture is explained in greater detail in 6.3.1, with the information
mainly drawn from the C-guide, the developers’ technical document describing the C-architecture.
This means that a considerable amount of the code in Connect is also
infrastructure code — code that supports the developers’ primary work of
writing product code, but a great deal of which also becomes incorporated
into the product code, becoming part of Connect.
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Coding the Infrastructure: Developing
Infrastructure for Raptor Developers

The gist of this section moves from what infrastructure is used to develop
code, addressed in the first section, to how that infrastructure (also made of
code) is formed and developed over time. Much of the developers’ infrastructure, particularly the IDE, is off-the-shelf, proprietary software from
Microsoft. Nonetheless, a large proportion of it is developed and maintained by the A-team, i.e. some of the developers themselves. This section
includes a number of excerpts from the fieldwork that demonstrate members of the A-team, and others, performing infrastructure development
work — that is, creating and maintaining the infrastructure necessary for
the developers to perform their primary work of developing Connect.

7.2.1

Product Code as Infrastructure Code

The Incident Manager is part of the Connexion system and documents
which code tasks need attending to, who is assigned to them and the status
of these tasks. In the fourth and fifth paragraphs of episode 1 in 5.2.1, we
read about Ada and another developer, Josh, using the Incident Manager
task list in order to decide what coding task to address next. Josh changes
the status to ’in progress’ for all of the coding tasks for the Customs product team that he is currently working on, so that Ada can choose different
ones to work on.
As explained in 6.3.2, Connexion is the developers’ implementation of
the product Connect that is used to manage their development tasks. Connexion was largely maintained and updated by the developer second-incommand (2IC) to the CEO. Two emails to all of the developers from the
2IC are shown in Figure 7.1, explaining the changes he has made to the
Connexion tool. The main changes that are mentioned are the addition of
a new module to keep track of Work Items, and a new modules to record
and manage Connect Incidents. (This email contains references to soft-
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ware called Envoy, the details of which are irrelevant here and thus can be
ignored for the purposes of this thesis). Section 6.3.2 describes Connexion,
Incidents and the Incident Manager in more detail.

Figure 7.1 Changes to Incident Manager

Further changes to the new Work Items module were announced in
the top email to further simplify the management of tasks relevant to each
product’s teams. It is clear from the emails that it is the 2IC, as a mem-
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ber of the A-team, who has made the announced changes to the tool, i.e.
developed new code to provide the functionality he has listed. Indicating
that he will soon be changing more code for part of Connexion, he says, at
the end of the penultimate paragraph in the second email:
“I will be removing this description column for the next version [of Connexion].”
The maintenance and improvement of the Connexion was ongoing:
about six months later in my fieldnotes, I mention that the 2IC has added
further functionality to the tool, adding code to display a new Quality
Control tab in the Work Items module to record Code Review outcomes,
as well as new columns on the Work Items main form, to keep track of
check-in scheduling and code review requests.
Connexion is not software provided from any outside source. It is
fundamentally made up of the same code that comprises Connect, with
some minor customisation for the developers’ use, i.e. it was developed
from scratch and maintained by the Raptor developers as part of their infrastructure and to enable efficient and effective development of Connect.
Over the fieldwork period, it became a more formal and very central part
of the way that the developers managed and accomplished their work. As
official changes were made to the ways that the developers were expected
to follow to produce software, so the tool that supported their task management and workflow, in the form of software code, was also continually
updated and improved.
The email in Figure 7.1 and discussed above is an illustration of the fact
that Raptor developers construct a lot of their own infrastructure code. It
is also evidence that some of the infrastructure is comprised of the Connect product which is the main purpose of the developers’ primary work:
infrastructure code that is also product code.
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Coding the Test Infrastructure

The A-team is responsible for the development and improvement of the
automated testing system that formed the backbone of the development
system used at Raptor. An excerpt from the fieldnotes is given in this subsection, illustrating the kind of coding work done by the team to provide
testing technology that is continually refined and improved.
Changes to DAT and the CrikeyMonitor
The following email, to all of the developers, was sent from two A-team
members who were primarily responsible for the development and maintenance of the Distributed AutoTester (DAT), which is described in 6.2.3, as
well as for the CrikeyMonitor which displays the results of each TestRun.
As explained in 6.2.3, when a TestRun completes with no failing unit tests,
the CrikeyMonitor displays a picture of a large crocodile held by Steve Irwin. ToDo is a label marking a unit test that is incomplete or currently not
working correctly but must be sorted out within a given, limited time period, e.g. two days. The email contains considerable technical jargon, but it
is not necessary to fully understand all of it. I have included the message,
firstly, as evidence of the work done by the A-team on the test harness
system and, secondly, because it nicely illustrates the general attitude of
Raptor developers towards their cooperative work and the jocularity of
many of their interactions with one another, particularly in the last paragraph, where the email authors refer to ‘Bailey’, one of the other A-team
developers.
—–Original Message—–
From: Liam
Sent: Thursday, 19 August 2004 9:56 PM
To: ConnectDev
Subject: Changes to Dat, test results page and CrikeyMonitor
Some updates were made this afternoon that affect build failures, ToDo’d
tests and the display of the test results.
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CrikeyMonitor will now notify (i.e. turn red) of debug and release
build failures. For anyone who hasn’t seen it yet, the build history,
failures and failure outputs can be seen at [internal URL].
Dat will no longer treat expired ToDos as Crikey breaking failures.
This means deployments can still be built if no other tests are failing,
and checkins can still occur.
However, this doesn’t mean that expired ToDos are invisible. They are
still reported on the main test result page, under the heading of non
crikey affecting failures (if any exist). We will also soon have tests
that are marked with [ExcludeFromAutoTester] run and reported in
this area. If you need to take a test out of the run because it is crashing
the testrun, use a ToDo. ExcludeFromAutoTester may be renamed
with the change.
The addition of displaying non crikey affecting failures may mean
that initially we will see less of Steve and his sidekick (we’ll call him
. . . Bailey). Hopefully everyone will realise this and work extra hard
to keep their ToDos from expiring and clean up their excluded test
failures so that the dynamic duo can keep our streets clean of criminals and failing unit tests.
Liam & Findley
These two A-team members explain what they have recently modified
in DAT and the CrikeyMonitor and the implications of these changes for
the developers and the code that they work on. They also clarify what
the changes do not cater for and notify the developers of further updates
that they are planning in this regard. As so often happened at Raptor, an
email notification like this sparked an email conversation about what was
the best way to handle expired ToDo’s, with contributions to the discussion from product developers as well as A-team members and copied to
every developer. The design and maintenance of their infrastructure was
a concern for every developer and any one of them was free to add their
thoughts and ideas to these kinds of discussion. This collegial approach
was one of the things that characterised the cooperative nature of their
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development work, be it product or infrastructure code development.

7.2.3

Using Infrastructure to Develop More Infrastructure

The A-team’s coding approach mirrors that of the product developers. The
same tools, processes and system architecture are used by the A-team developers to develop and maintain infrastructure for the product developers that the latter use for the development of Connect. A typical day’s
fieldwork started at about 9am one Friday morning, in the first Autumn I
was at Raptor, when I went over to observe the A-team at work.
When I arrived, three A-team members were working together at one
of their desks, having an animated discussion whilst debugging some
code together. One of them was seated, doing the typing and computer
interaction with the keyboard and mouse, the others stood either side
of his chair, looking at the screen and periodically pointing towards
what was displayed there, and making comments to each other. One of
them turned to me and said that they had “lost an exception code.”
There was a Watch window open on the screen, which allows one to
see variables and their changing values as the code is stepped through
(executed manually, line-by-line), and the developers took it in turns
to look through the code. One suggested a place to insert a breakpoint
(indicates to the compiler the line up to where the code should execute
automatically and then stop). The coder did so and then rebuilt the
batch process to run this code. While they were waiting for this, the
developers discussed who had checked in what code when trying to fix
the problem (before they started working on it), and whether or not
to run the unit test again. Another conversation was in progress at
the next-door desk, and one of the debugging developers threw a brief
comment into that exchange before he continued to deliberate about
the batch process and exceptions with the other two debuggers. As
it was not clear to any of them what type of exception it was, one of
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them quipped,
“The exception has thrown a red herring . . . !”
The Watch window and breakpoints and other debugging features are
part of the editing, compiling and build software in Visual Studio for C#
— the same system that the product developers use for developing and
debugging Connect code. When building infrastructural components, the
developers use similar technology and processes, i.e. the same infrastructure, as that used for developing the product code. For example, the approach is Test-Driven Development, constructing code by creating unit
tests before the functional code. The same development tools — the IDE,
version control and automated test system — are employed by the developers, whether they are developing product code or infrastructure code.
Thus, the infrastructure code is strongly shaped by the same design and
testing approach and construction tools that the developers use for constructing the product Connect.

7.3

Infrastructure for Some Developers is Primary
Work for Others

At the end of the fourth paragraph in episode 1 of section 5.2.1, Ada sends
an email to the database developer requesting some new fields be added to
the database that is used with Connect. The focus of Ada’s work as a product developer, and as a member of a product team, is developing code for
Connect, and she requires more fields in the database to be used in some
new functionality that she is developing for Connect. As a member of
the A-team, however, the database developer’s primary role is not product code development, but rather infrastructure, maintaining the database
that underlies Connect. The database developer’s work includes making
changes to the database schema, or definition, such as adding newly required fields. For most of the Raptor developers, the database and the
database management system software are part of their infrastructure, but
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for the database developer, the database is not infrastructure, it is core
work.

7.3.1

Infrastructure as Primary Work

In some cases, as seen in the Ada excerpt given in the previous paragraph,
one developer’s infrastructure is another’s primary work. If a developer
uses some element, application or object as a tool, then it probably forms
part of their infrastructure, whereas if they produce it, or make it, it is actually not part of their infrastructure, but their ‘core business’ . So it is
when Ada requests some new database fields — for her, the database is
infrastructure, something that supports her development work and underlies the Connect product. For the database developer, the creation of
these new database fields are part of his primary work of providing infrastructure to the product developers.
A brief explanation of C-architecture, in which the database is the lowest layer in its hierarchy, is given in 7.1.2 and is discussed in more detail in
6.3.1. C-architecture is developed and maintained by part of the A-team.
Thus, C-architecture is not part of this team’ s infrastructure, as developing it is part of the purpose of their work, i.e. to provide good architectural
infrastructure to the product developers. The product developers make
extensive use of C-architecture to develop the code for Connect. For these
product developers, C-architecture is part of their infrastructure because
they are using it to develop product code.
The testing harness — primarily, the automated testing system which
includes unit tests, regression tests, integration tests, reflection tests and
code standards tests — is based on classes in Microsoft’s .NET system, but
is largely written and maintained in-house by members of the A-Team.
This team also develops infrastructural elements, such as the CrikeyMonitor webpage, software to automatically check that developers are using
the required programming style, software for managing error reports from
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clients’ systems, software for managing bug fixes and software for managing programming jobs and workloads, often created from error and bug
lists. In the previous section 7.2, on coding the infrastructure, fieldnote excerpts depict this kind of work on the testing system, as well as that done
on Connexion.
And, as the last excerpt in that section showed, the developers focusing on infrastructure work use the same tools, processes and system architecture for their primary work as the product developers use for the
development of Connect code.

7.3.2

Work Required When Infrastructure Becomes Opaque

The focus of the product developers’ work is the ongoing construction of
Connect, but this is only possible if the infrastructure that supports the
development work is adequate and functioning in the necessary manner.
When this is not the case, the infrastructure becomes opaque instead of
transparent, requiring corrective attention — refer to section 3.2.1 on the
characteristics of infrastructure as defined by Star (1999, 2002). A couple of
excerpts are given in this section as examples of this issue arising: the first
one is an example of work done by a member of the A-team to make some
buggy proprietary infrastructure usable by the other developers. The second one is of a product developer attempting to follow the normal Raptor
process to incorporate their newly developed code in the Connect system
but is foiled by a recently modified, buggy program in the build tool.
“Pretend this is true”
In early Spring of the first year of fieldwork, I was sitting with Ethan,
one of the A-team members, who told me that there was a “bug in .NET
. . . [developers] can’t design forms unless the files are in [Visual Studio]
SourceSafe’s folder.” .NET is the Microsoft framework that provides libraries of code that provide functionality that is commonly required by
many computer systems. Much of the C-architecture and, by extension,
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Connect code, draws on .NET code to perform a number of functions.
Generally, the only files that are in SourceSafe are those that developers
have finished developing and testing and thus have checked in to SourceSafe. Ethan has written code “to pretend this is true”, i.e. that fools .NET
that the files containing the form code are stored in SourceSafe. The catch
with this solution, however, is that one cannot compile the form code unless the form being worked on itself is closed. However, it does mean that
developers can design, modify and build forms without having to check
them in to SourceSafe before they are deemed ready to be added to the
main codebase.
As with any proprietary, off-the-shelf software tools, a problem such
as this one with .NET cannot be resolved by working directly on its code
which is out of the scope of the A-team’s control. Hence, here Ethan writes
workaround code to provide some sort of resolution, so that developers
can design forms for Connect in the GUI form design tool without the file
being in SourceSafe. It is still not an optimal solution because the developer will have to close the form before being able to compile it, but it does
provide some sort of solution without having to wait for the error to be
fixed by an external party, i.e. Microsoft. And the solution to this infrastructure problem is more code, created by the Raptor developers themselves, to enable them to continue to do the work necessary to develop
Connect.
“You broke BuildIt!”
The next excerpt from the fieldnotes is about a developer who is developing code for Connect when his work is disrupted by faulty infrastructure.
Frustrated and wanting the problem addressed immediately, he tries to fix
the problematic infrastructure code himself — a batch file used in the build
process — but cannot sort it out, even after “calling for reinforcements” 1 .
1
another Raptor developer used this phrase whenever she could not solve a coding
problem by herself and asked other developers for assistance.
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Aaron, a developer whose desk was temporarily on the Logistics side
of the office at this time, phoned Liam (a member of the A-team, whose
desk was on the developers’ side of the office, and so not within calling or ‘quick, short walk’ distance) and exclaimed, with no greeting
or preliminaries and some exasperation,
“You broke BuildIt!”
Evidently, Liam had made changes to BuildIt, a batch program that
builds all the solutions that make up the system Connect, i.e. it builds
source code into compiled binaries. Developers need to run this on
their local machines to build the latest version of the Connect product, but do not call it directly — it is called by the program GetLatest (and QuickGetLatest). While he was still on the phone to Liam,
Aaron ran an older version of BuildIt, which worked. After a brief
discussion, he asked Liam,
“Shall I make a Work Item for it? . . . Oh, I’ll look at it myself!”
He opened several command line windows, each running a different
version of BuildIt. He also opened a text file that contained the script
for the newly changed batch program. After a few minutes of jumping between these windows, he emailed the ConnectDev email group
with the problem (and included a copy of part of the script) to check if
any other developers could help solve it.
He checked some of his other emails, whilst periodically checking the
other open windows running BuildIt. He phoned Charlie, a member
of the scheduling team, to check when the next Release Build was
expected. (A Release Build is a system build done immediately after
a Crikey!. Thus it is a Good Build that can be deployed to clients to
update their version of the Connect software).
Once Aaron had both the failing test (from his unit tests) and the
BuildIt windows displayed again, he remarked to me that BuildIt was
running very slowly and that he “can’t do anything till it’s finished”. However, after a couple of minutes of watching the window
and waiting, he opened another project, and began coding a new unit
test for that. He stopped coding briefly to check his emails, and then
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compiled the new code he had written, using the compile errors to find
and fix the code. He changed some object names, compiled, and copied
and pasted code from some other class files that he opened.
Whilst he was busy with this, another product developer, Cedric,
came over in response to his BuildIt problem email. Aaron displayed
a window containing the script and added something, but said that
he didn’t want to run the batch file again until the build already running was finished, and so he said to Cedric,
“Give me five minutes and I’ll call you.”
But, before Cedric went back to his desk, the build crashed. Aaron
made Cedric’s suggested change to the script and started the batch
file running again. Several times, he changed something in the script
(something small and quick e.g. adding a set of quote marks) and reran it, to check what effect the change would have. He stated to me
that he was reasonably sure which line contained the problem, but
couldn’t fix it.
This problem caused him a great deal of frustration. Having volunteered to fix it — he’d thought it would be a quick job, and wanted it
solved as soon as possible — he then spent considerable time trying
to do so but was unsuccessful, even with advice from Cedric. After
working on it intermittently for an hour or so, he decided to leave it
to Liam to sort out.
This story is about infrastructure work, specifically, an update being
made to a script in a program, BuildIt, that is a necessary part of the development and testing process for all new Connect code. An A-team member,
whose primary work is to provide working infrastructure for the product
developers, had made the change to BuildIt. But, for some reason, the
change has not been thoroughly tested and verified.
Consequently, when the developer trying to complete a product development task tries to execute BuildIt, it crashes, disrupting his work and
distracting him from it. Because this ‘broken’ infrastructure has become
visible to the developer, his primary work — of developing product code
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— is sidelined so that he can perform infrastructure work. In fact, it is
not only his main task at hand that is affected. As a result of his emailing
the entire group of developers, other developers become involved in the
process of fixing infrastructure, whether they were product developers or
A-team members. In this excerpt, the product developers’ attempt to sort
out problematic infrastructure was unsuccessful. At other times, however,
these kinds of attempts to build or fix infrastructure by developers whose
current role was primarily product code development succeeded.
For some of the development work done at Raptor, there is a clear demarcation between infrastructure development work and product development work, and for some developers their roles clearly involve doing
one or the other as their primary work. Some more senior developers,
particularly, move between the roles of product developer and member
of the architecture team building or maintaining infrastructure at various
times. They are not just building a software product, but are simultaneously building infrastructure to enable this product development. Their
infrastructure will vary according to the role they are fulfilling at the time.
And, as we have seen, sometimes product developers take on an infrastructure development task, as part of accomplishing their product development work.
As with other concepts used in this thesis — for example, patterns for
behaviour and patterns of behaviour, articulation work and primary work
— infrastructure is an analytical concept of the researcher’s. And so, too,
the distinction made in this section between primary work and infrastructure work arises out of the data analysis and is perspectival; the developers
themselves do not refer to their work in this way.
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The Intertwining Relations between
Infrastructure and Product Code

This section picks up each thread from the chapter and pulls them together
to demonstrate that infrastructure and product for the Raptor developers
are interwoven and co-dependent. Star and Ruhleder (1996)’s and Star
(2002)’s work on infrastructure — something that is usually regarded as
mundane and therefore taken for granted — emphasised the importance
of recognising the agency in infrastructure and infrastructure’s fundamental importance to work practice This study extends this view by claiming
that, as well as being significant to work practice, infrastructure in software development work becomes indistinguishable from the work product at some points where they intersect. More than mere entanglement,
over time the interweaving becomes a blurring.

7.4.1

Infrastructure for Code

The main purpose of the developers’ work is to write software, specifically
code for the Connect product, and the purpose of the local infrastructure
is to make this software development work possible. In order to do this,
they make use of a development environment to write, compile, test and
build new or modified code. An automated version control system helps
them manage the myriad changes made simultaneously to the Connect
code by numerous developers to different or the same parts of the product.
The core of their infrastructure is, however, the automated testing system (ATS). It is the ATS running every single unit test in the Connect
codebase, as well as other system tests, several times per day and the testdriven design precept that drives the way that the developers work and
produce code. To a large extent, it shapes the product code development
because this is centred on unit test execution rather than functional code.
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All of the aforementioned tools are themselves made up of code. The
other code that is part of the infrastructure and used to build Connect is
the basic framework of code templates in the C-architecture, particularly
for the Presentation, or graphical user interface (GUI), and Business (functional) layers of Connect. Even more than providing the wherewithal to
produce code, much of the C-architecture code becomes incorporated as
part of Connect. Thus, most of the infrastructure is code being used to
make more code but also, some of the Connect product code includes infrastructural code. Here, we see the blurring of infrastructure and product.

7.4.2

Code as Infrastructure

As shown in section 7.2, a considerable amount of the Raptor infrastructure is constructed and maintained by the developers themselves. Two
specific examples of infrastructure being worked on by the developers
were given in this chapter. The first one is the Connexion work management system. The developers made more and more extensive use of
Connexion during the fieldwork period, until in fact, it became the hub of
their work: they used it to decide exactly what tasks who did (or should
do) on a daily basis, to prioritise different tasks, to schedule various events
such as Code Reviews and check-ins and to keep track of the status of all
of their development tasks. The second example is the automated test system, developed in-house and forming the bulk of the Raptor infrastructure
that is code. The relations between the patterns for behaviour (PfBs) that
specify how these tools should be employed and the patterns of behaviour
(PoBs) that reveal their use in practice will be addressed in more detail in
chapter 8.
It is not simply that most of the developers’ infrastructure is itself made
up of code that is noteworthy. Of equal import is the fact that Raptor developers design and develop that infrastructure in parallel with the primary development effort that this infrastructure supports: the production
of Connect. For most of the infrastructure code that the A-team developed,
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they use the same test-driven coding approach and tools as the product
developers use for developing code for Connect. Using the same infrastructure as the product developers gives the A-team members a deep and
empirical understanding of the infrastructural requirements of the other
developers, as well as their own. This in turn enables them to continually
create suitable infrastructure that more faithfully and efficiently supports
the developers’ everyday work practices than proprietary, off-the-shelf infrastructure — that cannot be changed by the developers — is likely to
do.

7.4.3

Infrastructure Work and Primary Work

As already discussed in 7.3, some developers’ primary work is producing
Connect code, while others’ — also software development — is clearly focused on producing infrastructure code to enable the product developers’
work infrastructure development and maintenance. We have seen examples of a typical Raptor product developer’s primary work in the narrative
about Ada in 5.2 referred to in a couple of places earlier in this chapter.
Other sections contain excerpts of the primary work of the infrastructure
code developers, as they develop and modify tools for the other developers to use in their development work, as well as instances that show
how some developers’ roles move between the primary work of product
development and the work of providing infrastructure.

7.4.4

Relations Between Infrastructure and Product

The following insights have emerged in this chapter:
• infrastructure which is composed of code is used to make more code,
that is, to make product code for the Connect system;
• some of this infrastructure code is incorporated as part of the product
code;

7.4. INTERTWINING INFRASTRUCTURE AND PRODUCT

187

• some of the Connect product code is used as part of the developers’
infrastructure;
• Raptor developers create and maintain their own infrastructure code
to be used in the code development effort;
• and so, some of the developers’ primary work is infrastructure work.
These are all evidence of relations between infrastructure and product in
which the two become more tightly woven together over time.
Both the phenomena of infrastructure and software production are realised to an extent in program code, and thus share characteristics common to software of any kind. They can be distinguished from one another by their respective principal purposes and the way that they are
used in any particular situation. One is regarded as the outcome of primary work, done essentially to provide third parties with software products such as Connect; the other is necessary to the accomplishment of the
primary work. Considering them in relation to each other helps one to
avoid pushing the phenomenon of infrastructure into the background as
something that is a given — stable, mundane, trivial. It also may assist us
to forgo viewing complex software (program code) simply as an independent collection of programs, each of which is unrelated to anything except
the other code modules in the same suite.
As stated at the beginning of chapter 6 and reiterated at the start of this
chapter, it is useful, and often simpler, to talk about these kinds of phenomena as if they exist separately and independently of one another. As
seen, in practice, over time, as the two become more and more entangled
with one another, the local infrastructure and the Connect product code in
some places fuse together.
In section 3.1.3, it is noted that work by Suchman (2007a) and Haraway
(1991) on boundaries stresses that drawing boundaries between things is
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not an innocuous action. The boundary cuts (Suchman, 1994b, 2007a) that
we make, where we separate things, do have consequences. When we separate code into infrastructure and product, for instance, inevitably there is
some infrastructure left as part of the product, and some product within
the infrastructure. And the boundaries around each are neither fixed nor
solid. We can talk about some things as part of the infrastructure or as
part of the code product, and some code is infrastructure while some code
is product. But some code can be part of both sometimes, and some infrastructure becomes program code while some code becomes infrastructure, at different times and in different uses by different people. There are
emerging properties of both infrastructure and product code, as a result of
the interweaving relations between them.
Technical Developers as Technical Users
End-users’ expertise is usually in a different domain from computer software and they generally make use of computer systems designed by someone else to support their daily work, i.e. as infrastructure. For example, a
company in the freight forwarding and customs brokerage industry may
use the Connect system to manage the data and logistics necessary to carry
out their primary service of transporting freight around the country or
from one country to another. Although they use Connect extensively to
enable the running of their businesses, and would not be able to continue
their business without using it or some similar system, it is not the raison
d’être for their companies. Connect is clearly infrastructure for them —
their expertise and purpose is freight forwarding.
However, software developers are specialists in designing, creating
and improving software systems — their expertise and focus is on creating infrastructural systems for others in the form of software. This means
that as users of software that supports their primary work, they have a
different level of relating to that software from the average user. They are
technically savvy users with an intimate understanding of how that tech-
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nology works and, as well as knowing how to use it, they know how to
design and produce the technology and how to modify it.
No one’s work infrastructure is static and encapsulated and can truly
be separated from their work. In most organisations, however, the primary domain of the organisation, for example, customs brokerage or logistics, is patently a different one from the workers’ infrastructure which is
usually part of the information technology domain. This is not so for software developers, who have a deep and intimate relationship with their
infrastructure because it is in the same discipline as their primary work.
This is particularly noticeable in an Agile environment, as at Raptor, where
they develop and modify their own infrastructure constantly.
This special, technical relationship between the software developers
and the software that they use as infrastructure has implications for the
use, development and modification of their own infrastructure. Also, perhaps uniquely for this group of developers, their relationship with the
product that they develop is both as developers and users. This experience as users of Connect and similar systems comes about firstly, because
a number of them have a professional background as customs brokers or
freight forwarders and, secondly, because they also make extensive use of
Connect, implemented as Connexion, as part of their local software development infrastructure.
These relations between infrastructure and product exist partly because
they are both made of code, but more than that, it is because they are
both made of code developed and written by the Raptor developers themselves. Many of the developers understand the infrastructure as well as
they understand the product and vice versa. Sometimes developers are
distracted by inadequate or broken infrastructure, but they usually do not
have to wait for or rely on some other department or a completely external party to provide more infrastructure or to sort out infrastructure issues.
Sometimes the developers are developing infrastructure and product code
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simultaneously (e.g. Connexion). To the machines on which both infrastructure code and product code are executed at Raptor there is no distinction between infrastructure and product — there is no difference in how
they process or execute the code. Even the developers seem to differentiate product from infrastructure more by the clients’ needs or requirements
than because the developers themselves see the two things differently. The
developers often talk about both product and infrastructure in same way.
Bucciarelli (1994, p.149) declared that
if we allow the [design] object to fix our view of designing, we
see only hard edges, formal drawings, irreversibly machined
and mated pieces . . . This view is static, ahistorical, and rigid
— a lifeless landscape in which everything is rationally determined. In fact, designing is otherwise.
The design object in this study is the software product Connect. Neither
the infrastructure nor the software product are regarded as inert entities,
taken out of the context of their use and production and treated as if they
were stand-alone objects, isolated from one another and other phenomena.
There are no “hard edges”; the boundaries around them are fuzzy and
dynamic. The view in this chapter of the infrastructure and the product is
focused on the relations between them and the effect of those relations.

7.5

Summary

The presence of the infrastructure in developers’ working lives is more
than simply stable scaffolding which is utilised without being modified in
any way. A core of their infrastructure remains the same, and it may even
look the same in brief observations of it at different times. Nevertheless, it
does change. It expands and contracts: elements are added, modified and
dropped, as the primary work of code production is performed, in order
to support it more efficiently and effectively.
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The developers’ infrastructure is made of the same substance as the
company’s primary product Connect, i.e. program code. The infrastructure is developed, maintained and refined by the developers themselves,
in conjunction with their primary software development work producing
Connect. This chapter examined the phenomena of their infrastructure
and product, presenting the finding that there are strong interweaving relations between the infrastructure and the product and that the two progressively coalesce, blurring the boundaries between them.

Chapter 8
The Mutually Constitutive
Relations of Infrastructure and
Work Practice
“Users’ interaction with a technology is thus recursive—in their recurrent practices, users shape the technology structure that shapes
their use. Technology structures are thus not external or independent
of human agency; they are not “out there,” embodied in technologies
simply waiting to be appropriated” (Orlikowski, 2000, p.407).
There are mutually constitutive relations between the developers’ work
practice, which over time forms patterns of behaviour (PoBs), and their
software development infrastructure, which, for the concerns of this thesis, is made up of patterns for behaviour (PfBs) and software tools.
One of the most striking things about being with the Raptor developers
for any length of time, and one of the strongest things that emerges from
the fieldnotes and stories, is the central role played by their infrastructure
in their daily work. Vernacular terms referring to tools or policies that
comprise their infrastructure pervade my descriptions and stories about
these developers, their work and environment in this thesis.

192

8.1. TEST FIRST AT RAPTOR

193

In chapter 6, the Raptor software development infrastructure is described as a collection of artefacts, used by the developers to cooperatively
produce code. We can study the discrete components of their infrastructure — both technology and process — as artefacts and this is where the
software engineering literature indicates most of the research time and energy is spent.
In chapter 7, the interweaving of code product and infrastructure technology was described within the confines of the relations between the
product code and the infrastructure. However, this interweaving does not
just happen — it is real people acting in the real world who construct and
develop both the product and the infrastructure technology and the relations between them. These relations are a result of the work that is performed every day by the developers over a period of time. This chapter
examines the software development work at Raptor from the perspective
of the people using the technology and other infrastructure to accomplish
their work, i.e. the developers’ actions and the relations of their daily practice with the infrastructure.
It is where the infrastructure and the developers’ actions encounter,
and interact with, each other that we start to glean an understanding of
what it means to develop complex, large-scale software products in practice, and the skills required by developers to mesh their infrastructure and
their actions.

8.1

Test First at Raptor

The notion of Test First dominates software development at Raptor. It is
how the developers are expected to go about all code development work.
It is the keystone of their practice; directly or indirectly, it affects almost
every aspect of their work.
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Test First as a Pattern for Behaviour

One of the primary knowledge resources for the developers is their internal Wiki. On the page that describes the Raptor development methodology, the very first statement is:
“We write UnitTests, in the TestFirst style. This is integral and
vital for our development process.” (my emphasis)
In general terms, the development process referred to above is one which
implements the Agile development principle of test-driven development
(TDD), as described in section 5.1.4. The phrase, “We write UnitTests,” is
a reference to this. Moreover, as indicated by the qualifying clause “in the
TestFirst style”, not only are unit tests written, but they are the focus of the
work, rather than the functional code. The unit tests should be designed
and created before their related functional code is written (refer to chapter 6 for a detailed description of the Test First practice). The assertion that
Test First is “integral and vital” to the development effort emphasises that
the way that the company strives to get improved software product to its
clients regularly and frequently (one of the principles of Agile development summarised in section 5.1.4) is by applying the practice of Test First
for each and every piece of new or modified code.
This official declaration on the developers’ Wiki establishes Test First
as a foundational PfB. It is an unambiguous statement of its importance to
the way that software is developed at Raptor. Six months into the fieldwork period, the significance of the Test First PfB was reiterated by the
CEO in an email sent to all of the developers — and copied verbatim onto
their Wiki’s Test First page later on the same day by one of the newer developers:
We run a very strong and very clear development methodology —
one of its primary tenants (sic) is “Test First”. Let me remind all who
have been here for some time and to all recent employees what this
means and let me re-assert the critical importance of this behaviour.
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1. Test First is not optional (my emphasis) — it is a core practice
in working here you agree to do it all the time even when its hard
2. Test First means you write the tests first — if you add to the
design or change the design you add to the test or change the
tests first.
3. Test First is a design tool — think of it as ‘design by contract’
use tests to flesh out the functionality and the interface to your
objects. Your design needs to be in mind before you write tests,
you can use any tools or any methods, patterns but your design
should be OO based and needs to be able to (sic) expressed as
tests.
4. Test First means that when you have a failing test you fix the
failure fast and get the fix checked in — if the test is broken as is
sometimes the case — then fix that
5. Test First means that if you or your customer find a bug — you
right (sic) a test first and then fix the bug — this is also not
optional but a part of the practice
6. Test First means that we consider the quality of our system the
First priority and you need to ask yourself “If I am doing test
first right, why did this bug escape”
7. Test First means deep, wide complete and high quality tests
that cover the system with a protective envelope. It should not
be possible to have a bug get released if test first is done well
8. Test First is done here because we cannot UAT [user acceptance
test] the system any other way. The demands of industry, reality
and the problem of software development SCREAM that Test
First is right and can and does work.
The first three points define what Test First is: an approach to designing software that is mandatory and in which the focus of the design is
a test. Each and every time that each developer has to create or modify
any code, they are expected to design and write an appropriate unit test
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before working on the functional code. The next two points in the email
define how to implement Test First as a development practice: the unit test
should be designed to always fail without the appropriate functional code.
The unit test should always be sorted out first, whether creating new code
or fixing a bug (error) in existing code. The execution of correct functional
code should be the only reason that a unit test passes (i.e. executes without
throwing up any errors). The last couple of points, together with the closing sentence, emphasise why the CEO believes so strongly that Test First is
indispensable to producing reliable software that fulfills its requirements:
bug-free, quality software is the result of complete and rigorous testing of
the code, which can only be achieved by designing the tests before doing
anything else.
In 4.3.1, patterns for behaviour (PfBs) are defined as formal definitions
of how people are expected to behave. In this research, PfBs such as Test
First, and other policies discussed in 6.4, are considered to be a particular
kind of infrastructure. Patently, Test First is the dominant PfB at Raptor. The test-driven development approach that it invokes has a profound
influence on the character of and the work done by the company. Most
other elements of their infrastructure, both processes and technology, exist to support or are shaped one way or another by the principle of Test
First. And, as will be discussed further in this chapter, it is the PfB that the
developers appeal to most as they go about their daily work.

8.1.2

Attitudes towards the Test First PfB

Senior developers and those with relatively long service with the company
strongly supported the CEO’s view about how crucial the use of Test First
is to their efficient production of software, and many of them try to inculcate this behaviour in newer, less experienced developers. In the late
stages of the fieldwork period, one mid-afternoon, a production team had
their daily stand-up meeting (refer to 6.4.3 for an explanation of this practice):
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During the team members’ individual reports on their current work,
a university student who had recently started a semester of work experience with Raptor mentioned that she had not used Test First “for
a change” to develop some code. Wil, one of the senior developers,
reacted immediately, declaring, “There is never an excuse not to
use Test First! The design should always be done before coding
the solution.” (Note my emphasis). The student hastened to explain
that another senior developer had spent considerable time with her
that morning, teaching her how to use Test First and so, she assured
the meeting, she would now be able to [always] use that approach.
It was not entirely clear whether the student’s “for a change” comment referred to the way that she usually worked, or to how she had noticed that
the other developers usually worked, i.e. using Test First. However, she
had been working at Raptor full-time for almost a month, and this remark
does indicate that she understood Test First to be the norm, the way that
the developers were expected to work and maybe also that she had noticed that using Test First was, for some developers, their usual practice.
Her subsequent explanation signals that she had not yet had the opportunity to fully understand and master the approach herself, if in fact she had
practised it at all.
Wil had been with the company for a number of years. The results, i.e.
the software produced, of his own work practice and the practice of his
colleagues that he had observed over a long time had convinced him that
adhering to the Test First PfB in practice was the best way to design and
develop good program code. His experience on the A-team, as a Product
Manager (team leader) and as one of main Code Reviewers in the company, gave him a great deal of credibility with the other developers. The
student’s statement provided an ideal opportunity for him to reinforce,
not just to the student, but to every member of the team attending the
meeting, what behaviour was expected of them when producing code: use
Test First every single time they are working on code, to ensure that they
understand exactly what the new code is required to do by, first and fore-
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most, designing the solution (program code) in the form of unit tests.
There was another person who had been part of the teaching and learning process in this excerpt: the other senior developer who had spent time
earlier that day instructing the student in Test First PfB and how to use it in
practice in her everyday work. Together, Wil’s reaction and the news that
the student was given one-on-one assistance with how to implement Test
First would have sent a subtle message to this team: “Test First is really
important at Raptor; we expect you to learn it and to produce software by
implementing it every time you write code, without exception. However,
we will also provide help and guidance. There are experienced Raptor
developers prepared to spend time teaching and guiding you to practise
software development in what this company, and its senior developers,
are convinced are the most effective ways to do so, such as Test First.”

8.1.3

Test First in Practice

On my very first day of fieldwork in mid-Autumn, which I spent shadowing and talking to the CEO, who is also one of the developers, one of
the first things he explained to me was how the developers are expected
to approach their development tasks:
“When they’re fixing errors [in the code], the developer must do a
unit test first, which should fail, then do code to fix the problem so
the [unit] test passes; if the error re-occurs, the [unit] test should
fail.”
In these early days of my fieldwork, unit tests were the focus of the developers’ work. In emails and face-to-face, conversations about code design
and development, at all levels, either centred on unit tests or included a
reference to them. At Raptor, the unit test is the basic building block of
all software code developed in-house. If one did not have a good grasp
of the concept of test-driven development, as defined in subsection 6.4.1,
much of the developers’ communication would not make sense. The underlying, inviolate assumption is that the focus of the development effort
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is the production of unit tests, as laid down by the Test First PfB. Update
bulletins on the state of the main codebase — the latest version of Connect
— were given in terms of unit tests. The rhythm of the developers’ days
were set by regular, automated reports of which unit tests the Test Run
had executed so far in its current cycle, for example, or how many unit
tests were failing in the current Test Run, or whether there was a Crikey!
— i.e. all of the checked-in unit tests had passed the Test Run — giving a
Green Light to the developers to check in further code.
To return to the story of Ada in Episode Two, in paragraph six of section 5.2.2: during a discussion about a new feature to be added to the
product code, a senior developer says to Ada,
“Oohhh, I feel a test coming on . . . !”
This quip indicates that this developer’s instinctive reaction to new or updated requirements and the design and development of product code, is
to think of writing a unit test in order to design a solution, rather than trying to work out what functional code is needed.
It was clear that the assumption and hope of the CEO and the senior
developers was that all the developers were using Test First for all code development, that it was an established practice, i.e. a PoB, practised by most
of the developers most of the time. However, over the winter months, it
became increasingly apparent to them that this was not the case and that,
in fact, some developers were only using Test First for some of their coding
work, and some were not using it at all. Even those developers that were
committed to the principle of Test First admitted that they did not always
use it exactly as prescribed. In subsection 5.2.1, in the sixth paragraph of
Episode One, we read:
Ada was supposed to always use the Test First approach, i.e. write a
unit test before changing or adding any code, but she didn’t always
do this because sometimes she was “not sure how to structure the
change”. So, often she coded some functional code first to get an idea
of “how it was going to turn out”, and experimented with it a bit,
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after which she wrote, compiled and executed the required unit test,
designing it to fail without the functional code being executed. She
then refined the functional code so that the unit test passed with the
functional code.
Ada appears to be making sure that she writes a unit test for any functional code that she writes, and uses the Test First PfB to guide her in
doing that, even though she does things in a heuristic manner, instead of
strictly following the Test First procedure step by step. It seemed that she
was using an iterative type of approach — write a little bit of functional
code, then a little bit of unit test code, more functional code, back to the
unit test code etc — and she did not completely design and write the unit
test before she tackled the functional code development, as laid down by
the Test First PfB. Nevertheless, she appeared to do it this way primarily
to help her to design the unit test rather than the functional code. She ensured that she had a unit test designed in such a way that it would fail if
the functional code was either not included in the compilation and execution or was designed and coded incorrectly. The test was still the main
focus of her coding effort — the functional code she created was more of a
by-product of getting the test sorted out.
A senior developer also admitted to not using Test First sometimes:
It was mid-morning a few months into the fieldwork period, and Jack
had worked until midnight on a development problem the night before. He was tired and rather frustrated that he had not been able
to complete the job, which he was now continuing to work on. He
turned to me and said, in a self-deprecating tone,
“I’m now at the stage I’m writing the code before the unit test!”
When I asked, “Do you do that often?” he responded,
“If I’m on a tight schedule, more often. But it’s not very productive. You think it’s faster, but it’s like speeding on your way
home — quicker till you get caught, or worst case, wrap yourself around a tree!”
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Jack is convinced that developing product code without applying the
Test First PfB is looking for trouble — sooner or later, problems are likely
to result from doing this. The “speeding on the way home” phrase refers
to getting the functional code written as soon as possible, disregarding
the rule of the road, as it were, Test First. It seems that one is working
faster, producing a result — quantifiable lines of code that are compiled
and executed — without the extra time and effort of first putting in place
the ‘safety belt’ of a unit test. However, further down the road, or development process, one can “get caught” when existing unit, regression and
integrations tests in the TestRun fail due to the addition of the new code.
In the “worst case”, errors are not picked up until a client receives and
starts using a Good Build with the new, buggy code in it which eventually
causes the client unanticipated, and perhaps costly, problems. Experience
has proven to Jack and his colleagues that in practice Test First is the safest
approach to developing software. Despite his conviction, however, under
pressure, in this case this developer produces code without adhering to
the law of Test First. Perhaps he is thinking, like a speeding driver, that
this time he’ll be lucky (again?) and will get away with going about his
work in a risky manner.
The relations between PfBs and PoBs are not comparative ; it is not
a case of simply identifying if the developers’ practice matches the PfBs,
whether they develop code in the ‘right’ way by following the PfB to the
letter or just do their own thing. In the previous excerpt, Ada uses the
Test First PfB as a resource for carrying out her work: it is almost as if
she is declaring, “I’m making use of this principle to design this code. In
practice, I may not be following it exactly ‘by the book’, but I’m still ensuring that at the end I have unit tests that are pivotal to the design of the
functional code”. And although he admits that he hasn’t implemented it
this time, Jack, nevertheless uses the Test First PfB to account for how he
is going about his work on this occasion by explaining that he realises the
risk he believes he is taking in not using it and the consequences that may
follow. And this particular developer, who has been with the company
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for many years and is a vocal advocate for Test First, using it for most of
his work, is quite likely to to have gone back through his code to ensure
that he had full test coverage, i.e. that he had coded unit tests for all of the
functionality, before regarding it as complete and ready for Code Review
and Check-in. Rather than an unthinking, inflexible adherence to the “instruction manual” step by step, the Test First PfB is contingently adapted
into each developer’s experience, knowledge and skills, a resource drawn
on in somewhat different ways at different times as they develop code.
Three months into the fieldwork period, the company started employing more developers — eight new developers (and only one of these was
to fill a position left vacant by a previous employee) were taken on over a
three-month interval. One of these new developers, who had used a more
conventional design and development approach at the previous company
he worked at, strongly endorsed Test First. After a couple of months working at Raptor he stated that “writing [unit] tests first clarifies that I understand what the problem is [before designing and coding the solution]”.
He regarded the Test First approach to be one of analysis and design, an
unambiguous specification of what the new functional code was required
to do before producing that code. However, it later became apparent that
this developer’s attitude towards Test First and its use in his practice was
probably not shared by many of the newer developers much of the time.
Despite the obvious belief of many of the developers that using Test
First was indeed the best way to produce the software for Connect, between mid-year and October, it was becoming increasingly apparent to
management and the senior developers that, in practice, more and more
functional code was being written without applying the Test First PfB.
Of even graver concern, code was being checked in to the main codebase
without any unit tests for that functional code at all, let alone ones that
had been designed and written before the functional code was produced.
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The problem with checking in code that does not have concomitant
unit tests is that it becomes part of the main codebase and is released to
clients without the design of the code, nor its interaction with existing
product code, being ratified. Because they do not exist, no unit tests will
be executed for that code in the next Test Run and hence cannot cause any
failures that would alert the developers to errors or potential problems in
the code. The code may even have been acceptance tested by its developer
running the latest version of Connect on their local machine, but there is
no way of picking up whether or not it has been done thoroughly or effectively. Essentially, if there is no unit test covering it, functional code that
does anything at all can be checked in, becoming part of the codebase and,
more seriously, part of the next Good Build released to the clients. If this
new code does not cause any integration or regression test failures in the
Test Run, it is only when the new code causes problems in the client’s use
of the product that it becomes apparent that there are errors in it. Depending on the type of error and in which part of the product code it resides, it
may lurk inconspicuously in the client’s system for a very long time before
it causes a noticeable, potentially severe, problem.
In late October, the CEO sent out his email presented in the first section, exhorting the developers to always use Test First and reiterating its
importance to the company’s development effort. It is unlikely that the
CEO would have felt that it was necessary to send out this missive if implementing Test First was a PoB, i.e. most of the developers were using
Test First most of the time. The fact that he did deem it necessary indicates that he was concerned that much of the code was being developed,
and checked in to become part of the Good Builds (release software), without using the Test First approach.
When I first started fieldwork, I spent a lot more time asking direct
questions of the developers about their work than I did later on, when I
relied more on observation. As I initially tried to get to grips with what
was going on at Raptor, one of the questions I repeatedly asked different
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developers was, “How do you go about your work developing software
here?”
Inevitably, the response was along the lines of, “Oh, we use Test First,
that’s our core practice!”
People tend to describe what they do in “canonical terms” (Seely Brown
and Duguid, 1991) or “the norms of their group”, i.e. as PfBs, for a number
of reasons listed earlier in 2.2.3 and 4.3. Blomberg et al. (2003) offer another
reason for this tendency: sometimes they are concerned with image and
thus, consciously or not, they report what is more socially acceptable or
acceptable to their group. I would extend this further by suggesting that
perhaps, too, they are aware that their actions do not correlate exactly with
the PfBs. They may perceive their own work as inferior to the given ideal
and would rather not draw attention to this perceived weakness when reporting it.
Perhaps most significantly, talking about what they’ve done in terms of
the PfB is the easiest way for them to do so — the PfB gives them a way to
articulate how they have gone about their work. Many of people’s daily
activities are contingent, tacit, non-linear and cannot be put into words
(Star, 1999) — interactions, actions and tasks that are coalesced in complex
ways that are often invisible to themselves and others. Other aspects of
work that become invisible to people are those things that they do day after day in an habitual manner — they know what they are doing and so
they do not have to think about each action as a separate step. As they do
not pay conscious attention to each step, it simply does not occur to them
to mention them (Suchman, 1994b).
Later on in the fieldwork, a developer I was sitting with would frequently comment on whether or not they were using Test First for their
current task, often without my specifically asking them. For example, one
afternoon in late summer, I had been sitting with Karli, a member of a production team, for a couple of hours, without much interaction between us;
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she had been very focused on her work:
While designing and developing a shipment form in the user interface
design tool, Karli turns to me with a wry smile and states that she is
coding the unit test first. I smile back and say, “Good girl!”
While happy to admit that they did not always use Test First as expected, it
was as if the PfB was so ingrained as the ideal that they felt that they had to
justify why they were not using it in practice, if that was the case, or point
out when they were implementing it as expected — possibly because they
did not use Test First for code development more often than they did use it!

8.2

New Patterns For Behaviour are Introduced

By the following Autumn, one year after I started the fieldwork, three significant things were happening at Raptor. Firstly, continued exponential
increases in sales of Connect in the Asia-Pacific region meant increased development and production rate was required. Consequently, another ten
new developers had started over the summer, between November and the
following February. Secondly, the rate of Crikey!s and Good Builds that
occurred continued to decrease from several per day to only three or four
every week or so. Lastly, clients were starting to notice and report errors
in the released code more frequently.
At the beginning of March, the CEO called a developers’ meeting. At
this meeting, much to the developers’ surprise, he announced some major
changes to the development processes that would be introduced with immediate effect. He had just read a book (The Goal, by Eliyahu M. Goldblatt)
and had decided to use the principles discussed in it to make some fairly
radical changes to the way that work was done by the developers. This
was an attempt to address the concerns listed in the previous paragraph
caused by code being produced without using Test First or without associated unit tests. The first one was a new Code Reviews process — no code
could be checked in until it has been inspected by a Code Reviewer and
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approved (and the results recorded in Connexion). The second one was
that the decision to check in code would no longer be up to the individual
developers on an ad hoc basis: a Check-in Scheduling process meant that
developers would need to get permission from the Check-in Scheduler to
check work in after the next Crikey!, i.e. on the next Green Light.
The other major change was to the team structure. The A-team and the
smaller Web/Warehousing team would remain, but the number of production teams would be reduced and the developers reallocated among
the remaining teams. Two new teams were introduced: the Process Management team and a temporary team for Customised Tasks (special client
requests) whose work should be complete in a couple of months, when
members would be reallocated to other teams. The Process Management
team consisted of three senior developers, including one of the previous
Project Managers, and their tasks included task list assessment and allocation, scheduling check-in’s, infrastructural/tool support and process
management, which would now be done for the development work as a
whole, instead of being team based and managed solely by Product Managers (team leaders), as before.
Implementation of these new PfBs necessitated a great deal of articulation work in terms of work allocation, coordination and scheduling, of
Code Reviews and check-ins in particular. In another example of PfBs
shaping practice, the new Process Management team’s primary work now
included some of what used to be articulation work for the rest of developers. Instead of individual developers articulating many of these aspects of their own work themselves — task allocation, prioritising, keeping records, liaising and cooperating with other developers in other teams
and management — this articulation work was now formally part of this
team’s work, tasks that they were expected to perform and thus defined
as part of their PfBs.
A few weeks after the new changes were implemented, more develop-
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ers were allocated to the Process Management team, and it was renamed
the Scheduling team. One developer in each team was given the role of
Team Scheduler to liaise with the Scheduling team. In some teams, this
was the Product Manager, but in others it was one of the team members.
The new PfBs included a directive that all the development work to be
done was to be sent from the Support team, who liaised directly with the
clients, to the Scheduling team first. Then, after creating a Work Item for
the task, one of the Scheduling team assigned it to the appropriate team,
and the Team Scheduler assigned it to the appropriate developer.
Thus, the process of work allocation and managing workload for each
developer became much more streamlined and actively managed compared with the first part of my fieldwork period. As described in Episode
Two of Ada’s story in subsection 5.2.2, previously each developer could be
arbitrarily allocated by a Project Manager, their Product Manager, the CEO
or a direct request from a client who had discovered a bug or wanted a new
feature; or they could decide for themselves that a particular development
task needed to be done. The developer’s tasks were then prioritised more
or less according to who had allocated them to the developer and how
urgently the work needed to be done. The new PfBs for work allocation
and scheduling simplified this issue considerably so that each developer
would normally only have to be concerned about work allocated to them
from one source, their Team Scheduler, reducing the articulation work previously necessary to manage their tasks.
Within three days of the meeting announcing the new PfBs, the changes
were in place. Two of the A-team had been assigned to be the initial Code
Reviewers and had already started doing Code Reviews with developers. They worked closely with the Process Management/Scheduling team
in order to prioritise and schedule Code Reviews for code development
work that needed to be checked in. The new changes had been in place for
about a week when I had a conversation with one of the original members
of the Process Management team, Clarke:
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He had also been wanting to make these kinds of changes for a while,
and was very pleased to now “ha[ve] [the CEO]’s support . . . .”
When I asked him why he thought that the process changes were
necessary, he gave the following reasons: an increased number of
bugs in the product code (due to not enough testing before deploying), architectural changes, which did not occur often, but had a
widespread effect, “lots of new developers” over last few months,
Good Builds (release cycle) happening only every few days (i.e. very
few Crikey!s (Green Lights) and “DAT’s now taking 2 hours” and
getting slower (DAT is the automated software that runs over several
machines to perform a Test Run). He summed up the issue:
“Crappy code gives crappy product!”
He also claimed that,
“Now [since the process changes] we have at least one Good
Build a day.”
He had also updated the supporting tools for the new processes by
adding a Quality Control tab to the Work Items module in Connexion, and was busy adding new columns on the Work Items main
form to keep track of Check-in Scheduling requests, Code Reviews
etc. He had been using a spreadsheet for the Check-in Scheduling
requests since the changes were implemented, and wanted to transfer
the information and the recording process to the new parts of Connexion as soon as possible so that he could “get rid of [the spreadsheet].”
Therefore, the changes to the PfBs also brought about associated changes
to the tools, Connexion in particular, as the infrastructure was further reshaped to support the anticipated changes in practice as a result of the
adoption of the new PfBs.

8.2.1

New PfBs in Practice

The developers quickly adjusted to the new ways of working. Of course,
the developers most affected by the process changes were the two Code
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Reviewers, whose work focus became other people’s design and coding,
rather than their own. For the rest of the developers, the major changes
to their general daily flow was having to join, and usually wait in, two
queues: one for code reviewing, and a subsequent one for checking in
their reviewed and approved code.
Code Reviews in Practice
Initially, the Code Reviewers focused firstly on test coverage, i.e. ensured
that every piece of functional code that had been written had an associated
unit test which would fail without that functional code being executed
and, secondly, on code quality (the code design as well as a high degree
of adherence to the company’s Coding Standards). One of the first Code
Reviews I sat in on had already been going for several hours when I joined
the developer and the reviewer.
While the developer coded some of the changes the reviewer had suggested earlier in the review, the reviewer turned to me and said:
“The Test First approach wasn’t actually used by most developers in the past — a lot of code compiled and passed tests,
but is not functionally correct; it bombs when the client uses it
. . . . The quality of code has greatly improved in the last three
weeks [since starting Code Reviews]. The test coverage is better, the quality of code checked in is much better.”
He remarked further that he was not doing any design reviews as such
yet, as most developers were still working on tasks from before the review process started, so he is doing implementation reviews only [at
this stage].
This was a very long review. The developer had about six days of
work — around 100 files of code — to be reviewed. The developer
made some of the small fixes with the reviewer during the review, but
he made a list with notes for new tests and bigger changes to do later,
after the review. The reviewer said that he was “aiming for smaller
changes, more frequent reviews”, rather than lengthy reviews of
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huge amounts of code at once, like this one. The reviewer then asked
the developer, pointing to a particular piece of code on the screen,
“So if I remove this code, it’ll fail intermittently? (pauses) Is
there any way to code it so that it always fails the test?” The
developer pointed to some other code, and the reviewer responded:
“Oh, so you’ve done it, great!”
During a summary discussion of what work the developer needed to
do, together they looked at the developer’s handwritten list and notes,
and then agreed to have a follow-up review the next day. The reviewer
said to the developer,
“I trust that you’re not going to write the tests just to give coverage!”
The developer smiled and shook his head. The review finally ended
almost nine hours after they had started it at 7am!
As this excerpt shows, when the Code Reviews process was first introduced, many of the reviews were very time consuming. Every piece of
new code had to be reviewed and authorised by the Code Reviewer to be
checked in. On the day that the new process started, the two Code Reviewers had to start by inspecting all the code that every developer had
checked out and completed their work on at that stage and, according to
the developer, was ready to be checked back in to the main codebase. Exacerbating the problem was the very reason that the Code Reviews were
introduced, i.e. that much of the code had not been developed using Test
First, was not based on unit tests and often did not adhere to the company’s Coding Standards in other ways. This non-compliant code meant
that it was very time consuming to review and the two Code Reviewers
were battling to keep up with this inspection and approval work. Consequently, there was a significant Code Reviews backlog for the Code Reviewers, and many developers had to start new development work before
checking in and considering previous coding tasks ‘ticked off’ their to-do
list, as it were.
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The Code Reviews PfB was not nearly as explicit and prescriptive as,
for example, the Test First PfB. The developers’ Wiki initially only had two
lines on it, stating that code must be peer reviewed before being checked
in. Another page “BeforeYourCodeReview” does contain a list of half a
dozen things that a developer should do and/or check before they schedule a review. But how it should be implemented in practice seemed to
be largely up to the reviewers themselves, although the manner in which
they had to approve or authorise the code for check-in and the criteria it
had to fulfill were things that were tweaked and developed over time by
the CEO, the senior manager, team managers and the reviewers. Nevertheless, for a PfB that was defined with such brevity, it had a profound
impact on the developers’ practice and how they went about their daily
work.
During a conversation about six weeks after the official Code Reviews
process was implemented, one of the developers who had joined the company soon after I started my fieldwork told me,
“I learn a lot from Code Reviews.”
He added that, in any case, his Product Manager (team leader) did Code
Reviews on most of his work before the process became official, so presumably he was stating that he was used to them and that they had not
changed the way that he worked much. But for most developers, as well
as changing the rhythms of how they accomplished their work, the Code
Reviews process did have an effect on the way that they approached their
coding and development tasks. Another developer, who had been with
the company for a number of years, admitted that the Code Reviews process did influence the way she worked:
“[You’re] more careful if [you] know someone [else] is going to look at
your code!”
A few months after the commencement of Code Reviews, there were
reviewers for each team, usually the team leader, as well as the original
two reviewers. It also appeared that, for some team leaders, they no longer
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performed the reviews as code inspections, but rather as user interaction
design and functionality checks.
One team reviewer commented when doing a Code Review for another developer in his team that he “used to do Code Reviews at
code level, now doing them the other way around” — he wanted
to see functionality, “as from a client’s point of view”. He justified
his approach by adding, “I expect them [developers] to be able to
program, and I respect their ability to program.” In this review,
he did not look at the code at all, he only checked the user interaction
and the functionality.
This approach was echoed by one of the two original reviewers who,
late in the afternoon, when Code Reviews had been in place for six months,
was performing a Code Review for a member of the A-team.
The reviewer asked the developer to draw a diagram to explain what
he meant and the reviewer then added to the diagram whilst explaining his suggested solution. The reviewer told me that, with some developers, he spends less time doing the Code Reviews each time, as
their code quality improves, and he knows that their [unit] tests, for
example, “will be fine if their others are”, i.e. if he has inspected
some of their tests previously, he assumes that other unit tests that
they have coded will also be acceptable. He does not feel it’s necessary
to do detailed reviews and check every line of code written for these
developers. However, with other, less experienced developers, he does
more detailed reviews. He also mentioned that these reviews are an
opportunity to do design training. He offered suggestions with regard
to code refactoring (improving the design and code without changing
what the code is doing) to the developer — particularly a better design, with less repetition of code, for the unit tests. The reviewer went
on to say that he thinks,
“It’s silly not to trust the developers at all and do detailed, lineby-line code checks . . . it becomes ‘bureaucratic’.”
He said that he usually does a check of the functionality of the job
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first, as it is “much quicker than going through code”, and that
there is no point in going through the code if there are obvious errors
that need to be sorted out before a proper Code Review . He also admitted that if the reviewer had to bear the responsibility of something
being wrong with the code that is eventually checked in (instead of its
developer), he would be much more thorough in his code reviewing!
It is clear from the two excerpts above on Code Reviews that PfBs are
inadequate descriptions of what people do. The PfB reflects the rule that
all code must be peer reviewed before it can be checked in, and the developers’ PoBs reflect this — as a group and as individuals in that group,
their practice changed so that this was what they did as a matter of course
with the new and modified code, both for Connect and new infrastructure
(tools). But the changes to their practice of implementing this PfB were not
restricted to merely adding another, intermediate step to the development
process.
The formal Code Reviews process was started with the intention of
inspecting developers’ code, primarily to ascertain that it had all the requisite unit tests before it was checked in. However, its most important
function turned out to be a teaching and learning opportunity. Code Reviews PfB was a way of familiarising developers with the Test First PfB, i.e.
the local infrastructure. Senior developers, experienced in the test-driven
design approach, were able to spend time giving other developers oneon-one focused feedback on their test and code design, as well as specific
guidance in improving their design to produce optimal code using Test
First.
As we saw in several excerpts above, both developers and reviewers
felt that the quality of code had improved as a direct result of the Code
Reviews process, either because they knew that another developer would
be scrutinising their code and so were pressurised into developing it more
carefully and as required, or because they learnt how to design and develop code ‘properly’ during their Code Reviews. And, according to one
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of the reviewers, the measurable improvements to the quality of code produced was as a result of a change in the developers’ practice over time,
a change directly attributable to the implementation of the Code Reviews
PfB, i.e. infrastructure shaping practice.
Human agency is an effect of the relations between people’s actions
and the things in their world at a particular time and in a specific situation (Suchman, 2007a). Code Reviews, as a way of familiarising the more
inexperienced developers with Test First and reinforcing its use with developers who have been with Raptor for a while, provide situations which
specifically draw the developers into engagement with the PfB. In these
mentoring and training situations, we see a web or network (Suchman,
2007a; Star, 1992) being enacted in the relations between the reviewing developer and the reviewee, their practice and the Test First and Code Reviews PfBs. Over time, the developers’ PoBs changed to include mindful
implementations of the Test First PfB. The developers’ capacities to design
and produce code that is centred on unit tests increased. There are shifts
in agency, in these enacted relations between the PoBs and PfBs, that is to
say, between the developers’ practice and their infrastructure.
It may be that the agency that resulted was an increased capacity to
design and produce better quality code, but what is of interest here is not
a judgment of whether the code produced is ‘better’ or of higher quality
when the developers use Test First than if they do not; that is a different
kind of argument. The focus here is the agency that results from the web
of relations between the developers, their practice, the software product
Connect and the infrastructure — particularly the PfBs Test First and Code
Reviews in this case — and the shifts in agency that occur across these
relations that enable the company’s capacity to maintain the quality of its
product as it grows and becomes more complex.
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Check-in Scheduling in Practice
Three weeks or so after the new PfBs were introduced, I was again shadowing Clarke, who received an email requesting a check-in.
He filled in [a new] entry in his check-in schedule spreadsheet —
which he was still using despite his earlier plan to use the enhanced
Work Items module in Connexion instead [see the fieldwork excerpt
in section 8.2, just before subsection 8.2.1, which describes Clarke’s
intentions to modify the Work Items module to include check-in
scheduling requests] — and then replied to the email. A little while
later, as he was walking back to his own desk after a chat to one of the
support staff, a developer stopped him and asked if she could check in.
He had a quick look at the screen design she’d done, and said, “Okay”
to her. He said that he can usually make a decision [immediately] on
“minor check-ins” as he knows what [the developers] are working
on, but he was “more precise with major changes” when deciding
whether to allow the check-in or not.
A couple of weeks later, one of the junior developers was moved to the
Scheduling team, to schedule check-ins, replacing Clarke, and to follow
up on unit test failures with the developers concerned. Once she had been
in this role for a week or so, she told me,
“I schedule check-ins, and spend quite a lot of time walking around and
talking to developers, to chase up check-ins.”
However, one of the original three members of the Process Management team, affectionately known by the other developers as Mr FixIt due
to his technical problem-solving skills, said to me, later the same day:
“The check-in schedules are not a bottleneck. It’s more at the Code Reviews level — there is a waiting list of developers needing reviews.”
As shown in the Code Reviews excerpts in the previous section, there
was an enormous amount of code to be reviewed earlier on, but this volume was gradually reduced, both as the initial backlog was sorted out and
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as the code quality improved, allowing for more regular, quicker review
sessions. The Check-in Scheduling did not seem to be causing obstacles to
the developers’ efforts, or to slow down the production process, at first.
One of the effects of the Check-in Scheduling process was that it changed
the effect of the visual cue of the Red/Green Light from the CrikeyMonitor
showing whether the latest Test Run had passed all the tests or not. Before
the process changes, a quick look at the status bar on their screen instantly
gave the developer the message that, if a Red Light was showing, some
tests were failing in the current Test Run and, if they had checked in code
since the last Crikey!, it also prompted them to check whether any of their
tests were causing the failures and to try to fix them. On the other hand, if
a Green Light was showing then they knew that they could check in any
code that they had ready to submit to be included in the next Test Run.
Once the Check-in Scheduling process was in train, however, the Green
Light did not mean much to most of the developers unless they had requested and been granted permission to check in on the next Crikey!.
“The Red/Green Lights don’t affect check-ins really, cos we
can’t check in unless the scheduling team gives the go-ahead
anyway.”
An intriguing statement with regard to code quality, the check-in process and the Red/Green Light status came from a senior developer a few
months after the new Code Reviews and Check-in Scheduling PfBs had
been made policy:
“The developers are not allowed to check in work that will
make the light go red — sometimes it’s good that it does [go
red], to draw people’s attention to the fact that there is a problem.”
This view of the check-in process seems to indicate that this developer
is of the opinion that sometimes it is better for everyone (all the developers) to see that there is a problem with some particular piece of code
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or, more precisely, the unit tests. Perhaps this developer thinks that the
collaborative and cooperative nature of the development work at Raptor
should be drawn on more, rather than just the developer of that code and
the Code Reviewer trying to solve some problems completely themselves
before checking in the code. Exposing the problem to all of the developers may mean that another developer who has had to deal with a similar
problem, or one who is familiar with that module of code, for example,
will offer assistance or a solution that the developer or reviewer would
not have reached on their own.
Although initially it seemed that Check-in Scheduling was just going to
be a relatively low-impact change, as time went on it became apparent that
there were also some issues with this new PfB in practice. The main reason for the Check-in Scheduling process was to give priority to code that
would give “high value” to clients. Sometimes in the past, “low-value”
code that caused test failures was checked in and then, because of the consequent Red Light shown by the CrikeyMonitor, “high value” changes were
prevented from also being checked in at that stage. The side effect of this
policy was that code that had been refactored, or bugs that had been fixed,
or code that would have caused problems such as tests failing, things that
were not requested by or would go unnoticed by clients and their users,
were sent to the back of the check-in queue as low priority code changes
and developers sometimes had to wait for weeks before their work could
be checked in.
One afternoon late in the fieldwork period, I had a chance meeting with
a member of the A-team having a coffee break in the downstairs café.
When I asked him how things were going, he announced that he was
“having a bad day!” He elaborated that he was very frustrated
because he had “a long list of waiting check-in’s. None [of the
code changes] are going to directly affect any clients, so I’m at
the back of the [check-in] queue!” He had little idea of when he was
going to be able to check in his completed work, which presumably he
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wanted to record in Connexion as closed (fixed/completed) so that he
could move on to other work without these “Waiting for Check-in”
Work Items in the back of his mind, needing further attention when
he was finally scheduled to check them in.
This frustration was mirrored by another senior developer, also around
this time:
“I have millions of source files checked out: two weeks of mopup, two bugs fixed, but lots of code that was blatantly wrong
and then caused tests to fail. I’ve fixed a number of things that
probably appear as Work Items, but I would have to go through
them all. So long as they appear at the top of the list, I may see
them, or someone else may pick it up later, see that it’s fixed
and close it off. Except that it can’t be closed until someone has
reviewed the work, scored it and asked if it can be checked in!
Who’s going to plough through all that code so that I can check
it in?!”
Clearly, as time went on, some of the developers became progressively
dissatisfied with having to have their work prioritised and then scheduled for check-in according to that priority, even after it had been code
reviewed and approved for check-in and was thus unlikely to cause Test
Run failures. While the policy did not appear to directly affect their coding practice, it did have a more subtle effect than just compelling them to
queue their check-ins and rely on someone else to decide for them when
they could check in their code. In other words, it impacted their daily
practice.
The amount of code checked out at any one time increased initially due
to Code Reviews — code could not be checked back in as soon as its developer deemed it ready, but also had to be approved by a Code Reviewer.
The percentage of checked out but completed code also grew, particularly
later on in the fieldwork period, due to lower priority code waiting to be
scheduled for check-in. So, individual developers had a lot more work
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that was not deemed complete. They had to keep track of more than their
current development work, as they also had to monitor work that needed
to be reviewed, as well as code that had been reviewed and approved that
needed to be scheduled for check-in. Connexion made this somewhat easier in that they could search for lists of each of these categories, and details
of each Work Item and its status were recorded and displayed.
Nevertheless, there was still articulation work involved here, as the developers had to keep in mind earlier work in addition to their immediate
tasks, instead of being able to complete a task (in terms of a check-out and
check-in cycle) and close it, allowing them to more or less forget about it
and focus on other, new work — unless it caused test failures, in which
case their attention would be drawn to it directly by the CrikeyMonitor or
another developer during the next Test Run. From a cooperative work
perspective, articulation work was required by both the developers with
the outstanding work and other developers who might have needed to be
aware that this development work was in progress, or completed but not
checked in, as it might relate to or have an impact on the work for which
they, the other developers, were responsible.

8.3

Infrastructure Shaping Work Practice, Work
Practice Shaping Infrastructure

I claim in this chapter that there are oft-unrecognised and -unacknowledged
organic and reciprocal relations between developers’ work practice and
their software development infrastructure. This section ties together the
comments made and interpretations offered with the field excerpts in earlier sections in order to establish the nature of these relations.
Practice shaping infrastructure and infrastructure moulding practice
are different but interconnected phenomena. They are complementary
facets of the mutually constitutive relations of infrastructure and work
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practice, described separately simply for the sake of clarity. Discussing
the shaping influence that practice and infrastructure have on each other
in separate sections in no way suggests that the relations between them
are anything but mutual.

8.3.1

Practice Shaping Infrastructure

The PoB of most concern, which the management believed had such a
pervasive effect on the quality of the Connect product and which was the
catalyst for major changes to the infrastructure, was that many developers
did not use Test First all the time, or at all. A new PfB was introduced
to ensure that more than one developer had ratified any code that was to
be checked in and that the code was written in accordance with the company’s code design principles. That is, firstly, this code had complete test
coverage, with associated unit tests for all its functionality and, secondly,
that this code met Raptor’s Coding Standards. The Code Reviews PfB was
a change to the developers’ infrastructure and was introduced as a direct
response to many of the developers’ habitual practices.
The other new PfB introduced at this time was intended to address a
more subtle issue, the order in which new code should be checked in. As
mentioned earlier, the developers’ practice up to this point in the fieldwork had been to check in any code that they deemed ready to be added
to Connect as soon as a Crikey! occurred. Occasionally, the CEO or a
senior developer would send out an urgent email requesting other developers not to check in any code for a period, as they wanted to check in
some special code without the possibility of unrelated problems (failing
tests) being caused by other checked-in code, but usually no developer’s
or module’s code was considered any more important than any other new
code. The Check-in Scheduling PfB was brought in so that the senior manager, and later a developer given this particular role, could prioritise code
to be checked in, with the main intention of checking in code that would
be of most immediate benefit to their clients before other code.
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In addition to the infrastructure being changed by the addition of the
two new PfBs, one of the tools that was a major part of the infrastructure,
Connexion, was changed to accommodate the recording and retrieval of
details about the development work done and scheduling of Code Reviews and Check-in’s. This included new data that needed to be captured,
such as a request for a Code Review or a Check-in, the results of a Code
Review and comments on the code inspected, the status of a Work Item,
e.g. “Awaiting Development”, or “Fixed Pending Check-in”, and so on.
The major modifications were the new tabs (sections) for Quality Control
and Work Process Management added to to the Work Item module’s form
with fields to enter or update these kinds of detail. The changes to Connexion were not all made or finalised at once. Basic changes were made to it
soon after the new PfBs were announced, but its design was tweaked and
modified several times over the months that Code Reviews and Checkin Scheduling gradually became part of what influenced the developers’
daily work rhythms.
We also saw that a lot of the work that the developers had done previously in practice was not captured by the existing PfBs. This was the articulation work that became formalised in the work allocation and scheduling PfBs for the new Scheduling team, a major part of their primary work.
These included, for example, managing their own workloads, task allocation and prioritising, keeping track of the Crikey!s, making the decision
to check in completed code etc, coordination of their work with other developers’ and staying aware informally (conversation, email) or indirectly
(CrikeyMonitor, exception reporting) of what work other developers were
doing.

8.3.2

Infrastructure Moulding Practice

Early in the fieldwork, Test First seemed to be practised in various ways
by most of the developers most of the time. It so directed their work,
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it appeared to be second nature to most of them. Later, as the company
grew and the amount of development work and the number of developers increased, Test First could no longer be assumed to be part of everyday
practice. More developers were sometimes not implementing it and some
did not use it at all.
As we saw with Ada and Jack earlier, some developers wrote unit tests,
but did not use a pure Test First approach. Jack was one of the most vocal about the importance of Test First (to me and in his communications
with the other developers in conversations and emails). Many of the developers were aware that their actions did not correlate exactly with the
Test First PfB and some talked about this with me, as noted in the excerpts
examined in 8.1.3. Both talked about their work in terms of and in relation
to Test First even when they did not use it ‘by the book’. Jack also made it
clear that he thought it was always better to use it than not and colourfully
described the consequences of not doing so. Others did not necessarily acknowledge that their practice did not always reflect the PfB or talk about
it at all. The Test First PfB was strongly related to their practice, even if it
did not completely determine it. Each developer took on the PfB in their
practice at different times and in different ways that were dependent on
their training, experience and skills as well as other work factors and pressures on them at the time.
The newer Code Reviews and Check-in Scheduling PfBs had an enormous influence on the developers’ practice. These PfBs changed the flow
of their daily work quite dramatically. They had been solely responsible
both for the design of their code and for deciding when their code was
ready to be checked in to be added to the Connect product; and they used
the CrikeyMonitor’s Red/Green Light to guide the timing of their actions.
Now their practice became directly scrutinised. They had to start cooperating with the other developers in a different way and were more directly dependent on the decisions and actions of the other developers —
particularly the reviewers and schedulers — to set the rhythm and flow
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of their actions. Now they had to make requests for Code Reviews and
Check-in Scheduling of their developed code and wait for responses to
these requests. In addition, they needed to work with reviewers on the
code submitted for review and negotiate the relative priority of their code
waiting to be checked in.
The Code Reviewers’ practice (PoBs) and the Code Reviews PfB changed
over several months after the new PfBs were introduced. The Code Reviews became shorter or ‘smarter’ once they had been in use for a few
months, which affected both the developers and the reviewers. A shorter
turnaround meant that the developer could get on with the next step of the
process sooner, and the reviewer could do more reviews in a shorter period. So, over time, the reviews did not impact the reviewers’ own development work as much as initially, when all their working hours were spent
on Code Reviews with other developers. The other factor that reduced the
impact on the reviewers’ workload and content after a few months was
that more reviewers were recruited, until there was one for each team.
Code Reviews in practice morphed into something more subtle and
substantial than one would realise by simply reading the PfB definition
and how-to instructions on Raptor’s Wiki. Code Reviews extended cooperative work to become collaborative as well. Instead of individual developers working more or less on their own, left to their own devices, only
seeking assistance and support if they decided they needed it themselves,
decisions about the code design and coding standards were either ratified by another developer, i.e. the Code Reviewer, or negotiated with that
developer. Further, Code Reviews were opportunities for intense, one-onone mentoring and teaching, particularly important for the newer developers.
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8.3.3

Shifting Boundaries and Agencies

This chapter demonstrates that there are ongoing and dynamic interactions between the developers’ work practice and the infrastructure which
supports that practice. More than mere exchange or symbiosis, these relations are one of mutual constitution: over time, the developers’ work
practice shapes the infrastructure, as the infrastructure moulds their practice.
Infrastructure and work practice are not givens. The boundaries I have
drawn around them here do not encapsulate either phenomenon as discrete and self-standing. The infrastructure is primarily constituted by what
the developers make use of to achieve their primary work of producing
Connect. However, it has to be enacted into existence by the developers’
ongoing practice or actions and interactions with the resources available
to them to do their work. These resources, i.e. the world in which they act,
play their part in shaping what they are trying to do, even as their actions
shape that world.
There are shifting agencies in these dynamic and mutually constitutive relations between infrastructure and work practice. These relations,
demonstrated in the interplay of the developers’ PoBs and PfBs — their
everyday practices and the infrastructure they rely on to enable them —
continually shape and reshape how the developers’ agency is produced
and experienced in the changing work of the company over time.

Chapter 9
Conclusions: The Importance of
Studying Software Development
as Situated Action
Formal descriptions of work (e.g. “office procedures”) and of learning (e.g. “subject matter”) are abstracted from actual practice. . . .
We, by contrast, suggest that practice is central to understanding
work. Abstractions detached from practice distort or obscure intricacies of that practice. Without a clear understanding of those intricacies, and the role they play, the practice itself cannot be well understood, engendered (through training) or enhanced (through innovation). (Seely Brown and Duguid, 1991, p.40)
Seely Brown and Duguid assert in this quote that studying practice, i.e.
work as it occurs, rather than notions of what that practice is expected or
assumed to be in theory, is crucial to comprehending it. Moreover, they
claim that an authentic understanding of practice cultivates, firstly, education and training that is relevant and, secondly, the creation of bold and
effective improvements. This quote points to the motivation for, approach
to, and contributions of, this thesis that are pulled together in this final
chapter. The chapter summarises and reflects on the research done, its
implications and contributions, and possibilities for further research.
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Research Issues and Approach

A preponderance of software engineering literature seemed to me to propose one or other tool, framework or methodology to improve the software engineering process as defined by abstract models. I wondered: is
this research congruent with professional practice?
A comprehensive literature review, which forms chapter 2, demonstrated that software engineering research has little to say about software
development as it is performed in the real world, in real time, by real people. Even theory that is supported by empirical investigation is usually
either experimental, or based on retrospective data. The literature tends
to present an ideal, disembodied approach to software development that
does not necessarily reflect the everyday experience of real software developers. I contend that in software engineering research there is a conspicuous gap: a characterisation of software development based on in situ studies of the work practised by professional software developers. I wanted to
understand software development as it is done in practice — not as theorised in the abstract or hypothesised experimentally, but as performed and
experienced by software developers in their daily working lives. Consequently, I proposed my initial, driving research question:
So what do software developers do every day?
My approach to conducting the proposed research was strongly directed by my commitment to certain key theoretical perspectives, expatiated in chapter 3. The most influential of these is situated action, originally defined and used by Suchman (1987), and reiterated in Suchman
(2007a, p19–20): “the structuring of [human] behaviour is done in reflexive relation to specific circumstances that are themselves in the process of
being generated, through the same actions that they in turn work to make
comprehensible. . . . and need to be understood in those terms”. She asserts that, rather than enveloping human action with a disparate meaning
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from a distance, i.e. collecting and analysing data after the action has taken
place, we must explore human behaviour in the same time and place as it
occurs.
Furthermore, since the aim of this research is sense-making — gaining
a deeper comprehension of the everyday practice of professional software
development, in contrast to testing an hypothesis about it in the form of a
new tool, method or process improvement — I needed a research method
that did not initially require a detailed specification of what I was trying
to understand. Ethnography is a methodology used for just such research.
Part of the value of the approach is this: going in without preconceived
ideas and delving deeply into things that are often regarded as mundane
and thus usually either discounted or taken for granted. This characteristic and others such as the focus on the culture of a specific group and the
importance of temporality convinced me that ethnography was the most
effective approach for this research. Details of the research design for this
thesis, along with an account of my experience of the research process,
form chapter 4.
I carried out a longitudinal study, involving 45 site visits over 22 months
of fieldwork, in a medium-sized Australian software development company in Sydney, referred to in this thesis by the pseudonym ‘Raptor’. The
group of some 60 developers uses an Agile development methodology
to produce third-party software used by clients in the freight forwarding, customs and logistics industry, in many different countries across the
globe. An extensive description of the participant company and field site,
as well as three detailed accounts of the developers going about their daily
work, is presented in chapter 5.
Without an hypothesis, an ethnographic research journey is more like
an expedition to explore new territory than a planned road trip with detailed maps and a particular destination in mind. There is no specified destination when one embarks on an ethnographic undertaking — the place
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in which one is likely to end up only becomes apparent gradually, along
the way. It was only after many months of fieldwork, data analysis and
changes in my perspective, that a dominant theme began to emerge from
my study. Initially, I had tried to ‘see past’ a phenomenon that I thought
of as trivial and extraneous to the developers’ primary work of design and
development that I was trying to understand. This was partly because I
was a novice ethnographer and partly because I had started the research
with my software engineer’s view of technology — that it is a given, something stable that could thus be safely discounted. As a theme that persistently emerged through the analysis and reflection process, however, I
eventually came to consider that local technology use was something that
could, in fact, form an important part of my thesis.

9.1.1

Infrastructure as a Central Issue

In this study, the primary work is software development — in particular,
the design and construction of third-party software — and the infrastructure comprises software tools, formal processes and policies, guidelines
and standards that enable the production of software applications. Initial
analysis of the field data indicated that the participant developers constantly and extensively employ software tools, processes and other infrastructural components to effect the development of software product code.
The developers’ vernacular largely references constituents of their infrastructure or the use of them, and the developers talk about their infrastructure, their work practice and the resulting code product concomitantly —
they do not clearly delineate these phenomena when communicating with
one another or when describing their work to others.
Some kind of answer to the primary research question about software
developers’ daily work started to emerge; i.e. that they spend a great deal
of their time dealing with infrastructure in order to accomplish their work.
Of course, they also do a lot of other things during their work day, but the
focus of this research became the phenomenon of local infrastructure and
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its role in their primary work of developing a particular software product. Infrastructure is a fundamental aspect of the work environment and
the work performed by the developers in the participant company. They
make use of infrastructure to develop software; they create, maintain and
enhance infrastructure to support software development; their approach
to software development is adjusted periodically to fit with changing infrastructure; some of them construct infrastructure for other developers
to use in their daily work; and in their development of software product,
they are providing the means to third parties (i.e. their clients) to construct
their own infrastructure through their daily work. The prominence of infrastructure use that was emerging from the field data led to further, more
directed questions, distilled into this one:
What significance does their infrastructure have for the developers’ everyday
work?
Attempting to unravel the meaning of the participant developers’ infrastructure led to a realisation that it is not the infrastructure per se that
is of interest to me, but how it is employed and the role it plays in the developers’ performance of their everyday work. The constituents and basic
structure of the developers’ local infrastructure are described in detail in
chapter 6. However, it is Star (2002)’s, and Star and Ruhleder (1996)’s, definition of infrastructure as a relational concept which only exists in its use
that underpins the findings of this research. Star’s work on infrastructure
is elaborated in 3.2.1; the findings of this research that build on this relational notion of infrastructure are reprised in the next section.

9.2

Thesis Findings

The impact of time on the findings that emerged is substantial: even a
deliberate study of infrastructure in use may not change a perception of
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infrastructure as something intrinsically passive and stable if ‘snapshot’
type data is collected without regard for temporality and its effects. Observing and exploring the infrastructure in use over an extended period
— in this case, almost two years — reveals infrastructure as dynamic and
active, undergoing continual change to better support the primary work
practice, as well as the agency of the infrastructure as it affects the developers’ practice and their work product.
The concept of infrastructure is something that issues from iterative
analysis of the field data, and it is thus defined and understood from the
perspective of the researcher. It is not some thing that exists ‘out there’ in
‘nature’, which a researcher can come across or ‘discover’. It is also not
necessarily a distinction that the software developers themselves make,
nor a label that they use, when describing their work.
Exploration of the infrastructure in use gave rise to some unanticipated
insights into the developers’ everyday work practice and the software that
they construct. The first one is that the software product code which the
developers create and maintain as their principal work focus and the infrastructure which enables and supports that development work shape
each other over time and become progressively more entwined. The second is that there are mutually constitutive relations between the phenomena of infrastructure and work practice. After notable characteristics of
infrastructure are summarised in the next part of this section, these two
findings are discussed in more detail in the subsequent subsections.

9.2.1

Characteristics of Infrastructure

Attributes that are characteristic of infrastructure are presented in 3.2.1.
How these characteristics play out in this research is elaborated further
in the next couple of subsections, but by way of introduction to the main
findings of this thesis, they are briefly reviewed here. Each of these attributes, in a sense, leads onto or contributes to the next one:
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Boring and Mundane. To the product developers, the software tools and
formal processes that are available for their use are part and parcel of how
they go about their daily work. Their conversations are peppered with
references to constituents of their infrastructure and the assumption seems
to be that everyone in the group knows and understands what these are
and how they are used.
Transparent yet Opaque. Because the local infrastructure is taken for
granted by the Raptor developers it is somewhat invisible to them — unless it is changed in some way, or is ‘broken’, i.e. does not work as expected, at which point it becomes disruptive and therefore noticeable. This
is illustrated in 7.3.2 where a batch file is not executing correctly and in
8.2.1, where new infrastructure, in the form of two new formal processes,
is introduced.
Elusive. The difficulty in grasping the local infrastructure is partly because much of it is in the form of electronic technology, partly that it is
being taken for granted and is thus transparent to the developers, but primarily because it is not fixed. Infrastructure is defined in relation to practice and both are in a continual state of flux. So, it was a long time before
I could get to grips with much of the local infrastructure. And, it was not
until after a great deal of analysis and reflection that I recognised that the
infrastructure is more than a background to the primary work of software
development.
Multilevel. Infrastructure occurs at various levels. In this thesis, as an
ethnographer, I took the physical computing infrastructure — the computers themselves, the computer network etc — as well as the system software
such as the operating system for granted and treated it as background,
mainly because this is the type of infrastructure that is common, and regarded as basic, to most organisations in this day and age. My interest was
in the local software development infrastructure that made it possible to
produce software products in the manner required by Raptor.
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Dynamic and Relational. Infrastructure is embedded in the developers’ everyday practice. The recognition of its ongoing structuring occurs
within the daily organisation of their actions to accomplish their software
development work. The relations of infrastructure with practice and, in a
different dimension, its relations with the software product Connect, became the kernel of this thesis.
Learnt as part of Membership. New developers at Raptor, and newcomers such as myself as a researcher, for that matter, initially engage with the
infrastructure as something to be learnt and mastered — they need to become familiar and comfortable with it, in order to work confidently in the
company. Once the developers have developed a “naturalized familiarity” (Star, 2002) with the infrastructure, it becomes more transparent and
they take it for granted in their daily work.

9.2.2

Relations Between Infrastructure and Product Code

The intertwining relations between infrastructure and product code is the
first of the major findings of this study, for which evidence is provided
in chapter 7. Infrastructure and software product code are progressively
woven together over time, each bearing some characteristics of the other.
Code production and infrastructure are not discrete phenomena — in situated practice, they are entangled and, over time, become more and more
co-dependent.
Infrastructure Made of Program Code
A great deal of the infrastructure exists as program code which is used
to produce yet more code: proprietary and in-house software tools that
enable the developers to produce third-party software in the manner particular to Raptor. These include tools that make it practically possible to
produce program code such as the programming language, editor, compiler, integration and build tools. Version control is taken care of by automated software. However, it is the automated test harness, developed
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largely in-house and executed several times per day, that largely characterises the program code production process at the company.
Another infrastructural element that is made up of program code is the
C-Architecture which contains all the object classes that are needed by the
developers to construct code for Connect. And as they are incorporated
into Connect in particular ways during its development, their use has a
consequential effect on the design and performance of its product code.
Symbiotically, much of the product code is comprised of infrastructure,
in the form of code that inherits from and extends these C-Architecture
classes, forming an important part of the way that the components of Connect are designed to fit together.
Other infrastructural elements that are in the form of program code are
the communications applications such as network message broadcasting,
the developers’ Wiki and email. These software applications are mainly
proprietary, rather than developed in-house, and thus the code forming
them is not directly accessed and changed by the developers, as with the
examples above. Nevertheless, they form a part of the local infrastructure
that is also program code and is crucial to the developers’ accomplishment
of their primary work.
Coding the Infrastructure
Some of the product code is also used as infrastructure. Connexion is
the developers’ own implementation of the Connect software product and
they use it extensively to manage workload and quality assurance. This is
an intriguing example of infrastructure that is code because it is the very
same code that is product code written by the developers for third-party
use. In this instance, it is implemented and used by the developers to support their own daily work, i.e. as part of their infrastructure, rather than
by Raptor’s clients.
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A significant portion of the infrastructure described in the previous
subsection is created, improved and maintained by the A-team developers, primarily the test harness software and the C-architecture. This software is developed using exactly the same tools and processes as the product developers use for developing Connect. In this we see that what is
infrastructure for some developers is primary work for other developers.
This is a different kind of evidence of the intertwining of code and infrastructure. As the real work for most of the developers is the development
of Connect product code, the infrastructure for these product developers
is provided by other developers in the A-team as their main work, to support and enable the product development.
A large part of the infrastructure is realised as program code, proprietary and developed in-house, and is undergoing continual development
in parallel to the product code development. As this infrastructure becomes more sophisticated and appropriate over time, the software development effort is better supported and facilitated and complementary
product code is produced. An organic infrastructure — constantly modified to improve performance, quality assurance, ease of coding, compiling
and building, to automate more repetitive tasks, to provide new tools to
support new processes — is as much part of the developing code for Connect as the application code statements contained in that software product.
The continuous intertwining of the local infrastructure and the product leads to a blurring, more than a simple entanglement. In some places
where they meet, they become indistinguishable from each other. Recognition of the relations between product code and infrastructure is one step
towards an understanding of the infrastructure as something more than
a discrete support structure that is complete in itself. They are also more
than relations of dynamic support, in that the infrastructure in some sense
delimits the developed product code in Connect.
Infrastructure as enacted into existence by its use is further demon-
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strated in the next section, which highlights the relations between infrastructure and software development work practice.

9.2.3

The Mutually Constitutive Relations between
Infrastructure and Software Development Work
Practice

The second major finding in this study, developed in chapter 8, and perhaps the most compelling and consequential one, is that work practice
and infrastructure are mutually constitutive and increasingly inextricable.
This finding is noteworthy as it makes visible the developers’ extraordinary skills in accomplishing their daily work. The developers continually
mesh their work practice and their infrastructure for their particular work
context, and they also create and modify their infrastructure in program
code to provide new tools and to support their work practice. The finding also emphasises the dynamic and relational nature of infrastructure,
which results in shifting agencies within the overall network of people,
software tools, policies and procedures, development work practice and
software product at Raptor.
So, how does a recognition of infrastructure as a relational concept contribute to an understanding of the developers’ work practice? The paired
ethnographic constructs of ‘patterns for behaviour’ (PfBs) and ‘patterns of
behaviour’ (PoBs) offer a way of making sense of the way a group acts.
PfBs are expected behaviour; for instance, a formally defined work process. PoBs are what people are observed to do in practice over time. PfBs
and PoBs are not comparative concepts, and there is no value attached
to either one relative to the other; they are not inherent characteristics of
some particular behaviour but are perspectives, a way of looking at human behaviour and actions.
Examples of local PfBs are Test First and Code Reviews. As they include standards, policies and procedures, PfBs form a notable part of the
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developers’ local infrastructure, providing guidelines on how the developers are expected to tackle their work. PfBs are a considerable resource
for action. As well as providing strategies, they include recommended
constraints on behaviour, and often they provide examples and records of
what has been done before in local practice. They are particularly useful
if they have been thoroughly tried and tested locally in daily work before
being regarded as the best way to perform some specific task. The value
of the latter type of PfBs often become apparent when they are not adhered to; e.g. the detrimental effect on product code quality of many of the
developers not consistently using Test First. The problem with PfBs, or
more accurately, the interpretation and use of them, is that rather than being viewed simply as the expectations for practice, they are so frequently
taken to be either the practice itself or determining of it.
PoBs describe what most members of a particular group do in practice,
most of the time. The developers’ PoBs do include employing tools for
code development and testing as well as enacting, to a greater or lesser
extent, the PfBs. They also entail the performance of articulation work;
i.e. innovative and creative ways of accomplishing the primary work of
developing software product code that are not represented or encapsulated by PfBs. The use of tools, the enactment of PfBs one way or another
and the vital articulation work continually performed around them are the
PoBs that highlight infrastructure as a phenomenon that is inextricably entwined with the developers’ work practice.
The last issue that I wish to draw attention to with regard to infrastructure is that of agency. As expounded in 3.1.5, agency results as humans interact with things. It is not a static, pre-existing characteristic that
resides in humans. As the developers perform their work, employing infrastructural elements such as software development tools and PfBs such
as Test First, their infrastructure is an “active participant” (Haraway, 1991)
in shaping their practice, as well as in building their knowledge and experience of software development work, as individuals and as a group of

9.2. THESIS FINDINGS

237

software developers producing systems for use in the freight forwarding
industry.
The Code Reviews PfB was initially introduced as a quality control
mechanism, a means of checking that new or updated code had been designed using the Test First PfB. In practice, for many developers, the Code
Reviews sessions became mentoring and training opportunities for the reviewers and developers who did not understand how to implement Test
First PfB in their own work. The focus of the Code Reviews PfB was that of
review or assessment. While this PfB provided the incentive to perform an
assessment, it also provided the opportunity for something more in practice. The focus of the Code Reviews PoB, the practice over time, was the
teaching and learning of the company’s core policy. The capacity of the
developers to act, in other words to employ Test First in their own everyday practice, increased. This continuous interplay of the PfBs and PoBs
shifts how the agency of the developers is produced and experienced; in
other words, it shifts how agency is distributed between the infrastructure
and the developers as the work of the company changes over time.
It is only by investigating the infrastructure in use — implemented,
exploited, modified and grown in a particular workplace in a particular
time by the daily work practice of a specific group of software developers
— that it is revealed as not simply an inanimate, passive entity operated
by humans. In addition to its dynamic influence on work practice, infrastructure itself is structured and enacted over time through the developers’
actions. Infrastructure is not an encapsulated object, without the need for
intervention or reconfiguration when employed by humans (developers).
Different kinds of agency are produced, and experienced by the developers, within these ongoing, intimate and mutually constitutive relations
between infrastructure and work practice. This mutual constitution, together with the shifts in agency that are its effects, continuously recreates
the context in which the software design and development work is done.
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It is only in understanding practice as situated action, with the context
of its locatedness and historicity, that it becomes apparent that software
development practice is far more subtle and demanding than merely using a static infrastructure in the form of particular tools or formally defined procedures. Without this perspective, the ‘intricacies of practice’
(Seely Brown and Duguid, 1991) in software development work would
have been missed and the research would have presented a sterile, depleted view of infrastructure in the abstract on the one hand, and of work
practice as simply following, or not, formal procedures on the other. Instead, the relational nature of infrastructure is foregrounded here: it is
embedded in the ongoing structuring and organisation of the developers’
actions as they accomplish their daily work. The infrastructure and work
practice are mutually organised, evolved and sustained.

9.3

Thesis Boundaries

This description and discussion of infrastructure and work practice at the
participant company Raptor is limited to what it was like during the fieldwork period, to the data collected during my visits, and to my observations, analysis and interpretations of that data. It is certainly a rich and
thick description, and is the basis for an interpretation that gives a different perspective on the developers’ infrastructure than is usual in software
engineering research.
While I assert that this dissertation is an accurate and faithful account
of the everyday work of the Raptor software developers, I do not claim
that it is a conclusive and exhaustive representation of their work practice.
There were aspects to the infrastructure and the developers’ work practice
that I did not observe at all, and others that I did not notice or did not
record during my observations. As a single fieldworker it was impossible for me to comprehend the situation completely, but even if there had
been a team of fieldworkers, our research and understanding would still
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be bounded by the observations we were able to make during the time and
location of the fieldwork.
The findings of this study are demonstrably situated knowledge (Haraway, 1991), intentionally declared as partial knowledge because it is explicitly embodied in a specific time, location, experience and people. Its
boundaries include:
• its locatedness — the fieldwork was done in a software product company based in Australia, that builds third-party software for the freight
forwarding and customs industry, using a particular set of development tools and approaches;
• only employees that were software developers as participants in the
study; and a fieldwork site restricted to the developers’ Sydney office
— not client sites as well, for example;
• a fieldwork period of 22 months;
• my theoretical commitments to situated knowledges and situated action;
• the ethnographic, interpretive and phenomenological research approach used for the study; and
• my background as both an experienced professional software developer and a teacher in software engineering for many years.
As such, this thesis does not purport to be an infallible or complete representation of the local software development practice, let alone one that
is generalisable to all software development practice. To use Suchman’s
(1983) phrase, this study is “intended to be suggestive rather than exhaustive”. Instead, as a study of software development as situated action, it
offers insights into local work practice that the dominant software engineering literature does not sufficiently recognise or appreciate at present,
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and which indicate fruitful and beneficial directions for software engineering research practice and consequent recommendations.
Over the past few years, while I was doing this study, the issue of software development work practice has started to be addressed specifically
by some researchers with backgrounds in software engineering, mainly in
the U.K. and Scandinavia, many undertaking ethnographic studies of Agile software developers (discussed in section 2.4). This is heartening as,
firstly, it attests to the fact that these researchers recognised a similar research gap to that which I identified in the literature review for this thesis.
Secondly, given the relative dearth of this kind of research in the discipline, additional studies mean that more outcomes can be aggregated to
deepen our understanding of how software is developed in professional
practice, and the more effective our attempts to explore the praxis of software engineering will become. To apply Haraway (1991), as discussed in
3.1.2, these multiple, situated knowledges give us “better accounts of the
world” (p.196); i.e. better accounts of software development practice.
At the conclusion of this study, I am convinced of the importance of
experienced software developers doing ethnographic research into software development practice. Observing and comprehending a technically
adept person’s interactions with software technology which are unfamiliar to the ethnographer is a very challenging task. An ethnographer with
technical expertise is able to provide narratives and insights into the participant group’s work practice that is relevant to other software engineers,
in a way that would be impossible for a lay or non-technical person, who
may simply lack the experience to comprehend the significance of the relations between technical issues and developers’ work practice. However,
this is not to imply in any way that researchers without a similar technical
background would not also provide credible insights into the developers’ work. These researchers would see different things and reach different, but still valuable, conclusions about the working practices of software
developers. Again invoking Haraway (1991)’s situated knowledges ap-
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proach, any account is always only partial, but this does not necessarily
render it any less valid.

9.4

Some Implications of Studying Software
Development Work Practice

The quote from Seely Brown and Duguid that introduces this chapter is
most pertinent when discussing the proficiencies required by developers
when designing and developing software: it is not simply a matter of following the steps in a procedure or methodology. In practice, software development work is far more tricky and demanding. Versatile skills over
and above the more obvious ones of designing and programming code are
required by and exhibited in the professional software development in this
study. These include the articulation work typical of, and necessary for,
any cooperative work, and, in particular, the continual meshing of their infrastructure with their work practice in order to accomplish their primary
work of producing a very complex software application. The recognition
of these kinds of skills has implications for software engineering research,
theory and praxis. Implications in the areas of software engineering education and training, project management, software process improvement
and tool development are briefly discussed below.
Software engineering education and training. Courses in software engineering and software development, generally focus on the separate infrastructural elements such as formal methodologies and processes (i.e.
PfBs) and software development technology such as programming languages, editors, compilers and debuggers, i.e. infrastructure in the abstract. In addition, specific design and coding skills are often taught only
in isolation, as if they are an end in themselves. As this research has
shown, the ongoing relations between the infrastructure and work practice in which each is continuously and mutually reconfigured is of crucial
importance to the accomplishment of their development work. Focusing
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on the interactions between infrastructure and work practice, rather than
on each phenomenon as discrete and self-contained, requires us to think
about and design our courses from a different perspective, one with different priorities. There is a need to explore innovative and effective ways
of teaching and imparting to students, and other novice developers, skills
that are based on professionals’ abilities to continually mesh their work
practice and local infrastructure.
Software project management. The theory of project management usually acknowledges PfBs, and uses these as the basis for planning and making fundamental decisions about time, monetary, personnel and other resource requirements. Approaches that, firstly, make visible the PoBs —
including the articulation work performed in meshing local infrastructure
and work practice — and, secondly, specifically account for this work,
would offer more accurate representations of work accomplished. Precise,
authentic data would consequently be available for planning and managing future projects, enabling more reliable and realistic resource prediction. Furthermore, this research has shown that the network of people,
tools, PfBs, PoBs and work products and services in organisations is not
static, it is continuously and dynamically reconfigured. Managing change
may be more effective if it recognises relations such as those that are mutually constitutive between practice and the infrastructure, and the shifts
in agency produced through them.
Software process and tool improvement. Developing new tools and techniques and suggesting improvements to software processes is a major preoccupation of software engineering research (Glass, 2002; Cai and Card,
2008; Höfer and Tichy, 2007; Runeson and Höst, 2009; Segal et al., 2005).
The findings of this research strongly reinforce the import of the relations
of the context of technology use, i.e. its use in practice, with the design
of effective tools and other technologies to support the accomplishment
of this practice (Robertson, 2000; Lethbridge et al., 2005). If we do not
understand the agency of infrastructure in its relations with software de-
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velopment work practice, we will continue to design tools as if they are
inert and self-standing objects. If the focus on designing these technologies as “plug ’n play” objects is transposed to the relations or interactions
between the technologies and everyday professional practice, we may provide more effective support for software developers. An acknowledgment
that infrastructure is never stable and that, at any moment, people can
and do enact those structures in various ways, with its concomitant shifts
in agency each time, provides fertile ground for learning, innovation and
change (Orlikowski, 2000).

9.5

Future Work

There were other aspects of software development work practice which
I observed, but which were not covered in this thesis. These offer possibilities for supplementary research outcomes by continued analysis of
this study’s field data. They include the relationship between product size
and complexity of infrastructure, formal and informal infrastructure and
the enabling/disabling paradox of infrastructure.
Further analysis of the data on the Test First issue, its use in practice
and its effectiveness as a quality assurance mechanism promises intriguing lines of inquiry. In addition, due to ongoing good relations with the
participant company, the CEO has offered its participation in follow-up
research. Part of this research would be some fieldwork to observe how
Test First, in particular, is being used and managed at Raptor nowadays,
as well as the current role of the architecture team and the in-house infrastructure development. This new data could be analysed in conjunction
with the analysis and findings of this thesis, to provide more in-depth, as
well as new, insights into their work practice.
Other research opportunities are available in undertaking similar ethnographic research in other local software development companies, to pro-
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vide broader understandings of software development work practice. Finally, investigating appropriate and effective ways to reshape software
engineering education and training that take into consideration the findings of this thesis, would be an opportunity to both draw together often
dichotomous approaches to research and teaching and improve the relevance of tertiary education provided in the discipline.

9.6

Thesis Contributions

Although we can discuss various aspects of software development in theory, ultimately it is never accomplished in the abstract. The program code
that makes up software is the ‘lived work’ of software developers1 . Software development is embodied work, carried out in historical circumstances by real people who have spent time and effort in making software
in a certain manner with particular resources, skills, abilities and motivations. I contend that we expand and value our understanding of software
development work as situated action, studying it as and where it occurs,
in order to provide appropriate support and innovation for, and education
in, the practice of software development.
There are two assumptions that are frequently intrinsic to software engineering research interests. The first is that software development infrastructure — along with its constituents of software technology and artefacts
such as formal policy and process definitions — is self-standing. It is thus
treated as a discrete, independent and stable entity. The second is that
software development practice can be authentically represented by formal, rational models of software process. And if this is the case, then the
practice can be understood in these models. The findings of this research
challenge these assumptions by foregrounding the relations between the
developers, their infrastructure and their work product.
1

‘Ethnographies of Code: Computer Programs as Lived Work of Computer Programming’ is the name of an international conference held at the University of Lancaster, UK,
in March 2006
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The primary contributions of this thesis are:
• It presents an ethnography of a little-studied group: professional
software developers.
• It provides a detailed account of how the developers’ infrastructure
and their work practice are intimately intertwined and mutually constitutive, continuously generating the context in which the design
and development of complex software can be accomplished.
• It articulates the processes and practices that effect progressive blurring and co-dependency between the software product and the infrastructure.
• It identifies and describes essential dimensions of developers’ practice that are missing from accounts and representations such as formal models.
• It demonstrates how an explication of local infrastructure is more
beneficial to understanding specific software development work practice than abstract definitions of infrastructure which are not constrained by the practicalities of everyday use.
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N. B. Moe, T. Dybå, and T. Dingsøyr. Understanding self-organising teams
in agile software development. In 19th Australian Conference in Software
Engineering, Perth, 26-28th Mar, pages 76–85. IEEE, 2008.
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