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AB.S'TRACT 

Most of the currently available network security techniques cannot cope with the 

dynamic and increasingly complex nature of the attacks on distributed computer systems. 

Therefore, an automated and adaptive defensive tool is imperative for computer 

networks. Alongside the existing techniques for preventing intrusions such as encryption 

and firewalls , Intrusion Detection System (IDS) technology has established itself as an 

emerging field that is able to detect unauthorized access and abuse of computer systems 

from both internal users and external offenders. Most of the novel approaches in this field 

have adopted Artificial Intelligence (AI) technologies such as Artificial Neural Networks 

(ANN) to improve detection performance. The true power and advantage of ANN lie in 

its ability to represent both linear and non-linear underlying functions and learn these 

functions directly from the data being modeled. However, ANN is computationally 

expensive due to its demanding processing power and this leads to the overfitting 

problem, i.e. the network is unable to extrapolate accurately once the input is outside of 

the training data range. These limitations challenge security systems with low detection 

rate, high false alarm rate and excessive computation cost. In this research, a novel 

Machine Learning (ML) algorithm is developed to alleviate those difficulties of 

conventional detection techniques used in available IDS. By implementing Adaptive 

Boosting and Semi-parametric radial-basis-function neural networks, this model aims at 

minimizing learning bias (how well the model fits the available sample data) and 

generalization variance (how stable the model is for unseen instances) at an affordable 

cost of computation. The proposed method is applied to a set of Security Detection 

Problems which aim to detect security breaches within computer networks. In particular, 

we consider two benchmarking problems: intrusion detection and anti-spam filtering. It 

is en1pirically shown that our technique outperforms other state-of-the-art predictive 

algorithms in both of the problems, with significantly increased detection accuracy, 

minilnal false alarms and relatively low computation. 
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Chapter 1. 

I_NT'RODUCTION 

Despite the recent development of a large number of Machine Learning (ML) 

algorithms, current research remains in an early stage. If the ultimate goal is to develop a 

machine that is capable of learning at the level of the human mind, the journey has only 

just begun [1]. This thesis is but one step in that journey, and aims to develop a Machine 

Learning technique with both high predictive accuracy and low model complexity. A 

reduction in model complexity will ease the computation requirements of the learning 

process. This provides effective data mining ability in large databases and allows real-

time responses. On the other hand, it is essential for learning systems to perform 

accurately for both training data and unseen instances, especially when they are used in 

critical applications such as Network Security. However, an increase in accuracy would 

normally require a certain level of systen1 complexity. The objective of this thesis is to 

achieve a compromise solution to this "accuracy-complexity" problem. 

1.1. Overview 
As a result of the revolutionary advances in computing science and the wide spread 

deployment of the Internet, people are encouraged to communicate and exchange 

information over the computer-mediated environment. This provides convenience and 

benefits such as shortening the effective geographical distances and efficiently sharing 

information. On the other hand, information exchange in such environments poses a 

problem, which is that, intruders or malicious users may compromise the 

communications. The safeguarding of security is becoming even more difficult, because 

the possible technologies of attack are very sophisticated; at the same time, less technical 

ability is required for the novice attackers, because proven past methods are easily 

accessed through the Web. 
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A traditional approach to defend computer networks was based on a static defense 

mechanisms in which some software, such as the operating system, was kept up-to-date 

to prevent the exploitation of security holes; and the firewalls deployed at critical 

network segments to improve the security at the entry level. However, firewalls were 

designed for access control rather than detection of attacks . 

The Intrusion Detection System (IDS) is a more advanced technology in network 

security. Computer attacks inevitably manifest themselves in host audit data and/or in 

network traffic data [2] . An IDS can monitor and analyze this data to detect attacks. IDS 

complements the static defense techniques such as firewalls for any attacks that firewalls 

fail to filter out. Although IDS also cannot guarantee an absolute security, they are the 

essential second line of defense and are now an important part of most network security 

architectures. 

Though IDS has become very popular in many enterprises, the majority of them face 

a number of challenges such as low detection rates which can miss serious intrusion 

attacks and high fa lse alarm rates, which falsely classifies a normal connection as an 

attack and therefore obstructs legitimate user access to the network resources [3]. These 

problems are due to the sophistication of the attacks and their intended similarities to 

normal behavior. More intelligence is brought into IDS by means of Machine Learning 

(ML). Theoretically, it is possible for an ML algorithm to achieve the best performance, 

i.e. it can minimize the false alarm rate and maximize the detection accuracy; however, 

this normally requires infinite training sample sizes (theoretically) [4]. Ir.. practice, this 

condition is impossible due to limited computational power and real-time response 

requirement of IDS. IDS must be active in real tin1e and they cannot allow much delay 

because this would cause a bottleneck to the whole network. 

The challenging limitations of currently existing IDS motivates us to propose an 

innovative ML algorithm to enhance the performance of intrusion detection for rare and 

complicated attacks; that is, the algorithm can increase the detection accuracy and 

decrease false alarm rates with an acceptable computation requirement. This work falls 

well under the category of bias-variance-computations tradeoff problem. In general, we 
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wish to reduce bias (for higher accuracy), variance (for fewer false alarms) and 

computations (for fast real time response). 

The proposed model is compared against the other state-of-the-art learning 

algorithms using typical Security Detection Problems which involve detecting malicious 

activities, intruders, theft and other types of breaches in security. In these problems, the 

security violations are considered as instances of the positive class. Two of these 

detection problems are considered, namely, network intrusion detection and anti-spam 

filtering, which use the Intrusion Detection KDD-99 dataset from the Knowledge 

Discovery and Data Mining Cup and the publicly available email corpus, Ling-Spam 

respectively. An extensive empirical analysis conducted on this type of benchmarking 

data suggests our proposed method is an effective solution to both of these Security 

Detection Problems which provides low learning bias and improved generalization at an 

affordable computational cost. 

1._2, Research Significance a_nd. Contributions 
This research aims to alleviate the limitations of current learning methods used in 

Network Security by developing a theoretical machine learning algorithm and associated 

software implementation. This study is significant for both scientific research and 

industrial practice. 

From the scientific aspect, this research is significant due to the large amount of time 

and effort that the international computer network security research communities have 

dedicated to the problem of security detection. Also, the Security Detection Problem is 

one of the most typical applications that have involved with AI technologies. The 

traditional approaches to these problems cannot cope with the rapidly growing 

complexity of computer networks. They are not scalable and their accuracy is normally 

low [5]. This problem of scalability and accuracy is due to the overwhelming data 

processing power required as well as limitations of the internal detection algorithm itself. 

Some AI methods attempt to improve detection capability but their implementations are 

too complex to be feasible while others sacrifice detection accuracy and compensate with 

a fast and simple training mechanism. None of them can provide a reliable solution for 

detection of security breaches because security systems such as IDS require not only low 

computational cost but also high detection accuracy. Therefore, any accuracy reduction 
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or excessive processing overhead would reduce the IDS performance significantly. In this 

research, we combine an ensemble technique with a semi-parametric learning model to 

make a significant improvement of detection accuracy and computational requirement. 

The proposed algorithm shows superior performance compared with other state-of-the-art 

techniques with a considerable enhancement in detection accuracy at an affordable 

computation. 

The commercial significance of this research is proven by enormous interest 

expressed by several groups in industry. Most enterprises consider network security as 

one of the decisive factors that affect their businesses. This can be explained in a few 

ways. First of all, a weak network security system could affect the organization's primary 

interests such as financial gains and reputation. Secondly, strong security is also one of 

the requirements from the government, not only to secure the enterprise itself but not to 

cause problems to neighboring enterprises [6]. The outcome of this research advances 

the knowledge base of network security studies by proposing an accurate detection 

algorithm which does not require too much computation power. Though this research is 

specifically applied to network security problems, there is nothing preventing it from 

being successfully adopted in other applications. An example would be applying this 

generic learning algorithm to a video surveillance system to protect airpotts and other 

public areas from potential threats such as terrorism. The high detection capability and 

reasonable computation cost make this method applicable in many performance-critical 

problems. 

Major contributions of this research are listed below: 

• Provide an extensive review of the literature on Security Detection Problems. 

In addition, relevant AI technologies are also presented including various 

architectures of Radial Basis Function Neural Network (RBFNN) and 

Ensemble learning algorithms. 

• Address the current limitation of IDS and anti-spam algorithms (low detection 

accuracy, high false alarms) . 

• Develop a novel RBF neural network algorithm which implements vector 

quantization and boosting techniques. This model is referred to as Boosted 

Modified Probabilistic Neural Network (BMPNN). 
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• Demonstrate the potential of BMPNN for a number of Security Detection 

Problems including Anti-spam Filtering and Network Intrusion Detection. In 

particular, BMPNN is implemented to solve a two-class classification 

problem of Anti-spam Filtering. For classification of multiple network attack 

classes, a novel classification framework (multi-expert) is deployed in which 

BMPNN is one of the component classifiers for specific types of intrusion. 

Results from the extensive experimental analysis with the benchmark datasets 

show that, compared with other type of learning algorithms, BMPNN can 

achieve similar or better performance with low computational expense. 

1.,3. Resea,rch Motivations 
There are a number of motivations for this research as listed below: 

a) Computer security is an important active research area 

As more and more corporations rely on computers and networks for communications 

and critical business transactions, securing digital information has become one of the 

largest concerns of the business community. A powerful security system is not only a 

requirement but essential to the livelihood of enterprises. In recent years, there has been a 

great deal of research conducted in this area to develop intelligent and automated security 

tools which can fight the latest cyber attacks. The security achieved must be reasonable 

yet sufficient, balancing needs for accountability with equally important needs for 

privacy. 

b) The need of high detection accuracy in network security 

Unlike other pattern recognition tasks which may sacrifice accuracy for system 

robustness and stability, Security Detection Problems require very high accuracy which 

implies both high detection rate and low false alarm rate. An undetected intrusion can 

cause serious damage to computer networks. In this regards, high detection accuracy is of 

great importance for new security systems. 

c) Instant response to incidences is vital 

In addition to accuracy, security systems must be fast enough not to cause 

bottlenecks in communication networks. That is, network administrators should be 

alerted that their systems have been penetrated or have been used as springboards for 

attacks on other systems right after the incidences have occurred. In general, security 
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system with high accuracy requires heavy computations. In our approach, we develop a 

system that achieves high accuracy for real time IDS but requires relatively small 

computational complexity. This ensures the systems can both perform accurately and 

respond to incidences in a timely fashion. 

d) Currently existing learning models are far from an effective solution to Security 

Detection Problems 

Relevant literature has shown that existing learning models deployed in Security 

Detection Problems perform poorly or unevenly for different classes [5]. For example, 

they may accurately detect popular attacks but leave rare and complicated intrusions 

undetected. This phenomenon is due to the complex and dynamic nature of cyber attacks 

as well as the unbalance and curse of dimensionality in security data. 

e) Issues on bias, variance and computation 

Despite recent successes, ANN models are still deemed unreliable. The ANN, as a 

model-free approach, has been well regarded as the universal function approximator due 

to their accurate interpolating capability for available data. However, the ANN usually 

perform unreliably for unusual inputs which differ from its training data [4]. This 

degraded performance is the consequence of the overfitting or overtraining problem, in 

which data sensitivity causes the resulting classifier to have small bias but large variance. 

The lea.ming bias is defined as the measure of how accurately the model fits the available 

sample data while the generalization variance measures how stably the model performs 

for prediction or classification tasks [7]. To avoid overfitting, some methods which are 

less dependent on available data are introduced, but they may misrepresent the true 

functional relationships and have a large bias. The bias and variance hence are said to be 

inversely related [7], i.e. with a fixed data set, reducing one will inevitably cause the 

other to increase. In theory, it is possible to both reduce bias and variance if the available 

data reaches infinity. This obviously implies infinite computation cost. The issues of bias, 

variance and computation remain challenging even today. This problem motivates our 

research to seek a compromise solution which can retain the desirable data-fitting 

capacity of ANN while reducing generalization variance at a minimal computational cost. 
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f) Classification performance can be significantly improved by training the 

predictive models on a weighted distribution of data. 

Classifiers trained on a strongly weighted distribution of data are normally observed 

to perform as well or better than those trained on the independent and identically 

distributed samples [8]. However, this only happens when an appropriate weighting 

scheme is in place. This thesis studies the boosting techniques which construct an 

ensemble of "weak" classifiers so that the joint decision has better accuracy on the 

training sets. These classifiers are created by training predictive models on training sets 

which are weighted based on how well the data instances are classified. This approach is 

reported to achieve high accuracy whilst maintaining low computational requirement of 

learning models [9]. 

g) Some detection algorithms may perform better for particular classes. 

Different learning algorithms behave variably on 'different classes. They may obtain 

superior performance on some classes but present unacceptable low accuracy for others. 

The imbalance of predictive performance motivates this research to construct an 

intelligent multi-expert learning framework which can aggregate expert knowledge from 

class-specific models, i.e. classifiers specialized in detecting a specific class. 

1.4. Research Objectives 
The prin1ary goal of this research ts to Improve the detection rate and system 

robustness of existing Network Intrusion Detection techniques by proposing an 

innovative learning algorithm. This algorithm uses adaptive boosting techniques to detect 

different types of network attacks given a little prior knowledge. The generic objectives 

of this research are: 

• Review extensively the current relevant literature. Particularly, an extensive 

review of Network Intrusion Detection and Spam Detection techniques is 

provided. It also addresses the limitations of the current detection methods 

and related works that attempt to tackle those problems. Several Artificial 

Intelligence technologies are also compared with respect to computer security 

applications. In particular, we focus on various architectures of RBFNN and 

AdaBoost algorithm. Challenges of those models in terms of bias, variance 

and computational requirements are finally discussed. 
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• Propose a novel learning algorithm to alleviate challenges of Security 

Detection Problems. This algorithm obtains both low learning bias and 

generalization variance by implementing boosting techniques to enhance 

performance of a light-weight Radial Basis Function Neural Network. 

• Examine computer security data as the primary empirical vehicle for this 

research. Intrusion detection and spam filtering are two excellent examples of 

the Security Detection Problem. It is an active and constantly challenging 

field of research which involves several state-of-the-art learning models. In 

this thesis, the effectiveness of the proposed approach will be validated on the 

KDD-99 and Ling-Spam benchmarks and compared with several 

conventional detection methods in terms of detection rates and false alarm 

rate, especially for difficult-to-detect classes. 

• Utilize and enhance state-of-the-art learning methods for solving network 

intrusion detection problem. In particular, a multi-expert classification 

framework will be developed to capture the characteristics of different 

intrusive classes and normal instances. For each of these classes, a tailored 

learning strategy (an expert) is employed. The outcomes of these experts will 

then be combined using high performance voting methods. 

1.5. Organization of the Thesis 
This thesis is organized into 11 chapters, which cover an extensive review of relevant 

1\tlachine Learning (ML) methods in the context of Security Detection Problems, followed 

by an innovative learning algorithm and its applications to real world classification 

problems. In particular, the first three chapters provide background to the network 

security problems. Chapter 4 and 5 introduce generic ML techniques and present an 

extensive review of Neural Networks and Ensemble Learning. The readers with 

background in these areas may wish to skip directly to chapter 6 where our learning 

algorithm is proposed. The next four chapters cover motivations, research methodologies 

and the applications of our proposed model. Chapter 11 summarizes our key findings and 

future research directions. A more detailed list of the chapters is described: 
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• Chapter 1 introduces the topic of this research, that is, the innovative ML 

techniques applied to Security Detection Problems. This chapter begins by an 

overview and then the significance and major contributions of the thesis. 

Following that, research motivations and objectives are stated. 

• Chapter 2 starts with the rationale of network security in general. This is 

illustrated by a number of widely publicized attacks. Then, an overview of 

Intrusion Detection System, as a typical component of network security, and its 

history is given. The chapter continues with another subfield of network security: 

spamrning and its impacts. Finally, Security Detection Problems and their 

challenges are discussed in detail. 

• Chapter 3 covers different ways of classifying Intrusion Detection Systems 

(IDS), including the methods based on the analysis approach, system placement 

and detection timeliness. Additionally, the challenges of current IDS are 

addressed. 

• Chapter 4 presents an extensive review of the literature of ML techniques in the 

domain of Network Security. This includes several learnin~ approaches and 

classification algorithms with descriptions of typical characteristics and 

formulation. A brief overview on the KDD-99 intrusion detection contest and its 

winning entries is then provided. Finally, we give some examples of currently 

available IDS software packages. 

• Chapter 5 examines several models of Artificial Neural Network (ANN). Firstly, 

we look at Multi-layer Perceptron as one of the most popular ANN architectures. 

We then particularly focus on an emerging ANN family which is reported with 

good generalization capacity and successful real-world applications, namely the 

Radial Basis Function Neural Networks (RBFNN). This ANN family includes the 

RBFNN itself, Probabilistic Neural Network (PNN), Generalized Regression 

Neural Network (GRNN) and Vector-quantized GRNN (VQ-GRNN). It is pointed 

out that although ANN models can achieve high learning accuracy, their outputs 

are normally unreliable for data that are different from the training sample inputs. 

Such behaviors of ANN models can be analyzed based on the Bias and Variance 
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Decomposition. Finally, parametric, non-parametric and semi-parametric models 

are discussed. 

• Chapter 6 extensively reviews different ensemble learning techniques, including 

bagging, boosting and other ensemble constructing approaches. The performance 

of these algorithms is then analyzed with the help of diversity and margin 

theories. After that, a critique on these two theories is discussed. 

• Chapter 7 addresses the motivations of this research. This follows by the 

research proposal and relevant methodologies. In particular, generalization 

performance of a lightweight RBFNN is shown to be significantly improved by 

implementing boosting techniques. Critical characteristics of the proposed model 

in terms of bias, variance and computation are then listed. 

• Chapter 8 summarizes related research design and methodologies. Firstly, the 

formulation of a generic pattern classification problem is given, followed by 

different ways of measuring classification performance and their advantages and 

disadvantages. After that, experimental analysis setups and deployment 

requirements are presented. The usefulness of the proposed model will be 

illustrated through its application to two Security Detection Problems which are 

detailed in the two subsequent chapters. 

• Chapter 9 applies the proposed model to network intrusion detection. It is shown 

to convincingly outperform all other known state-of-the-art detection models. The 

experiment is analyzed in depth to find the usefulness of the proposed model in 

generalization and learning. The key findings are the superior generalization and 

learning capacity of the proposed model for both majority and minority classes of 

network attacks. 

• Chapter 10 applies the proposed model to anti-spam fi ltering. The new model is 

shown to achieve better classification performance than conventional methods 

while obtaining much reduced model complexity. The key finding is the 

considerably reduced computation of the proposed model. 

• Chapter 11 summarizes the thesis and draws conclusions. Possible improvements 

and several future research directions are then discussed. 
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Chapte:r 2., 

N'E,TW-ORK SECURITY AND 

CLASSIFICA.TI.ON PROBLEMS 

This chapter presents background information on network security. In particular, we 

focus on protective measures to detect and defend computer networks from malicious 

activities (intrusion) and unsolicited bulk messages (spam). We first present well-

publicized cyber attacks that have happened, followed by definition of IDS and its 

historical development. A brief introduction to spamming and its impact on email users is 

then provided. Finally, Security Detection Problems are defined which include network 

intrusion detection and anti--spam filtering. 

2.1~ Rationale of Netw·ork Security 
Network Security provides protection measures for networks and their services from 

unauthorized modification, destruction, or disclosure of sensitive information. 

It is widely accepted that establishing a completely secure computer system is an 

impossible task. According to Connolly [10], " ... the only completely secure system is 

one that is disconnected from a network, encased in concrete and lying at the bottom of 

the ocean". No matter what technologies are used to protect our systems, there are still 

possibilities that intruders can break in the defense perimeter. Therefore, the security 

issues will always draw great attention from the public as long as computers are 

networked. In reality, most enterprises consider network security as one of the decisive 

factors that affect their businesses. This can be explained in several ways. First of all, a 

weak network security system could affect the organization's priority interests such as 

financial gains and reputation. Moreover, compromise of one computer network can 

affect a significant number of other systems connected to the network but located in 
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different organizations, with resulting legal and financial ramifications. It is interesting to 

note that a research study conducted by Jupiter Media Metrix in 2001 [11] , reported that 

IT and web managers were more concerned about the impact of online security break-ins 

could have on customer trust and confidence rather than direct financial loss. Secondly, 

reliable security is one of the requirements from the government, in order to secure the 

enterprise itself but also not to cause problems to the other neighboring enterprises [6] . 

Unlike other web threats which directly compromise our information, spam could 

harm the computer networks in an indirect way [12] . In particular, spam provides a 

convenient environment for a multitude of problems ranging from network problems like 

increased server load, decreased network performance, viruses, malware, and hacking to 

personnel problems like lost employee time, phishing scams, and offensive content. 

2--2~ Some Widely Publiciz.ed Attacks 
Network intrusions, security breaches, non-compliance to new regulations and 

Internet abuse have placed network security high on the boardroom agenda. Accurate 

accounting costs and profit losses caused by security incidents are rather difficult to 

obtain, yet it is clear that the threat of security incidences and the resulting losses in 

business dollars is increasing very dramatically each year. This section describes some 

widely publicized cases of network attacks and illustrates their serious consequences on 

business enterprises. 

It was reported by Sun Microsystems [13] in 1998, proprietary business information 

loss due to network intrusions is estimated between $550 million to $5 billion annually in 

the U.S. alone. This monetary loss increases every year due to more businesses being 

conducted online and more advanced cyber attacks launched by hackers. 

In November 1998, a Cornell University graduate named Robert Morris accidentally 

released an experimental self-replicating, self-propagating program into the internet. This 

program~ which would later be known as the "internet Worm", was estimated to have 

attacked and shut down over 6,200 computer systems in the United State, and the cost of 

recovering and restarting these computer systems was estimated at US$100 million [14]. 

In 1999, a former employee of National Library of Medicine broke into the medical 

library system which is used by thousands of doctors and n1edical professionals around 

the world for the latest information on diseases, treatments, drugs and dosage units [ 15]. 
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Hacking such important medical systems generally has disastrous consequences 

including loss of lives and precious information. 

The threat of computer viruses and worms is another factor that causes widespread 

damage. The "Melissa Virus" in 1999 is estimated to have caused US$80 million in 

damage [15]. 

One of the well-known cyber attacks is the theft of more than a million credit card 

numbers from more than 40 electronic commerce and electronic banking websites by 

hackers from Russia and Ukraine [16]. It was reported that this security breach was 

caused by the companies' failure to update their operating system to patch a well-known 

security flaw in Windows NT. 

Another widely publicized security breach in February 2000 was the denial-of-

service attacks staged against the websites of Yahoo!, Amazon.com, Buy.com, eBay, 

E *Trade, CNN and others [ 17]. 

It is important to understand the reasons why these attacks were successful. About 

80% to 90% of security breaches take advantage of security holes in software systems in 

which the vendors have already issued patches [6]. Gaudin [18] also observes that 9 out 

of 10 security breaches are not the result of a brilliant hacker, but the result of a 

company' s failure to install a software patch. 

As telecommuting becomes popular and its acceptance tn the corporate world 

increases, network security is becoming a very important part of business enterprises [ 6] . 

Several security vulnerabilities have posed a potentially serious threat to remote offices 

and telecommuters. Another common reason for security risks is the negligence by the 

people involved. For example, carelessness in protecting personal passwords may cause 

not only that individual account to be hacked, but also the entire system to be 

compromised [10]. 

2.3. Definition of Intrusion Detection System 
An Intrusion Detection System (IDS) is defined as a protection system that monitors 

the network traffic and computing usage behavior to detect any suspicious activity that 

could compromise the computer networks [19]. In response to those identified adversarial 

transactions, IDS can inform relevant authorities to take corrective actions. 
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To make computer networks safer, a defense system needs to be able to detect attacks 

in any of its phases. There are three common phases of an intrusion [20]: 

• Penetration: the intruder gains access to the system (cracking an operator's 

password, coercing a Department of Transportation (DOT) employee, etc.) 

• Exploration: the intruder investigates the system to identify what services are 

being run on the system and hence where the vulnerabilities may lie, such as 

modems and unprotected access points. 

• Exploitation: the intruder uses the information from the exploration phase to 

inflict damage to the system. 

With respect to those phases of an intrusion, general requirements for effective IDS 

[21]: 

• Resistance: the capability of the system to encounter attacks. This is used to 

fight against the first two phases of an intrusion. 

• Recognition: the capability of the system to recognize that an attack has taken 

or is taking place. This is used to combat all three intrusion phases. 

• Recovery: the capability of the system to regain service after an attack. 

• Adaptation: the capability of the system to be altered dynamically to avoid 

such attacks again in the future. 

In addition to the above requirements, it is necessary that IDS should not impose 

unreasonable overhead and they must provide a graceful degradation so that the systems 

continue operating properly in the event of failure [22]. 

2.,4. History of Intrusion Detection_ Tecbn.ology 
Historically, the intrusion detection technology dates back to 1980 and became a well 

established research topic after the introduction of Intrusion Detection Expert System 

(IDES) by Denning [2]. This success was then extended to Network Intrusion Detection 

Expert System [23] and a model of agents to load balance telecommunication networks 

[24]. The common characteristic of these systems was its centralized data processing 

nature. In these systems, a single machine monitors data flow at a strategic point in the 

network, collects and analyzes relevant data from a log file. Though this was an emerging 

model at the time, it exposed serious limitations. For example, once an attacker 
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comprorruses the host, they gmn access to the whole network. Distributed Intrusion 

Detection Systems (DIDS) were introduced to overcome such limitations. 

Balasubramaniyan et. al.[25] proposes a DIDS based on multiple independent entities 

called Autonomous Agents for Intrusion Detection (AAFID). This system allows data to 

be collected from various sources including host audit data as well as network traffic 

data, thus somehow combining the benefits of traditional host-based IDS and network-

based IDS. The major drawbacks of this model are low scalability and complicated user 

interface. Subsequent work was carried out by Barrus and Rowe [26]. Fenet and Hassas 

[27] present a fully distributed architecture where data collection and information 

analysis are performed locally without referring to the central management unit. For 

instance, a system is proposed to imitate the functioning of natural distributed systems to 

achieve the efficiency found in natural systems. Under this light, the detection of an 

intrusion triggers an alert pheromone represented by the mobile agents that diffuses in the 

network searching for antibody agents. Mobile response agents (the lymphocytes) will 

migrate to the battlefield to initiate a defensive action. 

2 .. 5. Spamming and Its Impacts 

2 .. 5.1. Overview of spamnling 
Sparnming is one of the biggest challenges facing Internet consumers, corporations, 

and service providers today. Email spamming, also known as unsolicited bulk email 

(UBE) or unsolicited commercial ernail (UCE), is the practice of sending unwanted email 

messages, frequently with commercial content, in large quantities to an indiscriminate set 

of recipients [12]. There are three common properties that all spam emails would 

normally have. First, the sender's identity and address are concealed. Second, spam 

emails are sent to a large number of recipients and in high quantities. In fact, spam is 

economically viable to its senders not only because it is low cost to send an email, but 

also because spammers have no operating costs beyond the management of their mailing 

lists. This attracts numerous spammers and the volume of unsolicited mail has become 

very high. Finally, spam messages are unsolicited, that is, the individuals receiving spam 

would otherwise not have opted to receive it. 
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Most spam emails can be easily recognized by human users due to their obvious 

signatures. For example, spam emails normally relate to specific topics such as 

prescription drugs, get-rich-quick schemes, financial services, qualifications, online 

gambling, discounted or pirated software. However, with a huge volume of spam 

messages received every day, it would not be practical for human users to detect spam by 

reading all of them manually. Furthermore, spam sometimes con1es disguised, with a 

subject line that reads like a personal message or a non-delivery message. This makes 

automated detection software with high accuracy desirable for encountering spam. 

Spam emails are usually classified into two categories which have different effects on 

Internet users. Cancellable Usenet spam is a single message sent to many Usenet 

news groups [28]. This spamming attack can overwhelm the users with a barrage of 

advertising or other irrelevant posts. It also subverts the ability of system administrators 

and group owners to manage the topics they accept on their systems. The second type of 

spam is Email spam which targets individual users with direct mail messages [29]. Not 

only causing loss of productivity for email users, it also costs money for Internet Service 

Providers and online services to transmit spam messages, and these costs are transferred 

directly to other subscribers. 

The two most important tasks that a spammer would do to successfully send a spam 

message are: (1) collecting target email addresses and (2) bypassing anti-spam measures 

[12]. The later task involves cleverly disguising an unsolicited message as a non-spam 

message with normal appearing subject lines and other ways of getting around anti-spam 

software. The first task seems easier but in fact could be very challenging. To collect 

valid email addresses of target victims who are potentially useful to spammers, the 

following techniques can be deployed [29]: 

• Buying lists of addresses from some companies or other spammers. 

• Harvesting email addresses from web sites or UseNet News posts with 

automated programs. 

• Stealing users address books on compromised computers. 

• Collecting addresses via Internet Relay Chat (IRC) programs. 

• Guessing email addresses, then sending email to see if it goes through 

(Directory Harvest Attacks) . 

27 



• Using false reasons to trick a user into giving up their email address (Social 

Engineering). 

2.5.2. Impacts of spamming and preventive technique_s 
Even though spam does not threaten our data in the way that viruses do, it does cause 

businesses billions of lost dollars worldwide. A list of spam' s impacts is provided below 

[12]: 

• Spam is regarded as pnvacy invasion because spammers illegally collect 

victim's email address (considered as personal information) 

• Unsolicited emails irritate Internet users. 

• Non-spam emails are missed and/or delayed. Sometimes, users may easily 

overlook or delete critical emails, confusing them with spam. 

• Spam wastes staff time and thereby significantly reduce enterprises' 

productivity. 

• Spam uses a considerably large bandwidth and uses up database capacity. 

This causes serious loss of Internet performance and bandwidth. 

• Some spam contains offensive content. 

• Spam messages can come attached with harmful code, including viruses and 

worms which can install backdoors in receivers ' systems. 

e Spammers can hijack other people's computers to send unwanted emails. 

These co1npromised machines are referred to as "zombie networks", networks 

of virus- or worm-infected personal computers in homes and offices around 

the globe. This ensures spammers' anonymity and massively increases the 

number of spam messages can be sent. 

To counter spamming, a large number of anti-spam programs are developed which 

can detect unwanted emails and prevent them from reaching users' in boxes. The 

followings are some heuristic methods that anti-spam programs can use to decide whether 

an email is likely to be spam [28]. 

• Block email addresses that come from a blacklist. 

• Check whether emails come from a genuine domain name or web address. 

Spammers normally use forged addresses. 
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• Look for keywords or phrases that occur in spam (e.g. lose weight, credit 

card). Patterns that are used by spammers to disguise their words are also 

determined (e.g. "fre* sOftware"). 

• Look for unnecessary HTML code embedded in emails, as spammer normally 

use this trick to confuse anti-spam programs. 

Information from these heuristics are aggregated and the anti-spam programs 

compute the probability of an email being spam. If the probability is higher than a 

threshold value, the message can be flagged as a spam, blocked or even deleted, 

depending on the protection level set by users. 

2~6~ Security Detection Problems 
The problem of security incidences is very real and as malicious intruders get more 

creative, the impact of the resulting attacks can be devastating to businesses. For 

example, email spam has been exploding in the last few years and corporations have been 

battling to thwart attacks based on email bombardment. Multiple variations of Distributed 

Denial-of- service attacks (DDoS) can cause major disruptions in business services by 

making unavailable critical resources. Intruders also break into computer networks and 

steal, among other information, credit card numbers, social security numbers, private 

medical records, passwords and proprietary business information. Consequently, it is 

important to accurately identify these threats in real time. In this section, a set of Security 

Detection Problems will be discussed. 

The previous sections provide an overview of two popular areas of network security, 

network intrusion detection and anti-spam filtering. Though network intrusions are 

considered more dangerous, spamrning can also cause very costly damage to our 

businesses. Besides different harmful and technical issues involved in the two problems, 

they both serve objectives of people with bad motives, causing unexpected consequences 

to other users of the Internet. Therefore, these two problems fall well into the fatnily of 

Security Detection Probletns which involve identifying security breaches. These security 

breaches are often referred to as incidents which result from an external intruder attack, 

unintentional damage, an employee testing some new program and inadvertently 

exploiting software vulnerabilities, or a disgruntled employee causing intentional 

damages [11 ]. The most commonly used approach to solve the Security Detection 
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Problems is to classify security-related computing data (network or host data) into 

categories such as legitimate or unwanted (for anti-spam filtering); normal or intrusive 

(intrusion detection). 

One of the important characteristics that Security Detection Problems share is the 

need of highly accurate learning algorithm. A misclassification error, either a miss in 

detection of an intrusion, or a falsely recognized legitimate email as a spam can cause 

extensive damage. Moreover, such detection problems typically consider different cost-

sensitive scenarios when evaluating the classifiers. 

Security Detection Problems are facing two fundamental challenges. First, the 

unbalanced nature of security dataset indicates dramatic changes in the distribution of 

classes compared with the normal trends i.e., some classes dominate others with their 

overwhelming occurrences [5]. This will bias the resultant predictive models to favor the 

dominant classes. Second, increased dimensionality, especially when noise is involved, 

can degrade learning significantly [5]. Together, these two characteristics make the 

Security Detection Problems very challenging. 

Even though Security Detection Problems could refer to other areas that do not 

directly relate to networking and computing data, e.g. video surveillance or credit fraud 

detection, this thesis concentrates on two case studies, the network intrusion detection 

and anti-spam filtering. In particular, a novel learning algorithm is proposed to improve 

detection performance, to overcome the remaining limitations of current security 

techniques. This algorithm is then validated on these case studies with well-recognized 

benchmarking datasets. 

2. 7.. Cha_pter Summary 
Network Security plays an important role in operation of any organization in the 

modern world. It defends our computer networks from being compromised by intruders, 

protects our privacy and confidential information. Failing to strengthen the network 

security can cause serious problems as discussed earlier in this chapter. To complement 

traditional protection methods such as encryption and firewall, the Intrusion Detection 

System (IDS) was introduced. In the next chapter, different types of IDS will be 

examined in depth. Another area of network security mentioned in this research is anti-

spam filtering which aims to distinguish unwanted and legitimate messages. Though 
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spamming is considered less dangerous than network intrusions, it is still very costly in 

terms of productivity and possible threats associated with unsolicited emails. Anti-spam 

filtering , together with network intrusion detection are part of the family of Security 

Detection Problems. 
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Cha.pter3. 

CLASSI.FIC.ATlON O·F INTRUSION. 

D~ETECTION SYSTEMS 

As defined in the previous chapter, intrusion detection is the process of monitoring 

computers or networks for unauthorized activities based on network traffic or system 

usage behaviors, thereby detecting if a system is targeted by a network attack such as a 

denial of service attack. There are a large number of Intrusion Detection Systems (IDS) 

available on the market to complement traditional frrewalls and other defense techniques. 

These systems are categorized into various types of IDS. Each has a distinct approach to 

monitoring and securing data, with both advantages and disadvantages. In this chapter, 

three common ways of categorizing IDS will be discussed including the approaches 

based on analysis techniques, system placement and detection timeliness. In addition, 

some challenges that face current IDS will be discussed in this chapter 

3.1. IDS Classification Based on. An.alysis Approach 
An IDS normally detects attacks by determining deviations from the normal behavior 

or finding similarities with known attacks. Depending on which approach is deployed in 

an IDS, they are classified as misuse detection or anomaly detection-based systems 

respectively. 

31tl.l. Misuse-based Detection 
Current popular IDS in the market are mainly signature-based, misuse detection 

systems. In this approach, the detection process involves searching known attack 

signatures on the network or system resources. That is, this approach identifies the 

attacks by comparing the observed data from the sensors to a database of known 

signatures of adversarial behaviors. The information observed by sensors could be as 
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simple as patterns of network traffic, or as complicated as a state machine, or a neural 

network that keeps track of a behavior history [30]. 

Target System 

Selected via traffic content 

modeling of attack ··········· ..... 

Feed 

............ ··········· 

Selected via activity sequence 
modeling of attack 

Figure 3-1: Misuse Detection Method [31] 

Intrusion 
Detection 
System 

Should correlate string and 
profile based processing 

Amoroso [32] in his book, points out two different types of intrusions' signatures: 

• Attack Signatures (also called dynamic attack profile signature): These 

profiles describe a sequence of activities that could constitute a security 

problem. For example, an attack signature could be "N failed logins" where N 

is the threshold applied for the number of login attempts. Particular patterns 

in packet headers and payloads could also be used to signify network-related 

attacks. Depending on the robustness and seriousness of a signature that is 

triggered, some alarm, response, or notification should be sent to the proper 

authorities. 

• Select Character Strings: This is a collection of sensitive strings in service 

queries that an IDS should be aware of. For example, strings such as 

"/ect/passwd" , "financial proposal", "competitive analysis'' can be a good 

sign to identify an intrusive activity. In order to find strings that likely relates 
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to intrusions, network administrators need to do an extensive analysis of 

attack critical paths [32]. If an attack is believed not to have happened without 

querying commands such as "ABC" with arguments "- MN"; then the string 

"ABC -MN" should be included into the strings database as a means to 

recognize such attacks. This set of known intrusion descriptions can help the 

system to assign the names of corresponding attacks. However, misuse-based 

IDS need to keep this database up-to-date to cope with the explosive growth 

of new intrusion techniques. Another drawback of such systems is that they 

can only detect known attacks which have characteristics recorded in their 

signature database, i.e. any novel attacks that are different from the known 

cases will not be detected. 

3.1 .. 2- Anomaly-based Detection 
Taking into account the inability of misuse-based detection approach to capture novel 

intrusions, a new method is developed to combat the novel attacks. That is, anomaly-

based detection uncovers abnormal patterns of behavior to establish a baseline of normal 

usage patterns, and anything that widely deviates from it will be considered as a possible 

intrusion [32]. The normal usage patterns profiling process involves several cyclic steps: 

• The initial profile database is created by recording new users' nonnal 

behaviors. This requires some justification to show that these activities are 

normal. 

• After the initial profiling, any further system usage behaviors are profiled to 

update the database. 

Several common techniques of anomaly-based IDS are discussed in [33]. For 

instance, Link Analysis is the method that can discover "the relations between the fields 

in the database records" by using association rules. The following is a resulting 

association rule for normal behavior of a secretary derived from the content-based telnet 

session, in which a vi command with the argument tex is normally issued in the morning 

from a host called Pascal. 

(Command is vi) and (Time is morning) and (Hostname is Pascal) and (argument is 

tex) 
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System Activity 

Compare and Response 

Figure 3-2: Anomaly Detection Method [31] 

By creating such multi-feature correlations, anomaly IDS can gradually build up 

several normal profiles for different types of users such as system admin, programmers, 

secretary and managers [33]. These well defined patterns will be compared to the new 

user command behaviors and a similarity score is calculated. The system can use this 

score to identify some cases of anomaly such as "secretary logs in at night", "system 

admin is acting like a programmer" and "manager is acting like a system admin". 

Even though many unknown attacks can be detected by this method, it still has some 

weaknesses in defining normal behavior metrics, suffering from high rate of false alarms. 

Many normal users behavior may be detected as malicious activities resulting in false 

alarms. This can lead to 'lack of trust' in the security software [30]. 

3 .. 1.3. Comparison 
A clear distinction can be made between the nususe and anomaly detection 

approaches [34]. The misuse detection approach relies on specifically known patterns of 

unauthorized behavior to detect subsequent similar attempts and therefore, efforts are put 

into discovering and modeling the known attacks' characteristics. On the other hand, the 

anomaly detection is based on analyzing statistical metrics of normal behaviors, hence, 
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detecting any behavior that deviates from the expected known behaviors. There are also 

other differences between these two methods in terms of the technologies they deploy. 

That is, the misuse detection normally uses some form of pattern-matching algorithm to 

examine the network and system activities to capture familiar intrusions; while the 

anomaly detection implements statistical or machine learning techniques to construct an 

expected normal system usage behavior profile. For example, any incident that occurs on 

frequency greater than or less than two standard deviations from the statistical norm 

should be flagged as a potential intrusion. 

Amoroso [32] observes that misuse-based systems generally have low false positive 

rates but are unable to identify novel or obfuscated attacks, leading to high false negative 

rates. In contrast, anomaly-based systems are able to detect novel attacks but often 

produce a large number of false positives. This is because of the inability of current 

anomaly-based techniques to cope adequately with the fact that, in the real world, 

legitimate computer network and system usage changes over time, meaning that, any 

profile of normal behavior also needs to be dynamic [35]. 

3.2. IDS Classification Based on Placement of IDS 
Another way of classifying the IDS is based on the data which is observed by the 

network security system. These data include log files, network traffic between hosts of a 

network, or information on processes running on the host. ·under this classification, there 

are two basic types of intrusion detection: host-based and network-based. In short, host-

based IDSs examine data held on individual computers that serve as hosts, while 

network-based IDSs examine data exchanged between computers. 

3.2~1. Host based IDS 
The host-based detection system mainly focuses on the audit trail data on the host. 

Located inside the target system, this type of IDS can closely monitor specific 

applications and efficiently identify those intrusive activities that are not observable to 

the outside world. According to Burroughs et. al.[36], the advantage of this method is a 

greater access to local system resources such as logs and the file systems. However, the 

IDS has a limited view of the activities that are external to the local host. Other 

drawbacks of this design include the impact on the performance of the host in which the 
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protection system resides, and it could be disabled when the host is hijacked by an 

intruder [30]. 

3.2:~2~ Network base,d IDS 
A network-based IDS analyzes the traffic of a network segment in order to monitor a 

number of hosts within the network. Ease of deployment, management and very little 

influence on the monitored hosts ' performance have built up the popularity for this 

approach. Another advantage of network-based IDS is operating system independence 

which results in low coupling with hosts within the network [32]. However, Network-

based IDS needs to keep track of states of attacks and this can consume a large amount of 

resources and therefore can reduce noticeably the detection system performance [30]. 

Other commonly used IDS include Dragon, NFR, NetProwler, Shadow and Snort. 

One of the most popular intrusion detection systems is Snort which provides a stateful 

analysis and plug-in architecture for extending capabilities. 

3-~2.3~ Comparison 
Host-based and network-based IDS have both advantages and disadvantages. Host-

based systems are able to determine if an attempted attack was successful, and can detect 

local attacks, privilege escalation attacks and attacks which are encrypted. However, such 

systems can be difficult to deploy and manage, especially when the number of hosts 

grows large. Furthermore, these systems are unable to detect the attacks that are set 

against multiple targets within the network [32]. 

Unlike the host-based IDS, network-based systems are unable to detect whether an 

attempted attack was successful, and are also unable to deal with local or encrypted 

attacks. Hybrid systems, which incorporate both the host-based and network-based 

elements, can gain the best protective capabilities [35]. 

According to Kennerer and Vigna [37], the current intrusion detection technology is 

still facing some serious challenges. They give the example of Snort and RealSecure 

security systems which are misuse detection systems that have very low efficiency and 

need to be retrained regularly to learn the new attack signatures. A better approach is 

anomaly detection which can detect novel attacks . However, as mentioned previously, 

anomaly detection system suffers from high false positives rate. 
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3.3. IDS Classification. B.ased on Detection Timeliness 
3.3.1. Audit traillDS 

Probe Points Configured by 
Administrator ----~" ::::::-- Target System 

--:::::::::::::::.:::____------

Audit Probe 

Intrusion Detection 
System 

Audit Processing 

Output (Reports, 
Actions, Response) 

Figure 3-3: Audit Trail Processing Method [31] 

Not very long ago, all activities occurring in the network were printed out and 

manually analyzed by administrators periodically. This is called "audit trail analysis". 

When the data storage became cheaper and more popular, the audit data was kept in the 

files and checked by automatic software. However, it still took a long time and huge 

co1nputational resources. Regardless of this limitation, one of the most efficient Intrusion 

detection techniques for host-based IDS is still the audit trail analysis [38]. However, it is 

post-mortem because of the nature of audit records. Therefore, how successfully this 

approach can detect and respond to the real intrusions depends on the gap between the 

occurrence and the detection of the security breach. 

By analyzing data from the system logs, user profiles are generated and the 

protection system can be trained with "normal" operations that are allowed in the target 

servers. This contributes directly to the use of anomaly-based IDS. 

In order to utilize this approach effectively, Kazienko and Dorosz [39] discuss some 

issues such as saving event log copies in a number of places over the whole network. 

This redundancy helps prevent precious data from being altered by intruders even though 

it could burden the system and network resources. To reduce this huge consumption, IDS 
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could use log compression, specify which specific events to be logged and the archival 

policies (period, log file's size). However, these are not easy tasks and they require 

expertise and experience. Recently, Artificial Intelligence and Data Mining techniques 

have been used to solve these problems. 

Kazienko and Dorosz [39] also mention that Denial of Service (DoS) attacks could 

disable the effect of this method by flooding the spaces available for auditing by requests 

from the attacker' s machine or any infected users. The solution for this is to deploy a 

capability of "self-disengagement" of auditing mechanisms. 

3.3.2. Real-time IDS 

Intrusion Detection 
Direct Sy-stems System 

Feeds 
)'1111----iliillilll!i,.;..-------IIIIPf (On-the-fly Proc~sslng) 

Probe PoirJts selecte-d by 
system administrators 

Figure 3-4: Real time Intrusion Detection Method [31] 

Unlike the audit trail approach, real-time or on-the-fly processing is a mechanism of 

sensing network packets constantly in a real-time environment. It analyses. the current 

system operations and events (packet header, payloads and pathologies) instead of the 

known security breaches in the log file [39]. By this means, potential intrusions can be 

detected prior to their malicious activities. One of the important applications of real-time 

IDS is to protect target systems from DoS attacks. The signature of this type of intrusions 

is identified by checking packet size, packet payload and the server's capacity to serve 

the users requests. 

The drawback of this n1ethod is the huge consumption of Random Access Memory 

(RAM) to buffer the retrieved data and a large amount of network traffic flow through the 

protection layer. The lack of system resources to cope with the volume of data to be 
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processed leads to the fact that some packets could be allowed to enter the internal 

network without being checked. The detection efficiency could also be affected if the 

packets are encrypted. 

Another disadvantage of this approach is that, only a small portion of the current 

network data is viewed by the IDS at the time of processing, it is hard to recognize some 

types of attacks which require a granular understanding of all underlying protocols and 

applications traveling on the network. This is commonly referred to as stateful analysis 

which is a very computationally-intensive task. 

Table 3-1 is a summary of the differences between on-the-fly and audit-trail Intrusion 

Detection methods [31]: 

~1~ Real-time or On-the-fly Audit-trail Intrusion 
Intrusion Detection Detection 

Timeliness Alert before the real Alert after the intrusion 
damage occurs. happens. 

Processing methods Fast and efficient Focuses on efficiently 
algorithms to produce analyzing the logs. 
results in a timely manner. 
Also the processing 
hardware requires n1ore 
power. 

Storage requirements Buffers are only large as the Because the amount of 
complexity of the system's information to be monitored 
processing. However, it IS huge, large off-line 
could be challenging to storage space is necessary. 
process such large volume 
of data in real time. 

Table 3-1: Comparison of real time and audit-trail Intrusion Detection methods 

3, .. 4. Ch_allenges of Current IDS 

3~4"1. Speed 
As current networking technology becomes more powerful and affordable, existing 

IDS face significant challenges [11]. To fully perceive the entire network security 

posture, i.e. detect any possible security violation and respond to those attacks in a timely 

fashion, IDS need to monitor and analyze an extensive amount of data. This makes the 
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intrusion detection process computationally expensive and normally leads to the problem 

of slow speed and long response time. Therefore, system performance can be 

significantly improved if IDS can collect sufficient and reliable data without introducing 

significant overheads [37]. For example, Signature-based IDS can search for a specific 

attack's characteristics faster with an optimized signature database. Distributing the 

intrusion detection process among different nodes in the network will also reduce the 

amount of monitored data seen by any sensor and minimize the computational burden in 

the centralized server. 

3_4.2.. Acc,uracy 
When evaluating IDS, a number of measurements are used to summanze 

classification results . First, the detection rate represents the percentage of real attacks that 

are detected correctly by IDS. Besides those successful cases, it is important to indicate 

the severity level of incorrectly classified examples . For example, the concept of false 

positives rate can be defined as the rate of alarms that are raised during the legitimate 

activity while false negatives is the rate at which attacks are not detected by the systen1. 

An IDS is said to perform more effectively if it detects more real attacks and causes 

lower false alarms. Though the current IDS can provide a reasonably high accuracy in 

detecting popular attacks, their performance for some sophisticated and new attacks are 

still unacceptable [32] . Nloreover, those systems cannot escape the human intervention in 

order to cope with the complexity of today' s computer network attacks. For example, 

signature-based IDS need to be updated regularly with new signatures developed by 

experts. Similarly, experts are needed to define normal behavior to train the anomaly-

based detection system. 

3.4.3.. Adaptability 
One of the main challenges for IDS is the ability to adapt to the changing 

environment in recent computer networks [11]. Newly invented attacks and changes in 

network topology or host operating systems are all common examples of such dynamic 

changes. In these situations, manual adjustment by a human expert is required to help 

IDS maintain pace with new surroundings. 
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3.5. Cha_pter Summary 
In summary, IDS can be classified based on their analysis approach (misuse and 

anomaly detection), their physical placement (host or network based detection) or their 

timeliness characteristic (Audit trail or real-time detection). Though these technologies 

are widely used in many protection systems, none of them can provide adequate solutions 

to security problems. Current IDS are facing some difficulties including speed, detection 

accuracy and system adaptability. In order to overcome these limitations, there has been a 

trend in Network Security to use Artificial Intelligence techniques to improve the attack 

detection process. A great deal of research has been conducted in this area and this will 

be discussed in the next chapter. 
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Cha.pte-r 4. 

M AC.HINE LE-A.RNING AND SE-C.U-RITY 

In recent years, there has been considerable progress in the methods and algorithms 

that can give a computer the ability to "learn". In this context, learning is usually defined 

as the systematic acquisition of knowledge into an algorithm. This acquiring knowledge 

task is fundamental for the development of intelligent systems. Three main approaches 

have been listed [7]. First, Knowledge Acquisition involves eliciting knowledge from 

experts through interviews and analysis protocols. Second, Machine Learning 

automatically discovers general rules to be used for future decisions. Finally, Case-Based 

reasoning and learning exploits past experiences gained in concrete cases, recalls and 

adapts them in new situations. 

This chapter presents an extensive revtew of Machine Learning approaches. 

Particularly, we focus on learning methods used in network security applications. A 

supervised learning method constructs a predictive model from observations with class 

labels attached. In contrast, unsupervised learning tries to find structure in training data 

without further class information. Other tasks like regression learning (the machine tries 

to forecast values of a continuous function) or density estimation are not considered here. 

After that, the KDD-99 competition and its winning entries are discussed. Finally, some 

typical IDS software packages will be mentioned with their features. 

4.1. Overview 
Artificial Intelligence (AI) is the key technology in many of today's novel 

applications, ranging from banking systems that detect attempted credit card fraud or a 

robot that can sense and respond to human emotions, to software systems that can work 

as a human expert to offer appropriate advice when needed. These technologies would 
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not exist without the knowledge gained from AI research. As a major part of AI, Machine 

Learning (ML) refers to algorithmic mechanisms that allow computers to learn from 

experience, examples and analogy [ 40]. The output of this learning process is actionable 

know ledge that can be used to solve a specific problem. In the case of Security Detection, 

learning refers to discovering patterns of normal behavior or attack behavior by analyzing 

the sample data of such activities. This sample data is also called a training set. It should 

be sufficient to represent the whole population of patterns to be discovered. The learned 

models can be used to make classification on a new data instance based on its similarity 

to normal behavior (anomaly detection) or known attack signatures (misuse detection). 

One of the most popular applications of AI algorithms in security detection is in the 

form of a pattern matching engine which is normally used in signature-based IDS to 

identify the strings that may be associated with an intrusion activity. In general, a pattern 

is simply a string which is not found in any expected normal traffic. Some pattern-

matching systems include other information, such as where to look for the string. For 

network-based IDS, Graham [41] built a pattern matching model combined with protocol 

analysis to make the pattern match faster and less prone to false positives. His 

experiments showed that a network-based IDS which uses protocol analysis in addition to 

the pattern matching was not only faster but also more accurate than the simple pattern 

matching IDS. Another application of pattern matching is "attack language" which is 

used by Sekar et. al.[42] and Vigna et. al.[15]. This refers to a formalized protocol to 

describe more expressively the attacks than regular expressions. The patterns generated 

from this model are considered better than simple strings because they generalize the 

problem in such a way that entire classes of attacks can be represented as one pattern. 

There are a large number of different learning methods to perform pattern matching 

tasks. The following subsections present some of these methods and the relevant work on 

security detection. 

4~1.1~ Learning approaches 
4.1.1.1 Supervised and Unsupervised Learning 

Many problem solving techniques involve making decision for a particular issue. 

Decision making is defined as the process of selecting a course of actions among a 

number of alternatives. It is desirable to select the correct decision, given sufficient and 
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relevant resources are provided. In real life, the correctness of a decision is often not 

known at the time it is made, but only after the outcomes are recognized, we then know 

whether the decision was correct or not. However, in Machine Learning, we normally 

have access to what appears as a correct choice for a small portion of the available 

samples. From this information, a machine can be built to select the correct decision in 

future situations. This is known as supervised learning. The task of the supervised learner 

is to predict the value of the function for any valid input vector after having encountered 

the training set which consists of pairs of input objects and their corresponding outputs. 

To produce training data with labeled outputs, we have to mark each dataset instance 

based on the class membership. This requires extensive domain knowledge over 

extensive periods of time [ 40] . 

Another learning approach is unsupervised learning, which involves searching for an 

internal representation of the statistical structure between the features of the observations 

without requiring classes or labels [ 40]. In unsupervised learning, a data set of input 

objects is gathered. These input objects are typically treated as a set of random variables 

and a joint density model is then constructed for the data set. This model is to group the 

input instances into classes. Each group is assumed to be separable from each other. 

4.1.1.2 Batch and Sequential learning 

In practice, learning involves many presentations of a prescribed set of training 

examples to the network. One complete presentation of the entire training set during the 

network learning process is called an epoch. There are two types of learning [43] . One is 

called batch learning . To pe1form batch learning, the network parameters are updated 

after the presentation of all training patterns which constitute an epoch. So the batch 

learning process is maintained on an epoch-by-epoch basis until the parameters of the 

network stabilize and the average network output error over the entire training set 

converges to some minimum value. The other type of learning is sequential 

(online/recursive ) learning in which the network parameters are adjusted after the 

presentation of each training pattern. 

4.1.2. Overfitting problem 
In practice, training examples are insufficient to cover the whole population. Even 

when this occurs, constructing a hypothesis memorizing all of the training examples does 
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not guarantee that the best model is selected within the hypothesis space H. Besides this 

data insufficiency, given some training data, it is always possible to build multiple 

functions to fit exactly the data [4]. In Figure 4-1, both curves Fl and F2 pass the data 

points exactly without any error. Though the complexity of Fl is higher than F2, it does 

not indicate better performance. Without extra information about the underlying function, 

there is no means to favor one function over another. This discussion is often called the 

"no free lunch" theorem [8]. Additionally, in the presence of noise, the outcome 

hypothesis is far from the best approximation of the underlying functional relationships. 

These factors often produce an effect known as overfitting, making the resultant models 

perform poorly on unseen examples. 

f{x) 

~F2 

Figure 4-1: Multiple functions fit the same data 

Consider a set of available data where we normally split this data into two subsets. 

One is used as the training set for adjusting model parameters in the classifier. The other 

set - the validation set - is used to measure the generalization capability of the trained 

model. Figure 4-2 shows the error lines sketched to estimate the error rate of the classifier 

on the training and validation sets respectively. These two lines start off at similar levels, 

even though most of the time even though the validation error is a bit higher than the 

training error. They fall, level off, or even may diverge. When the validation error starts 

rising, the model is said to be overtraining or overfitting. This implies that, at a certain 
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point during the training process, the model has learned properties that are too specific 

for training data but not representative for new data and therefore it performs poorly on 

new data that are not accounted before. Since our ultimate goal is low generalization 

error, we should train the classifier until we reach a minimum of this validation error. 

This means the resultant learning model should be able to output a hypothesis performing 

equally well over both training examples and unseen test examples [ 4] . In other words, it 

must generalize beyond the available data. It is essential that the validation set not 

include points used for training the parameters of the classifier. 

Error 

Ovarfittlng 

--------.... T-raining 

~--------------~~------------~~ Epo~hs 

Figure 4-2: Overfitting problem [4] 

4.1.3. A data mining frame,work for IDS 
In a con1puter-n1ediated environment, network intrusions normally leave their traces 

in audit data [2]. Therefore, it is an important task in intrusion detection design to select 

the raw audit source which contains sufficient attack evidence. Moreover, pre-processing 

might be needed to remove the noise or duplicated records or to summarize the raw audit 

data to higher-level events such as network connections or host sessions. 

The work by Lee and Stolfo [33] aims to formulate a framework for intrusion 

detection system design. The fran1ework has two focuses: extracting useful features that 

best describe the high-level data structure and generating rules that accurately capture 

behaviors of both intrusions and normal activities. 
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Specifically, the Bro network analyzer is deployed to perform feature extraction from 

the raw tcpdump network data in DARPA 98 dataset [ 44]. As a result, this raw data was 

summarized to network connections where each connection consisted of a set of intrinsic 

features such as connection duration, flags and protocol types. Content of the telnet 

sessions and other TCP connections (FTP, SMTP ... ) were also examined and 

summarized to form a set of content-based features such as user command records, 

number of failed logins, whether the login user is root or not, whether critical files (e.g. 

/etc/passwd) were accessed or not [33]. 

New feature construction and intrusion detection are generally achieved by applying 

three different data mining algorithms: classification, link analysis and sequence analysis 

[33] 

Classification: a classifier algorithm called RIPPER is deployed to capture each 

pattern of normal connections and intrusions respectively. RIPPER is a rule learner that 

generates rules learned from the input data and then used to classify unseen data. An 

example of a rule created by RIPPER for buffer overflow attacks is: 

If (Hot indicator =3) and (compromised conditions =2) and (root shell is obtained) 

then it is a buffer overflow attack. [33] 

Link analysis: is concerned with extracting useful information from a large dataset of 

associations between entities [33]. In particular, link analysis finds system features in the 

audit data to construct normal usage profiles. For instance, the correlation between the 

commands and arguments in the shell command history data of a user can serve as a 

benchmark to con1pare with future system usage patterns of the sarne user. A behavior is 

detected as anomalous if it significantly deviates from this benchmark. 

Sequence analysis: models sequential patterns on basis of results of link analysis. 

Particularly, sequence analysis determines temporal features by correlating different 

events [33]. In addition to intrinsic and content -based features, some statistical features 

are derived by performing sequence analysis on intrinsic features. Examples of such 

temporal features include "number of connections that requested the same destination 

host in the past 2 seconds" and "number of requests for the same service in the past 2 
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seconds". These two features cover the attacks targeted to the same host or to a same 

service on all hosts. After grouping the features and deriving new temporal features, 

content-based rules are used to train the classifiers to detect content-based attacks such as 

User to Root (U2R) and Root to Local (R2L) while Denial of Service (DoS) and Probe 

attacks can be detected by using intrinsic and/or host-based features [33] 

4.2. General Machine L.earning Techniques 
Data classification is a task of primary importance in the field of data mining. It 

estimates the class label of a qualitative variable using a set of other variables. Numerous 

algorithms and methods have been proposed in order to achieve data classification and to 

improve its efficiency. Most standard classification methods can be broadly described as 

a two-step procedure [8] which consists of a learning phase followed by actual estimation 

of unknown class labels. During the learning phase, a discriminant function is fitted to a 

portion of the data generally called the training data set and then, in the second phase, the 

trained model (achieving optimized separation on the training set) is used to discriminate 

between the classes from new data sets. Two main considerations can distinguish 

classification algorithms [8]: 

• Their decision boundary can be either linear or non-linear 

• The fitted discriminant function can result from a probabilistic model (model-

based or generative algorithms) or be expressed directly using the data points 

from the training set (data-based or discriminative algorithms). 

A number of typical learning algorithms are presented below. 

4.2.1. Expert Systems 
An expert system is an artificial intelligent application designed to solve problems in 

a particular specialized area. It is able to draw an inference from a stored knowledge base 

that was developed by recording and structuring human expertise. Once the system has 

been set up, data from the running system is fed to the expert system to identify 

suspicious activities. There are a large amount of research reported in this field [2, 45]. 
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4.2.2. Instance-Based and K .. Nearest Neighbors Learning 

4.2.2.1 Instance-Based Learning 
One of the simplest learning methods is the Instance-Based (IB) learner [46]. Its 

concept description is a collection of training examples or instances. Learning, therefore, 

is the addition of new examples to this collection. Classification for a new observation 

may be found simply by comparing it to the most similar records in the collection. For 

large sets of examples, IB learning could be expensive, but fortunately, there are methods 

of indexing examples for faster matching [47]. The overall performance can also be 

affected due to IB learning's sensitivity to irrelevant attributes, so one should apply some 

feature selection methods to mitigate this problem. In addition, the training data must be 

balanced, i.e. rare classifications are represented sufficiently so that the algorithm does 

not only predict common classifications. Variants of the IB learning method classify a 

new example based on the k closest instances (IBk method) or the k nearest neighbors (k-

NN method) to that example. These variants methods will be discussed in the next 

section. 

The similarity between data points in IB learning and its variants can be measured in 

different ways. The most popular measure is the Euclidean Distance [8]. Assumed to be 

the Euclidean Distance between 2 points (a 11 a2 , ••• , ctn)and (b11 b2 , •.• , bn) In n-

dimensional space is computed by the formula: 

(4-1) 

In practice, some attributes may be more important than the others, and therefore, 

have different contributions on the final distance between 2 points. To achieve this, the 

formula of Euclidean Distance can be adjusted to: 

d = .Jii=l wi (ai- bJ2 

Where wiis the weights and Ii=1 wi = 1 

(4-2) 

Another measure sometimes used is called the Manhattan Distance or City Block 

Distance [8] which is analogous to travelling around a city such as Manhattan where you 

cannot go straight from one place to another but only by moving along streets aligned 

horizontally and vertically. In other words, it is the sum of the lengths of the projections 
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of the line segment between the points onto the coordinate axes. For example, the 

Manhattan Distance between the point P1 with coordinates (x11 y1) and the point P2 at 

(xz~ Yz) is lx1- Xzl + IY1- Yzl 

For many applications, Euclidean Distance seems the most natural way of measuring 

the distance between two instances. 

4 .. 2.2.2 K-Nearest Neighbors 
K-Nearest Neighbors method estimates the classification of an observation by 

computing Euclidian Distance between the observation and every example in the 

collection. It returns the class label of the closest example, i.e. the nearest neighbor as its 

prediction for the observation. 

A major problem when using the Euclidean Distance is that the large values 

frequently swamp the small ones. To overcome this problem, the values of continuous 

attributes are often normalized, i.e. transforming those values into a common range of 

[0,1 ] or [-1,+1]. There are several normalization methods: 

• Min-max normalization: 
X' = X -min (X) = X - m in (X) 

range(X) max(X)-min (X) 

• Z-score normalization: 

X' = ___ x_-_m_in-...:..(X...:..) __ 
standard _deviation (X) 

The generic K-Nearest Neighbors method is presented as below [8]: 

Choose value k 

(4-3) 

(4-4) 

Decide the value of k, that is how many examples will have an influence In 

classifying the new observation. 

If k is too small, the resultant model is affected by outliers, simply returns the target 

value of the nearest observation and this may lead to overfitting and memorizing the 

training dataset at the expense of generalizability. On the other hand, very large k would 

cause locally interesting behaviors to be overlooked. In practice, we normally try many 

possible values for k and select the one that minimizes the classification error. 

Compute similarity between instances 

Compare the new observation to the k nearest neighbors using the Euclidian distance; 
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return the class with the majority vote as the decision. 

There are 2 ways of voting: 

Unweighted voting: each instance has one vote, regardless of the distance from the 

new observation. 

Weighted voting: The closer or more similar instances will have more influence or 

weight than the more distant instances. This influence is inversely proportional to the 

d. . 1 1stance, 1.e. w. = 2 1 d (NewObservation, X;) 

The fmal classification for the new observation is the locally weighted average of the 

k neighbors: 

,.. - L~=l WiYi 
YNewObservation - "'~ w · 

L..t=l t 

4.2.3. Naive Bayesian 
Bayesian Theorem is a probabilistic method that has a long history in the field of 

information retrieval and text classification [48]. It stores as its concept description the 

Prior Probability of each class and the Conditional Probability of each attribute value 

given the class. In particular, the Prior Probability is the portion of examples from each 

class while the Conditional Probability is the frequency at which attribute values occur 

given the class. These quantities are estimated by counting the frequency of occurrence of 

these classes in training data and the frequency of the attribute values for each class. The 

estimated probabilities can then be used to compute Posterior Probability of a class given 

attribute values. 

Consider a training data D which contains patterns di with n input attributes: di = 

{a11 a 2 , •.. , an}· A hypothesis space H contains m hypotheses h/ d{-7cj (j=l. . . m, m is 

number of mutual-exclusive classes). 

P(h): probability of hypothesis h being true (without regard to any training data D) 

P(D): probability of data item D occurring (without regard to any hypothesis h) 

P(Dih): probability of D occurring given his correct 

The Posterior Probability is calculated: 

P(hiD) = P(Dih).P(h) 
P(D) 

(4-5) 
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From this probability, the most probable hypothesis for a particular training data D is 

defined as the maximum a posteriori (MAP) hypothesis. 

[ ] [
P(D !h).P(h)] 

hMAPID = argmaxhEH P(hiD) = argmaxhEH P(D) (4-6) 

Also, P(D) = It~~ P(hJ. P(DihJ =constant, it is actually the normalizing f actor so 

that resulting P(hiD)is a probability (sum to 1). Therefore, we can remove P(D) for 

simplicity. The above equation becomes: 

hMAPID = argmaxhEH[P(Dih).P(h)] (4-7) 

Computing P(Dih) may be prohibitively difficult or impossible to do because the 

given pattern D = { a11 a2 , •.• , an} may not be present in the available training data. 

Therefore, it is better to assume that the attributes are independent so that we can 

consider the attributes individually. This attribute independence condition leads to the 

Naive Bayesian expression: 

(4-8) 

In practice, given an observation, the Naive Bayesian classifier operates under the 

assumption that the attributes are conditionally independent and uses the Bayesian 

Theorem to calculate the posterior probability of each class or hypothesis. The hypothesis 

with highest probability will be selected as the final prediction. In spite of violations of 

the independence assumption [49] and sensitivity to irrelevant attributes [50], Naive 

Bayesian performs well on many domains [51]. 

4.2.4. Kernel Density Estimation 
Si..llilar to Naive Bayes, a kernel density estimator stores the prior probabilities of 

each class. However, it also stores all of the examples. During performance, assuming 

attributes are conditionally independent and normally distributed, it estimates the 

probability of a value given the class by averaging over Gaussian kernels centered in each 

stored example [8]. Learning is, therefore, simply storing each example and computing 

the probability of each class. 

As mentioned above, a kernel density estimator stores all the examples in the training 

set, i.e. it is heavily data dependent. Therefore, it is a non-parametric density estimator. 

In comparison to parametric estimators which have a fixed functional form or structure 

and the parameters of this function are the only information necessary to be stored, non-
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parametric estimators have no flxed structure and depend upon all the data points to reach 

an estimate. The theory of the Kernel Density Estimation is given below [43]: 

If we denote the kernel function asK and its bandwidth by h, X; is a data point in the 

training set, the estimated density at any point x is 

f~ = ~ L~- K(X-Xi) 
n t-1 h (4-9) 

-too 

where J K(t)dt = 1 to ensure that the estimates f(x) integrates to 1. 

Even though Gaussian kernels are the most often used, there are various choices 

among kernels as shown in Table 4-1. 

Kernel Function K(u) 
Uniform 1 -I(I u 1:::; 1) 

2 
Triangle (1-1 u 1)/(1 u I~ 1) 
Epanechnikov 3 2 - (1- u )I (I u 1:::; 1) 

4 
Quartic ~(1-u2 ) 2 I(l u 1:::; 1) 

16 

Triweight 
35 

(1 - u2 
)

3 I (I u 1:::; 1) 
32 

1 1 2 
Gaussian -exp(--u) 

fitr 2 
Jr Jr 

Cosinus -cos(-u)I(I u 1:::; 1) 
4 2 

Table 4-1: Kernel Functions [43] 

4.2.5. Association_ Rules 
Classification rules are concerned with predicting the value of a categorical attribute 

that has been of particular importance. Motivated by the market-basket analysis in which 

we are about to discover customer's purchasing patterns, association rules can extract 

associations or co-occurrences from stores' transactional databases [52]. Because the 

information obtained from the analysis can be used in improving marketing, sales, 

service, and operation strategies, it has drawn increased research interest. 

A decision rule consists of an antecedent or condition and a consequent [43]. The 

antecedent is simply a collection of attribute tests, and the consequent consists of a class 
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label. A rule is normally written in the form: if LEFT then RIGHT where LEFT is 

condition and RIGHT is consequent of a rule respectively. 

We define four numerical quantities: 

• NLEFT: number of instances matching LEFT 

• NRIGHT: number of instances matching RIGHT 

• N BOTH : number of instances matching both LEFT and RIGHT 

• NroTAL: Total number of instances 

Based on these quantities, basic measures of rule importance can be computed such 

as Rule Confidence, Rule Support, Rule Completeness. 

Confidence (Predictive Accuracy Reliability): NBorH 
NLEFT 

The proportion of right-hand sides predicted by the rule that are correctly predicted. In 

other words, confidence is the conditional probability of RIGHT given LEFT. 

Support: N BOTH 
NTOTAL 

The proportion of the training set correctly predicted by the ru le 

Completeness: N BorH 
NRIGHT 

The proportion of the matching right -hand sides that are correctly predicted by the rule 

Table 4-2: Basic measures of Rule Interestingness [43] 

4.2.,6. Decision Trees 
Decision trees are one of the most popular methods for data mining because of their 

simplicity and fast training process [7]. It approximates discrete-valued target functions, 

representing them by a tree with internal nodes corresponding to attributes and leaf nodes 

corresponding to class labels. Internal nodes have a child node for each value its 

associated attribute takes. The learning element generates a tree recursively by selecting 

the attribute that best splits the examples into their proper classes, creating child nodes 

for each value of the selected attribute, and distributing the examples to these child nodes 

based on the values of the selected attributes. The algorithm then removes the selected 

attribute from further consideration and repeats for each child node until producing nodes 

containing examples of the same class. These methods handle continuous attributes by 

finding a threshold that best splits the examples into their respective classes. Performance 
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is simply a traversal of the tree from the root to a leaf node guided by the attribute values 

present in an observation. Most implementations use the gain ratio for attribute selection 

[53] , a measure based on the information gain. Figure 4-3 shows the leaf nodes (shaded 

rectangles) after splitting the parent nodes. By creating homogeneous groups, analysts 

can predict with greater certainty how individuals in each group will behave. 

Figure 4-3: Decision Tree [4] 

In KDD 99 competition, all the top three winning solutions out of 24 entries 

submitted are some variants of decision trees. The winning entry [54] is composed from 

50x10 C5 decision trees fused by cost-sensitive bagged boosting. The second placed 

entry [55] consisted of a decision forest containing 755 trees. The third placed entry [56] 

consisted of two layers of voting decision trees augmented with human security expertise. 

Details of these approaches will be further discussed in Section 4.3. 

Like any other learning algorithm, overtraining can occur during the performance of 

decision trees, meaning that trees perform well on training examples but perform poorly 

on unseen data. In an effort to reduce overtraining, most implementations also prune 

induced decision trees by removing nodes that are likely to lead to higher error. 

4.2.7. Neural Networks 
Neural networks have been successfully applied in various fields ranging from 

pattern classification to robotics control due to their ability to learn, to adapt and to 

generalize. Typically, a neural network consists of many computational elements or 

neurons arranged in layers. They are specified by the network architecture, node 

characteristic (i.e. the activation functions chose for communicational nodes) and 
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learning algorithms [59]. Each of the neurons receives a number of inputs via connections 

which have associated weights. The inputs multiplied with corresponding weights are 

then summed and a threshold value is subtracted to produce an activation signal. This 

value is then passed through an activation function to generate the output of the neuron. 

CAl I body or So rra 

Input 
Fwnction 

Figure 4-4: A neuron in Neural Network [ 4] 

Typical Artificial Neural Network (ANN) architecture consists of 3 layers of neurons 

neuron [59]: input layer, hidden layer and output layer. The input variable values are fed 

into the input units, and then executed progressively in the hidden and output layer. Each 

of the neurons calculates its activation signal and then passes it to the next layer. The 

output nodes then generate the results computed by the previous layers. 

The data used to train ANN can be categorized into three main sets [43]: training set, 

validation set and test set. The training set contains examples prepared for learning and 

computing the parameters (i.e. weights) of a predictive model while the validation set is 

used to tune the parameters (i.e. ANN architecture, not weights) of that model. For 

example, the number of hidden units may be chosen on the basis of the validation set. 

However, some experiments can be done without a validation set. The set of examples 

used only to assess the performance (generalization) of a fully trained ANN is called the 

test set. The data included in the training may not appear in the test set. 
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Today's architectures of ANN have been developed from the simplest form, the 

perceptron, into other types, such as multilayer feedforward networks and recurrent 

networks. A more detailed study of the ANN will be presented in the Section 5 .1. 

4 .. 2.8.. Genetic Algorithms 
A genetic algorithm (GA) is a heuristic method to find approximate solutions to 

difficult-to-solve problems through the application of principles of evolutionary biology 

to computer science [60]. Genetic algorithms use biologically-derived techniques such as 

inheritance, mutation, natural selection, and recombination. This method has been widely 

adopted in various applications related to classification and prediction. 

4.2 .. 9. Support Vector M.achines 
Support vector machines (SVM) [61] have been proven to have good performance on 

a range of traditional text classification tasks [62, 63]. The advantage of SVM is that they 

are less prone to the oveifitting problem, and as a result, predict better for unseen data. 

Essentially, the SVM method is a linear classifier in which its concept description is 

a vector of weights, w, and a threshold, b. However, unlike other linear classifiers, SVM 

makes the problem linearly separable by using a kernel function to map training data into 

a higher dimensioned space (feature Space) . In this space, the quadratic programming 

problem (optimization problem in which objective function and the constraints are all 

linear) is allocated to separate classes by the optimal separating hyperplane, meaning that 

the distance is maximal from the hyperplane to the closest examples of the positive and 

negative classes. 

The basic learning process of the SVM is shown [64]: 

• SVM maps the training data from the original space (input space) into a 

higher dimensional space (feature space or a hypothesis space) by using 

kernels to transform a linearly non-separable problem into a linearly separable 

one 

• Within the feature space, it finalizes a hyperplane with a maximum margin 

which separates two classes in case of binary classification. 

Consider a general two-class classification problem which finds a discriminant 

function f (x) such that Y; = f (x). A possible linear discriminant function can be 
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presented as f(x) = sgn((w.x) +b) where (w.x)+b = 0 is a separating hyperplane in the 

data space. Therefore, choosing a discriminant function is to fmd a hyperplane that can 

maximize the separating margin with respect to the two classes. This is formulated as an 

optimization problem: 

Minimize i l1wll 2 
subject to Yi[(w. xJ + b] 2:: 1 

Using Lagrangian Dual, the new optimization problem (primal problem) becomes: 

Lp = illwll2
- L~=laiYi [(w.xJ + b] + L~=lai to be minimized with respect to 

w and b, where coefficients are Lagrangian Multilplier. 

{ (w.x1)+ b = -1 
(w.xJ) + b = +1 

=> w. (x:-~ -x) = 2 

2 
-"'> llxJ-xlll=-

llwll 

w.x1 + b ~ + 1 for Yi = + 1 
w.xi + b s -1 for y i = -1 

- > Yi((w.x))+ b)~ 1 

Figure 4-5: Optimal separating hyperplane in SVM [ 4] 

In this primal problem, the objective function is a linear combination of n variables. 

There are m constraints, each of which places an upper bound on a linear combination of 

the n variables. The goal is to maximize the value of the objective function subject to the 

constraints. This is equivalent to maximizing Lagrangian Lp with respect to primal 

variables wand b. 
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Take derivative of Lp with respect tow and b, we have w = L aiyixi and L aiYi = 
0 substitute these values into the primal problem, we obtain the dual problem: 

Lv = L ai- ~ L aiajyiyjxixj to be maximized with respect to Lagrange 

multipliers ai. 

In this dual formalization, the objective function is a linear combination of the m 

values that are the limits in them constraints from the primal problem. There are n dual 

constraints each of which places a lower bound on a linear combination of m dual 

variables. 

In the optimization theory, the duality principle states that optimization problems 

may be viewed from either of two perspectives, the primal or the dual problem [64]. That 

is, Lp and L v are basically 2 different formulations of the same problem, i.e. they arise 

from the same objective function but with different constraints; and the solution can be 

found by either minimizing Lp or by maximizing Lv which is a simpler task. The dual 

problern can be solved using Sequential Minimal Optimization (SMO) [65] or Osuna's 

method [66] 

4,2,10. Multiple Sensor Fusion 
This is a method to analyze the data collected from a number of sensors distributed 

across the network. This can help to reduce the false alann rate as well as effective! y 

detect possible global attacks. The assumption is made about the independence between 

the intrusion sensors. Some extensive work on multiple sensor fusion techniques was 

reported by [67]and [68]. 

4,2.11. Immune System 
The analogy between network security and the human immunity system is not a new 

idea. The human body has different levels of protection. When the front line of defense is 

compromised by a bacteria or a virus, our body needs to respond to the attack. Most of 

the time, the body can defeat those hostile agents and develop an immunity for that kind 

of agent [69]. The ability to recognize and destroy hostile entities (nonself) while not 
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harming the organism (self) is one of the most attractive features of this method. There is 

considerable research that has been conducted in this area including [70] and [71]. 

4.3. The. Intrusion Detection Contest KDD-99 
In order to facilitate the comparison of advanced research in the area of network 

security, the Lincoln Laboratory at the Massachusetts Institute of Technology (MIT) 

conducted the 1998 and 1999 evaluations of intrusion detection [30]. Funded by The 

Defense Advanced Research Projects Agency (DARPA), the purpose of the evaluation 

program is to provide a basis for making comparisons of existing IDS under a common 

set of circumstances and assumptions. Data obtained from these programs were then used 

as the benchmark training and test data sets for "Classifier Learning Contest" organized 

in conjunction with the 5 th ACM SIGKDD International Conference on Knowledge 

Discovery & Data Mining in 1999 (KDD-99). 

The KDD-99 dataset contains approximately 5 million network connection records 

which are summarized and abstracted based on the binary TCP dump data provided by 

DARPA. Each connection is described by 41 independent fields and a label indicating the 

connection is either normal or has been subjected to a specific attack type [30]. These 

attacks fall into 4 attack categories: Probe, Denial of Service (DoS), Remote to Local 

(R2L) and User to Root (U2R) attacks. In particular, probe attacks refer to automatic 

scanning computer networks to gather useful information for intruders while DoS attacks 

are more serious by obstructing the legitimate requests to system resources. The R2L 

attacks occur when an intruder who does not have an account on a machine can gain local 

access to the system by sending packets over networks. In contrast, U2R attacks refer to 

the privilege escalation to root access from normal user account. Details of the KDD-99 

dataset will be discussed in Section 9 .1. 2. 

The goal of the KDD-99 contest was to build a classification model which is capable 

of distinguishing between legitimate and illegitimate connections in a computer network. 

Amongst 24 entries submitted, three were selected as winners. They are Dr. Bernhard 

Pfahringer of the Austrian Research Institute for AI, Itzhak Levin from LLSoft, Inc 

(Israel) and Team from MP13 in Moscow, Russia. Though this dataset was constructed a 

few years ago, it still re1nains as the benchmarking dataset for intrusion detection systems 

as shown in a number of recent research findings [72-76] . 
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4.3.1. The first-prize winning entry of the KDD-99 
The winning method [54] uses decision trees for intrusion detection. It utilizes a 

divide-and-conquer approach to determine which attribute of the data best classifies the 

classes. Every node in the decision tree tests a particular attribute, and thereby determines 

which child node will be tested next. The training set is fed to the decision tree from the 

root node and then partitioned into smaller segments. When these subsets cannot be 

partitioned any further, the leaf nodes are reached, i.e. the data instance is classified with 

the label of the leaf. 

Initially, several algorithms such as C5, RIPPER, Naive Bayes, Nearest Neighbor 

and Neural Network were tested on the dataset. RIPPER, neural networks and nearest 

neighbor algorithms were found more computationally expensive than the others and 

therefore, they were not selected as the learning algorithm. The decision tree was 

eventually selected due to their high performance. After that, an ensemble of 50x10 C5 

decision trees was constructed by using "cost-sensitive bagged boosting" [54]. Duplicate 

instances were removed and the original dataset of around 5 million was divided into 50 

subsets. The sampling procedure for subset formulation was biased by always including 

all rare U2R, R2L attack instances and some of the remaining dominant normal, denial of 

service and probe instances. With each subset, an ensemble of 10 decision trees was built 

by using C5's error-cost and boosting options. The following table shows the KDD-99 

winning entry's accuracies on different classes. 

AttacK\ - Detection accuracy 
Normal 99.50% 
Probe 83.30% 
Denial of Service 97.10% 
User to Root 13.20% 
Remote to Local 8.40% 

Table 4-3: Accuracy of the KDD-99 winner on different attack categories [77] 

4.3.2. The second-prize winning entry of the KDD-99 
The second place winning approach [55] applied a data mining tool called Kernel 

l'v1iner (KM). KM divides the global model into inter-related and inter-consistent sub 

models. As a result, KM constructs the set of locally optimal decision trees which were 

trained specifically for different attack categories as well as attack types. In total, KM 
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generated 218 decision trees for different attack categories and 537 decision trees for 

specific attack types. Figure 4-6 shows the decision tree built for the "smurf ' denial of 

service attack. Move down from the root node via "yes" branches, the more "smurf' 

instances are covered. 

Records= 280790 
Smurf = 280790 
ProbabilittJ = 1 

Records= 494021 
Smurf = 280790 

Probabi lity= 0.568 

519 <Source Bytes <1032 

Records= 4469 
Smurf= o 
Probability= 0 

Records= 208762 
Smurf =O 
Probabili~; = 0 

Figure 4-6: Decision for smurf attacks[ 55] 

Based on the above decision tree rules can be constructed for specific attacks. An 

example of a rule to identify "'smurf' attacks is: 

If (Source Bytes is between 519 and 1032) and (service type is ecr_i) then the 

connection is a smurf attack. 

4.3.3. The third---prize winning entry of the KDD-99 
The third placed approach [56] implemented a voting mechanism for decision trees 

using "pipes" in the potential space. Learning is achieved in two stages. 

In the flrst stage, normal connections and attacks are separated by training 13 

decision trees with a subset of training data. The key idea of the second stage was 
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denoted as "one against the rest" where one class was separated from others using 5 

decision trees. After that, each connection in the dataset was assigned a vector of 

proximity to the 5 categories (normal and 4 attack categories). This representation of the 

connection is called the potential space whereas the multidimensional interval on 

proximity vectors is called a "pipe" [56]. Prediction was then performed on the potential 

space. In this approach, 10% of the original dataset was employed for training. This 

training set was then randomly divided into three parts: 25% for tree generation, 25% for 

tree tuning and the remaining 50% for estimating tree quality. 

4.3.4. Classifying rare classes via two-phased rule induction 
All participants in the KDD competition suffered low detection rates for the rare 

attacks such as R2L and U2R. Agarwal and Joshi [78] address this problem in their paper 

by proposing a classifier which has a two-phased classification. Their model could 

eliminate insignificant coverage rules generated by some classifiers such as RIPPER or 

C4.5 which lead to tight accuracy constraints of the models. The innovative idea of this 

method is to achieve objectives of high detection rate and low false alarm rates separately 

in different phases. This essentially forms a 2-level filter in which the records that are 

detected as attacks are first separated into a group. This group is then re-examined and 

the incorrectly classified records will be eliminated. The two phases are: 

Phase 1: This phase collects those connections which are detected as attacks. In 

particular, P-ntles are generated to predict the presence of a target class (attack class) as 

long as the contribution of that rule (in terms of rule coverage and accuracy) lies within a 

pre-defmed limit. The drawback is that the P-rules can also cover some instances which 

do not belong to the target class. These instances will result in false alarms in the system. 

Phase 2: This phase identifies which records that are previously incorrectly detected 

as attacks by P-rules to be excluded from the attack class. In particular, N-rules are 

generated to predict the absence of a target class (attack class). The objective of N-rules 

is to remove the false alarms associated with P-rules. 

In the prediction problem to identify whether a connection is normal or an attack, P-

rules and N-rules are sorted according to their significance [78]. P-rules are firstly applied 

to new instances. If no P-rules cover these instances the prediction is false. In the case 

that one or more P-rules cover the instances then the first P-rule will be accepted. After 
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that, N-rules are applied and the first N-rule will be selected. If a P-rule covers the 

instance while noN-rule applies then the classification is true. 

Phase 1: 
Detect class presence 

(Collect attack connections) 

Phase 2: 
Detect class absence 

(Eliminate incorrectly classified records) 

0 Normal connections 

e Attack.'> 

Figure 4-7: PN rule classification [78] 

NEW DATA 

ATTACKS 
COLLECTION 

Though the above explanation is given for true/false classification, the proposed 

model actually uses a probabilistic scoring approach [78]. The motivation for this is to let 

N-rules reduce the impact of false alarm on a specific set of P-rules. Therefore, each P-

rule N-rule combination has a different probability of classification. If the probability is 

greater than 0.5, prediction is considered "true". The algorithm has two control 

parameters to define: one is the minimum class coverage in P-Phase and the second is to 

control the rule growth inN-Phase. 

The resulting model with two-phased architecture applied for the KDD-99 network 

data can detect U2R attacks with up to 10.4% whereas the detection rate of the winner for 

this category is 8.4%. Moreover, probe attacks, which can be considered as a minority in 

the KDD-99 dataset, can be detected up to 87.5% whereas a detection rate of 83.3% can 

be achieved by the winning entry of the KDD-99. 

65 



4.4. ReaJ-wo.rld Ex.amples of Intrusion Detection 

System 
In this section, Snort and Pakemon- two open source network based IDS - and the 

Cisco lOS frrewall will be discussed. 

4.4.1. S.nort IDS 
Snort is one of the best-known lightweight host-based IDS, which provides high 

performance, flexibility and simplicity [79]. It is an open-source software which can 

detect various attacks and probes including instances of buffer overflows, stealth port 

scans, common gateway interface attacks, and service message block system probes. 

Although Snort's syntax is not as straightforward as the Pakemon system, it is light-

weight and supports flexible rule writing. 

4~4"2~ Pakemon IDS 
According to Takeda and Takefuji [80], "Pakemon has been developed to share IDS 

components based on the open source model". By using this experimental IDS, evasion 

methods such as fragmentation, disorder, duplication, overlap, insertion, and 

desynchronization at the IP or TCP layer can be detected. 

At the packet level, IDS is not able to see the intrusion data in the same way the final 

destination of a packet experiences. Therefore, Pakemon processes capture packets in a 

similar way to Linux nodes by reassembling IP packets and reconstructing the TCP 

streams. This feature and a simple signature structure have made Pakemons preferable to 

Snort. For example, when signatures of new attacks are revealed, it is much easier to add 

them to a lightweight IDS signature databases such as Pakemon[80]. 

4.4.3. Cisco lOS IDS 
Cisco lOS provides a cost effective way to deploy a frrewall with intrusion detection 

capabilities [81]. The system has 59 built-in, static signatures to detect common attacks. 

The IDS process on the frrewall inspects packet headers for intrusion detection by using 

those 59 signatures which fall into two categories: compound and atomic. Atomic 

signatures do not involve connection state and therefore do not require any traffic 

dependent memory. However, memory is allocated for compound signatures to inspect 
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connection states [81]. In addition to intrusion detection functionalities, the system can be 

configured to log the incidents as well as perform common tasks of an Intrusion 

Prevention System (IPS) such as dropping the packet or resetting the connections. 

4.5. Chapter S.ummary 
From the literature, AI methods can significantly improve performance of IDS. Many 

popular Machine Learning techniques have been applied for IDS including Expert 

systems, Neural Networks, Decision Tree and so forth. The learning process and typical 

properties of these techniques are then discussed. The second part of this chapter 

introduces a well-known intrusion detection competition, the KDD-99 which provides a 

popular dataset for evaluating IDS models. The winning entries of this competition can 

detect most of the attack categories. However, their accuracy in detecting some content-

based attacks such as R2L and U2R is still unacceptably low. The dataset of KDD-99 will 

be used as the benchmark to compare our proposed model against the winning entries and 

other current detection methods. Relevant machine learning techniques (NN and enselble 

methods) will be reviewed in greater detail in the next chapters. 
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Cha_pterS. 

NE.URA.L NETW'ORKS 

Among available AI algorithms in literature, Artificial Neural Networks (ANN) is the 

most commonly used method that has been successfully applied in Security Detection 

Problems. ANN's popularity is based on its remarkable capability to learn very well from 

data samples. On the other hand, the ability to learn well from samples can cause ANN to 

suffer from overfitting i.e. it can learn the available sample data so well that it begins to 

perform poorly for unseen instances. In this chapter, we provide an extensive review of 

Neural Network models. Particularly, emphasis is put on Radial Basis Function Neural 

Network (RBFNN), an emerging branch of neural networks. This branch includes the 

Probabilistic Neural Network (PNN), Generalized Regression Neural Network (GRNN) 

and vector-quantized GRNN. This chapter also contains an analysis of bias-variance 

decomposition which is nnportant to explain the behavior of learning methods. 

5.1.. Artificial Neural Network 
The Artificial Neural Networks (ANN) is one of the most commonly used AI 

algorithms that has been successfully applied to different applications, including speech 

recognition, image analysis, adaptive control and many other disciplines. One of the most 

useful properties of an ANN is its learning ability which enables the network to learn a 

mapping between the input and the output space [ 4]. Such a learning process is 

equivalent to the problem of synthesizing an associative memory that retrieves the 

appropriate output when presented with the input and generalizes when presented with 

new inputs. It is also equivalent to the problem of estimating a system that transforms 

inputs into outputs given a set of examples of input-output pairs. Approximation theory is 

the classical framework to deal with this kind of problem. In fact, the motivation behind 

the development of ANN is that the learning process of the network can be viewed as a 

synthesis of the approximation of multidnnensional functions, namely the problem of 
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hypersurface reconstruction [57]. However, this view has some disadvantages for the 

following reasons: First, there is not enough information in the training data as required 

to reconstruct the input-output mapping uniquely. Second, the presence of noise or 

imprecision in the input data adds uncertainty to the reconstructed input-output mapping. 

To make the learning problem well-posed so that generalization to new data is feasible, 

some form of prior information about the input -output mapping is needed. This, in tum 

means that the process responsible for the training data generation must exhibit 

redundancy in an information-theoretic sense [57]. This is one of the most general and 

weakest constraints that make approximation possible. 

In this section, ANN is closely examined due to its complexity and importance in 

many classification and prediction applications. Firstly, the Multilayer Perceptron (MLP) 

is presented as the most popular ANN model. We then focus on a recently emerging 

ANN family called the Radial Basis Function Neural Network (RBFNN). 

5,1.1. M.ultilayer Perceptron 
Multilayer Perceptron (MLP) is the most popular network architecture in use today 

and was initially proposed by Rumelhart and McClelland [82]. This network uses a 

layered feed- forward topology in which the units each perform a biased weighted sum of 

their inputs and pass this activation level through a transfer function to produce their 

output. The network complexity can be configured by determining the number of layers 

and the number of units in each layer [83]. After defming these values, the network can 

be trained from historical data. 

During the training phase, weights and thresholds are adjusted automatically to 

minimize the prediction enor made by the network. This enor is defined as a function of 

the difference between actual outputs with the outputs generated by ANN. One of the 

most common enor functions is the sum squared enor, where the individual errors of 

output units on each case are squared and summed together. This concept of error can be 

further extended to an error surface. Each of theN weights and thresholds of the network 

is considered as a dimension in space and the network error is theN+ 1-th dimension. For 

any possible configuration of weights, an error surface can be produced by drawing the 

N+ 1-th enor dimension [83]. Using this concept, the network training can be seen as an 

exploration of the error surface. The error associated with the current values of the model 
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parameters is presented as a point in this surface. From this point, the training process 

needs to identify which direction it should progress to decrease the current error. This 

direction, in fact, is the one that reduces the steepness of the surface's gradient vector. It 

is also important to consider how large the steps (learning rate) should be to effective I y 

reach the global minimum. Large steps may converge more quickly, but may also 

produce oscillations. On the other hand, very small steps may go in the correct direction, 

but they also require a large number of iterations. The rate in which the learning rate 

changes during training is called learning momentum. Employing appropriate values of 

the learning rate and momentum sometimes helps the training process escape the local 

minimum, and also to move rapidly over flat part of the error surface. The network 

training will be terminated when one of the stopping conditions is met such as when a 

given number of iterations (epochs) elapses, or when the error reaches an acceptable 

level, or when the error stops improving. 

5.1.2, Radial Basis Function Neural Network (RBFNN) 
Radial Basis Function Neural Networks (RBFNN) have recently drawn much 

attention due to their good generalization ability and a simple network structure that 

avoids unnecessary and lengthy calculations as con1pared to the Multilayer Feedforward 

Networks (MFN) [84]. Considering the node characteristics and the training algorithms, 

RBFNN are very different from MFN. The node characteristics for MFN are usually 

chosen as sigmoidal functions while for RBFNN, as indicated in the name, radial basis 

functions are employed. In particular, RBFNN contains a hidden layer of radial units. 

Each radial unit models a Gaussian response surface which can be determined by its 

center point and a radius [85]. Because these functions are nonlinear, it is enough for a 

single hidden layer to describe any shape of function. The output of these Gaussians is 

then linearly weighted to produce the desired response. 

From Figure 5-1, the input space (p input vectors) is quantized into M clusters which 

correspond to the RBF kernel units. Each of these kernels is associated with a Radial 

Basis Function f (.) which has a centre ci and a specific bandwidth 0; . Note that in the 

RBFNN, different RBFs will have different bandwidths. These kernels are then inter-

connected to summation units which classify different classes in the output space. These 
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links are characterized by a value wki which denotes the weight from the ith kernel node 

to the kth output node. Given an input vector x, the kth output is a linear combination of 

output from its hidden units [85]: 

y (x) 
1 

Y {x) 
K 

(5-1 ) 

Input Vector x 

Input Units 

i=M RBF Kernels 

Linear weights w 

k=K Summation 
Units 

Output Vector y 

Figure 5-l: Architecture of Radial Basis Function Neural Network [59] 

The training process of an RBF network involves adjusting parameters such as the 

weight wki, center c; and the bandwidth o; and optimizing the linear output layer [86]. 

More specifically, c; can be determined by K-means clustering. The bandwidth ~ can be 

estimated by a K-nearest neighbor heuristic so that overall their coverage is maximized 

while the overlapping between radian functions is minimized. In fact, if the functions' 

widths are too small, some data points in the middle of the two adjacent functions will 

not be covered and too large values of widths nmy result in overlapping between 

functions and therefore, different functions can claim the same data point to be inside 

their class. Finally, multiple linear regressions can be used to compute wki. 

RBF networks provide a number of advantages over MLP networks [87]. First, any 

arbitrary function can be modeled by a single hidden layer. Therefore, decisions on 
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design issues such as number of layers need not be considered. Second, the linear 

transformation in the output layer can be optimized using different linear modeling 

techniques which avoid local minima problems. In general, RBF networks are normally 

trained faster than MLP networks. However, in some cases, RBF networks lack the 

ability to extrapolate the points far from training data. RBF networks are also more 

sensitive to the curse of dimensionality than MLP. 

Among the applicable types of radial basis functions (RBF), the Gaussian function is 

the most commonly used choice for an RBFNN, because it is found to be suited not only 

in generalizing a global mapping but also in refming local features with little altering of 

the already learned mapping [59]. A Gaussian function monotonically decreases with 

distance from its center. In contrast, a multiquadric function monotonically increases with 

distance from its center. It is obvious that a Gaussian function tends to be local in its 

response and is more biologically plausible because its response is finite, while a 

multiquadratic function has a global and infmite response. In addition, compared with 

other types of RBF, such as thin-plate-spline function, both the position and shape of 

Gaussian function are more flexibly adjusted. These properties suggest Gaussian 

functions are a suitable candidate in the hidden unit space of RBFNN. 

The approximation capabilities of an RBFNN are highly related to its localization 

properties [84]. Consider an RBFNN with Gaussian functions in a two-dimensional case. 

The surface generated by the Gaussian function looks like a "bump" shown in Figure 5-2. 

If the hidden layer consists of enough hidden neurons, then sufficient "bumps" can be 

generated in appropriate positions by adjusting the parameters associated with the 

corresponding Gaussian functions. A variety of continuous surfaces constructed by the 

underlying function can thus be well approximated by adding up a series of such 

"bumps". 

There are special cases of RBF networks in which the number of cluster centers is 

equal to the number of exemplars. This means no clustering is needed and all the weights 

can be set analytically. These networks are caUed Probabilistic Neural Networks (PNN) 

[88] or Generalized Regression Neural Networks (GRNN)[89], depending on whether the 

desired outputs are continuous or discrete, respectively. It is also common to distinguish 
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PNN and GRNN in terms of their applications, i.e. PNN is used for regression while 

GRNN is used for classification problems. 

exp(-( x*x+~*~ )/4 ) -
0.9 -
0.8 -
0.7 
0.6 -
0.5 -
0.4 -
0.3 -
0.2 -
0.1 -

~~~~~.51 

Figure 5-2: Surface generated by a two dimensional Gaussian function [59] 

5.1.3. Probabilistic Neural Network (PNN) 
It is desirable to have outputs from a neural network to be represented as estimates of 

probability of class membership. By this, the output space can be fully modeled by a 

probability density function (PDF). This idea was introduced by Parzen [90] and relates 

to the Bayesian statistics. There are many ways of estimating the PDF from a specific 

dataset. A traditional technique is to assume a certain form for the PDF such as a normal 

distribution and thereby estimate relevant paran1eters such as mean and standard 

deviation using analytical methods. Because such an assumption is often not justified, an 

alternative approach can be implemented using kernel-based approximation [88, 90]. This 

method is known as Specht's Probabilistic Neural Network (PNN) [88]. The major idea is 

to group the points within an area of high probability density into clusters. More 

specifically, simple functions such as spherical Gaussians are associated with each 

training point and summed together to estimate the overall PDF. In theory, a sufficient 

number of training points can produce a good estimate for a true PDF. 

The PNN is mainly based on well established statistical principles rather than 

heuristic approaches [91 ]. Heuristic approaches normally involve making many small 

modifications to the system parameters that gradually improve the system performance. 
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A good example for this approach is MLP which typically has a long training time and no 

guarantee of achieving a good solution within the training time. On the other hand, the 

PNN is closely related to Bayes's decision strategy and nonparametric kernel based 

estimator of PDF. 

1 

Q.(x) 
I 

g~x) 

Input Units 

MN Pattern Units 

Summation 
Units 

Figure 5-3: Architecture of Probabilistic Neural Network [59] 

Assume that there are p training vectors xj and N classes Ci in the output space. The 

task for a PNN in this problem is to compute the PDF g/x) for each output class. The 

highest gi(x) value is chosen to determine the class decision for an unknown vector x. In 

particular, the estimated PDF for a class Ci is given in Equation 5-2 [92]: 

M Zij-1 
9i(x) = Lj=l exp (82) 

Where 

o: Single smoothing parameter chosen during network training. 

Mi: Number of representative sample vectors in each class Ci. 

Zi/ The normalization of an input vector xj with respect to class Ci. 

(5-2) 

From Figure 5-3, the input units are the distribution points for the input vectors. For 

each class Ci in the output space, we have Mi pattern units and a summation unit. Each 

pattern unit represents a training vector xij (input vector Xj with respect to classCi) and 
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performs the operation exp (zi~~ 1 
). These values from patterns units are summed to 

produce 9i(x) for each class. 

The only parameter that needs to be adjusted during the training phase is the single 

smoothing factor 8, which is the common radial deviation of all the Gaussian functions 

[92]. This parameter needs to be selected such that a reasonable degree of overlapping 

between adjacent RBFs is obtained. There are 2 possible ways to find the appropriate 8. 

The fist approach assumes that the class membership probabilities in the training data 

are the same as the actual probabilities in the population (called prior probabilities) [92]. 

If the prior probabilities are given, the network can train faster by adjusting its weighs to 

produce the class probabilities close to these values. In practice, noisy data can produce 

misclassifications and some of these errors are more serious than the others. 

The second method is based on the loss factors reffecting the cost of 

misclassifications [92]. A fourth layer which contains a cost matrix is added after the 

output layer into the PNN. The network parameters which result in the lowest cost will be 

selected. 

PNN has both advantages and disadvantages. First, the advantages of PNN include a 

fast training (faster than Back-propagation by approximately five orders of magnitude); 

guarantee to approach the Bayes optimal boundaries and a single smoothing factor [92]. 

Moreover, the output generated by PNN is in the form of probabilistic representation of 

class membership offers a meaningful interpretation of the outputs. Second, the 

disadvantage of PNN is its' demanding mmory consumption because it actually includes 

as many RBFs as the number of training points, i.e. all training vectors must be stored 

and used to classify new vectors. This huge network size requires large memories in 

many practical problems. Testing can be slow when PNN is implemented in software as 

the computation time for a classification is proportional to the size of the training set. 

5.1.4. GeneTalize.d Regression Neural Network (GRNN) 
GRNN proposed by Specht [89] operates in a similar manner with the PNN (based on 

Bayesian estimation techniques) but is used for the classification task rather than for a 

regression problem. For example, given a set of input vectors with a known distribution, 

the task of classification is to produce the distribution function for the corresponding 
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output space. According to the Bayesian theorem, the conditional distribution of the 

output spacey for given input space xis given in Equation 5-3: 

p(ylx) = pp(y)p(xly) 

Where 

p (y): Prior distribution for y 

p(xly): Conditional probability distribution ofx given y 

~ : A coefficient that depends only in x but not y. 

(5-3) 

If the density p(xly) is not known, it must be estimated a posteriori from a set of 

sample observation x and y. This density can be alternatively computed 

nonparametrically by using a Gaussian Parzen estimator or kernel. This is the motivation 

ofGRNN. 

Similar to PNN, GRNN uses a single common radial bias function kernel bandwidth 

o that is tuned during the learning phase. In particular, an optimal o will produce the 

lowest learning Mean Squared Error (MSE). The following is the general form of GRNN 

which is similar to the equation proposed by Nadaraya [93] and Watson [94]: 

""( ) L~;;1Ynfn~-~n,8) (5-4) y !_ = NV Ln=l fn~-~n,O) 

With Gaussian function fn (!.) = exp (-~-~~ ~-~)) 

Where 

!_: Input vector (under line refers to vector) 

bt: All other training vectors in the input space 

o: Single smoothing parameter chosen during network training 

Yn: Scalar output related to bt 

NV: Total number of training vectors 

The Gaussian function can be rewritten in a more compact form: 
-d2 

fi(di, o) = exp (-2) 
28 

Where 

(5-5) 

d; = l!x - ~II = j ( x - ~f ( x - ~) is the Euclidian distance between vector x and !, 
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Figure 5-4: Architecture of Generalized Regression Neural Network [89] 

From the above GRNN architecture, each input vector has an associated equal size 

Gaussian function and a corresponding scalar output [89]. The Gaussian function is 

applied to the Euclidian distances of an input vector to all other vectors in the input 

space. This task is accomplished by the Input and Patterns units. This consideration of all 

vectors in the whole input space, in fact, causes a high computational cost for the system. 

Given an input vector~' the corresponding output vector y(~) is then computed by 

dividing the sum of the scalar Yn and Gaussian fn (.) products by the sum of Gaussian 

fn (.) functions . 

The equation 5.4 is actually a statistical non-parametric regression method based on 

lots of data and Bayesian PDF estimation. As the number of data points goes to infinity 

the method becomes independent of the basis function and is therefore non-parametric. 

However, if small data sets are used, the type and characteristics of the basis function has 
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an effect on the regression. Hence, GRNN can be considered as semi-parametric in this 

case (Specht, 1991). A more detailed description on parametric and semi-parametric 

models is given in Section 5.3. 

In many applications, GRNN demonstrates fairly high accuracy. However, it is 

computationally expensive as well as sensitive to the selection of variances for Gaussian 

functions [84]. In fact, every single training vector needs to be processed by GRNN, i.e. 

Gaussian function parameters such as centers and variance are computed with respect to 

all training vectors. 

5.1.5. Vector Quantized GRNN (VQ-GRNN) 
For some real life complicated classification problems, Artificial Neural Networks 

(ANNs) seem to perform well in comparison with other approaches. However, ANNs 

often require large computational power. Therefore, in order to simplify the current 

ANNs without losing their non-linearity, some methods could be implemented to 

approximate nonlinear models with acceptable predictive accuracy while reducing 

computational complexity to a reasonable level [84]. The Vector-quantized General 

Regression Neural Network (VQ-GRNN), also known as the Modified Probabilistic 

Neural Network (MPNN), is a recently emerging algorith1n which was initially 

introduced by Zaknich et. al. [95] for application to general signal processing and pattern 

recognition problems. VQ-GRNN is a generalization of Specht's Probabilistic Neural 

Network (PNN) [88] and is related to Specht's General Regression Neural Network 

(GRNN) [89] classifier. In particular, this method generalizes GRNN by assigning the 

clusters of input vectors rather than each individual training case to radial units. It has 

been proven to be able to improve the learning speed and efficiency by reducing the 

network complexity [96]. 

When the number of data points in the training set is much larger than the number of 

degrees of freedom of the underlying process, we are constrained to have as many radial 

basis functions as the data points presented. Therefore, the classification problem is said 

to be over-determined. Consequently, the network may end up fitting misleading 

variations due to noise in the input data, thereby resulting a degraded generalization 

performance [59]. GRNN normally suffers from this problem. In fact, GRNN is very 

computationally expensive because it incorporates each and every training example 
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(!.i -7 ya into its architecture. In order to overcome this problem, VQ-GRNN generalizes 

GRNN by quantizing the data space into clusters and assigning a specific weight to each 

of these clusters. Figure 5-5 is the architecture of VQ-GRNN. 

In this structure, the Euclidian distances from the input vector.! to the clusters within 

the input space (c11 •.. , eM) are computed. The Gaussian function is then applied to these 

distances. After that, two summing units are computed. The first one is the summation of 

the Gaussian functions while the second one is derived by adding the products of cluster 

size Z i , the associated scalar output and the Gaussian functions. Finally, these terms are 

fed into the division unit. The following is the summary of VQ-GRNN theory. 

If there exists a corresponding scalar output y n for each local region (cluster) which 

is represented by a center vector .fi , then a GRNN can be approximated by a VQ-GRNN 

formulated [84]: 

T 
With Gaussian function F. (x) = exp -(~-ci) C!.-s) 

J i - zoz 

Where 

fi= center vector for cluster i in the input space 

Yi= scalar output related to 0. 

-Zi= number of input vectors xj within cluster 0. 

8 = single smoothing parameter chosen during network training 

M = number of unique centers 0. 

(5-6) 

Equation 5-6 can be seen as the general formulation for both GRNN and VQ-GRNN. 

In other words, GRNN can be computed from this equation by assuming that each cluster 

contains only one input vector (Zi= 1), the Yi are real values (the output space is not 

quantized), the centre vectors 0. are replaced by individual training vectors X; and the 

number of clusters is equal to the number of individual input vectors (M = NV) [97]. 
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Figure 5-5: Architecture of Vector Quantized GRNN (VQ-GRNN) [84] 

Comparing Equation 5-4 and Equation 5-6, the only difference is that VQ-GRNN 

applies its computation on a smaller number of clusters of input vectors represented by 

centers vectors s rather than. dealing with individual input vectors bt [95] . This 

clustering relies on Gaussian characteristics in which the sum of multiple Gaussian 

functions within a cluster is approximated by a single Gaussian with magnitude of Zj, 
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provided that the individual functions are well concentrated (clustered) near the centers in 

the data space: 

'L:! 0 !i(!.- !.i~o) ~ Zj{j(!.- f.j~o) (5-7 

This estimation is illustrated in Figure 5-6: 

Input ~ 

Figure 5-6: Clustering input space in Modified Probabilistic Neural Network [84] 

There are two methods of vector quantization used to train VQ-GRNN. The first 

method, Method A, relies on grouping similar Yi in the output space and then associating 

them with the mean c i of a local group of input vectors. In particular, it involves 

uniformly quantizing the noiseless desired Yb separately grouping the Yi having positive 

and negative slopes in the waveform, and associating them with the mean of the input 

vectors mapping to each group [95]. This method produces a smaller network size but it 

can only be used where one-to-one correspondence between small local regions in the 

input space and the output space is guaranteed (if this assumption is not guaranteed, the 

mean ci of the input vectors xj will not adequately represent a local region of those 

vectors). To overcome this problem, Method B is developed which involves uniquely 

clustering only those vectors in local hypercube regions of the input vector space that 

map to given quantized outputs by simply choosing suitable quantization parameters [95]. 

These parameters can be made coarser to further reduce the network size but they should 

not be too coarse so that the quantization error becomes significantly greater than the 

expected residual noise in the network output. This latter method reduced to an efficient 

realization of a quantized version of GRNN. 
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Besides the Gaussian function, there are many other radial basis functions that can be 

chosen such as top-hat and triangular radial basis functions defined by equations 5.8 and 

5.9 respectively. 

fi(d· 8) = {1 if di~ (5-8) 
L u 0 otherwise 

fi (di, 8) = {1 - ~i if di~ (5-9) 
0 otherwise 

In practice, the Gaussian function is often found to be the function of choice for 

many problems unless there are computational constraints to be considered. The basis 

function is commonly chosen depending on minimal computational considerations in 

hardware realizations [88]. 

By using the vector quantization technique, the resulting VQ-GRNN model is always 

a semi-parametric version of the GRNN which tends to smooth noisy data a little more 

than the GRNN [84] . The VQ-GRNN retains the benefits of the GRNN with respect to 

generalization capabilities and ease of training by adjusting a single parmneter o, but the 

VQ-GRNN is always smaller in network size. In particular, with smaller size, VQ-GRNN 

is trained faster and the classification results have less variance, bias and is less sensitive 

to the selection of smoothing parameters. 

5.1.6~ Comparison between RBF netw,orks 
The methods that are considered in this section, including RBFNN, PNN, GRNN 

and VQ-GRNN are very similar in the sense that they use RBFs. They can also be 

presented in a very similar formulation. However, in this formulation, the linear weights 

of the RBFNN retnain as constants while GRNN changes its weights for each output 

calculation. The basic effect of this difference is that in the GRNN, the regression extends 

beyond the last data sample and it always provides a data interpolation independent of the 

RBF width (because it is always a weighted interpolation which is dominated by the 

closest exemplars). In the RBFNN, great care needs to be taken to get the RBF widths 

right so that they fully cover their own regions with a bit of overlap with neighbouring 

ones [91]. This is necessary so that the fmallinear weight paths (in equation 5.1) will be 

non-zero, i.e., if one of the RBFs is too small then the signals going from it to the linear 

part will be too small or zero and therefore useless. Also, for regions of the input space 
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outside the region that the RBFs cover, i.e. the outliers, the function outputs is zero, 

whereas in the GRNN, it uses the value of the closest centre output value for data 

extrapolation. 

The RBFNN is not fully based on Bayesian theory because of the arbitrary centre 

number, location and width of each RBF. It just needs to be adequate and the final tuning 

is done by solving for the linear weights at the end [84]. In contrast, GRNN stems from 

statistical techniques based on estimating the PDFs and is a completely Bayesian methods 

when the data size is large giving very accurate non-parametric estimates of the 

underlying PDFs [91]. However, as the number of data points decrease, it deviates from 

strict Bayesian theory and is then only approximately Bayesian. 

Both PNN and GRNN use spherical or radial basis functions with a common 

bandwidth to perform regression and classification tasks respectively. They can provide 

fast training and high accuracy due to their nature of being asymptotically Bayes optimal. 

However, for complex problems with many training examples the network size becomes 

explosively large due to the fact that so many spherical basis functions are required, one 

for each and every training vector. The complexity of this network can be reduced by 

simply grouping similar training samples into clusters as done in the RBFNN and VQ-

GMTN. Although this can reduce the network size significantly, it is still necessary to 

remember not only the location of the basis function centers but also their bandwidths 

-because RBFNN has a different bandwidth for different basis functions (unlike PNN and 

GRNN). These characteristics together make VQ-GRNN a compromised solution which 

integrates superior features of PNN, GRNN and RBFNN. In particular, VQ-GRNN 

retains a Common Bandwidth Basis Function (CBBF) parameter J from PNN and 

GRNN while reducing network complexity using clustering techniques of RBFNN. In the 

VQ-GRNN, Zi weights and associated centre vectors ci are produced automatically from 

the data by a very simple quantization approach. Unlike GRNN which could be either 

non-parametric or semi-parametric depending on the available data, VQ-GR.r~ ts 

definitely semi-parametric because it will be smaller in size than the GRNN [84]. 
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5.2. Bias and Variance Decomposition 
One of the most desirable properties of a predictive model is its ability to learn from 

available data and generalize for new cases. In particular, a learning process captures 

useful patterns undiscovered in the training data whereas generalization uses knowledge 

generated from learning to predict based on unseen input data [7] . One could argue that 

generalization is more critical than learning because a predictive model is only useful if it 

can make accurate predictions on new data. However, a good generalization will not be 

possible if it is based on an ineffective learning process. We need to have both effective 

learning and generalization mechanisms in order to achieve good overall performance. 

The metric to evaluate performance of a model during the learning process is the 

learning bias which is the difference between actual target values in the training set and 

the values learned by the model [97]. It reflects how much a model misclassifies for a 

given dataset. Therefore, an accurate model should have low bias. Unlike learning bias 

which measures how well a model performs on an available training data, generalization 

variance can be used to measure performance stability of a model on new unseen data 

that never appears in the training set [ 4]. In other words, it is the deviation of the 

performance of a tnodel during the training phase compared with that of testing phase. A 

stable classifier should show similar accuracy on both old data and new data which has 

not been seen by the model before, i.e. low variance. 

It is desirable for a learning model to achieve both low learning bias (the model 

performs accurately for available sample data) and low generalization variance (the 

model does not need to alter considerably to accommodate unseen instances). However 

this is impractical due to the incompatibility of bias and variance [4]. Attempts to reduce 

the bias component in the generalization error will cause an increase in variance and vice 

versa. This leads to oveifitting and undeifitting problems. When training a model, the 

training error and the selection error (during parameter calibration process) gradually 

reduce. However, if the selection error stops decreasing, or begins increasing, this 

indicates the overfitting problem. On the other hand, an underfitting model is not 

effective to model the underlying functions and hence, neither training nor selection 

errors drops to a satisfactory level. For the overfitting models, the changes in 

generalization error can be used as a Stopping Condition which indicates when they 
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should be terminated to avoid overfitting. Another simpler termination condition could be 

when a given number of iterations (epochs) elapses. The problem with this approach is 

that an optimal Stopping Condition which can completely avoid overfitting is not easy to 

achieve. Too hard a condition can terminate learning before the benefits of subsequent 

epochs become evident while too soft a condition results in little flexibility and 

generality. 

From the variance-bias point of view, overfitting has low bias but high variance 

while underfitting suffers from high bias. Training a model for a long time tends to 

decrease bias but slowly increase variance; at some point, there will be an optimal 

tradeoff that minimizes the generalization error. Obtaining this tradeoff will produce a 

compromised solution for this problem of bias and variance. This theory is known as the 

bias-variance dilemma [98]. 

As mentioned above, it is not possible to achieve a perfect model which can have 

both absolutely low bias and variance. Therefore, it would be most desirable to have a 

good tradeoff of these properties. The tradeoff of bias and variance often occurs when 

model complexity is adjusted to a certain level [97]. In the case of overfitting, it is usually 

advisable to reduce the model complexity while further training is required for 

underfitting case. Figure 5-7 demonstrates the relationship between model complexity 

and model risk which combines bias and variance. This suggests that between bias, 

variance and model complexity, there exists a certain relationship which can be useful in 

assessing model performance [97]. A conceptual formulation of these three factors can be 

presented in a linear equation: 

Cost = A* Bias + B*V ariance + C*Complexity 

Considering this cost, we can extend the bias-variance dilemma to a more complete 

picture of different issues relating to selecting the best model. Depending on the nature of 

the problems, this cost function can vary from a simple function to a more complicated 

equation. Often in practice, model complexity can be seen as closely related to 

computational requirements of the model. Fron1 the figure, this cost is highest at two 

extremes. Non-parametric models (right-end) with high complexity normally have low 

bias but high variance, and therefore suffer from the problem of overfitting. Simple 
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models such as parametric models (left -end) with low variance but high bias on the other 

hand, can expect a risk of underfitting. 
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Figure 5-7: Risk function over model complexity [97] 

To deal with the incompatibility of bias and variance, a solution is assumed to exist 

somewhere between those two extreme states. There has been some research on this 

tradeoff dilemma including pruning [99], constructive modeling and mixture of models 

[100]. Pruning starts with a redundant model which suffers from overfitting and then 

gradually eliminates less important components until overfitting is avoided. On the other 

hand, constructive modeling begins with a small model which is underfitting and then 

incrementally increases the model complexity until an accurate data fit is achieved. 

From previous sections, though the VQ-GRNN algorithm seems very robust to deal 

with unseen instances, but its accuracy is sometimes not high enough for critical 

applications. This is because VQ-GRNN significantly reduces the model complexity of 

original GRNN to achieve low variance (system robustness) at the cost of higher bias 

(lowered accuracy). 
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5.3. Parametric, non-parametric and semi-parametric 

models 
In general, a learning algorithm can be classified as parametric, non-parametric or 

semi-parametric. Parametric approaches assume some analytic models in which the 

change of its parameters will have direct influence on the outputs [97]. The term 

"parametric" indicates that the structure of the resultant model is known, and the learning 

process only estimates the parameters of this model. Single or mixture of Gaussian 

models is an example of a parametric model with normal distribution. By that, parameters 

such as mean and variance are calculated. Because a specific fitting function is assumed 

to best describe the data population, parametric models are very simple and less 

dependent on data. However, there are two problems with this approach. First, such a 

parametric estimate is often overly optimistic, characteristics that make the training 

samples peculiar or unrepresentative will not be revealed. Second, we should always 

suspect the validity of an assumed parametric model, a performance evaluation based on 

the same model cannot be trusted unless the evaluation is unfavorable. Failing to address 

these two issues, an assumed parametric model may misrepresent the true functional 

relationship within the data and thus result in a large bias. 

Unlike the parametric approach, non-parametric models can be used to capture 

complex patterns directly from data without any assumptions about the underlying 

distribution [97]. This technique, in fact, still uses some parameters but the outputs are 

not influenced directly by the choice of the paratneters' values but by the data itself, 

hence this is called the data-driven method. Empirically, non-parametric algorithms 

introduce high computation and complexity without the transparent structure of resultant 

model. Neural network based systems are a typical example of this kind of learning, 

which have small bias but they could result in large variance in generalization due to 

possible oveifitting. 

If prior knowledge about the target functions is available, i.e. the structure of the 

resultant model is known beforehand, the parametric method is preferred because it 

provides more a comprehensible model structure and its computation is more efficient 

than non-parametric methods [7]. In reality, some domains have been explored and 
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information of the underlying functions exist but often they are not complete. One 

solution is to apply parametric knowledge to the problem as much as possible in order to 

represent the known knowledge. The non-parametric techniques would then address data 

consistency issues, i.e. ensuring the resultant model fits the training data well. This 

hybrid model is known as a semi-parametric model which is easy to understand (due to 

the parametric part) and performs well (normally thanks to the non-parametric 

component). 

• 

Parametric model • • • 

• 

Figure 5-8: Parametric, non-parametric and semi-parametric learning 

Figure 5-8 illustrates different learning approaches. The parametric method assumes 

the fitting function (bell-shaped in this picture) and therefore cannot cover all data points 

(the two far right points are missing). In contrast, non-parametric method learns every 

single data points. This fits very well but is less flexible for unseen input data. The semi-

parametric methods are somewhere in between the above techniques covering all the data 
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points but not too closely. These algorithms assume analytic models such as large 

Gaussian functions to approximate clusters of input vectors (parametric characteristic), 

but for those outlier points that the large Gaussian will not fit, a non-parametric model 

(data driven) is used [97]. 

5.4. Cha.pte.r Summary 
In this chapter, we provide an extensive review of several ANN models. Particular 

focus is put on the emerging RBFNN family including PNN, GRNN and VQ-GRNN. By 

implementing vector quantizing techniques, VQ-GRNN reduces non-parametric GRNN 

into a semi-parametric model. As a result, VQ-GRNN' s network size is very compact but 

its learning accuracy is also affected to some extent. This small sacrifice in training error 

(high bias) actually translates to better generalization power in prediction (low variance). 

Finally, the underfitting and overfitting problems in data mining applications are 

examined through the well-known bias-variance decomposition of the prediction error. In 

the next chapter, ensemble learning methods will be presented. 
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Chapter 6. 

One of the emerging branches of Machine Learning is Ensemble Learning Methods 

in which multiple learners are trained to solve the same problem and their decisions are 

then aggregated in some manner. This group of learners is called an ensemble or a 

committee machine. It is theoretically and experimentally proven [9] that such an 

ensemble can achieve superior performance compared with individual classifiers. In this 

chapter, different ensemble learning algorithms and their associated characteristics are 

compared and discussed. Several ways of viewing ensemble learning are also presented, 

including the use of margin theory, diversity, and other relevant extensions of traditional 

ensemble techniques. 

6 .. 1. lntroductio.n 

6.1.1. Overview· 
The goal-of learning algorithms is to discover the underlying functional relationship 

of input variables. Ordinary Machine Learning methods work by searching through a 

space of possible functions, called hypotheses, to fmd the best approximation to the 

unknown function. This best hypothesis can be identified based on how well it fits the 

training data and how consistent it is with any available prior know ledge about the 

problem. 

Ensemble learning algorithms take a different approach. Rather than fmding one best 

learner to explain the data, they construct a set of learners, called a committee or 

ensemble, and then have those learners vote in some manner to predict the label of new 

data points [9]. Even though the component learners within the ensemble are all 

attempting to solve the same problem, it is likely that each of them would have different 

strengths and weaknesses in different situations. Realizing and managing the situations in 
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which the learner does not perform as well as expected is the key challenge for ensemble 

research [101]. Given that each learner may perform differently in different situations, it 

is beneficial to understand their behaviors and implement an intelligent way of combining 

them, aggregating their strengths and minimizing their weak points. A number of 

research reports [ 102-104] have supported a widespread view that for an ensemble to 

achieve best performance on a task, the component predictors should exhibit "diverse 

errors", meaning that they should have different error rates. But in achieving this, the 

individual accuracy may be affected. Therefore, training an ensemble is actually a 

balancing act between error diversity and individual accuracy. 

Due to the significant performance improvements over single classifiers, ensemble 

construction has become one of the most active fields of Artificial Intelligence and has 

received immense research attention. In particular, ensemble algorithms iteratively run a 

base learning algorithm (called base learner) and then form a vote out of the resulting 

hypotheses [8]. There are two main approaches to producing these con1ponent 

hypotheses. The first approach (Bagging) is to construct each hypothesis independently in 

such a way that the resulting set of hypotheses is accurate and diverse - that is, each 

individual hypothesis has reasonably low error rate for making new predictions and yet 

the hypotheses disagree with each other in many of their predictions. It is empirically 

shown [9] that an ensemble of those hypotheses is more accurate than any of its 

component classifiers, because their disagreements will "cancel out" when the ensemble 

comes to the joint classification stage. The second approach (boosting) is very similar to 

the first one except that the component hypotheses are adaptively constn1cted in a 

coupled fashion based on the performance of previously generated hypotheses. One of 

the remarkable phenomenon of this approach is that it has been observed experimentally 

[ 1] to continue to "learn", i.e. ilnproving the generalization error even after the training 

error is zero. Such observations will be discussed in subsequent sections. 

6.1--2. Single-classifier versus ensemble methods 
Learning algorithms that seek the best hypothesis within the hypothesis space face 

three problems [9]: the statistical problem, the computational problem and the 

presentation problem. These problems can be partly solved by ensemble methods. 
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First, the statistical problem refers to the uncertainties of the learning algorithms that 

search a very large hypothesis space. This space may be too large for the amount of 

available training data. Subsequently, there may be several different hypotheses that all 

give the same predictive accuracy on the training data, and one of them needs to be 

chosen for the fmal output. However, there is no guarantee that the chosen hypothesis 

will predict well on the future unseen data. A simple vote of these equally good 

classifiers can reduce this risk. 

Second, the computational problem refers to the risk that the learning algorithms rna y 

not find the best hypothesis within the hypothesis space. In particular, the heuristics 

methods (such as gradient descent) employed by these algorithms can get stuck in local 

minima and hence fail to find the best solution to the problem of interest. As with the 

statistical problem, a weighted combination of several different local minima can reduce 

the risk of choosing the wrong local minimum for output. 

Finally, the representational problem may arise when the hypothesis space may not 

contain any hypotheses that are good approximations to the target function. As a result, it 

is impossible for a single hypothesis to learn the underlying function. In some cases, this 

space can be expanded by a weighted sum of hypotheses, i.e. more functions can be 

represented. Therefore, by integrating the available hypotheses, the learning algorithm 

may be able to form a more accurate approximation to the target function. 

In terms of bias and variance, the error reduction of the ens~mble tnethod is mainly 

due to the reduction of the variance rather than the bias [ 1 05]. Since the ensemble method 

works better if different classifiers in the ensemble strongly disagree with each other 

[106], some of the models in the ensemble may even be highly biased. Glick et. al. [107] 

argues that it is generally more desirable to have a biased classifier component with small 

variance than an unbiased classifier component with large variance. 

Even though ensemble methods seem more advantageous than the single-classifier 

approaches, it is sometimes difficult to construct an ensemble with the best performance. 

There are many controversial issues around behavior of ensembles such as the diversity 

and margin theories. These issues will be addressed in the later sections in this chapter. 
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6.2. Strategies for com.bining different learners 
The combination strategy for a set of predictors is of critical importance because it 

can affect the overall performance of the system. Two popular combination strategies 

which are linear and non-linear will be discussed. 

6.2.1. Linear C.ombination 
The most popular approach to combining multiple classifiers is via simple averaging 

of outputs from individual classifiers. However combining can also be done with 

weighted averaging that treats the contribution of component classifiers differently [ 108, 

109]. These two approaches can be expressed in a generic form in which a linearly 

weighted summation of the individual predictor outputs is computed: 
N 

fensemble = L W; h 
i=l 

where N is the number of component predictors, h is the output of the ith predictor, and 

w; is the corresponding non-negative real-valued combination weight. The weights can be 

1 
uniform or non-uniform. A uniform weighting approach has all weights equal to »'i = N 

N 

while non-uniform weighting has unequal weights that sum to one: L W; = 1.0 
i=l 

The classifiers are often weighted inversely proportional to how well they perform. A 

good classifier gets a high weight while a not so good classifier gets a small weight. 

There are a nurnber of different heuristics for weighting the ensemble mernbers. Freund 

et. al.[110] chose weight predictors exponentially with respect to their training error for 

binary classification problems. Tresp and Taniguchi [111] investigated non-constant 

weighting functions. For each testing pattern, the weightings are computed by 

determining a probability for how likely a given estimator is to have seen data in a region 

close to a new input pattern in the input space. 

6.2.2. Non~Linear Combination 
In classification problems, when our predictor outputs a discrete class label rather 

than a real-valued number, a commonly used combination approach is a Majority Vote 

among the labels predicted by each ensemble member. In comparison between the sum 
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and vote fusion methods, Kittle and Alkoot [102] have discovered that when the errors in 

the estimate of posterior probability of a class are normally distributed, a sum always 

performs better than vote, whereas for heavily skewed distributions, vote may outperform 

sum. The theoretical upper bound on the maximum achievable accuracy of a majority 

vote is derived by Kuncheva et. al. [112] in their paper. 

An empirical study on various combination strategies is conducted by Bahler and 

Navarro [113]. They observe that when accuracy is approximately balanced across the 

predictors, a majority vote performs equally well as any more complex combination rule. 

If accuracy is unbalanced, majority vote tends to perform less reliably while more 

complicated methods such as Bayesian methods [ 114] retain their performance. 

Order statistics are proposed by Turner and Ghosh [ 115] for classification problems 

to deal with classifiers that are highly unbalanced in accuracy. Assume that we haveN 

estimators ordered such that the outputs for a particular class have the property 

{ J;_ ~ / 2 ••• ~ fN }. The min, max and median rules are determined: 

f min (x) = h (x) 

j max (x) = jN (x) 

fmedian(x) = fN(x) ifN is even 
2 

f median (X) = f N +I (X) if N is odd 
-

2 

An alternative to the static combination methods is to select a single predictor from 

the ensemble depending on what input vector is received. Woods et. al. [ 116] proposes 

Dynamic Classifier Selection with Local Accuracy (DSC-IA) algorithm which computes 

the local accuracy to select a single classifier in the response to a new input pattern. Their 

work and extensive testing by Kuncheva [117] confirm DCS-LA as a very flexible 

technique for combining estimators with very different accuracies. 

Wolpert [118] proposes a framework of two (or more) levels of stacked networks to 

improve the generalization performance of neural network classifiers. The frrst-level 

networks include a variety of neural models trained with leave-one-out cross validation 

samples. The outputs from these networks are then used as inputs to the second level of 

networks that provide smoothed transformation into the predicted output. 
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Other ensemble techniques that are widely adopted include Bayesian formulation 

[101], Dempster-Schafer Theory of Evidence [119] and a novel approach by Langdon 

using a Genetic Programming system [120]. 

6._2.3. Mixtures of Experts 
The Mixture of Experts Architecture is a popular approach for combining estimators 

[121, 122]. In this architecture, certain estimators which are called "Expert" are 

specialized in learning particular regions of the input space. A Gating Network receives 

the same inputs as the component experts but its outputs are used as the combination 

weights. Depending on the various input patterns, the Gating Network compute the 

appropriate weighted combination for the local experts. The following is a typical 

Mixture of Experts architecture. 

/. 
Expert 1 

Input Expert 2 Output 

~ Expert 3 

Gating Net 

Figure 6-1 : Mixture of Experts Architecture [ 4] 

6.3. Ensemble learning techniques 
This section looks closely at two typical ensemble learning approaches: bagging and 

Boosting techniques. bagging, which can overcome both statistical and computational 

problems discussed above, constructs weak hypotheses by randomly resampling the 
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training data. The fmal output is a majority vote of these hypotheses. On the other hands, 

boosting weights training instances based on member classifiers' performance. This 

approach directly addresses the representational problem as mentioned previously. 

6._3.1. Bagging 
Bagging (Bootstrap AGGregatiNG) [122] involves producing a set of bootstrap 

samples from a training set, and then building a model from each sample [122]. To obtain 

a bootstrap sample, we simply pick examples randomly with replacement (meaning that a 

single example could be picked multiple times) until the bootstrap sample has the same 

number of examples as the training set. A learning algorithm is then used to build a 

model for each bootstrap sample. To classify an observation, we obtain a prediction from 

each model, and the fmal prediction is the class label with the majority of predictions. For 

example, if there are in total 11 models and 6 predict positive and 5 predict negative, then 

the final prediction is the majority: positive. There have been several empirical studies 

suggesting that bagging improves the performance of a single model on a variety of tasks 

[123-126]. The Table 6-1 presents the bagging algorithm in detail. 

Bagging Algorithm 
Let M be the number of predictors required 
LetS ={(x11 y1 ), ... , (xN,YN)} be the original training set. 
For i=l toM do: 
Make a new training set S bag by sampling N items uniformly at random with replacement 
fromS. 
Train a predictor fi with this set S bag and add it to the ensemble. 
For any testing pattern x, the Bagged ensemble output is computed by 

M 

fbag = ~ L f/x) 
r-~1 

Table 6-1: Bagging Algorithm [ 1} 

The true strength of bagging is for unstable classifiers, such as neural networks and 

decision trees [ 1]. Unstable classifiers are sensitive to small alterations in the data set. 

Thus, training the same learning model on two slightly different training sets might result 

in substantially different classifiers. The classifiers might have similar overall accuracies 

but the parameters (e.g., the weights of the Neural Network) will differ, leading to natural 

ensemble diversity. Ideally, this diversity will appear by the classifiers correctly 
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recognizing different objects from the data set, 1.e., having "expertise" m different 

regions in the feature space. 

In practice, it is not possible sometimes to have all the component classifiers achieve 

high accuracy. There is normally a gap in their performance. However, when combining 

an ensemble method such as bagging, the overall ensemble often produces better 

accuracy than that of a single classifier [122]. There are many different explanations for 

the success of bagging in several applications. Friedman [127] claims the success of 

bagging as a result of reducing the variance component of the error and leaving the bias 

unchanged while [128] empirically showing that bagging can converge without reducing 

the variance. Domingos [129] , on the other hand, takes into account the Bayesian 

estimation. He proposes two hypotheses: bagging succeeds because (1) it approximates 

the Bayesian Model Averaging and (2) it shifts the prior distribution of the ensemble to a 

more appropriate region of the model space. The extensive experimental analysis [129] 

fully supports the second hypothesis while contradicting the first. 

6.3.2~ Boostjng 
Unlike bagging, which relies on resampling the training dataset randomly with a 

uniform probability distribution, Boosting [100] advocates guide changes of the training 

data to direct further classifiers toward more ''difficult cases''. This method is a stepwise 

technique that combines learners in such a way that the composite- boosted learner-

outperforms the single learner. Consider a boosting algorithm that searches through a 

space of functions <I> for an optimal function that minimizes the empirical risk: 

~ Lt=l L(yif(xa) over all elements f E <D. These element functions fare generated via 

a base learner. The choice of the learner is curial since unnecessarily complex learners 

lead to overfitting; while 'weak' learners fail to capture the relevant structure. For some 

learners, it is not possible to compute a weighted loss. Instead, in each step, we draw with 

replacement a sample of size n from S according to a specific distribution. This leads to 

two possible implementations of Boosting: Boosting by resampling and Boosting by 

reweighting. In the resampling version, the weights Dt(i) are used as a probability 

distribution on S and a bootstrap sample is drawn from this disttibution. Thus, multiple 

copies of the ''difficult" instances are likely to appear in the next training set, focusing 
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the "expertise" of the classifier onto a problematic region in the feature space. In the 

reweighting implementation, the base learning algorithm is assumed to be able to take in 

individual data weights. Therefore, the whole dataset S and its associated weights 

Dt(i) are used to produce member classifiers. 

6.3.2.1 Arcing 
Arcing (Adaptive Resampling and Combining) is the simplest method in the category 

of boosting. Similar to bagging, arcing selects probabilistically examples from the 

original training set. However, unlike bagging, the probability that an example is chosen 

is not equal across the training set but it depends on how often the example was 

misclassified by previous models in the ensemble. The arcing technique is described in 

[122]: 

For the original training set, the probability Pi for selecting the irh example to be part 
4 

of classifier K+s training set is defmed as Pi = N l+mi 4 where mi is the number of 
Li=l(l+mi) 

times that the lh example was misclassified by the previous K classifiers. 

6.3.2.2 Adaboost 
Among the boosting variants, Adaptive Boosting or AdaBoost is the most widely 

adopted method which allows the designer to continue adding weak learners until some 

desired low training error has been achieved (weak learners have accuracy only slightly 

better than chance whereas weak hypotheses are generated based on the performance of 

previous ones). Adaboost is "adaptive" in the sense that it does not require prior 

knowledge of the accuracy of these hypotheses [130]. Instead, it measures the accuracy 

of a base hypothesis at each iteration and sets its parameters accordingly. 

Without loss of generality, let us consider the standard two-class supervised machine 

learning problem: given a set of N independent and identically distributed (i.i.d) training 

examples (xn,Yn), n = l, ... ,N, with Xn EX and Yn E Y == {-1,+1}, we would like to 

learn a function f: X ~ Y that is able to generalize well on unseen data generated from 

the same distribution as the training data. To obtain such a function, the boosting 

algorithm iteratively trains a weak hypothesis on a weighted data sample. As boosting 

progresses, training examples that are hard to predict correctly, get incrementally higher 

weights than the other examples. The intended effect is to force the weak learner to 
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concentrate on examples and labels that will be most beneficial to the overall goal of 

finding a highly accurate classification rule. This update process is repeated, until a 

certain stopping condition is met (e.g a given number of weak classifiers are trained or 

the learning error reaches a desirable level). The final joint classification is the linear 

weighted combination of the base hypotheses [ 131]: 

fa(x) = sign[L~=l ai hi (x)] 

The standard assumption made on the weak learning algorithm for the Boosting 

algorithm to converge within a small number of iterations is that the generated weak 

hypotheses h are slightly better than random guessing. That is, the error rate E is 

consistently smaller than .!. . Of course this assumption of weak learner is the minimum 
2 

requirement; a weak learner could have high accuracy on the training set. In that case, the 

benefit of boosting will be small. More formally, the error £of a hypothesis is defined as 

the fraction of examples that are misclassified [ 131] . In Boosting this is extended to 

weighted example sets and the error is defined as: 

ch (d) = Lf=1 dt (i) l (yi * h(xi )) 

Where h is the hypothesis returned by the weak learner and I is the indicator function 

with l(true)=1 and I(jalse)=O. The distribution d=(d 11 ••• , dN) of the examples is such that 

dn ~ 0 and Lf=1 dt(i) = 1. An increase of this error ft will cause the coefficient at of 

the resulting hypotheses in the final combination to decrease and the update frorn the 

distribution Dt to Dt+l to increase. Figure 6-2 shows the graph of at as a function of error 

Et. at decreases when Et increases and at < 0 for Et > .!.. 
2 
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Figure 6-2: Update factor of AdaBoost [110] 

Table 6-2 presents one of the many possible variants of the AdaBoost algorithm. 

AdaBoost Algotithm 
~--------~-------------------------------------------------------Let M be the number of predictors requires. 
LetS= {(x1,y1), ... , (xN,YN)} be the original training set where \fn,yn E { -1, +1} 
Define a distribution Di, initially uniform over elements of S, so \in, Di(n) =~where 
For i=l toM do: 
~1ake a new training set S boost by sampling N items at random with replacement from S, 
according to the distribution Di. 
Train a predictor/with this set Sboost and add it to the ensemble. 
Calculate lJi = L(xn,Yn)Es!Cfi(xn),yn) where /(.,.) returns Di(n) if the pattern IS 

incorrectly classified and 0 otherwise. 
Set ai =.!.In (_!ll_) 

2 l-1Ji 

For each pattem(x y )E s update D· (n) = Di(n)exp (-aiYnfi(Xn)) where zi is a 
n' n ' t+l zi 

normalization factor to ensure Di+l (n) is a distribution. 
For any new testing pattern x, the Boosted ensemble output is computed by: 

fa(x) ==sign[~ a; h; (x)] 
Table 6-2: AdaBoost Algorithm [ 1] 
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Unlike the traditional approach which attempts to design a learning algorithm that is 

accurate over the entire space, Adaboost focus on finding weak learning algorithms that 

only need to be better than random. Adaboost ' s popularity is due to its practical 

advantages such as fast adaptation, simple and easy implementation. It has no parameters 

to tune (except for the number of round 1). Moreover, it requires no prior knowledge 

about the weak learner and so can be flexibly combined with any method for finding 

weak hypotheses. Finally, it has a strong theoretical base which guarantees its 

performance given sufficient data and a weak learner that can reliably provide only 

moderately accurate weak hypotheses [132] . 

Besides the advantages of Adaboost, its actual performance on a particular problem 

is clearly dependent on the data and the weak learner [130]. Therefore, boosting can fail 

to perform well given insufficient data relative to the "complexity" of the base classifiers, 

overly complex weak hypotheses or weak hypotheses which are too weak. 

Adaboost is also reported to be significantly susceptible to noisy data (mislabeled 

instances in training dataset) [131]. That is, Adaboost may put too much weight on these 

points and fmally degrade its performance. Therefore, some variants of Adaboost 

("Gentle Adaboost" [133] and "BrownBoost" [110]) have been developed to prevent the 

distribution maintained by the algorithm from concentrating too much on the most 

difficult exatnples. They put less etnphasis on outliers or they can take a 1nore radical 

approach that deemphasizes outliers when it seems clear that they are "too hard" to 

classify correctly. 

Due to appealing features of Adaboost, it has attracted a large volume of research 

each of which interprets Adaboost differently. For example, Adaboost can be viewed as a 

method of Entropy Projection in which its choice of new distribution on training 

examples is an approximate solution to an optimization problem [134] . That is, Adaboost 

finds a new distribution closest to the old distribution subject to the constraint that the 

new distribution is orthogonal to the vector of errors of the current weak hypothesis. The 

distance (or divergence) between distributions is measured by the relative entropy. 

Alternatively, AdaBoost is said to approximately project the distribution vector onto a 

hyperplane defined by the mistake vector. 
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Comparison between AdaBoost and Arcing shows that they differ in two aspects: (1) 

arcing combines the component classifiers by a simple mechanism without weighting the 

votes and (2) arcing merely focuses on the portion of misclassified examples and leaves 

out the rest while AdaBoost has all the examples incorporated in the training set. 

Although Arcing does not have the weighted voting of AdaBoost, it still produces 

accurate ensembles and is simple to implement. 

6.3~3. Comparison of Bagging and Boosting_ 
In short, both boosting and bagging techniques train successive component classifiers 

with a subset of the training data that is "most informative" given the current set of 

component classifiers. In bagging, subsets of the raw training samples are independently 

and randomly selected, with replacement, according to a uniforrn probability distribution. 

In contrast, boosting creates each subset based on previous classification results, 

particularly; a probability distribution is introduced to prefer those samples on which 

previous classifiers are incorrect. The joint decision of boosting is the weighted 

combination of individual classifiers while bagging produces the final output as the 

majority vote of member classifiers. 

In general, for an ensemble n1odel to achieve better accuracy than individual 

classifiers, it is critical that there should be sufficient independence, dissimilarity or 

"variance" between these classifiers. The concept of "variance" measure for classifiers 

basically represents how the resulting classifier will vary when presented with different 

training data sa1nples. Many experimental studies [54, 123, 131, 135] have pointed out 

that randonmess induced by resampling the training data is not the main reason for 

Adaboost' s reduction of the generalization error. This is in contrast to bagging, which is a 

pure variance reduction method. 

6.4. Model Diversity 

6.4.1. Overview 
Although m general, classifier combinations can Improve generalization 

performance, correlation between individual classifiers can be harmful to the ensemble 

[106, 121, 122, 136]. The necessity for the diversity among the ensemble of classifiers in 

generalization and its benefits are discussed in several works in the literature [106, 137, 
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138]. It is proven that the better generalization performance of a combined classifier is 

not necessarily achieved by combining classifiers with better individual performance but 

by including independent classifiers in the ensemble [9]. This classifier independence 

condition can be interpreted as orthogonality, complementarity or disagreement among 

individual classifiers. It is obvious that having identical classifiers combined will not 

produce any gain in the overall performance. One of the theoretical works proposed by 

Hansen and Salamon [ 139] claims that if the average error rate of a weak learner is less 

than 50% and the component classifiers in the ensemble are independent in the 

production of their errors, the expected error of that ensemble can be reduced to zero as 

the number of independent classifiers increases to infinity. 

As mentioned above, it is important to consider whether the component classifiers 

are significantly different in terms of their expected classification outputs. Krogh and 

Vedelsby [106] divide the ensemble error into two terms. One term measures the average 

generalization error of each individual model and another term measures the 

disagreement among the models. Based on this theory, an ideal ensemble consists of 

accurate classifiers that highly disagree with each other. Such ensembles were verified to 

generalize well in an empirical research by Opitz and Shavlik [140]. Therefore, to create 

a good ensemble, it is not only selecting effective individual classifiers but also the 

models with disagreement on their decisions. 

Several methods have been developed to enforce diversity on the classifiers within an 

ensemble. The four well-known methods are discussed in [141]: 

• Using different combination schemes 

The classifier combination strategies are of critical importance because they 

can affect the overall performance of the resulting ensemble model. The 

component classifiers may be combined linearly or non-linearly (refer to 

Section 6.2 for greater detail). 

• Using different base learning algorithms 

This approach simply uses different learning algorithms (also referred to as 

base learners) such as Decision Tree or Neural Network methods to generate 

base classifiers for an ensemble. Alternatively, one may use one learning 

algorithm but inject randomness into it. For example, the backpropagation 
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algorithm can be run in many rounds, each round with a different random 

setting of the weights. Decision tree algorithms can be customized by adding 

randomness to the process of choosing which feature and threshold to split 

on. 

• Using different training sets 

This is the most commonly used approach which generates diverse classifiers 

by running the base learner several times and providing it with different 

training data in each run. The ensemble algorithms in this group can be 

further divided into two subgroups: algorithms that adaptively change the 

distribution of the training set based on the performance of the previous 

classifiers, and algorithms that do not adapt the distribution. Boosting is the 

most representative method of the first subgroup. It involves adaptively 

increasing the probability of sampling the instances that are not classified 

correctly by the previous classifiers. For the second subgroup, the most 

popular method is bagging which randomly generates different bootstrap 

samples from the training set. Several empirical studies have shown that 

boosting is able to reduce both bias and variance components of the learning 

error while bagging seems to be more efficient in reducing bias than boosting 

[142]. The details of boosting and bagging algorithms are examined in 

Section 6.3. 

• Using different feature subsets 

The base learner is run many times. In each iteration, it is provided with a 

different subset of the input features to promote disagreement among the 

individual classifiers. This approach is similar to the previous one, but instead 

of sampling instances it samples subspaces. 

6_4.2. Measure of Diversity 
There are several methods of measuring diversity of an ensemble of classifiers. 

Pairwise methods compare performance of classifier pairs while Non-pairwise methods 

compare all classifiers within an ensemble as a whole. Besides pairwise and non-

pairwise, the diversity measures can be categorized using two other ways. First, with 

respect to what the high values indicate, the measures could be categorized as ascending 
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i (the higher the value, the more diverse) and descending t (the higher the value, the less 

diverse). The second way of categorizing diversity measures is to consider their 

symmetry with respect to the correct and the incorrect outputs. Intuitively, a set of 

identical classifiers would be categorized as non...,diverse, regardless of whether they are 

all correct or all wrong. That is, if all the incorrect and correct votes in the classifier 

outputs are swapped, the diversity measure of the diversity should be the same. Such 

measures are said to be symmetrical. Otherwise, the diversity is nonsymmetrical. 

6.4.2.1 Pairwaise Measures 
The following quantities measure the similarity or dissimilarity between classifiers 

within the ensemble. Firstly, the diversity between all pairs of classifiers is calculated. 

Thereafter, the overall diversity values are computed as the mean of the pairwise values. 

For instance, given L classifiers, L(L;
1

) pairwise diversities di,j between any two 

classifiers Di and Dk are computed, and the final diversity d is defined: 
L 

- 2 ~ 
d = L(L - 1) .~ Du 

1.,] =1 
i=tj 

Consider the joint output of two classifiers, Di and Dk which can be represented in a 

2x2 table: 

D i correct (1) 
Di wrong (0) 

D~correctQL __ ~~wron~O) __ 
N(11) N(1o) 

N (01) N(OO) 

JV(11) + N(OO) + N(01) + N (1D) = 1 
Let N be the total number of samples, N C11) is the number of times that both 

classifiers are correct, N coo) represents the number of times that both classifiers are 

incorrect, and N(lo) and NC0 1) denote the number of times when just the first or second 

classifiers is correct, respectively. 

(A) Q average 

The Q measure (i) is defmed [143]: 
N (11) N( OO)- N(01) N(10) 

Qi,j = N(11)N(OO) + N(01)N( 10) 

Q iJ varies between -1 and 1, and for statistically independent classifiers, it is 0. 

105 



(B) Disagreement measure 

This measure (i) denotes the ratio between the number of observations where one 

classifier is correct and the other is incorrect (i.e. they disagree) with respect to the total 

number of observation [ 144]. 

N(lO) + N(Ol) 
D··=-----t,J N 

(C) Double-fault measure 

The double-fault measure ( J,) [ 145] estimates the probability of coincident errors for a 

pair of classifiers. 
N(OO) 

DF· ·=--t,J N 

(D) The correlation coefficient 

The correlation coefficient (p) between two classifiers is proposed in [143]: 
N(ll) N(OO) - N(lO) N(Ol) 

Pik=~============================================= 
I .j(N(ll) + N(lO))(N(Ol) + N(OO))(N(ll) + N(Ol))(N(lO) + N(OO)) 

6.4.2.2 Non-pairwise Measures 
Unlike pairwise measures, non-pairwise measures are not calculated by comparing 

pairs of classifiers, but by comparing all classifiers as a whole. 

(A) Kohavi-Wolpert variance 

Let l ( Xj) be the number of classifiers that correctly recognize Xj. From the formula 

for the variance [146], the diversity measure (i) becomes: 
N 

kw = N~2 L l(xj) ( L -l(xj)) 
j=l 

Where N and L are the number of training instances and number of component 

classifiers respectively. 

(B) Generalized diversity 

Let Z be a random variable to represent the proportion of classifiers that are incorrect 

on a randomly drawn sample x, Pj is the probability that Z = 1/L, and p(i) is the 
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probability that i randomly chosen members will be wrong on a randomly chosen x. The 

generalized diversity (i) [147] is defmed as: 

(C) Ambiguity 

L 

p(l) = I~Pi 
i=l 

L 
~ i(i- 1) 

p(2) = ~ L(L- 1) Pi 
l=l 

GD = 1- p(Z) 
p(1) 

The ambiguity measure (i) was proposed in [148]. Basically, it measures the 

disagreement among the classifiers predictions Yi with respect to the majority 

prediction Ym, where the factor correctness is not important. The ambiguity measure can 

be defined as: 
N L 

A= :L II IIYim * Yij ll 
i=l j =1 

(D) Difficulty 

Unlike the ambiguity 1neasure, the difficulty measure (l) [149] like most of the 

measures is calculated taking into account the base classifiers' correctness. The goal is to 

measure the degree of classification difficulty of samples. Basically, this measure is 

defined to be the variance of a X random variable, i.e. the propottion of classifiers in the 

ensen1ble that correctly classify an input x drawn randornly frorn the distribution of the 

problem. The difficulty measure 8 is defined: 

8 = Var(X) 

This way, a small variance indicates that the ensemble is diverse while a high one 

indicates the opposite. 

6.5. Margin Theo,ry 

6.5.1. Overview 
Boosting is well-known for its empirical resistance to overfitting for various 

classification tasks. The test error usually does not increase as their size becomes very 
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large, and often is observed to decrease even after the training error reaches zero [150]. 

Although the empirical success of a boosting algorithm depends on many factors (e.g. the 

type of data and how noisy it is, the capacity of the weak learning algorithm, the number 

of boosting iterations) margin theory does provide a reasonable explanation of 

AdaBoost's success, both empirically and theoretically. 

Consider a boosting method which can be formulated as a gradient optimization 

technique in function space [142] with the goal of minimizing the objective function 

](H) ==I exp ( -yiht(xJ) 
i 

Minimizing such an objective function leads to maximizing the quantity Pi == Yiht(xD 

which is the amount by which xi is correctly classified. From this theory, it is important 

to introduce the concept of margin to explain how boosting methods work. Specifically, 

margin of a labeled example (xn, Yn) is defined as 

This margin can be thought of as a confidence measure of a classifier's predictive ability, 

or as a guarantee on the generalization performance. If the margin of a classifier is large, 

then it tends to perform well on test data. Conversely, if the margin is small, then the 

classifier tends not to perform so well. 

An alternative way of viewing margin is to look at the convex linear combination of 

base hypotheses produced by boosting methods: 
T 

f(xn) ==I Wth(t)(xn) 
t=l 

Where ht is the hypothesis added at iteration t and Wt is its coefficient. This combination 

f can be viewed as a homogeneous hyperplane in a feature space, where each base 

hypothesis h (t) represents one feature or dimension. The margin of an example, as 

defined in Equation 6.1, is actually a signed distance from this example to the hyperplane 

[132]. As soon as the training error is zero, the examples are on the right side and all have 

positive margin. 
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In addition to the defmition of margins, there are four main measures related to this 

concept. The first one, the minimum margin of an ensemble on a data set D, is defined as 

the smallest value of the margin obtained to any correct label [20]. The second measure is 

the cumulative margins distributions which are computed by two simple steps. First , a set 

of margin values from a dataset is sorted. Next, for each possible value of margin, the 

percentage of the samples which their margins are lower or equal to the current value is 

calculated. Plotting the cumulative margin distribution on a graph, it is found that both 

boosting and bagging tend to converge to a margin distribution in which most examples 

have large margins. However, boosting is more aggressive in its effect on examples 

whose initial margin is small. The third measure of margin is the average margin which 

is denoted as an average over all margins of a dataset D: ~ If=t margin(x, y). Finally, 

the maximum margin for a fixed set of examples { Cxn, Yn): 1 ~ n ~ N} and a set of 

hypotheses H = {h11 •.. , hM} is determined: 

p*(H) = maxa {minn=l, .,N [ Yn t
1 

amhm(Xn ) ]J 
Note that we minimize over the margins of the individual examples and maximize over 

the hypotheses. 

The margin theory described above has recently attracted some attention in the 

literature, due to its ability to cast the study of ensembles of classifiers into a large margin 

classifiers context. It provides an explanation on how the boosting method works and can 

be used as an efficient tool to understand and evaluate the ensemble ' s learning. The next 

two sections are devoted to providing some theoretical evidence of boosting's 

performance. 

6.5.2. Error bounds of Boosting 
6.5~2.1 Edge 

To measure the performance of a weak hypothesis h with respect to the cunent 

distribution d, we can either use the en or rate or edge. If h is ± 1 valued, the enor E is the 

total weight of the examples that are misclassified. When the range of a hypothesis h is 

the entire interval [ -1, + 1], then the edge Yh (d) is a more convenient quantity for 

measuring the quality of h on the distribution, d, relative to the random guessing [142] : 
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N 

Yh (d) = I dnYnh(xn) 
n=1 

This edge is an affine transformation of the error: c:h (d)=~- ~Yh (d) and c:h (d) ~~if 
2 2 2 

Yh (d) ~ 0. A hypothesis that predicts perfectly has edge y = 1 (error c: = 0) while a 

hypothesis that always predicts incorrectly has edge y = -1. An edge y ~ 0 indicates 

that the hypothesis in fact is a random guessing. The higher the edge, the more useful is 

the hypothesis for classifying the training examples. The edge of a set hypotheses is 

defined as the maximum edge of the set. 

From the edge concept, a boosting algorithm can be interpreted as a method which 

can produce weak base hypotheses with a weak edge for any distribution and combine 

them into a strong hypothesis which has an arbitrarily low error rate given sufficient data. 

6.5 .. 2.2 Bound on training error 

The most basic theoretical property of boosting methods is its ability to reduce the 

training error. The following bound holds on the average training error of h (m instances 

and T rounds): 
T 

E = ~ l{i: h(xi) * yill :o; f1 Zt 

Proof 
Recall the update tule of boosting: 

Dt+
1 
(i) = Dt(i) exp(-atYiht(Xi)) (1) 

Zt 

Similarly, 

Dt(i) = Dt-t(i) exp( -at-tYiht-tCxi)) (2) 
Zt-1 

From (1) and (2), we have 

t=1 

Dt+1 (i) 
exp( -atyiht(xi)) Dt-1 (i) exp( -at-1Yiht-1 CxD) 

We keep expanding recursively until D1 (i) = 2_, we obtain: 
m 

------------------------------------------------------------~ 
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D ( ') = exp(- Lt <XtYihtCxi)) t = 1 T 
r+l t n , . · m tZt 

Recall the final output of boosting: 

f(x) = If=l athtCx) 
We have 

D ( ') _ exp( -yj[(xi)) (3) 
T+l l - mOtZt 

Also, if H(xa * Yi then Yif(xJ ~ 0 implying that exp( -yif(xi)) 2:: 1. 

Thus 

[[HCxa * yiJ] ~ 1 ~ exp( -yif(xi)) (4) 

Combine (3) and (4), we have: 

2. Li[[H(xa * yiJ] ~ 2. Li exp( -yif(xJ) = Li[DT+ l cocntzt)] = IltZt m m 

Note that: 

Therefore, we conclude: 

The above bound [131] suggests that in order to minimize training error, a reasonable 

approach might be to greedily minimize the derived bound by minimizing Z t in each 

boosting iteration. 

An alternative method to derive the training error bound of a boosting technique is to 

nse the edge concept [ 151]. Recall that training error at the t-th iteration can be written 

as: 

1 1 
Et = 2- zYt 

Since a random guessing hypothesis has an error rate of.!. (on binary problems), the 
2 

edge Yt thus measures how much better than random are ht' s prediction. It is proven that 

the training enor (the fraction of mistakes on the training set) of the final hypothesis h is 

at most [151]: 
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Thus, this bound shows that if we can consistently find weak hypotheses that are 

slightly better than random guessing, i.e. Yt ~ y for some y > 0, then the training error 

drops exponentially quickly. Some early boosting methods required that such a lower 

bound y be known before boosting begins. In practice, knowledge of such a bound is 

very difficult to obtain. AdaBoost, on the other hand, can adapt to the error of the 

individual weak hypotheses. 

6.5 .. 2.3 Bound on generalization error 
According to Schapire et. al.[152], the upper bound of Boosting's generalization 

error can be computed in terms of its training error, the sample size m, the number of 

boosting rounds T and the Vapnik-Chervonenkis dimension (VC-dimension) d . of the 

weak hypothesis space. (The VC-dimension [153] is a standard measure of the 

"complexity" or expressive power of hypothesis space from which the individual 

classifiers are drawn, see Appendix B.l). Particularly, generalization error of a boosting 

classifier, with high probability, is at most 

..... -( lrd) Pr[H(x) * y] + 0 ~-;:; 

where Pr[.] denotes empirical probability of the training san1ple. 

This bound suggests that boosting will overfit if run for too rnany iterations, i.e., as T 

becomes large. However, boosting is often observed empirically not to overfit, even 

when run for thousands of rounds. Moreover, in some cases, boosting also continues to 

drive down the generalization error long after the training error had reached zero. These 

observations clearly contradict the bound given above. To explain these empirical 

findings, margin theory [142] is used. The margin p = Y'L~tht(x) is positive if and only 
tat 

if h correctly classifies the example (x,y). Moreover, the magnitude of the margin can be 

interpreted as a measure of confidence in the prediction. It is proven that larger margins 

on the training set translate into a superior upper bound on the generalization error [142]. 

Specifically, the bound of generalization error is: 
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where Pr[p :::; 8] is the fraction of training examples with margin at most 8. The value of 

8 can be chosen to minimize the value of bound's expression. 

Note that this bound is entirely independent ofT, the number of rounds of boosting 

and therefore explains the Adaboost 's empirical resistance of overfitting after run for 

many iterations. In addition, according to this generalization bound, the larger the 

margins on the training examples, the better an upper bound on the generalization error, 

suggesting that, the generalization error can be reduced by systematically increasing the 

margins on the training set. This is also the reason AdaBoost still learns after the training 

error becomes zero [ 134]. 

There are three ways in which this analysis has been criticized [13 1]. First, the bound 

is not tight , so there may be other explanations for Adaboost' s success. Second, even 

when Adaboost is applied to large decision trees and neural networks for example, it is 

observed to work very well even though these representations have high VC-dimension 

[1 31 ]. Third, maximizing margins may not necessarily lead to higher accuracy, i.e. it is 

possible to design algorithms that are more effective than Adaboost by increasing the 

margin on the training data, but these algorithms exhibit worse performance than 

Adaboost when applied to classify new data points. 

6~6. Critiques of Div,ersity and Margin Theories 
The construction of ensembles normally aims to fulfill two different objectives: 

accuracy of classifiers and diversity among them. These two objectives are somewhat 

conflicting, since if the classifiers are more accurate, it is obvious that they must agree 

more frequently. This argument brings in the Accuracy-diversity dilemma, stating 

generally that highly accurate classifiers cannot be very diverse [9]. Therefore, a balance 

of accuracy and diversity should be sought. Boosting achieves this by assuming its base 

hypotheses are only slightly better than a random classification. This small sacrifice in 

accuracy is transformed to a better generalization performance which is attributed to 

higher diversity. However, there is disagreement among researchers about this 

explanation for the superior performance of Boosting. Some experiments are conducted 

in [154] to investigate the impacts of diversity on Adaboost ' s accuracy. At higher 

diversities, the performance improvements shown in the experin1ents are typically 

inconsistent, i.e. increased accuracies are reported in most cases but in others, accuracies 
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are dramatically degraded. This indicates that highly diverse ensembles can be worse 

than the individual average. The conclusion is that there is no strong relationship between 

diversity and accuracy. There is however a general trend whereby higher diversity among 

base hypotheses means generally higher accuracy of the joint classifier. 

To explain the success of ensemble learning more thoroughly, there has been a great 

deal of research attempted using two widely applied theories: diversity measures and 

margin theory. In particular, diversity and large margins are observed to be very 

important to reach high performance in the classifiers fusion. On one hand, the research 

in [141], based on the diversity theory, have observed that boosted ensembles can 

produce higher diversity and generally higher accuracy. On the other hand, some authors 

have asserted that increasing the margins is also responsible for decreasing the 

generalization error with boosted ensembles [142, 151]. 

Though these two theories are theoretically studied, there are still doubts of their 

appropriateness when applied to boosting approaches, more specifically, the Ababoost 

algorithm [150]. Firstly, diversity measures may be inadequate to evaluate or track the 

improvements in the overall performance of Adaboost. Mainly, those measures are more 

related to the variance between the ensembles members. This fact could explain why 

seeking diversity explicitly is ineffective in selecting ensembles with optimal 

generalization performance. Secondly, because the AdaBoost algorithm was invented 

before the margin theory, the algorithm's popularity actually comes from its practical 

success rather than from its theoretical superiority (i.e. the ability to achieve large 

margins). Moreover, the objective function that AdaBoost minimizes (the exponential 

loss) is not related to the margin in the sense that one can minimize the exponential loss 

while simultaneously achieving an arbitrarily bad (small) margin. Thus, AdaBoost does 

not, in fact, optimize a cost function of the margins. In short, AdaBoost was not 

specifically designed to maximize the margin, so it does not necessarily make progress 

towards increasing the margin at each iteration. Nevertheless, it was shown analytically 

that AdaBoost is able to produce large margins, at least half of the maximum margin 

[142] and this bound has been tightened recently [151]. 
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6.7. Chapter summary 
This chapter provides an extensive review of emerging ensemble learning algorithms 

and relevant issues. The two most important ensemble approaches are bagging and 

boosting. Bagging methods sample the training data with replacement to obtain different 

sets to train the base classifiers while boosting methods enforce accuracy and diversity by 

putting more emphasis on instances that are misclassified by previous classifiers . Another 

possible technique to generate diverse classifiers is the subspace methods which 

encourage diversity by training the classifiers using different subsets of input features or 

different projections of the original data. 

Some appealing possible viewpoints for boosting are also highlighted. In particular, 

boosting can be viewed as a forward stagewise additive modeling in which boosting acts 

as a bias reduction process by combining low-variance (high bias) weak learners. Based 

on the margin and VC-dimension theory, boosting is also proven to have its 

generalization error upper bounded, independent of the number of training iterations. It is 

observed that boosting, specifically Adaboost, tends to increase the margins of the 

training examples [131] , and this increase in the margins implies better generalization 

performance. Boosting is thus regarded as a margin increasing process, which is closely 

connected to Support Vector Machines. 

After that, an overview of rnodel diversity and relevant measures is also given. The 

presence of some diversity between the ensembles members has been widely indicated as 

the main factor for improving the overall performance. In most cases, Boosting is found 

to perform better than bagging because Boosting enforces diversity by design whereas 

bagging has no such mechanism. It relies instead on the natural diversity of independent 

bootstrap samples. 

Though diversity and margm theories are widely applied, there are also some 

critiques on their effectiveness. Firstly, increasing ensemble diversity alone is not always 

sufficient to achieve high generalization performance. Likewise, only the increasing of 

the margins on a test dataset may be not always beneficial for ensembles of classifiers. In 

fact, high margins just indicate the ensembles composed of the strongest individual 

classifiers, but not necessarily the best fusion. Therefore, in some cases, the relationship 

between the diversity and margin theories can be quite interdependent to some extent. 
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In the next chapter, the research problem and the proposed solutions will be stated. 
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Chapte.r 7 ._ 

NEURA_L N'ETWORK 

In recent years, Artificial Neural Network (ANN) models, generally well regarded as 

the universal function approximator, have achieved successes in many applications in 

which parametric models have failed to perform well. As a flexible "model-free' 

approach, ANN can fit the training data very well and thus provide a low learning bias. 

However their good data fitting capacity also makes them more susceptible to the 

overfitting problem which can cause high generalization variance for instances outside 

the training data [59]. Some models of ANN also suffer from highly demanding 

computation power due to their large model complexity. For an Al\TN model to be useful, 

it should perform well on the training data and generalize reliably on the unseen data [1]. 

Unfortunately, learning bias, generalization variance and model complexity are 

somewhat incompatible, i.e. reducing one element will inevitably increase the others. 

Therefore, a good tradeoff of these elements should be sought. 

In this chapter, we first address the research motivations and problems which this 

dissertation solves. The proposed model is then described in greater detail. Finally, some 

remarkable features of our method are discussed. 

7.1. Pro,blem statements 
7.1.1. Proposal Motivations 
Current security systems offer a reasonable level of protection; however, they cannot 

cope with the growing complexity of computer networks and hacking techniques. They 
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have to face continuous environmental changes both with respect to what constitutes 

normal behavior and abnormal behavior [11]. As a result, security systems are still far 

from a complete solution for Security Detection Problems. For network intrusion 

detection, current IDS suffers from low detection accuracy and high false alarm rates for 

rare and complicated attacks. The winning entries of KDD-99 competition do not provide 

satisfactory performance on U2R and R2L attack types [77]. For anti-spam filtering, 

existing anti-spam programs prove ineffective in detecting unwanted messages due to the 

overwhelming volume of emails received daily [29]. 

From the algorithmic perspective, though several NIL techniques have been adopted 

1n the Network Security domain with certain success, there remain performance 

limitations. As a flexible "model-free" learning method, ANN can fit training data very 

well and thus provide a low learning bias. However, they are also susceptible to the 

overfitting problem, which can cause instability in generalization [59]. Recent approaches 

tend to improve the generalization stability by reducing generalization variance at the 

cost of higher learning bias, i.e. allowing underfitting. However, this would degrade the 

overall performance to a ce1tain level. In critical modeling applications, underfitting is 

not acceptable because a miss in detection may be very costly, i.e. causing the whole 

computer network to be compromised. Therefore, a detection system which can achieve 

both stable generalization and accurate data learning is very desirable [72]. Theoretically, 

both bias and variance may be reduced at the same time given infinite sized models. 

However, this condition is infeasible since the model complexity must be litnited in real 

life. 

Motivated by the need of an accurate detection system for network security 

applications, this thesis presents a learning algorithm which provides a good tradeoff for 

learning bias, generalization variance and computational requirement. We specifically 

focus on an emerging neural network family, namely the Radial Basis Function Neural 

Networks (RBFNN). In particular, VQ-GRNN [96], as the vector quantized variant 

reduced from the GRNN [89], draws most attention due to its light-weight architecture 

and reliable performance for new data. As described in Chapter 5, the VQ-GRNN 

reduces the computationally extensive nonparametric GRNN to a semiparametric neural 

network by applying vector quantization techniques on the input space. This reduction 
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significantly improves the robustness of the algorithm (low variance), but also affects its 

learning accuracy to some extent [84]. In this research, we compensate the VQ-GRNN' s 

lack of accuracy by combining it with a boosting method, namely the Stagewise Additive 

Modeling using Multiclass Exponential loss function - SAMME [ 134]. Compared with 

other multiclass boosting techniques, SAMME returns only one weighted classifier 

(rather thanK) in each boosting iteration and the weak classifier only needs to be better 

than K-class random guessing (rather than 112) [134]. In our adaptation, SAMME is 

modified to adjust the reweighting of the base hypotheses in the joint classification using 

a diversity measure. 

7~1.2. Proposal ObjecJives 
In this research, an innovative learning algorithm, namely the Boosted Modified 

Probabilistic Neural Network (BMPNN), is proposed in which a robust but yet accurate 

VQ-GRNN is integrated with an Adaboost variant. The objectives of this proposal are 

listed : 

• Extend original boosting technique to output real-valued conf idence-

rated predictions and to handle multiclass problems 

Adaboost can be extended to handle weak hypotheses which output real-

valued or confidence-rated predictions. That is, for each instance x, the weak 

hypothesis ht outputs a prediction ht (x) E R whose sign is the predicted label 

(-1 or +1) and whose magnitude lht(x)l gives a measure of confidence in the 

prediction. This can be further extended to a K-class problem in which the 

output vector has K dimensions. To do this, we adapt Stagewise Additive 

Modeling using Multiclass Exponential loss function (SAMME) algorithm 

[134]. 

• Incorporate ensemble diversity in reweighting base hypotheses 

Virtually all boosting algorithms operate by modifying the distribution of the 

training samples and constructing a weighted sum of the base hypotheses 

created from those n1odified distributions [8]. To update the data distribution 

at each boosting iteration, performance of previous hypotheses is taken into 

account, i.e. their errors on some examples are used to determine their 

weights in the final output. It is important to note that joint accuracy is 
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affected by both the individual classifiers' accuracy and the agreement 

between them [ 150]. This means improving either factor alone will not result 

in the best ensemble performance. Hence, for an ensemble model to achieve 

better accuracy than individual classifiers, it is critical that there should be 

sufficient independence or dissimilarity between these classifiers. Therefore, 

a mechanism to adjust hypotheses' weighting in the final combination based 

on their diversity is necessary [133]. We incorporate a diversity measure, 

Kohavi-Wolpert variance (kw) [146], into the proposed model for this 

purpose. In summary, both the individual classifier's errors Et and the global 

diversity kwt of the ensemble at the iteration t-th influence the weighting of 

the fmal hypothesis combination but Et also affects the update of data 

distribution. 

• Use a base learner that is most suited for boosting 

The base learner of a boosting algorithm is required to be confidence rated, 

i.e. it should output, rather than simply a label, an array of confidence rates 

associated with each possible labeling of an example [124]. Additionally, the 

weak learner must have a training function which takes an array of weights or 

penalties p , in which each component Pi (i=l..N where N is the number of 

possible labels) corresponds to the penalty that the weak learner will suffer by 

misclassifying the given example as i. (The greater the weak learner's total 

penalties, the less it contributes to the fmal boosted learner). In this research, 

the base learner is an adaptation of VQ-GRNN with some modifications to 

achieve the desirable properties described above. 

Compared with VQ-GRNN, the GRNN can theoretically achieve the ultimate 

Bayesian estimate (with infinity network size) but with a cost of extremely demanding 

computation resource [91]. On the other hand, VQ-GRNN is more feasible from the 

practical aspect with lower model complexity (smaller network size) achieved by 

sacrificing its prediction accuracy. To improve VQ-GRNN's performance in critical 

applications, an innovative learning method is proposed in this research, the Boosted 

Modified Probabilistic Neural Network (BMPNN). It integrates VQ-GRNN and an 
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extension of Adaboost technique (SAMME [134]) to incorporate their advantages 

without their main drawbacks. Some modifications are introduced to the VQ-GRNN for 

boosting purpose. The boosting SAMME technique is also inserted with a variance 

coefficient to enforce its member classifiers' diversity. 

7.2.14! Overall System 
The proposed BMPNN algorithm has two major modules: (1) the Adaptive Booster 

iteratively produces base hypotheses on a weighted training dataset. The weights are 

updated adaptively based on the classification performance of component hypotheses. 

The generated hypotheses are then integrated via a weighted sum based on their diversity. 

(2) The Modified Probabilistic Classifier serves as the base learner which can be trained 

on weighted datasets. In each boosting iteration, a base hypothesis is created with 

associated accuracy and diversity measures. From this information, the data weights are 

updated for the next iteration and the final weighting of that hypothesis in the joint 

classification is computed. 

Reweights instanc~s 
based on perlormance 
of previous dassifiers ··· ... 
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Figure 7-1: BMPNN high-level design view 
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Given the input data S = {(xi, yJ I i = 1 .. . N} where output vector y E {1 ... K}, the 

BMPNN algorithm aims to produce a classifier F such that: 

F(xJ = Yi 

In this research, we implement F (referred to as Adaptive Booster), by using an 

adaptive boosting approach modified from the SAMME algorithm [134]. In particular, 

SAMME adaptively learns a forward stagewise additive model for multiclass problem 

based on a generalization of the exponential loss. It takes from a base learner real-valued 

confidence-rated predictions such as weighted probability estimates, to update the 

additive model rather than the classification themselves. 

F learns by iteratively training a Modified Probabilistic Classifier f on weighted data 

samples S and their weights are updated by the Distribution Generator according to 

previously created models off This base learner f is actually a modified version of the 

emerging VQ-GRNN model [96] (called Modified GRNN Base learner) in which the 

input data space is reduced significantly (by the Weighted vector quantization module) 

and its output is computed by a linearly weighted mixture of Radial Basis Function 

(RBF). This process is repeated until F reaches a desired number of iterations or its Mean 

Squared Error (MSE) approaches an appropriate level. The base hypotheses returned 

fromf are finally combined by the Hypothesis Aggregator: 
M 

F(x) =I am.fm(x) 
m=l 

This combination depends not only on the misclassification error of previously added fm 

but also the diversity of the ensemble at that time. The Diversity Checker measures 

ensemble diversity by using Kohavi-Wolpert variance [146] (which is denoted by the 

hypothesis weighting coefficient am)· To avoid any confusion, the adaptive boosting F is 

called the master algorithm while f refers to the base learner. 

7.2 .. 2. Adaptive Booster (master algoritb.m) 
In this thesis, we adapt SAMME [ 134] which is a generalization of the Ada boost 

algorithm based on a generalization of the exponential loss, to handle multiclass 

problems and to work with base learners that output real valued class membership 

probability. We also modify SAMME to incorporate the diversity of generated base 
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classifiers into the joint final hypothesis. In each boosting iteration, a generated base 

classifier is added into the ensemble and a Kohavi-Wolpert variance factor a E [0,1] 

associated with the ensemble in that iteration is computed. A large value of a indicates 

the current ensemble is highly diverse and a low a refers to less diverse ensemble. Based 

on this diversity measure, the hypotheses weighting is adjusted such that a less diverse 

base hypothesis will have less impact (lower weight) in the final joint classification. 

Let's consider a weighted dataset S = {(x11 c1), ... , (xN, eN)} with W is the 

distribution (weights vector) and the output vector ci E {1, .. , K} 

To deal with multiclass classification problem , the output vector ci can be recoded 

with a K-dimentional vector Yi in which all entries equal to - - 1
- except a value 1 in the 

K - 1 

k-th position if the actual label of that vector is k, i.e. 

Yi = (Yiv Yiz, ···, YiK ), i = 1 ... N 

{ 
1 , if c i = k 

Yik = - _1_ if C· * k 
K - 1 ' l 

The distribution W and the hypothess h are also recoded as a K-dimensional 

presentation: 

Wi = (wiv Wiz, .. . , WiK), i = 1 .. . N 

h = (h1, h2 , ... , hK) 

Unlike the standard Adaboost which uses the empirical loss, a more generic version 

of the loss is considered here. The weighted probability is then implemented to derive the 

update for the additive model (boosting) which outputs real-valued confidence-rated 

predictions (weighted class metnbership probabilities) rather than the classification 

labels. It is proven that, similar to the case of binary classification, optimizing the 

multiclass exponential loss approaches to the optimal Bayesian error [134] . The solution 

given by optimizing the Lagrange is: 

Ck(x) = (K - 1). [log Probw(c = klx) - ~ t
1 

log Probw(h(x) = k'lx)] 

Where Probw(h(x) = k lx ) is the weighted class probability that the hypothesis h(x) 

classify x as of class k given the input vector x, respectively. 

The learning procedure for Adaptive Booster is listed below: 

123 



Input: S = { (x11 y1 )1 ... I (xN1 YN)} and associated distribution W 

Initialize w?) = ~for all i= 1 .. . N, aC1) = 1 

Do fort= 1 ... T 

(a) Generate base classifiers(*) 

Train a classifier on the weighed sample {51 wCt) } us1ng the Modified 

Probabilistic Classifier and obtain hypothesis hCt): x--? [0~1]K 

(b) Compute Kohavi-Wolpert variance (aCt)) of current ensemble 

aCt+l) = -1-~"!_ l(x·) (L- l(x·)) 
N.Lz .l..J;-1 J J 

Where L and l (xi) are the number of base classifiers generated so far in the ensemble 

and the number of classifiers that correctly classifies Xj· We have L=t. 

(c) Compute class probability estimates 

cit)(x) = (K-1).[logp~t)(x)-~l:~'= 1 1ogp~~)(x)]~k = 11 .. 1K 

Where p~t)(x) = Probw(hCt)(x) = klx) is the weighted class probability of class 

k. 

(d) Update weights 

w~t+l) = V\'tCt). exp [- K~l .logpCt) (xJ. hCt) (xD] I i = 1, .. In 

Where p(xi) = Prob(xt) 

(e) Renormalize W 

W wi . 1 N 
i = ...,N . 1 t = ... 

End for 

Output 

L..j::=l WJ 

Cfinaz(X) = argmaxk Lf=l aCt). C~t)(x) 

(*) refer to next section for details of Modified Probabilistic Classifier 

7 ~2.3<t Modified Probabilistic Classifier (Base Learner) 
In this research, the base learner is implemented using a variant of the Vector 

quantized Generalized regression neural network (VQ-GRNN) which was initially 

introduced by Zaknich [95]. It is closely related to Specht's GRNN [89] and PNN [88] 
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classifiers. This adaptation of VQ-GRNN is motivated by the necessity of a base learner 

suitable for ensemble learning. This base learner can produce confidence-rated outputs 

and it is modified such that it utilizes weights associated with training examples (to 

compute cluster center vectors and fmd a single smoothing factor) and incorporates these 

weights as penalties for misclassifications (e.g. weighted MSE). 

This base learner will be trained on { S, dt} repeatedly by the Adatptive Booster to 

obtain the hypothesis 

ht: X --7 ( -1, +1] 

Our modified version of VQ-GRNN is similar to the original one in that a single 

kernel bandwidth is tuned to achieve satisfactory learning. They both cluster close 

training vectors according to a very simple procedure related to vector quantization. A 

number of equally sized radial basis functions are placed at each and every center vector 

location. These functions are approximated: 

This approximation is reasonable because the xi vectors are close to each other in the 

input vector space. Using this idea, the VQ-GRNN's equation can be generalized [96]: 

"( ) Lf!:o ZiYifi (!.- fi, 8) y X = - Lf:o ZJi(!.- s, 8) 
Where 0: is the center vector for class i in the input space, 8 is the single learning 

parameter selected in training, fi (x, 8) is the radial basis function with centre x and the 

width parameter 8, Yi is the ouput related related to 0_, Zi is the number of vectors Xj 

associated with centre 0.. Li Zi = NV is the total number of training vectors. 

Note that the above formula can be extended to a multiclass classification problem by 

redefining the output vector as a K-dimensional vector where K is the number of classes. 

Yi = {Yill ... , YiK}T 

where Yik is the class membership probability of the k-th class of the vector xi. If the 

vector xi is of class k, then Yik = 1.0 and Yik, = 0 for the remaining vector elements 

(k * k' ). After training, an input vector x is classified as a class-k vector if the k-th 

element of the network output vector has the highest magnitude. The Modified 

Probablistic Clasifier has two major processes given in the next two sections: 
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7 .2.3.1 Vector quantization process 

The VQ-GRNN uses the Method A and Method B described in Section 5.1.5 to 

partition the input space into localized regions or clusters which contain similar vectors. 

Each cluster is represented by its size Z k and a center vector fk. The center is then 

associated with a desired output value. The number of radial basis functions at each 

center equals the number of vectors that are represented by that center. In this way, the 

number of training vector pairs is reduced without changing the basic form of the 

network from that of GRNN. The main difference and also one of the key contributuons 

of our modified model over original VQ-GRNN is the implementation of a weighted 

averaging process to compute the center vector 0.: 

L:!1 Wixi 
fk= zk 

where Z k is the number of training vectors belonging to a cluster k. 

Unlike the normal averaging approach of original VQ-GRNN, this process 

incorporates the weights of the input vectors (these weights are updated by the master 

boosting unit). This vector reduction approach improves computational efficiency, 

reduces significantly the model sensitivity to noise compared with the GRNN and makes 

our modified learning method specially suited for boosting. 

7 .2 .. 3.2 Training process 

VQ-GRNN' s learning involves finding the optimal bandwidth 8 giving the minimum 

Mean Squared Error (MSE) for some flXed nun1ber of known sample vectors passing 

through the network [96]. The choice of the bandwidth a of the kernel is an important 

issue which is used to challenge the kernel experts. Statisticians prefer to compute the 

value of a based on some knowledge of the data statisics but it can also be determined 

experimentally. In most practical problems, the relationship between 8 and the 

corresponding MSE is smooth, continuous and there is a single and unique value of a 

which produces a minimum MSE. The optimum value of 8 can be found very quickly by 

a convergent optimization algorithm based on recurrent parabolic curve fitting [155]. It 

models the MSE versus a curve as a parabola and iteratively finds the minimum point 

using Brent's tnethod [156]. When an initial estimate for 8 is unknown, a very low 

starting value is chosen and it usually takes a few iterations through the testing data to 
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converge to an adequate value. Our adaptation of VQ-GRNN uses the weights associated 

with data samples for computation of MSE. Particularly, our approach selects the single 

radial basis function bandwidth 8 that produces the lowest weighted mean squared error 

(WMSE) for one iteration through the training data. 

""!! [W.· (y"' · (x·) - y·)]Z WMSE = L..t=l t t t t 

N 
where wi and Yi are the associated weight and prediction of an example (xi, yJ, i = 1 . . . N 

This modified VQ-GRNN can be seen as a kind of spherical function mixture model 

with data-directed center vector allocation. The relative widths of the spherical functions 

at each center are directly proportional to the relative number of training vectors assciated 

with each center. As the common bandwidth is varied during learning, the spherical 

functions always maintain their relative sizes with respect to each other. 

In summary, the base learner extends the originial GRNN by adapting the vector 

center reduction method of VQ-GRNN model and incoperating the weights associated 

with each training vector into the learning process. Particularly, these weights are utilized 

in the cluster center formation and MSE calculation for realzing the smoothing factor 8. 

These modifications improve performance of GRNN as well make it more suitable for 

boosting. 

7.3. Remarks o.n BM_PNN's features 
The radial basis function (RBF) used in the GRNN and PNN is actually a spherical 

kernel function used for nonparametric function estimation. As the number of training 

samples approaches infinity, the nonparametric estimation is not dependent on the 

parameters of the RBF [43]. However, for finite training samples, there is always some 

dependence on the RBF parameters. This suggests that VQ-GRNN is a semiparametric 

approximation of the GRNN by reducing the input space. This semiparametric VQ-

GRNN, when used as a base learner (referred to as Modified Probabilistic Classifier) in 

the boosting framework, can still retain its superior performance. Subsequently, the 

overall BMPNN can achieve very high accuracy (low bias) as well as fast convergence. It 

also performs reliably for unseen data (low variance). 
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The high accuracy of BMPNN can be explained by the boosting effects of SAMME 

method implemented in the Adaptive Booster module. By sufficiently handling the 

multiclass problem and using confidence-rated predictions, SAMME is reported to be 

able to maximize the distribution margins of the training data [131]. Also, our 

implementation of Kohavi-Wolpert variance (KW) [ 146] in the reweighting of hypotheses 

in the joint classification can effectively enforce the ensemble diversity. Besides the 

merits of the Adaptive Booster module, the contributions of the Modified Probabilistic 

Classifier cannot be denied. That is, the base learner has very fast adaptation and it is 

modified to better integrate with the Adaptive Booster module. Particularly, after being 

modified, it can produce confidence rated outputs and fully utilize the weights given by 

the booster to each training example. 

BMPNN is robust to new data. This robustness is attributed to the margin 

maximization of boosting methods and the low generalization variance of VQ-GRNN 

base learner. Though VQ-GRNN is a weak learner (high bias as a result of input space 

reduction), its performance is reported to be reliable, i.e. it is quite robust to overfitting 

[96]. 

Finally, the convergence of BMPNN is observed to be fast. This is because the base 

learner itself, as the reduced version of GRNN, has very short training time due to its 

computational efficiency [96]. Moreover, the adaptive SAMME used in BMPNN has 

been theoretically and experimentally proven to converge to the optimal solution after a 

relatively small number of iterations [134]. Compared with VQ-GRNN, BMPNN can 

obtain much higher accuracy (competitive to the ideal GRNN) with a slightly increased 

computation. This additional computation added by the BMPNN is still lower than 

GRNN and other boosted algorithms. 

7 .,4. Chapter Summary 
This research is inspired by the need of a highly performing but low in computation 

classifier for applications in Network Security. Particularly, the Boosted Modified 

Probabilistic Neural Network (BMPNN) is proposed which combines two emerging 

algorithms, an adaptive boosting rnethod and a probabilistic neural network. BMPNN 

retains the semi-parametric characteristics of VQ-GRNN and therefore obtains low 

generalization variance while receives accuracy boosting from SAMME method (low 
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bias). Though BMPNN requires more processing power due to the effect of boosting, the 

increased computation is still lower than GRNN or other boosted algorithms. 

The effectiveness of BMPNN will be confirmed by its application to network 

Security Detection Problems. The methodology and research design will be presented in 

the next chapter. 
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Cha.pter 8. 

RESEARCH DESIG-N AND 

ME.THODOLOGY. 

As proposed in Chapter 7, the BMPNN method is shown theoretically to have several 

advantages such as improving the accuracy and reducing the generalization variance of 

conventional algorithms at an affordable cost of computations. This method will be 

evaluated by conducting an empirical analysis on benchmark datasets, the KDD-99 data 

for Network Intrusion Detection and the Ling-Spam corpus for Anti-spam filtering. This 

chapter presents our research methodology, followed by approaches to rneasure the true 

classification performance. Finally, an implementation of BMPNN algorithm is described 

which is used for the extensive experiments in the later chapters. 

8~1. Pattern classification problem 
The problem of pattern classification can be viewed as a function approximation 

problem [4]. The principal task of pattern classification is to find a suitable mapping 

between a given set of patterns and their corresponding classes. The first stage in this 

process is the selection of features for respective patterns; the second is the classification 

of the patterns in the feature space. In order to accomplish this task, it is necessary to 

establish some rules upon which to base the classification decisions. In a supervised 

learning task, a learning algorithm is presented with a set of given input-output pairs 

which after a learning stage retrieves the appropriate output for the given input and 

generalizes for new instances. For a pattern classification task, the predictive model 

approximates the posterior conditional probability for each class p(cdx), i = 1, .. . ,m 

where m is the number of classes and xis a pattern. The estimation of these probabilities 

is equivalent to fmding an optimal approximation function for the boundaries between 
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different classes. The classification of a given input pattern is the class ci with highest 

class membership probability p(cdx). 

To evaluate performance of the proposed BMPNN, a number of experiments are 

conducted for the two Security Detection Problems: 

• For the Intrusion detection problem, BMPNN is tested on the KDD-99 dataset 

and con1pared against other conventional methods for detection performance, 

system robustness and computation. To further enhance the detection 

capability on rare and difficult attack categories, a multi-expert classification 

framework is presented to combine outputs of attack-specific models. 

• For the spam recognition problem, we develop a filtering model which 

distinguishes spam and non-spam messages in the Ling-Spam corpus. This 

model includes a dimensionality reduction module, a predictive unit 

implementing BMPNN and a cost-sensitive evaluation scheme. 

8,2,. Measu.re Classification Performance 
There are a large number of available metrics for assessing performance of several 

learning methods and they all have different meanings and implications. Depending on 

some factors such as class distribution of the training set, a metric may be applied 

successfully while the others may not. 

Considering a two-class problem, a test case will be either positive or negative. A 

prediction is correct if the predicted value and the actual value match and incorrect 

otherwise. By applying a model to a testing set, we can compute 4 quantities as displayed 

in the Table 8-1. 

Let 

Actual + 

Predicted 
+ 

a 
c 

b 
d 

Table 8-1: Confusion matrix for a two-class problem 
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• a be True Positives (TP) which is the number of positive instances that are 

classified as positive. 

• d be True Negatives (TN) which is the number of negative instances that are 

classified as negative. 

• c be False Positives (FP) which is the number of negative instances that are 

classified as positive. This is also known as Type I Errors. 

• b be False Negatives (FN) which is the number of positive instances that are 

classified as negative. This is also known as Type II Errors. 

We defme the following common performance metrics [7]: 

• Accuracy is the portion of the test examples that are correctly classified by 
a+d the model: ---

a+b+c+d 

• Error rate is the portion of the examples in test set that are incorrectly 

classified by the model: b+c 
a+b+c+d 

• True-positive rate (tp ), known as Hit Rate, Detection Rate, or Sensitivity, is 

the portion of the positive examples that are correctly classified by the model: 
a 

a+b 

• True-negative rate (tn), known as Correct-Reject Rate, or Specificity, is the 

portion of the negative examples that are correctly classified by the model: 
d 

c+d 

• False-negative rate, known as Miss Rate, is the portion of the positive 

examples that are falsely classified as negative by the model: _b_ = 1- tp 
a+b 

• False-positive rate, known as False-Alann Rate, is the portion of the negative 

examples that are falsely classified as positive by the model: _c_ = 1- tn 
c+d 

Important metrics for document-retrieval tasks are: 

• Recall (R) which is equivalent to the True-Positive Rate~ 
a+b 

• 
• 

Precision (P) : ~ 
a+c 

Fl S F 2*Precison*Recall core: =------
1 Precision+Recall 
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Based on the above metrics, we can comment on how well a model performs on a 

particular test data. Table 8-2 presents some special cases of classification performance. 

Special Case Confusion Matrix Performance Metrics 
The Perf_ect Classifier Predicted class Total TP rate =1 
(all instances are + - Instances FP rate =0 
correctly classified) Actual I + p 0 p 

Precision = 1 class I - 0 N N 
F1 score = 1 
Accuracy= 1 

The Worst Classifier Predicted class Total TP rate =0 
(all instances are T - Instances FP rate = 1 
incorrectly classified) Actual [ + 0 p p 

Precision = 0 da.ss I - N 0 N 
F1 score : N/ A 
Accuracy= 0 

The Ultra-liberal Predicted class Total TP rate = 1 
Classifier + - Instances FP rate = 1 
(all instances are Actual [ + p 0 p 

Precision= P/(P+N) dass I - N 0 N 
always classified as F1 score = 2P/(2P+N) 
positive) Accuracy= P/(P+N) 
The Ultra- Predicted class Total TP rate = 0 
conservative Classifier + - Instances FP rate =0 I + (all instances are 

Actual 0 p p 
Precision : N/ A class I - 0 N N 

always classified as F1 score : N/ A 
negative) Accuracy = N/(P+N) 

Table 8-2: Special cases for classification peiformance 

Other performance metrics which are not based on accuracy include the training 

time, i.e how long an algorithm requires to produce a model from a set of examples, the 

testing time, i.e. how long required to apply a model to a test set, and the model size or 

model complexity of a predictive model produced by the algorithm. 

For numeric prediction tasks, a popular performance measure is the Mean Squared 

Error [7]. Given n testing examples, for the ith example, let oi be the model's prediction 

for the actual value yi. The M ean Squared Error (MSE) for the test sample is 

MSE = ~ l:i= 1(yi- oJ 2 
n 

It is also common to take the square root of the MSE to obtain the Root Mean 

Squared (RMS) error. An alternative to these approaches is the Absolute Error which 

can be computed as I yi - oi I . 
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8.2~2. Problems with simple performance measures 
In some cases, evaluations using accuracy are problematic [157]. One problem is that 

the computed accuracy is sensitive to how the classes within the testing set are 

distributed. For instance, if a testing set contains many more negative examples than 

positive examples, high accuracy could be due to the model's exceptional performance 

on the majority (i.e. negative) class. On the other hand, the same model may be found to 

perform quite poorly on a testing set which is dominated by positive cases. 

These simple measures such as true-positive, true-negative or accuracy are 

appropriate only when certain conditions hold such as there being an equal number of 

examples in each class, the cost of these examples being the same, and the cost of making 

mistakes on each class being the same [43]. For real-world problems, it is difficult to 

satisfy all of these constraints. 

8.24!3~ ROC Analysis 
In order to mitigate the problems associated with simple measures of performance as 

discussed in the previous section, researchers have used Receiver Operative 

Characteristics (ROC) analysis [ 158] . ROC analysis provides a means of evaluating an 

algorithm over the range of possible operating scenarios. This is, in contrast to traditional 

methods of evaluating performance in which we measure an algorithm's performance for 

only one operation scenario. 

An ROC curve is simply a plot of a model's true-positive rate against its false-

positive rate, as shown in Figure 8-1. From this, the perfect performance is at the top left-

hand point with a true-positive rate of unity and a false-positive rate of zero. Therefore, 

the curve that "pushes" towards the upper part of the ROC graph are preferred. We often 

use the Area Under the ROC curve (AUC) as a single measure of performance. This 

quantity ranges between 0.5 and 1.0 with larger areas preferred. There are two methods 

for evaluating an algorithm under various operating scenarios [7]. 
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Figure 8-1: Receiver Operative Characteristics (ROC) curve [ 43] 

8.2.3.1 Varying decision threshold 
This method involves varying the decision threshold of the performance element. The 

variation is normally specific to the learning method. Consider Naive Bayes, for example, 

the performance element returns the class with the maximum posterior probability, 

which, for a two-class problem, is equivalent to a decision threshold of 0.5 (since 

probabilities must sum to unity). This decision threshold of Naive Bayes can be changed 

to 0.4, for instance, meaning that we predict the positive class if its posterior probability 

is greater than or equal to 0.4. By evaluating performance at a variety of thresholds, we 

generate a set of true-positive and false-positive rates. To compute the area under the 

curve, we can use the trapezoid rule, which entails summing the areas of the trapezoids 

formed by two adjacent points on the curve. 

8.2.3.2 Case rating 

In this approach, the model is used to rate the test cases, rather than to classify them. 

For a two-class problem to be learned by N ai've Bayes algorithm, we can use the posterior 

probability of a negative class as a case rating. Instead of indicating positive or negative, 
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the rating indicates probability that a case is negative. We can then use software, such as 

labroc4 [159], to estimate an ROC curve from the case ratings. The software computes 

operating points consisting of true-positive and false-positive rates, which we can plot as 

an ROC curve. labroc4 also computes both the areas and standard errors of the ROC 

curve. 

8.2.4. Estimating the predictive ac-curacy of a classifier 
For most domains of interest, the number of possible unseen instances is potentially 

very large, so it is impractical to establish the predictive accuracy beyond dispute [8]. 

Instead, it is usual to estimate this quantity for a data set which is independent of creation 

of the classifier (training phase). There are three main strategies commonly used for this 

purpose: dividing the data into a training set and a test set (or holdout), kjold Cross-

validation and N-fold (or leave-one-out) Cross-validation. 

8.2.4.1 Method 1: Separate Training and Test sets 

This method is also known as holdout method which splits the available data into a 

training set and a test set [8]. The training set is frrstly used to construct a classifier. The 

classifier is then used to predict the classification for the instances in the test set. If the 

test set contains N instances of which C are correctly classified, the predictive accuracy 

of the classifier for the test set is p=C/N. This value of predictive accuracy varies for 

different test sets. This method can have a high variance because of its heavy dependence 

on which data points are included in the training set and which end up in the test set, and 

thus the evaluation may be significantly different depending on how the division is made. 

8 .. 2.4.2 Method 2: k-fold Cross-validation 

An alternative approach to the holdout method that is often adopted when the number 

of instances is small is known as k-fold Cross-Validation [ 43]. Assume the dataset 

comprises N instances which are divided into k equal subsets (k is typically a small value 

such as 5 or 10). If N is not exactly divisible by k, the final part will have fewer instances 

than the other k-1 parts. The holdout method is then repeated for k times. Each time, one 

of the k subsets is used as the test set and the other k-1 subsets are put together to form a 

training set. Then the average error across all k trials is computed. 
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The advantage of this method is that it matters less how the data gets divided. Every 

data point gets to be in a test set exactly once, and gets to be in a training set k-1 times. 

The variance of the resulting estimate is reduced as k is increased. The disadvantage of 

this method is that the training algorithm has to be rerun k times, which means it takes k 

times as much computation to make an evaluation. A variant of this method is to 

randomly divide the data into a test and training set k different times. The advantage of 

doing this is that we can independently choose how large each test set is and how many 

trials we average over. 

8.2.4.3 Method 3: N -fold Cross-validation 

This method is also known as Leave-one-out Cross-validation which is k-fold Cross-

validation taken to its logical extreme, with k equal toN, the total number of available 

data points [8]. That means the dataset is divided into as many subsets as there are 

instances, each instance effectively forming a test set of one. As before, the average error 

is computed and used to evaluate the model. 

8.3. Tools a_nd platforms 
8.,3,1. Common tools and platforms 
Several data analysis tools are used in this research~ including SAS System version 8, 

NeuroSolutions, \VEKA, Excel and SPSS. Because not all lean1ing algorithms are 

implemented in those systems, we also creates some programs to suit our needs. They are 

written in Microsoft .Net Visual Studio C# (for automated data preprocessing) and 

Matlab programming language (for implementation of B~1PNN and variants of other 

conventional algorithms). Finally, a Java Data Mining package is constructed to test our 

BMPNN and other methods from Weka. All simulations and experiments are performed 

on a workstation with Intel Pentium 4.3 GHz processor, 4 Gb of RAM and Windows XP 

operating system. 

8~3.2., An implementation for BMPNN 
Based on the system design described in Section 7 .2, we implement the BMPNN in 

Matlab code. Please refer to the Appendix G for the code listing. This Matlab 

i1nplementation is initially used for the KDD-99 data and Ling-Spam data specifically. 

Due to the lack of Object Oriented Programming (OOP) capability of Matlab, BMPNN is 
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also implemented in Java so that we can compare our BMPNN with various learning 

algorithms available in Weka. Utilizing OOP nature of Java, we partition our code into 

manageable classes and packages. The overall architecture of our BMPNN 

implementation is given in Figure 8-2: 

n ~ 

io preprocessing 
----.-~ 

Instance 
I 

nt~ 
...-----' 

0 ---, 
UUI Attribute 

r-fllt&rs -- objects 
........,...... 

~t 
-

Runner I Dataset 

ml - -fbuildRunn&r() _f 1_ ':oro J -t-traln() matrix 
+test() 
+SetOplloos{} «interface» 
'+setnmer() 

1-:.rfaces J WeightedlnstancesHandler 
+evaluate() 
+oompareCiassifiers(} 

"-- +buildCiasslferWifllWeights() 
+batchleamfng() +setWefghts() 
~.rossvalldatlcn() l <interface• r-1 II ll u I OptionalHandler 

~·-----------------

evaluation L classifiers ~ exception +get Options() 
+ listOptions () r ~ +setOptions() 

~ 

bmpnn quantization 

Figure 8-2: BMPNN implementation: overall packages 

The root package is ml which contains many sub-packages, including uti!, filters, 

core, classifiers, evaluation. The main program can be executed by the Runner class, 

which calls the classifiers.bmpnn.BMPNN class. Figure 8-3 details attributes and 

operations of the BMPNN class which implements two interfaces: (1) OptionHandler 

which allows our BMPNN to be configured by users and (2) WeightedlnstancesHandler 

which is able to reweight the data instances (if a classifier does not implement this 

interface, it must resample the data). Appendix G provides further details on other 

packages within ml. 
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Figure 8-3: BMPNN implementation: main class and interfaces 

8.4.. Cha.pter Summary 
In this chapter, research design and methodologies are provided. First, a pattern 

classification problem is formulated. We then discuss a number of different ways to 

measure classification performance and their strengths and weaknesses. Finally, several 

issues on experiment setups and software implementation of BMPNN are mentioned. In 

the following two chapters, the proposed model is applied to two Security Detection 

Problems· to demonstrate its usefulness. Chapter 9 applies BMPNN to network intrusion 

detection in order to examine its learning bias and generalization variance. The proposed 

model is shown to achieve robust classification performance compared to other 

approaches. In chapter 10, BMPNN is applied to anti-spam filtering application and is 
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shown to provide improved classification with reduced model complexity compared to 

conventional methods. 
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Cha.pter 9. 

APP,LICATION TO· NETWORK 

INTRU-SION DETECTION 

In this chapter, the KDD-99 dataset is used as a benchmark to evaluate our proposed 

methods. A number of experiments will be conducted to examine characteristics of the 

KDD-99 dataset and the effects of encoding class labels for a specific attack. For each 

attack category, a different set of features and different learning algorithms will be tested. 

Finally, the best performing features and learning methods are then selected and 

integrated in a multi-expert classification framework. 

9.1. Overview 
9 .. 1.1. Related works. 
With the vastly growing number of computer networks connected to the Internet, 

network security has become a major concern for organizations throughout the world. In 

addition to the overwhelming volume of generated network data, rapidly changing 

technologies present a great challenge for today's security systems with respect to attack 

detection speed, accuracy and systen1 adaptability. In order to overcome such limitations, 

there has been considerable research conducted to apply Machine Learning (ML) 

algorithms to achieve. a generalization capability from limited training data. That means, 

given known intrusion signatures, a security system should be able to detect similar or 

new attacks. Various techniques such as association rules, clustering, Na!ve Bayes, 

Support Vector Machines, Genetic Algorithms, Neural Networks, and others have been 

developed to detect intrusions. This section provides a brief literature review on these 

technologies and related frameworks. 

One of the rule-based methods which is commonly used by early IDS is the Expert 

System (ES) [23, 45]. In such a system, the knowledge of human experts is encoded into a 
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set of rules. This allows more effective knowledge management than that of a human 

expert in terms of reproducibility, consistency and completeness in identifying activities 

that match the defined characteristics of misuse and attacks. However, ES suffers from 

low flexibility and robustness. Unlike ES, data mining approaches derive association 

rules and frequent episodes from available sample data, not from human experts. Using 

these rules, Lee et. al. developed a data mining framework for the purpose of intrusion 

detection [160, 161]. In particular, system usage behaviors are recorded and analyzed to 

generate rules which can recognize misuse attacks. The drawback of such frameworks is 

that they tend to produce a large number of rules and thereby, increase the complexity of 

the system. 

Decision trees are one of the most commonly used supervised learning algorithms in 

IDS [54-56, 76, 162] due to its simplicity, high detection accuracy and fast adaptation. 

Another high performing method is Artificial Neural Networks (ANN) which can model 

both linear and non-linear patterns. ANN-based IDS [ 163-166] have achieved great 

successes in detecting difficult attacks. For unsupervised intrusion detection, data 

clustering methods can be applied [167, 168]. These methods involve computing a 

distance between numeric features and therefore they cannot easily deal with symbolic 

attributes, resulting in inaccuracy. 

Another well-known ML techniques used in IDS is Naive Bayes classifiers [162]. 

Because Na!ve Bayes assumes that features are independent, which is often not the case 

for intrusion detection, correlated features may degrade its performance. In [169], the 

authors apply a Bayesian network for IDS. The network appears to be attack specific and 

its size grows rapidly as the number of features and attack types increase. 

Beside popular decision trees and ANN, Support Vector Machines (SVMs) are also a 

good candidate for intrusion detection systems [72, 165] which can provide real-titne 

detection capability, deal with large dimensionality of data. SVMs plot the training 

vectors in high dimensional feature space through nonlinear mapping and labeling each 

vector by its class. The data is then classified by determining a set of support vectors, 

which are members of the set of training inputs that outline a hyperplane in the feature 

space. 
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Several other AI paradigms including linear genetic programming [170] , Hidden 

Markov Model [171] , Columbia Model [33] and Layered Conditional Random Fields 

[75] have been applied for the design of IDS. 

9.1.2. Intrusion detection data 
The intrusion detection benchmark used in this thesis is the KDD-99 dataset which 

was based on DARPA 98 dataset. 

9.1.2.1 DARPA 98 dataset 
To construct the DARPA dataset, a fictitious military network consisting of hundreds 

of workstations and thousands of users, is simulated. The raw data is collected and pre-

processed by Columbia University for utilization in Knowledge Discovery and Data 

Mining Tools Competition using Bro network analyzer [ 44] 

Inside Outside 

U nux Solaris Sun OS Sniffer 

Victims 

Figure 9-1: Simplified version of DARPA 98 Simulation Network [ 44] 

The simulated network in Figure 9-1 contains victim machines, other workstations 

(for creating background traffic) and attackers. The network is separated from the outside 

with a router. 

Norrnal traffic is generated based on normal usage statistics that are derived from a 

real military base network. Attacks targeting the three victim machines are deployed from 

outside hosts. All network traffic can be recorded by a sniffer while host-based audit data 

143 



is collected from various insider hosts [30]. All network based and host based data is 

stored in one of the following data sources: 

• Recorded network traffic in Tcpdump format 

• Sun Basic Security Module audit data 

• Unix file system dumps 

• Unix process status dumps (one minute interval captures) 

9.1.2.2 The KDD-99 dataset 
A simplified version of DARPA 1998 dataset prepared by MIT Lincoln labs was 

used in the KDD-99 contest. The data contains seven weeks of training traffic data and 

two weeks of testing data [30]. Preprocessing was applied to abstract and summarize the 

raw tcpdump data to form network connections. The following is an exan1ple of the 

KDD-99 connections which has 41 features: 

O,tcp,http,SF,l81,5450,0,0,0,0,0,1,0,0,0,0,0,0,0,0,0,0,8,8,0,0,0,0,1,0,0,9,9,1,0,0.11,0,0,0,0,0,normal. 

O,tcp,http,SF,239,486,0,0,0,0,0,1,0,0,0,0,0,0,0,0,0,0,8,8,0,0,0,0,1,0,0,19,19,1,0,0.05,0,0,0,0,0,normal. 

(A) Attack types and categories 

Each connection record in the KDD-99 dataset is labeled as either normal or one type 

of attack. There are totally 39 types of attacks which are grouped into 4 major 

categories[30]: 

Denial of Service: A denial of service (DoS) attack prevents normal use of network 

resources for legitimate purposes by consuming the bandwidth or overloading the 

computational resources of the victim system. There are many variants of DoS attacks. 

Some DoS attacks (mailbomb, neptune, or smurf attack) abuse a perfectly legitimate 

feature while others (teardrop, Ping of Death) create malformed packets that confuse the 

TCPIIP stack of the machine that is trying to reconstruct the packet. Some variants such 

as apache2, back, syslogd take advantage of bugs in a particular network daemon. 

Remote to Local: A Remote to Local (R2L) attack occurs when an intruder who does 

not have an account on a machine can exploit some vulnerabilities to gain local access as 

a legitimate user by sending packets over a network. In particular, unauthorized access to 

a local account on a machine can be obtained by different R2L variants such as imap, 

named, sendmail which take advantage of buffer overflows in network server software. 

The attacks such as Dictionary, Ftp-Write, Guest and Xsnoop exploit weak or 
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misconfigured system security policies while the Xlock attack involves social 

engmeermg. 

User to Root: User to Root (U2R) attacks assume that the attacker has already access 

to a normal user account on the system perhaps gained by sniffing passwords, a 

dictionary attack, or social engineering. This attacker can then exploit some 

vulnerabilities to gain root access to the system. The most common U2R is the buffer 

overflow attack which occurs when a program's static buffer is overflooded with huge 

data segments. This can cause arbitrary commands to be executed by the operating 

system. Other U2R attacks exploit the insecure management of temporary files or 

vulnerable race condition in simultaneous execution of programs. 

Probe: Probe attacks refer to the incidents in which some malicious programs can 

automatically scan a network of computers to gather information or find known 

vulnerabilities. This information is useful to attackers to stage a future attack, i.e. look for 

weak points. Some typical variants of Probe attacks include satan, saint and mscan. 

Different attack types and major categories are listed in Table 9-1: 

Attack Categories Attack Types 
Probing ipswee_p, mscan, nmap, portswee12, saint, satan 
DoS apache2, back, land, mailbomb, Neptune, pod, processtable, smurf, 

teardrop, udpstorm 
U2R buffer_overflow, httptunnel, loadtnodule, peri, ps, rootkit, sqlattack, 

xterm 
R2L ftp_ write, guess_passwd, imap, multihop, named, phf, sendmail, 

snmpgetattack, sntnpguess, spy, warezclient, warezmaster, worm, 
xlock, xsnoop 

Table 9-1: Attack types and major categories in the KDD-99 dataset [ 172] 

It is believed that most novel attacks are variants of known attacks and the 

"signature" of known attacks can be sufficient to catch novel variants [20]. Therefore, an 

IDS that can effectively learn and correlate known signatures to detect unknown attacks 

is desirable. In fact, IDS have to face new situations never experienced before such as 

new network attacks with different technologies and imbalanced attack distributions. 

These changes in the network environtnents must be accommodated by adaptive IDS to 

maintain high accuracy and reliability. The KDD-99 contest took this issue into account 

by introducing test data that is not from the same probability distribution as the training 
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data. This dataset also contains 14 new attack types that are not included in the training 

data. 

(B) Features 

41 features were used to summarize the connection information. These features are 

grouped as basic features and additional features respectively [30]. More details of these 

features can be found in Appendix C. 

Basic Features duration, protocol_type, service, flag, src_bytes, dst_bytes, land, 
wrong_fragment, urgent 

Traffic features Count, srv_count, serror_rate, srv _serror_rate, rerror_rate, 
computed using a srv _rerror_rate, same_srv _rate, diff_srv _rate, srv _diff_host_rate, 
two-second time dst_host_count, dst_h_srv _count, dst_h_same_srv _rate, 
window dst_h_diff_srv _rate, dst_h_s_src_port_rate, dst_h_srv _diff_h_rate 

dst_h_serror_rate, dst_h_srv _serror_rate, dst_h_rerror_rate, 
dst_h_srv _rerror_rate, Host, num_failed_logins, logged_in, 
num compromised 

Content features root_shell, su_attempted, num_root, num_file _creations, 
suggested by domain num_shells, num_access_files, num_outbound_cmds, 
knowledge is_hot_login, is _ _guest_login 

Table 9-2 Basic, Traffic and Content Features in the KDD-99 dataset [ 172] 

Basic Features 

Bro is used as the network analyzer to derive the nine basic features from packet 

headers without inspecting the packet contents [ 44]. So1ne examples of basic features 

include duration of connection, protocol types and service types. 

Additional Features 

• Content features: The payload of TCP packets is assessed by applying the 

domain knowledge. Examples of content-based features include the number 

of unsuccessfullogins and whether the root access was gained or not. 

• Time based features: It is important to inspect the packets within some time 

interval to cope with the temporal nature of network attacks. These features 

are designed to capture properties within a two second temporal window. 

Number of connections to the same host is an example of time-based features. 

• Host based features: Utilize a historical window estimated over the number of 

connections (100 connections in KDD-99) instead of time. Host based 
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features are therefore used to assess attacks which span over intervals longer 

than 2 seconds. 

(C) Component datasets 

The KDD-99 data consists of three components as detailed in Table 9-3 . The entire 

KDD dataset is called "Whole KDD" which contains about five million records. A more 

concise version of "Whole KDD" is its "10% KDD" subset which contains 22 attack 

types and is normally used for training purpose. One side effect of this subset is that it 

contains more examples of attacks than normal connections and distributions of attack 

types are not represented equally. Also, DoS attacks account for the majority of this 

dataset due to its nature [30]. Moreover, the "Corrected KDD" dataset has significantly 

different statistical distribution than either "10% KDD" or "Whole KDD" and contains an 

additional 14 (unseen) attacks. Therefore, it is often that the "10o/o KDD" data is used for 

training and the "Corrected KDD" is used for testing purpose. 

Dataset DoS Probe U2R R2L Total Attack Total Nonnal 
WholeKDD 3883370 41102 52 1126 3925650 972780 
10% KDD 391458 4107 52 1126 396743 97277 -- --
Corrected KDD 229853 4166 70 16347 250436 60593 

Table 9-3: Component sets of the KDD-99 Dataset£172] 

(D) Discussion on the KDD-99 benchmark 

So far, little effort has been devoted to generating up-to-date datasets for intrusion 

detection evaluation besides the well-known KDD-99 dataset. One of the most noticeable 

works in this topic is [73] in which synthetic traffic was generated in a controlled 

environment for intrusion detection benchmarking. This paper proposes a framework to 

develop analytic models of normal network usage behavior from its observations and 

then produces synthetic activity based on the developed models. In particular, sessions 

are constructed from the Ege University Vocational School web server logs. Next, 

session models are developed by employing first order discrete Hidden Markov models 

which can then generate synthetic sessions. Finally, these sessions are processed and 

web page requests are passed to the web browser installed on the machine to generate the 

network traffic. In order to determine the differences between synthetic and real-world 

traffic, the generated traffic (called "Ege dataset") and the 10% KDD-99 dataset are 
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compared against a real-world traffic captured from Dalhousie University Faculty of 

Computer Science server Locutus. 

Two machine learning algorithms are employed for network analysis. The frrst 

method is a clustering algorithm, which aims to find the natural groupings in the dataset. 

The second method is based on a Self-Organizing Maps (SOMs) where topological 

models are built for the given dataset. Both methods serve as network analyzers to 

discover similarities between the datasets. Analysis results [73] indicate that the synthetic 

Ege dataset generated by the framework shows improvements over the KDD-99 dataset 

in terms of being closer to the real-world traffic. 

Although the Ege dataset is claimed to be more realistic than the KDD-99, there are 

not many research works which use it or other newly created synthetic data for the 

purpose of intrusion detection benchmarking. Because the synthetic dataset is limited to 

HTTP connections only, a more comprehensive benchmark should be generated to cover 

a wide range of protocols. Moreover, the improvement of the Ege dataset over the KDD-

99 dataset should also be more sufficiently validated with quantifiable methods and 

widely tested by other researchers. In contrast, the KDD-99 dataset still remains very 

popular in this field even though it has been criticized for being not good enough to 

represent the real network traffic. In fact, the KDD-99 dataset is widely used in the 

Knowledge Discovery and Data mining (KDD) community including some well-

recognized works in recent years such as [74, 75, 173-176]. While this sample doesn't 

necessarily represent the top-tier journals and conferences in the KDD community, they 

are to the best of our knowledge respectable, peer-reviewed publications. Lacking a new 

and widely accepted benchmark for intrusion detection, we believe that the KDD-99 

dataset is suitable for our research because we can easily compare our model with many 

other methods using the same benchmark. 

9.1.3. Evaluation Tec·h_niqueli 
9.1.3.1 Performance Measure 

To evaluate performance of a predictive model, there could be many possible 

indicators. Refering to Section 8.2.1, Sensitivity in the Intrusion Detection problem, also 

known as Detection Rate, is the proportion of network connections which are correctly 

classified as attacks. Another performance measurement is specificity which is the 

148 



proportion of legitimate connections detected as normal. It is also necessary to consider 

the False Alarm Rate (False positive rate) of a classifier, that is, when the predictor 

falsely raises an alarm for a connection which is actually a normal case. A high false 

alarm rates will seriously affect the performance of an IDS , i.e. triggering an Intrusion 

Prevention System (IPS) to perform corrective actions. This not only obstructs legitimat~ 

access to the network resources but also reduces the trustworthiness of the IDS . 

Due to the significant imbalance in the class distributions of the training and testing 

sets provided by the KDD-99 [55] , it is important to ensure the proposed model can 

perform well in familiar data as well as unseen data. This requires an approach to assess 

the generalization capability of the learning models. One of the simplest model 

evaluation methods is residual evaluation. The problem with this method is that it does 

not indicate how well the learner will perform for unseen data. One way to overcome this 

problem is not to use the entire data set for training. Instead, some of the data is excluded 

from the training set. This data will be used to test the performance of the learner after the 

training process finishes. In our experiment, we adopt a hybrid approach of hold-out and 

cross-validation methods. That is, the "10% KDD" dataset is randomly divided into a 

training set and a validation set for k different times. The training set is used to build 

predictive models which are then tested against the validation set. However, these tests 

are only to ensure that the resulting models do not overtrain. The models that pass these 

tests will be compared with other conventional methods on the "Corrected KDD" test set. 

This setting is used in the experiments by default unless a new setting is explicitly stated. 

The advantage of this approach is that we can independently choose how large each test 

dataset is and how many trials to average over. 

9.1.3.2 Cost-based scoring 

As highlighted in Section 2.6, a typical characteristic of Security Detection Problems 

is their cost sensitivity. That is, an error on a particular class may not be equally serious 

as errors on other classes. To make comparison between intrusion detection n1ethods 

sensitive to cost, a cost matrix ( CostM) is given for different attack categories. 
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~ Normal (0) Probe (1) DoS (2) U2R (3) R2L (4) 
I 

Normal (0) 0 1 2 2 2 
Probe (1) 1 0 2 2 2 
DoS (2) 2 1 0 2 2 
U2R (3) 3 2 2 0 2 
R2L (4) 4 2 2 2 0 

Table 9-4: Cost matrix for the KDD-99 dataset [ 172] 

In this table, rows correspond to actual categories, while columns correspond to 

classified values. The Normal category is symbolized as class 0, Probe as 1 and so forth. 

According to this cost matrix, if a R2L attack is falsely classified as Normal connection, 

the incurred penalty cost is 4 while misclassification of a Probe attack as normal has a 

cost of 1. This suggests that R2L attacks are more serious than Probes. 

During the testing phase, the outputs of a classifier will be generated in form of a 

Confusion Matrix (ConfM) which summarizes the classification results. The difference 

between CostM and ConfM is that an entry at row i and column j in the cost matrix, 

CostM(i,j) , represents the cost associated with a connection which actually belongs to 

class i and is classified as class j while the same position in the confusion matrix, 

ConfM(i.j), displays the number of connections of type i and is classified (correctly or 

incorrectly) as class j . Given a test set, the average cost of a classifier is calculated as 

below [30]: 
5 5 

Cos t = ! I I ConfM(i,j) * CostM(i,j) 
i = l j=l 

Where 

N: total number of connections in the dataset 

ConfM(i,j): the entry at row i, columnj in the confusion matrix. 

CostM(i,j): the entry at row i, columnj in the cost matrix. 

Taking into account all the above performance metrics, a "best" classifier is defmed 

as the one that has high detection rate, low false positive and low overall penalty cost. 

However, sometimes, such a "best" model is not possible to realize because some models 

will display their strengths under different performance metrics. Therefore, to compare 

between different classifiers, we need to consider both strengths and weaknesses of a 
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classifier from different aspects (e.g. accuracy, robustness, algorithmic complexity, 

different use of machine resources and comprehensibility) and combine these factors to 

draw a compromised conclusion. 

9.2. Experiments on the KDD-9-9· data 
To evaluate our proposed method, several experiments are conducted on the KDD 99 

benchmark. Two widely-recognized performance measures, True Positive Rate 

(Detection Rate) and False Positive Rate (False Alarm), are used. Also, because different 

attack categories have different severity levels, misclassification costs must be taken into 

account. 

9~2.1. Experiment design 
To conduct our experiments, a three-phase learning approach is deployed: 

9.2.1.1 Data preprocessing 
The KDD-99 dataset contains attributes of different forms such as continuous, 

discrete and symbolic with varying resolutions and ranges. In order to build predictive 

models, preprocessing is required to transform this data into a compatible format. Several 

techniques are discussed in this section. 

(A) Data Reduction 

The KDD-99 dataset contains a large number of records as well as attributes. 

Moreover, the whole dataset file is more than 700Mb. Therefore, it is impossible to use 

any available tools to effectively process this large data. In order to overcome this 

problem, the following techniques are used in this research. 

• Duplicated data: this dataset contains a large portion of duplicate 

connections. SAS system was used to remove these records (Please refer to 

Appendix C). 

• Data sampling: several tests are conducted to check the homogeneousness of 

the data. It was concluded that the whole population can be represented by a 

smaller sample. Moreover, due to the imbalance in class distribution, the 

sample has reserved all the rare attacks (R2L and U2R) while reducing the 

frequent attacks by using a stratification scheme. By this means, the 
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infrequent classes will not be dominated by frequent ones in the resulting 

model. 

(B) Data encoding and normalization 

• Nominal attributes: Attack types are mapped to one of the five classes 

(normal, DoS, probe, u2r and r21). Symbolic features such as protocol_type, 

service and flag are encoded to integers ranging from 0 to N-1 where N is the 

number of possible symbols. These numbers are then linearly scaled to the 

range [0, 1]. 

• Ordinal attributes with m different values are either appended onto m 

equidistant scale making them pseudo-real-valued or represented by m-1 

inputs of which the left most kth input has the value of 1 to represent the kth 

attribute value while all others are 0. 

• Nurnerical attributes: interval features with a narrow range (duration, 

wrongJragment, urgent, nurnJailed_logins, num_compromised, 

su_attempted, num_root, numJile_creations, num_shells, num_accessJiles .. 

count, serv_count, dst_host_count, dst_host_srv_count) are linearly scaled to 

the range [0, 1] while features spanning over a large range (src_bytes [0, 1.3 

billion] and dst_bytes [0, 1.3 billion]) are normalized to nan·ower range using 

base 10 logarithmic scaling. 

(C) Dimensionality reduction 
There are 41 features in the dataset. This will not be a problem for a small number of 

records. However, the KDD dataset contains approximately 5 million network 

connections. It requires demanding computational power and could take longer to train 

the models. Therefore, it is imperative to obtain a smaller set of attributes with high 

cohesion. One of the most recent feature selection methods developed specifically for 

network intrusion data is the Protocol-based Logistic Regression (PLR) in [177]. This 

method partitioned the training data into sub sets by communication protocols (TCP, 

UDP and ICMP) and then used Logistic Regression theory to identify the feature sets 

which can achieve comparable performance as when all the features are selected. The 

PLR method is compared to a number of other feature selection approaches including 

Principal Component Analysis (PCA) [178], Discriminant Analysis (DA) [179], Logistic 
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Regression Analysis (LR) [180]. The feature sets obtained by these methods are used to 

train a SVM model. Experimental results [177] show that most feature selection methods 

can get similar or better results than when using full features. This suggests that some 

features in the KDD-99 dataset may have negative impact on prediction performance. 

Among tested methods, PLR with 20 selected features outperformed other existing 

techniques with highest Detection Accuracy, lowest False Positive Rate and shortest 

Prediction Time. Therefore, we adopted the PLR method for dimensionality reduction in 

this thesis. 

(D) Noise and missing value 
Because the KDD-99 dataset is the processed version ofDARAP 98 data, it does not 

contain any missing values [55]. 

9.2.1.2 Classification 
In this phase, our BMPNN algorithm and other conventional methods (J48 Decision 

Tree, Boosted J48, MLP provided by Weka, SVM from LIBSVM [1 81] and our 

implementation of GRNN) will be trained on the "10% KDD" dataset to detect 5 class 

labels (Normal, Probe, DoS, U2R and R2L) using tenfold cross-validation. In each 

tenfold iteration, a sample of 100,000 records is randomly drawn from the "lOo/o KDD" 

dataset and used as a training set. Similarly, a satnple of 10,000 records is obtained and 

used as a validation set. The evaluation metrics computed from each iteration will then be 

averaged at the end of the cross-validation process. 

9.2.1.3 Evaluation 
The trained models will be tested on the ''Test KDD" data. Specifically, the newly 

proposed BMPNN method is compared with different learning algorithms mentioned 

previously as well as the KDD-99 winner in terms of detection rate (accuracy) and model 

sensitivity (variance) . For each method, we also measure the required computation time 

which is the total time for a classifier to complete tenfold iterations, make predictions on 

test data and compute relevant metrics. 
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9.2.2. Expe-riment results 
Algorithm Detection Rate(%) Computation time (min) Model sensitivity (variance) 

J48 Tree 89.21 15.3 0.131 
Boosted J48 Tree 93.13 35.4 0.056 
MLP 87.35 26.5 0.201 
GRNN 94.45 44.2 0.032 
SVM 92.33 20.4 0.031 
BMPNN t;*:· "' · .. 96.53 · '~<:~ " .. ~K.· ~ ' '21.6 ~.i;· ·i<~ ~, 

. ~ ~~ .~·0.029 ~·~~:#li: ,'j;- · ·.&?~~f#~~ ·: ),_, '.' .. .,_ 

Table 9-5: Overall performance comparison between different algorithms 

Overall, BMPNN is shown to achieve the lowest generalization variance (0.029) and 

the highest accuracy (96.53% ). In fact, it is more accurate than both Boosted J48 Tree 

(93.13%) and GRNN (94.45%). To complete the whole cross-validation, testing and 

evaluation process, BMPNN takes longer time than J48 (15.3 mins) trees and SVM (20.4 

mins) but it is still faster than other highly accurate methods such as GRNN (44.2 mins) 

and other boosted algorithms (boosted tree - 35.4 mins). This is due to the effect of 

adaptive boosting mechanism implemented in BMPNN which can significantly increase 

learning accuracy and lower generalization variance but at the same time, add some 

computation overheads into BMPNN. However, as indicated in the experiments, 

BMPNN achieves the highest detection rate and lowest variance while the second and 

third best performing methods (GRNN and Boosted tree respectively) require much 

longer computation time. In short, the superior accuracy and stable generalization of 

BMPNN, in fact, outweigh its additional computation. The traditional MLP does not 

perform very well in this problem with long computation time, high variance. 

The detailed Detection Rate result of BMPNN are given below, in comparison with 

the KDD-99 winner: 

Model Normal Probe DoS U2R R2L 
BMPNN 99.11 98.70 96.92 81.15 30.24 
KDD-99 Winner [54] 99.45 83.32 97.12 13.16 8.40 

Table 9-6: Detection Rate of BMPNN and KDD-99 winner 

BMPNN is observed to achieve superior performance compared with the winning 

entry of the KDD-99 competition. Though its' detection accuracy on the Normal class is 

less than that of the winner, this difference is relatively small, given the significant 

improvements on other classes. Moreover, due to the increase of correct classification on 
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U2R and R2L which have high associated costs, our BMPNN is able to obtain a total cost 

of 0.1954 which is smaller than 0.2331 of the winner. 

Though it is clear that BMPNN outperforms other conventional learning methods and 

achieves very comparable results with the KDD-99 winner, the detection rate of the two 

rare and difficult attacks, U2R and R2L, is still low. To overcome this problem, a 

different learning approach can be implemented which still utilize the BMPNN classifier. 

Further experiments will be presented in the next section. 

9.3. Handli.n.g rare and difficult attacks 
From the previous experiments, the BMPNN has demonstrated superior performance 

over the other existing techniques and the KDD-99 winner. However, like many current 

intrusion detection models in the literature, the BMPNN's detection rates are still low for 

U2R and R2L attacks. These attack categories are rare and dangerous (indicated by its 

higher misclassification costs than other attack categories). To increase detection 

accuracy on these rare but critical attack categories, an innovative classification 

framework using a multi-expert approach and the BMPNN classifier is developed. 

9.3-.1. Multi-Expert Classification Framework (MECF) 

9.3 .. 1.1 Overview 
Most intrusion detection research which employ a single learning algorithn1 to 

recognize all possible attack classes suffer from dismal performance in some cases. The 

attack execution dynamics and signatures show substantial variation from one attack 

category to another. This makes identifying attack-specific detection algorithms a 

promising research direction that has the potential to improve overall intrusion detection 

performance. There is a good deal of research that shows the potentials of models that 

combines classification results from individual sub-models. Basically, there are two 

forms of classifier combination, the multi-stage (or hierarchical) [182] methods and the 

ensemble (or late fusion) [183] methods. In the frrst approach, the classifiers are placed in 

a multi-layered architecture where the output of one layer affects the model selection in 

the next layer. On the other hand, the second approach explores ensembles of classifiers, 

trained on different distributions of the original dataset and using different or similar 

features and learning algorithms. The outputs of these classifiers are then fused into one 
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compound classification using voting techniques. In this research, we will compare our 

ensemble model with a layered approach [75] for the KDD-99 dataset. 

For a multi-class classification problem such as network intrusion detection, instead 

of trying to design a learning algorithm that is accurate over the entire space, we can 

focus on creating a model that can predict well for a specific portion within the space. We 

then combine such models to obtain a joint classifier which performs accurately on many 

classes. Under this light, a multi-expert framework combining different classifiers for 

different types of attacks is proposed. Its sub-models are trained in an attack-specific 

manner and then integrated to accumulate their specializations. BMPNN will be 

compared with several algorithms and then used for creating component classifiers. 

9 .. 3.1.2 Description 

Classifier 1 

Encoder! 

Feature 
Extractor 1 

••• 

••• 

••• 

KDD99 
Data 

Classifier 2 

Encoder 2 

Feature 
Exiractor 2 

Figure 9-2: Multi-expert classifier for Intrusion Detection 

Figure 9-2 describes a generic predictive model which combines different classifiers; 

each with special expertise in detecting a specific attack type. Each of these classifiers 

will be trained on different subsets of an underlying universal dataset. These subsets 
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differ from each other in terms of attribute selections (Feature selectors) and attack-

specific encoding schemes (Encoder). We aim to construct the class-specific classifiers, 

called experts, which have high Detection Rate on specific classes. To do so, several 

combinations of different attributes will be tested to gain the best performance for a 

particular attack category. We then train those classifiers on the dataset whose labels 

indicate whether a data instance belongs to a particular attack category or not. For 

example, if a classifier is created to recognize Probe attacks (Probe expert), then the data 

labels will be encoded as Probe for instances belonging to probe category or Non-probe 

otherwise. This has an effect of reducing a multi-class learning problem into a multiple 

binary classifications. The learning speed will be faster and the resulting classifier will be 

more "specialized" in detecting particular categories of attacks and less prone to 

overfitting problem . 

. Another useful aspect of this approach originates from the fact that even when 

different classifiers are trained on the same dataset and have comparable perfonnance on 

the test set, they still have different "inductive biases" [7]. This prevents these model 

from generalizing in identical ways. Under the proposed arrangement, component 

classifiers are very different from each other in terms of their biases. From experiments, it 

is shown that if a classifier is trained with a dataset which emphasizes a particular attack, 

it will have good detection rate for that particular attack but does not detect other attacks 

well. One of the widely used approaches is the cross-validation which perceives the 

different "inductive biases" as an indication to select "super" classifiers which perform 

best on all classes. As a result, some models will be discarded because of their low 

performance. This leads to a potential loss of useful information and effort. In contrast, 

an ensemble can effectively make use of such complementary information to reduce 

1nodel variance and bias [ 115] . 

The meta-learner in this framework could be as simple as a lookup table to a more 

advanced voting techniques. A brief review of related voting methods is given in the next 

section. 

9.3.2~ Voting techniques for pattern re~cognition 

In human society, voting is a com1non concept in which voters indicate their 

preference choices from multiple options (candidates) by means of a vote [1 84]. These 
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votes are then integrated into one fmal decision (the winner). This process is called an 

election. In the context of classifier combination, the voters are the individual classifiers 

that can generate a single class or a ranked list of all classes as a vote; the possible classes 

are the candidates and an election is the classification of one sample. The winner is the 

candidate that is chosen as result of the classification procedure of the sample by the 

combination of classifiers. There are a number of families of voting techniques. 

Firstly, the un-weighted voting methods consider each vote equally and the only 

differentiation between the candidates is the number of votes they have received. As a 

consequence, voters cannot express the degree of preference of one candidate over 

another [184]. Apart from this limitation, un-weighted voting such as majority voting is 

still commonly used, due to its simplicity and relatively good performance. Particularly, 

every voter has one vote that can be cast for any one candidate and the candidate that 

obtained the majority of the votes will win the election. 

The second family of voting methods is confidence voting In which voters can 

express the degree of their preference for a candidate by assigning a confidence value to 

candidates. The higher the total confidence value a candidate received, the more it is 

preferred by the voter. In our experiments, confidence value is equivalent to probabilities 

of class membership that are generated by local experts. There are 3 common ways of 

computing the total confidence votes: (1) summing up all confidence values (Sum rule); 

(2) multiplying all confidence values (Product rule); (3) repeatedly applying a majority 

vote based on the highest ranked candidate of each voter's preference ranking and 

transferring votes between candidates (Single transferable vote-STV) [185]. The basic 

principle of STV is that voters rank the candidates in order of preference. In order to be 

elected, a candidate must achieve a computed quota. The votes can be transferred in two 

cases: 

• Excess votes over the quota are appropriately down-weighted and allocated to 

the next preference of voters (this is not applicable in our case because we 

terminate voting when a winner is selected). 

• If no candidate reaches the quota, the candidate with the least number of votes 

is eliminated and their votes transferred to next preferences. 
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In the context of classifier combination, voting techniques like STY are necessary 

because it can better integrate the preference choices of the local experts. For example, if 

no expert has enough confidence to classify an input vector, instead of marking it as an 

"unknown" instance which implies overheads for further investigation, the least voted 

candidate class is eliminated and its votes will be transferred to other classes. By this 

means, we not only utilize the votes that are otherwise wasted but also reduce the need 

for further processing of the unknown instances. In our experiments on the KDD-99 

dataset, we attempt to use different voting methods and examine their behaviors in a 

multi-expert framework. 

9.3.3, Experimental analysis 
9.3 .. 3.1 Experiment design 

ET?FITI 

l±tlE 

I ~ 1 r I I I 

+Normal 
..- Prob., 
-t-QoS 
+U2R 
+ R2l 
+UNKNOWN 

Voting Unit 

Figure 9-3: Multi-expert classification framework (MECF) 

We are motivated to explore how different learning algorithms perform for different 

attack categories, i.e. to check weather a certain algorithm may achieve superior 

performance for a specific attack category. In the light of this possibility, we compare 

several detection models using different pattern recognition methods and select the best 

perfonning algorithms as well as the most discriminant features for each attack category. 

A multi-classifier system then evolves which improves the overall detection performance 
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on the KDD 99 benchmark. A generic ensemble model is developed as in Figure 9-2, 

containing 5 classifiers (experts) which specialize in detecting certain classes (Normal, 

Probe, DoS, U2R and R2L). There are 3 major phases in this model: 

(A) Data preprocessing 
Please refer to section 9 .2.1.1. 

(B) Local Expert creation 
Local experts (detectors) are constructed by selecting the best performing learning 

algorithms and best disriminant features for specific attack types. For each class (normal 

and attack categories), a specialized classifier is created by three steps: 

• Apply class-specific encoding schemes on data 

For example, to produce a DoS detector, each data record is encoded to 

indicate whether it is actually aDoS attack or not, i.e. its label is assigned to 1 

if it belongs to this class, or 0 otherwise. 

Given a dataset S in which the input features are represented by vector x and 

the output (or target) class is denoted by label c where c=1, .. . ,K and K is the 

number of possible labeling (in KDD-99, K=5). To construct a local classifier 

which is specialized in detecting a specific class k, the label c should be 

{
Yk == 1 if c = k 

recoded to Yk such that: Yk = 0 if c * k 

• Select important features from the input data 

We train some classifiers with different combinations of attributes in the 

encoded data. The combination which gives the best performance will be 

selected for that particular class. 

• Choose the best performing classifier 

The learning algorithm with the best trade-off between high detection 

capability and low false alarm rate will be selected. 

(C) Expert Combination 
Given an input vector, each local expert computes an array of probabilities (ranging 

from 0 to 1) of class membership for each available class. These probabilities are merged 

by voting methods to decide the final classification of the input vector. Several voting 

approaches can be used and they will be discussed in the next section. 
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9.3.3.2 Experiment results 

(A) Constructing MECF 

To construct local experts, different predictive models are trained with different 

combinations of data feature groups including basic group (B), content-based group (C) 

and traffic-based group (T). In particular, the semi-parametric algorithms such as 

BMPNN will be compared against the parametric models such as decision trees (linear 

discriminant), boosted trees and non-parametric methods (MLP, GRNN).The boosted tree 

algorithm is the combination of 148 and AdaBoostM1 methods which are available from 

the Weka package. The SVM model is deployed using LIDSVM library [181] . For the 

GRNN and MPNN models, a similar model size was chosen with one hidden layer 

containing 15 hidden nodes. The MLP has a structure of three layers with the number of 

input neurons equal to the number of input features, five hidden neurons and five output 

neurons (1 for each class). The above numbers of hidden nodes are selected from 

multiple experiments (number of hidden nodes varying from 5 to 55 with steps of 10) by 

choosing the setting with lowest bias and variance. 
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Model B T c B+T B+C T+C 
Detection rate for Normal (o/o) 

J48 Tree 81.1 11.4 11.2 79.9 80.2 41.2 
Boosted J48 94.6 12.5 13.1 92.0 92.2 43.2 
MLP 85.6 8.6 8.5 85.5 86.7 30.4 
SVM 90.4 10.9 10.4 91.2 91.5 29.8 
GRNN 95.1 13.5 12.5 93.8 94.6 40.2 
BMPNN 

:o,:...,,. . ~ 

~f§~ 14.5 13.5 95.1 95.2 33.8 
Detection rate for Probe ( o/o) 

J48 Tree 46.2 20.7 22.4 86.1 56.4 39.1 
Boosted J48 45.1 25.1 23.1 ~~~lt:Ji. 56.8 33.2 
MLP 39.1 27.7 11.3 82.3 40.1 32.1 
SVM 42.7 30.8 16.9 87.5 50.6 68.3 
GRNN 44.6 25.1 21.7 84.3 47.8 44.1 
BMPNN 45.1 29.1 20.3 86.2 50.2 43.5 

Detection rate for DoS (%) 
J48 Tree 78.2 17.2 34.7 88.6 76.1 51.3 
Boosted J48 79.0 24.1 50.1 90.3 77.3 53.7 
MLP 66.7 15.7 40.1 87.6 60.1 49.1 
SVM 78.2 20.2 33.5 85.6 58.3 50.3 
GRNN 78.1 22.2 44.8 92.0 75.7 51.4 
BMPNN 78.2 23.1 43.2 1·:¢'9!::B i 

.;r,_ ••• .-. .... 78.2 50.5 
Detection rate for U2R (%) 

J48 Tree 0.4 0.0 5.0 0.3 22.3 7.6 
Boosted J48 0.1 0.1 4.3 1.1 27.2 7.8 
MLP 0.3 0.8 6.7 0.1 18.1 7.1 
SVM 0.0 0.5 4.6 0.2 11.6 6.6 
GRNN 0.1 3.2 7.2 0.1 1 ~ ,28.'6- 6.0 
MPNN 0.0 3.2 7.2 0.4 27.2 6.1 

Detection rate for R2L (%) 
J48 Tree 0.9 0.0 2.9 0.0 34.0 2.8 
Boosted J48 0.5 0.0 2.8 0.0 35.2 2.3 
MLP 0.0 0.1 2.1 0.1 22.1 3.0 ----------· ------
SVM 0.0 0.0 1.5 0.0 33.8 2.5 
GRNN 0.9 0.1 2.3 0.3 36.2 3.3 
BMPNN 0.1 0.1 2.1 0.3 l 'f,~L2 ··. 3.1 

Table 9-7: Detection rate for different classes and features 

From the results in Table 9-7, for each type of attacks, the best performing 

combination of features and learning algorithms will be chosen as highlighted in Table 

9-8. For example, the combination of basic and traffic features with the Boosted J48 Tree 

achieve the highest detection rate for Probe attacks (90.7%). Note that, these models are 
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trained on the data which is encoded for specific categories. Therefore, their detection 

rates are only valid on the encoded data. The following table shows the best performing 

strategies (feature combination, attack-specific encoding scheme and learning algorithm) 

selected: 

Model Features used Encoding scheme used Algorithm used 
Normal Expert Basic 1 (Normal) ; O(non- Normal) BMPNN 
Probe Expert Basic+ Traffic 1 (Probe) ; O(non-probe) Boosted 148 Tree 
DoS Expert Basic+ Traffic 1 (DoS) ; O(non- DoS) BMPNN 
U2R Expert Basic+ Content 1 (U2R) ; O(non-U2R) GRNN 
R2L Expert Basic + Content 1 (R2L) ; O(non- R2L) BMPNN 

Table 9-8: Local experts configuration 

(B) Performance evaluation 

The classification results of the constructed local experts are combined in the Multi-

Expert Classification Framework (MECF) using different voting strategies including 

majority vote (MECf,_MV), sum rule (MECF-SR), product rule (MECF-PR) and Single 

Transferable Vote (MECF-S1V) voting methods. These models are then compared 

against other existing methods, including the KDD-99 winner [54], the rule-based PNrule 

approach [186], the multi-class Support Vector Machine [72], the Layered Conditional 

Random Fields framework (LCRF) [75], the Columbia Model [33] and the Decision Tree 

method [76]. Results from some of these techniques may not be complete (e.g. Fi\R is 

not available or results of Normal class are not provided). The comparison between 

learning algorithms is presented Table 9-9 where for each class, the highest DR and 

lowest FAR are in bold and the best performing method is highlighted. 
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KD D 99 winner [54] 99.5 83.3 97.1 13.2 8.4 DR 
27.0 35.2 0.1 28.6 1.2 FAR 

PNrule[186] 99.5 73.2 96.9 6.6 10.7 DR 
27.0 7.5 0.05 89.5 12.0 FAR 

Multi-class SVM [72] 99.6 75 96.8 5.3 4.2 DR 
27.8 11.7 0.1 47.8 35.4 FAR 

Layered Conditional - 98.60 97.40 86.30 29.60 DR 
Random Fields [75] - 0.91 0.07 0.05 0.35 FAR 
Columbia Model [33] 96.7 24.3 81.8 5.9 DR 
Decision Tree [7 6] 81.4 60.0 58.8 24.2 DR 
MECF-MV 99.4 88.0 97.2 29.3 11.9 DR 

30.2 40.1 2.8 14.5 20.0 FAR 
MECF-SR 99.5 92.0 96.7 21.8 17.1 DR 

3.3 6.7 0.09 7.1 8.7 FAR 
MECF-PR 82.1 85.3 98.0 11.4 6.8 DR 
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Table 9-9: Detection Rate (DR%) and False Alarm Rate (FAR%) comparison 

Across the classes, in comparison with existing techniques, MECF using simple 

majority vote (MECF-MV) does not provide noticeable improvement in DR while its 

FAR is quite high in most cases (Probe, U2R, R2L and Normal). The product rule voting 

technique (in MECF-PR) is found unstable because it suddenly increases DR for the DoS 

attack (98. 0%) while its results for the remaining classes are largely degraded. The 

MECF-SR, on the other hand, has a stable performance with fairly high DR and low FAR 

for most of the classes (it has lowest FAR for the Normal class). 

Among the methods considered here, our classification framework that uses STV 

technique (MECF-STV) and the LCRF [7 5] are the most recent and they seem to be the 

most accurate models (high DR and low FAR). Most methods do not perform well for the 

U2R attacks (DR is lower than 30%), except for a dramatic increase in DR is noted for 

Decision Tree [76] (58.8% ), Columbia Model [33] (81.8o/o ), LCRF [75] (86.30%) and 

MECF-STV (89.7%). For the R2L category, only MECF-STV provides a significantly 

high DR (48.2%) and lowest FAR (0.19%). 
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Though no model can provide both highest DR and lowest FAR for all the classes, 

our MECF-STV is the most promising model which makes the best combination of 

detection capability (DR) and system robustness (FAR). That is, MECF-STV can achieve 

highest DR for all the classes and its FAR for the two rare U2R and R2L categories are 

the lowest. In the case that other models obtain lower FAR, the performance difference 

between that model and MECF-STV is very small. Moreover, the average cost ofMECF-

STV is 0.1182 per test sample, which is much lower than the KDD winner (0.2332) . It is 

also important to note that the test data used in our experiments follows a different 

distribution than in the training data and contains an additional 14 attack types not 

included in the training data. Therefore, achieving high DR on this test dataset suggests 

that our model is robust to data distribution changes and is able to detect unseen attacks. 

Figure 9-4 and Figure 9-5 visualize DR and FAR of the classifiers on the KDD-99 

dataset. 

In summary, our proposed MECF-STV (multi-expert classification f ramework using 

single transferable voting) can significantly reduce the total misclassification cost 

compared with KDD-99 winner. Its detection rates are the highest for Normal, U2R and 

R2L categories and very close to that of the best performing classifiers for Probe and 

DoS categories. Finally, False alarm rates obtained by MECF-STV are often the lowest 

compared to other methods. 
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9 .4.. Ch_a,pter Summary 

10 

This chapter implements the proposed BMPNN method for the network intrusion 

detection problem using the KDD-99 dataset. The following results are obtained from 

conducted experiments: 

• BMPNN is found to achieve highest overall detection rate and relatively 

small computation (computation time and memory size required) in 

comparison with conventional learning methods. It also shows superior 

classification performance over the KDD-99 winner. 
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• Motivated by the low detection rates on U2R and R2L of BMPNN and all 

other existing methods in the literature, we further experimented with the 

KDD-99 dataset by introducing the Multi-expert classification framework 

(MECF). It is shown that some learning algorithms that use certain sets of 

features and class-specific encoding schemes can achieve superior detection 

capability for a given attack category. Consequentially, a set of five local 

classifiers (experts) are created to detect five different classes including 

Normal, Probe, DoS, U2R and R2L. Outputs from these experts are then 

integrated by different voting methods. Experimental results indicate that the 

weighted voting strategies outperform simple majority voting. Using the 

transferable voting approach, our MECF-STV model obtains noticeable 

performance improvement compared with other state-of-the-art techniques, in 

terms of detection accuracy, system robustness and total cost. 

The next chapter explores another security detection problem, the anti-spam filtering 

problem. 
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Cha.pter 10. 

APPL.ICATIQ,N TO A.NTI~SPAM 

Electronic mail has become a critical communication tool of modem businesses due 

to its ease of use, asynchronous communication nature and efficiency. The growing 

popularity and low cost of email has made spamming an extremely serious problem 

today. It interferes with ordinary email communication and reduces staff productivity. 

Several anti-spam filtering techniques have been developed to prevent spamming from 

undermining the usability of email. However, most of them suffer from low accuracy and 

high false alarm rate due to complexity and changing nature of spam messages. 

This chapter discusses the second Security detection problem, the anti-spam filtering 

task. Firstly, an overview of the problem is presented, followed by the proposal of a spam 

recognition framework with high accuracy, affordable computation and high system 

robustness. In particular, an effective feature selection scheme is implemented in 

conjunction with our proposed learning method, BMPNN. Extensive experiments with a 

publicly available corpus, Ling-Spam, have indicated that our framework compares 

favorably to other state-of-the-art methods, especially when misclassification cost is high. 

1 O~l~lntroduction 
Email is widely accepted by the business community as a low cost communication 

tool to exchange information between business entities which are physically distant from 

one another. It minimizes the cost of organizing an in-person meeting. It is reported by a 

recent survey SurePayroll [187], over 80o/o of small business owners believe email is a 

key to the success of their business and most people today spend between 20% to 50% of 

their working time using email, including reading, sorting and writing emails. Due to the 
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very low cost of sending email, one could send thousands of email messages each day 

over an inexpensive Internet connection. These junk messages are called Unsolicited 

Commercial Emails (UCE) or spam. Though spam-filtering is implemented in existing 

email client packages, there are some barriers that prevent users from utilizing this 

feature such as the changing nature of the spam email that makes maintenance of the 

filtering rules very error-prone and labor-intensive. Many researchers have developed 

different filtering system that can automatically detect spam but most of them are 

reported to be far from an acceptable solution to the spam problem, especially in the case 

of high misclassification cost [29]. 

Subsequent sections give an introduction to the problem of spam recognition and 

related works, followed by details of the Ling-Spam corpus and related data preparation 

techniques (e.g. the feature selection and pattern representation methods). A brief review 

of several classification methods and our proposed framework are then given. They are 

then compared using the benchmark corpus. Some conclusions and discussion on future 

directions are presented in the last section. 

10.1.1. Spam re.cognition as a challeng,ing task 
Spamming is the abuse of electronic messaging systems to send unsolicited bulk 

messages. It is becoming a serious problem for organizations and individual email users 

due to the increasing popularity and low cost of electronic mail. Spam emails were found 

to constitute approximately 10% of the incoming message to corporate networks [188] 

and currently costs business US $ 13 billion annually [189]. Not only wasting time and 

consuming bandwidth, undesired emails are extremely annoying to 1nost users due to 

their unsuitable contents, ranging from advertising vacations to pornographic materials. 

Apart from targeting individual email users, spammers also focus on mailing lists with a 

large number of subscribers. To avoid this abuse, many lists are moderated to examine an 

incoming message before allowing it to be circulated to the subscribers. However, this 

task can be too expensive or simply not feasible given the time constraints and the 

amount of messages involved. 

Various counter-measures to spam have been proposed to solve this problem, 

ranging from regulatory to technical approaches. Though anti-spam legal measures are 

gradually being adopted, their effectiveness is still very limited. A more direct counter-
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measure is software-based anti-spam filters which attempt to detect spam from legitimate 

mails automatically. Most of the existing email software packages are equipped with 

some form of programmable spam filtering capability, typically in the form of blacklists 

of known spammers and handcrafted rules that block messages containing specific words 

or phrases. However, spammers normally use forged addresses and this limits the effect 

of blacklists. Handcrafted rules are also troublesome because they need to be tuned to 

characteristics of messages received by a particular user or groups of users. This is a time 

consuming task requiring resources and expertise and has to be repeated periodically to 

account for changing nature of spam messages [ 190]. 

Unlike most text categorization problems, spamming is the act of blindly mass-

mailing an unsolicited message that makes it spam, not its actual content [12]: any 

otherwise legitimate message becomes spam if blindly mass-mailed. From this point of 

view, spamming becomes a very challenging problem to the Internet users nowadays. 

Nevertheless, it seems that the language of current span1 messages constitutes a 

distinctive genre, and that the topics of most current spam messages are rarely mentioned 

in legitimate messages, making it possible to train successfully a text classifier for spam 

recognition. 

10~1.2~Machine learning for spam recognition 
Recent advances of Machine Learning (ML) techniques in Text Classification (TC) 

have attracted immense attention frorn researchers to explore the applicability of learning 

algorithms in anti-spam filtering [29]. In particular, a collection of messages is input to a 

learning algorithm which infers underlying functional dependencies of relevant features. 

The result of this process is a model that can, without human intervention, classify a new 

incoming email as spam or legitimate according to the knowledge collected from the 

training stage. Apart from automation which frees organizations from the need of 

manually classifying a huge amount of messages, this model can be retained to capture 

new characteristics of spam emails. To be most useful in real world applications, the anti-

spam filters need to have a good generalization capability, that is, they can detect · 

malicious messages which never occur during the learning process. There has been a 

great deal of research conducted in this area, ranging from simple methods such as 

propositional learner Ripper with "keyword-spotting rules" [191] to more complicated 
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approaches such as Bayesian networks using bags of words representation and binary 

coding [192]. In [193], a system implementing Naive Bayes and a k-NN technique is 

reported to be able to outperform the keyword-based filter of Outlook 2000 on the Ling-

Spam corpus. Ensemble methods also prove their usefulness in filtering spam. For 

example, staked Naive Bayes and k-NN can achieve good accuracy [64], and Boosted 

trees were shown to have better performance than individual trees, Naive Bayes and k-

NN alone [194]. A support vector machine (SVM)[64] is also reported to achieve a 

higher detection rate as well as lower false alarm rate for spam recognition compared 

with other discriminative classification methods. It is suggested that email headers play a 

vital role in spam recognition, and to get better results, classifiers should be trained on 

features of both email headers and email bodies [193]. 

1 0~1.,3., Ling .. Spam benchmark 
The Ling-Spam corpus [193] is used as a benchmark to evaluate our proposed 

algorithm with other existing techniques in the second Security detection problem, the 

anti-spam filtering task. Using this publicly available dataset, we can conduct tractable 

experiments and also avoid complications of privacy issues. While spam messages do not 

pose this problem as they are blindly distributed to a large number of recipients, 

legitimate email messages may contain personal information and cannot usually be 

released without violating the privacy of their recipients and senders. 

The corpus contains legitimate messages collected from a moderated mailing list on 

profession and science of linguistics and the spam messages collected from personal 

mailboxes: 

• 2412 legitimate messages with text added by the list's server removed. 

• 481 spam messages (duplicate spam messages received on the same day 

excluded) 

The headers, HTML tags, and attachments of these messages are removed, leaving 

only the subject line and body text. The distribution of the dataset (16.6% is spam) makes 

it easy to identify legitimate emails because of the topic-specific nature of the legitimate 

mails. This dataset is partitioned into 10 stratified subsets which maintain the same ratio 

of legitimate and spam messages as in the entire dataset. Though some research [ 181, 

193-195] has been conducted on this data showing their comparative efficiency, most of 
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them suffer from high a false alarm rate which results in a degraded performance when 

the misclassification cost is high. Overcoming this problem is our major objective in this 

chapter. 

10 .. 2._Spam re.cognition methods 

10._2.1~ Naive Bayes 
Naive Bayes is a well-known probabilistic classification algorithm which has been 

used widely for spam recognition [193]. According to Bayes' theorem, we can compute 

the probability Prob(C = ciX = x) that a message with vector X= {xv ... , Xn} belongs 

to a class c E {legit, spam}: 

( 1

... ...) P(C =c). Prob(X = xiC = c) 
p c = c X = X = -----------------

LkE{spam,legit} P(C = k). P(X = xiC = k) 

The calculation of P(X = xiC = c) is problematic because most all novel messages 

are different from training messages. Therefore, instead of calculating probability for 

messages (a combination of words); we can consider their words separately. By making 

the assumption that x 11 .. . , Xn are conditionally independent given the class c, we have: 

( 1
... ...) P(C = c) . Tir=l P(Xi = xdC =c) Prob C = c X = x = ------------------------

LkE{spam,legit} P(C = k). nr=l P(Xi = xdC = k) 

10.2.2~ Memory based learning 
In [193] , an anti-spam filtering technique using memory-based learning that simply 

stores the training messages. The test messages are then classified by estimating their 

similarity to the stored examples based on their overlap metric which counts the 

attributes where the two messages have different values. Given two instances xi = 

{xiv ... , X in} and Xj = {xjv ... , Xjn}, their overlap distance is: 
n 

d(xi , xj) =I 8(xinXjr) 
r=l 

Where 8 (x, y) = 0 if x = y or 1 otherwise. 
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The confidence level that a message x belongs to a class c is calculated based on the 

classes of other neighbor instances C(xa: 

MBL's performance can be significantly improved by introducing some weighting 

schemes. 

10.2.2.1 Distance weighting 
Depending on how far a test instance is away from its neighborhood, its' confidence 

level is estimated: 

W,(X) =I d 3 (~,x)1- O(c, C(X;))) 

10.2.2.2 Attribute weighting 
Unlike the basic k-neighborhood classifiers where all attributes are treated equally, 

MBL assigns different weights to the attributes; depending on how well they discriminate 

_between the categories, and adjust the __ dt§!(!Ilce metric accordirlgly. In particular, an 

attribute Xi has a weight of Mi which is the reduction of entropy H(C) (uncertainty on 

any category C of a randomly selected instance) and the expected value of entropy 

H(CIX = x) (uncertainly on any category C given the value of attribute X). This means 

an attribute would have a higher weight if knowing its value reduces uncertainty on 

category C. 

Where 

Mi = H(C)- I P(X = x).H(CIX = x) 
xE{O.l} 

H(C) = LcE{spam,legit} P(C = c).logzP(C =c) 

H(CIX = x) = LcE{spam,legit} P(C = ciX = x).logzP(C = ciX = x) 

The distance between two instances is recalculated as below: 
n 

d(xi,xj) =I Mro(xinXjr) 
r=l 

10.2 .. 3 .. B.oosted Decision Tree 
Boosted Tree (BT) is a popular method implemented in many anti-spam filters with 

great successes [194]. It uses the ADA-Boost algorithm [135] to generate a number of 
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Decision Tress classifiers which are trained by different sample sets drawn from the 

original training set. Each of these classifiers produces a hypothesis from which a 

learning error can be calculated. When this error exceeds a certain level, the process is 

terminated. A final composite hypothesis is then created by combining individual 

hypotheses. 

10.2._4. Support Vector Machine 
Support Vector Machines (SVM) [ 64] have become one of the popular techniques for 

text categorization tasks due to their good generalization nature and the ability to 

overcome the curse of dimensionality. SVM classifies data by a set of representative 

support vectors. Assume that we want to fmd a discriminant funct ion f(x) such that 

Yi = f(xJ . A possible linear discriminant function can be presented as f(x) = 

sgn( (w. x) +b) where (w. x) + b = 0 is a separating hyperplane in the data space. 

Consequently, choosing a discriminant function is to fmd a hyperplane having the 

maximum separating margin with respect to the two classes. A SVM n1odel is 

constructed by solving this optimization problem. 

10.2.5. Artificial Neural Network 
Artificial neural network (ANN) has gained strong interests from diverse 

communities due to its ability to identify the patterns that are not readily observable. 

MLP is the most popular neural network architecture in use today. This network uses a 

layered feed-forward topology in which the units each perform a biased weighted sum of 

their inputs and pass this activation level through a transfer function to produce their 

output [82] . Though many applications have implemented MLP for superior learning 

capacity, its perfom1ance is unreliable when new data is encountered. A recently 

emerging branch of ANN, the RBF networks, is also reported to gain great successes in 

diverse applications. In this chapter, MLP and GRNN [89] will be implemented as typical 

ANN models for spam recognition. 

10.3.Classification framework for spam re_cognition 
Although letting undetected spam pass through a filter is not as dangerous as 

blocking a legitimate message, one can argue that among one million incoming emails, a 

few thousand unsolicited message that are misclassified as normal is still very costly. 
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Hence, anti-spam filters really need to be accurate, especially when they are used in large 

organizations. Though several filters have been proposed for this problem, their 

performance still suffers from extensive computation (with large volume of emails 

received) and unreliable predictive capability (due to rapidly changing nature of emails). 

Our BMPNN will be implemented in a spam filtering framework and compared against 

existing methods. 

1 0.3.1. Description 

r -------- ---------
' I 1 Data Repre$.entaUon : 
1 And P,reprocessing 1 
: I 
I I 
I I 
I I 
1 Feature Selection : 
r (Principal Component Analysis) 1 
I I 
1---~----- ----- ----~ 

Boosted Modified Probabilistic 
Neural Network (BMPNN) 

LEGIT SPAM 

Cost-Sensitive 
Evaluation 

Figure 10-1: Proposed anti-spam f iltering framewo rk 

Figure 10-1 shows the overall filtering framework proposed for spam recognition 

problem. There are 4 main phases. 
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10.3.1.1 Phase 1: Data representation and preprocessing 

The purpose of data preprocessing is to transform messages in the mail corpus into a 

uniform format that can be understood by the learning algorithms. Features found in 

mails are normally transformed into a vector space in which each dimension of the space 

corresponds to a given feature in the entire corpus. Each individual message can then be 

viewed as a feature vector. This is referred to as the "bag of words" approach. There are 

two methods to represent elements of the feature vector: (1) multi-variate presentation 

assigns a binary value to each element showing that the word occurs in the current mail 

or not and (2) multi-nomial presentation represents each element as a number that shows 

the occurrence frequency of that word in the current mail. A combination of "bag of 

words" and multi-variate presentation is used in our experiments (the order of the words 

is neglected). To construct the feature vectors, the important words are selected according 

to their Mutual Information (Ml) [195]: 

~ Prob(X = x , C =c) 
Ml(X, C) = L Prob(X = x , C = c).logz Prob(X = x). Prob(C = c) 

xE{O,l},cE{spam,Zegi t} 

The words with the highest MI values are selected as the features. Assume that there are n 

features are chosen, each mail will be represented by a feature vector x = {x1, ... , Xn} 

where x 11 •.• , Xn are the values of binary attributes X11 ..• , Xn, indicating the presence or 

absence of an attribute (word) in current rnessage. 

Moreover, word stemming and stop-word removal are two important issues that need 

to be considered in parsing ernails. \Vord stemrning refers to converting words to their 

morphological base forms (e.g. "gone' ~ and "wenf' are reduced to root word ''go"). Stop-

word removal is a procedure to remove words that are found in a list of frequently used 

words such as "and, for, a" . The main advantages of applying the two techniques are the 

reduction of feature space dimension and possible improvement on classifiers' prediction 

accuracy by alleviating the data sparseness problem[193] . The Ling-Spam corpus has 

four versions, each differs from each other by the usage of a lemmatizer and a stoplist 

(removes the 100 most frequently used words). We use the version with lemmatizer and 

stoplist enabled because it performs better when different cost scenarios are considered 

[ 193]. Words that appear less than 4 times or longer than 20 characters are discarded. 
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Also, it is found that phrasal and non-textual attributes may improve spam 

recognition performance [193]. However, they introduce a manual configuration phase. 

Because our target was to explore fully automatic anti-spam filtering, we limited 

ourselves to word-only attributes. 

Finally, some data cleaning techniques are required after converting raw data into 

appropriate format. In particular, to deal with missing values, the simplest approach is to 

delete all instances where there is at least one missing value and use the remainder. This 

strategy has the advantage of avoiding introducing any data errors. Its main problem is 

that discard of data many damage the reliability of the resulting classifier. Moreover, the 

method cannot be used when a high proportion of instances in the training set have 

missing values. Together, these weaknesses are quite substantial. Although it may be 

worth trying when there are few missing values in the dataset, this approach is generally 

not recommended. Instead, we use an alternative strategy in which any missing values of 

a categorical attribute are replaced by its most commonly occurring value in the training 

set. For continuous attributes, missing values are replaced by its average value in the 

training set. 

10.3.J.2 Phase 2: Feature transformation 
The tremendous growth in computing power and storage capacity has made today' s 

databases, especially for text categorization tasks, contain very large number of attributes. 

Although faster processing speeds and larger memories may make it possible to process 

these attributes, this is inevitably a losing struggle in the long term. Besides degraded 

petformance, many irrelevant attributes will also place an unnecessary computational 

overhead on any data mining algorithm. There are several ways in which the number of 

attributes can be reduced before a dataset is processed. In this research, a dimension 

reduction (also called feature pruning or feature selection) scheme called Principal 

Component Analysis (PCA) [ 178] is performed on the data to select the most relevant 

features. This is necessary given the very large size and correlated nature of the input 

vectors. PCA eliminates highly correlated features and transforms the original data into 

lower dimensional data with most relevant features. From our observation, the selected 

features are words that express the distinction between spam and non-spam groups, i.e. 

they are either common in spam or legitimate messages, not in both. Several punctuation 

178 



and special symbols (e.g. "$" , " @")are also selected by PCA, and therefore, they are not 

eliminated during preprocessing. 

10.3.1.3 Phase 3: Email classification (B,MPNN) 

The Email Cassification module adopts the BMPNN proposed earlier in this thesis. 

In particular, the data after being processed by the Feature selection module is input to 

the Adaptive Booster, re-weighted and repeatedly used to train the Modified Probabilistic 

Classifier (please refer to Section 7.1 for more details). The resulting classifiers are then 

linearly combined to form the fmal joint classification. In this case, the output 

classification is either "legit" or "spam", indicating whether a message is classified as 

legitimate or a spam email. 

10.3.1.4 Phase 4: Evaluation 
To evaluate the overall performance of the framework, the Cost-sensitive Evaluation 

module computes several performance metrics and also takes into consideration different 

cost scenarios. 

10.3~2. Performance: evaluation 

10.3.2.1 Performance measures 
To measure the performance of different learning algorith1ns, the following measures 

are used: 

SPAM RECALL (SR) = ns--.s 
ns--.s+ns--.L 

SPAM PRECISION (SP) = ns--.s 
ns--.s+nL--.s 

FAR(False Alarm Rate)= ns--.L 
Ns 

MR(M iss Rate)= nL--+S 
NL 

From the above equations, Spam Recall (SR) is, in fact, the percentage of spam 

messages (N5 = ns-+s + ns--+L) that are correctly classified (ns-+s) while Spam Precision 

(SP) compares the number of correct spam classifications (ns-+s) to the total number of 

messages classified (correctly and inconectly) as spam (ns-+s + nL--+5). As the Miss Rate 

(MR) increases, the number of misclassifications of legitimate emails increases while the 

False Alarm Rate (FAR) increases, the number of misclassifications of spam emails 
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(passing from the filter) increases. Therefore, both ofF AR and MR should be as small as 

possible for a filter to be effective (should be 0 for a perfect filter). 

1 0.3.2.2 Cost-sensitive analysis 

(A) Cost scenarios 
Depending on what action is taken by a spam filter in response to a detected spam 

message, there are three major misclassification cost scenarios. The no-cost case is when 

the filter merely flags a detected spam message. This notification of spam does not risk 

losing any legitimate mail due to misclassification error (no misclassification cost), but it 

still takes time for the human users to check and delete the spam messages manually. To 

minimize the user efforts on eliminating spam, the filter can automatically detect and 

remove the suspicious messages. I-Iowever, the total cost of misclassification in this case 

can be extremely high due to the seriousness of falsely discarding legitimate mails. This 

· refers to the high-cost scenario. 

Beside the above approaches, the filter may not either flag or completely eliminate 

the detected spam messages. Instead, it might resend the message to the sender. This 

approach, referred to as moderate-cost, combats spamming by increasing its cost via 

Human Interactive Proofs (lllP) [188]. That is, the sender is required to give a proof of 

humanity that matches a puzzle before his message is delivered. The puzzles could be, for 

example, images containing some text that is difficult to autotnatically analyze by pattern 

recognition software. Alternatively, for anti-spam programs, simple questions (e.g. "what 

is one plus one") can be used instead of graphical puzzles. 

The concept of IDP has been implemented in many security related applications. For 

example, certain web-based email systems use IDP to verify that password cracking 

software is not systematically brute-forcing to guess a correct password for email 

accounts. When a user types his password wrong three times, a distorted image is 

presented that contains a word or numbers and the user must verify before being allowed 

to continue. A human can easily convert the image to text, but the san1e task is extremely 

difficult for a computer. Some email client programs have anti-spam filtering heuristics 

using HIP implemented. When such programs receive an email that is not in the white-

list of the user, they send the sender a password. A human sender can then resend the 

email containing the received password. This system can effectively defeat spammers 
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because spam is bulk, meaning that the spammers do not bother to check replies 

manually or commonly use a forged source email address. The cost of creating and 

verifying the proofs is small, but they can be computationally impossible for automated 

mass-mailing tools to analyze. Though spammers can still use human labor to manually 

read and provide the proofs and fmally have their spam message sent. HIP actually 

restricts the number of unsolicited messages that the spammer can send for a certain 

period of time due to the inability to use cheap automated tools [ 194] . This barrier for 

spammers effectively introduces additional cost to sending spam messages. 

In this chapter, spam recognition experiments are conducted in a cost-sensitive 

manner. As emphasized previously, misclassifying a legitimate message as spam is 

generally more severe than mistakenly recognizing a spam message as legitimate. Let 

L --7 S (legitimate classified as spam) and S --7 L ( spam classified as legitimate) denote 

the two types of error, respectively. We invoke a decision-theoretic notion of cost, and 

assume that L --7 S is A times more costly than S --7 L. A mail is classified as spam if the 

following criterion is met [193]: 

Prob(C = spamiX = x) 
-+ > A 

Prob(C = leg it imatejX = x) 

In the case of anti-spam filtering: 

Prob( C = spamiX = x) = l- Prob( C = legitimate IX= x) 
The above criterion becomes: 

( I -+ -+) A. t Prob C=spamX=x >t,with t=-,,A=-
1+.'1. 1-t 

Depending on which cost scenarios are considered, the value of A IS adjusted 

according! y. 

• No-cost scenario (e.g. flagging span1 messages): A = 1 

• Moderate-cost scenario (e.g. semi-automatic filter which notifies senders 

about blocked tnessages): A = 9 

• High-cost scenario (e.g. automatically removing blocked messages): A = 999 
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(B) Total cost ratio 

Accuracy and error rates assign equal weights to the two error types (L-7S, S-7L) 

and are defined: 

However, in the cost -sensitive contexts, the accuracy and error rates should be made 

sensitive to the cost difference, i.e. each legitimate message is counted for A. times. That 

is, when a legitimate message is misclassified, this counts as A. errors; and when it passes 

the filter, this counts as A. successes. This leads to the definition of weighted accuracy and 

weighted error (WAcc and WErr): 

The values of performance measures (weighted or not) are misleadingly high. To get 

a true picture of the performance of a spam filter, its performance measures should be 

compared against those of a "baseline" approach where no filter is used. Such a baseline 

filter never blocks legitimate messages while spam emails always pass through the filter. 

The weighted accuracy and error rates for baseline are: 

Total cost ratio (TCR) is another measure which evaluates performance of spatn filter 

to that of a baseline. 

WErrb Ns 
TCR = --- = -----

WErr A.. nL-+S + ns-+L 

Greater TCR values indicate better perfonnance. For TCR < 1, the baseline is better. 

If cost is proportional to wasted time, a TCR is intuitively equivalent to measuring how 

much time is wasted to manually delete all spam messages when the filter is used (N5 ) 

compared to the time wasted to manually delete any spam messages that passed the filter 

(ns~L) plus the time needed to recover from mistakenly blocked legitimate messages 

(A.. nL~s) 
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10.4.Experiments and results 

10.4.l.,Experiment design 
The proposed spam recognition framework is tested on the Ling-Spam corpus to 

compare with other existing learning methods including Naive Bayes (NB), Weighted 

Memory Based Learning (WMBL), Boosted Trees (BT), Support Vector Machine (SVM) 

and Neural Network models (Multilayer Perceptron - MLP and Generalized Regression 

Neural network- GRNN). Unlike other text categorization tasks, filtering spam messages 

is cost sensitive [ 191], hence evaluation measures that account for misclassification costs 

are used. In particular, we defme a cost factor It with different values corresponding to 

three cost scenarios: first, no cost considered (It = 0) e.g. marking messages as spam; 

second, semi-automatic filtering (It= 9) e.g. issuing a notification about spam; and fully 

automatic filtering (It = 999), e.g. discarding the spam messages. 

The rate at which a legitimate mail is misclassified as spam is calculated by False 

Alarm Rate (FAR) and it should be low for a filter to be useful. Spam Recall (SR) 

measures the effectiveness of the filter, i.e. the percentage of messages correctly classified 

as spam, while Spam Precision (SP) indicates the filter's safety, i.e. the degree to which 

the blocked messages are truly spam. Because SR can be derived from FAR (e.g. FAR= 1 

- SR), we will use SR, SP, Accuracy (A), Weighted Accuracy (W A) and Total Cost Ratio 

(TCR) for evaluation. Besides comparing how accurately the filters perform, their 

computation is also measured using the size of memory (in MB) and computation time 

(in seconds) required for each classifier. Particularly, the total computation time is a 

summation of the time that a classifier needs to perform cross validation, testing on data 

and to calculate the relevant performance metrics (e.g. misclassification rate, accuracy 

... ). 

Stratified tenfold cross validation is employed for all experiments. That is, the corpus 

is partitioned into 10 stratified parts and each experiment was repeated 10 times, each 

time reserving a different part as the testing set and using the remaining 9 parts as the 

training set. Performance scores are then averaged over the 10 iterations. 

In addition to the studies conducted by other researchers on the same Ling-Spam 

corpus (NB [193], WMBL [195], SVM [181], BT [194]), we also reproduced their 
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experiments (based on the average value of TCR of three cost scenarios) to confrrm and 

determine the parameters' values that give best performance for different learning 

methods. The optimal attribute size of these methods can be found in Figure 10.2. An 

MLP and GRNN with 15 neurons in hidden layer is deployed using the Matlab Neural 

Network toolbox. 

10.4._2. Experime-nt results 
1 0.4.2.1 TCR and attribute selection 

TCR score for 1.. = 1 

TCR score for A. = 9 

OH.~~~· - · 9 9 

2 .... ::.± .· .. ·.·, + v·•···.•+ • •• ···+· 
. ·+ ... +· .. ··+ 

Number of attributes 

TCR score for ;\, = 1 

TCR score for J,. = 9 
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TCR score for J.. = 999 TCR score for J.. = 999 
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Figure 10-2: TCR score of spam recognition methods 

From Figure 1 0.2, for A = 1 and A = 9, most of filters demonstrate a stable 

performance, with TCR constantly greater than 1. These filters differ from one another in 

terms of their sensitivity on attribute selection and the number of attributes which give 

maximum TCR. Our BMPNN is found to be moderately sensitive to attribute selection 

and it obtains the highest TCR compared to all other filters with 250 attributes selected. 

For A= 999, all classifiers have their TCR reduced significantly. The difference 

between low and high values of misclassification cost A is the increased performance of 

the baseline filter when A increases. That is, without a filter in use (baseline), all 

legitimate mails are retained, preventing the baseline from misclassifying those legitimate 

mails as spam. Therefor, large A benefits the baseline and make it hard to be defeated by 

other filters. Recall that TCR is the measure of performance that a filter improves on the 

baseline case. As a result, TCR generally reduces when A increases. Another important 

observation is that, the performance of most classifiers, except for BT, fall below the base 

case (TCR<1) for some numbers of selected attributes. This is due to the relative 

insensitivity of BT algorithm to attribute selection. However, in relality, we are often 

more interested in the highest TCR value that can be achieved rather than how TCR 

varies with selection of attributes. Therefore, the BMPNN is considered to be the best 

performing filter with the highest TCR in the case of extremely high n1isclassification 

cost. 
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10.4.2.2 Spam precision and spam recall 
In this experiment, the classifiers are run iteratively by a tenfold cross-validation 

process. The SPans SR rates of the top four filters in each iteration are plotted in Figure 

10-3. 

It is observed that, for all cases of A., our BMPNN seems to recognize spam very 

accurately. To make the comparison between algorithms more transparent, the SP and SR 

values obtained in each tenfold iteration are averaged and summarized in Table 10-1. We 

also utilize the TCR as a convenient cost-sensitive measure of performance improvement 

on a baseline filter. 

From the table 10.1, for the no-cost scenario (A.= 1), our method, BMPNN, is found 

to have best SP and TCR while its SR (90.87%) is very similar to the highest SR of 

GRNN (91.56). For A.= 9, BMPNN also obtains the second highest SP (98.05) and SR 

(88.92) after BT algorithm. Our method, however, achieves the highest TCR (18.47) 

which indicates the largest improvement over the baseline filter. Finally, in the case of 

extremely high misclassification cost (A. = 999), BMPNN significantly outperforms 

other n1ethods with all evaluation metrics are of highest values. 

Spam precision and recall at 1.. = 1 
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Figure 10-3: Spam precision and recall of spam recognition methods 

1=1 1=9 1 = 999 
TCR SR(%) SP(%) TCR SR(%) SP(%) TCR SR(%) SP(%) 
5.42 90.82 95 .03 3.97 79.47 87.50 3.83 86.05 97.42 
5.13 87.35 79.43 2.92 79.18 94.22 2.54 70.15 75.79 
18.1 85.62 96.25 4.1 89.75 96.88 3.45 77.18 78.51 --

14.25 86.70 95.55 11.13 90.42 98.37 4.84 85.59 95.96 
9.72 89.21 82.56 8.13 78.21 80.79 3.21 72.30 67.95 
14.46 91.56 96.23 12.62 88.23 97.10 3.78 83.63 97.77 
20.85 90.87 97.12 ' 18.47~ 88.92 98.05 5.91 86~95 98.89 J 

Table 10-1: Precision/Recall evaluation on Ling-Spam data 
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10.4.2.3 Computational efficiency 

Model Computation time (sec) Memory size (MB) 
NB 228 252 
WMBL 198 282 
SVM 292 175 
BT 372 335 
MLP 318 275 
GRNN 726 412 
BMPNN . . : 247 ·.,,, .'Ji::: ·,,' .. '" ' 180 '~ ·,, t.~ ·~'·Ni ·' ,_ ,_, _ft. ' ·:;,~'-'r:-.F 

Table 10-2: Computation Time, Memory size evaluation on Ling-Spam data 

Apart from comparing precision, recall and TCR scores between classifiers, we also 

measure their computational efficiency. The Table 10.2 shows that WMBL had the 

minimum computation time (198sec), followed by NB, BMPNN, SVM, MLP, BT and 

GRNN respectively. In addition, SVM consumed least memory (175 MB), followed by 

BMPNN, NB, MLP, WMBL, BT and GRNN. From this result, it is clear that GRNN is 

very computationally inefficient despite high accuracy because it incorporates every 

single training vector into its architecture. BMPNN, on the other hand, can achieve 

comparative spam precision and recall with a shorter computation time (24 7 sec) and less 

men1ory (180MB) than GRNN and BT. Moreover, considering TCR scores, the models 

that require less time (WMBL, NB) and memory (SVM) than BMPNN do not perform as 

accurately as BMPNN. 

In summary, the most important fmding in our experiment is that the proposed 

BMPNN model can achieve very accurate classification (high TCR, SP, SR) compared to 

other conventional learning methods. Such superior performance of BMP~"'N was 

observed most clearly for A.== 999 though it always obtains the highest TCR and very 

competitive SP, SR rates for other cases of A. Our algorithm also requires relatively small 

computation time and memory to obtain comparable or even higher predictive accuracy 

to other methods. 

lO.S.Chapte.r summary 
There has been a large amount of research conducted for spam recognition. Due to 

huge volume of emails, their wide spectrum of topics and the rapidly changing contents 

of these messages, current learning methods suffer from low accuracy and high false 
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alarms. This chapter implements an anti-spam filtering framework, in which appropriate 

dimension reduction schemes and powerful classification models are employed. In 

particular, Principal Component Analysis (PCA) transforms data to a lower dimensional 

space. At the classification stage, BMPNN is implemented. A thorough evaluation using 

a publicly available corpus, Ling-Spam, and cost-sensitive evaluation measure, has 

shown that our BMPNN classifier achieves superior classification performance compared 

to the conventional pattern recognition methods such as the popular Multilayer 

Perceptron (MLP), Boosted Tree (BT), Nai:ve Bayesian (NB), Weighted Memory Based 

Learning (WMBL) and Support Vector Machine (SVM). Especially for extremely high 

misclassification cost, while other methods' performance deteriorates as A. increases, the 

BMPNN demonstrates an absolutely superior outcome but retains low computation cost. 
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Chapter 11. 

C:oNCL:USIONS AND FUT·URE 

RESEARCH 

Summaries and fmal conclusions of this thesis are presented in this chapter, followed 

by possible future research directions. 

ll.l.Summary and ConcJusions 
Overall, this thesis contributes significantly 1n two domains: algorithm and 

application. 

Firstly, it shows how boosting can be utilized to improve performance of a semi-

parametric classifier. In particular, a novel learning technique, referred to as Boosted 

Modified Probabilistic Neural Network (BMPNN) is proposed in which an RBF neural 

network (base learner) is trained iteratively with weighted data by a boosting method 

(adaptive booster). For each iteration, the data is weighted based on the performance of 

previous base classifiers. These base classifiers are then combined to form a joint 

classification. To obtain classification capability, the base learner uses a hybrid scheme 

which consists of both learning approaches: unsupervised learning (vector quantization) 

quantizes the input space into a smaller number of clusters while supervised learning 

(GRNN) computes the final output as the weighted combination of the cluster centers' 

classification values. The base learner, therefore, is similar to the VQ-GRNN which can 

achieve more compact network size than original GRNN at the cost of lower or similar 

predictive accuracy. The difference between the adapted base learner and VQ-GRNN is 

that we incorporate weights of data instances into the learning process, i.e. to compute 

cluster centres and fmd the optimal value of radial basis function's bandwidth. The 
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adaptive booster is implemented by adapting the SAMME boosting algorithm. It IS 

modified to more effectively enforce diversity using the Kohavi-Wolpert variance. 

The second contribution of this research demonstrates the application of 

BMPNN to two Security Detection Problems. Firstly, BMPNN is compared against 

existing predictive models for the Network Intrusion Detection problem. It is found that 

our proposed technique considerably outperforms for the rare U2R and R2L attacks and 

other classes in terms of detection rate, false alarm rate and computation time. To further 

enhance the classification performance, BMPNN is embedded in a multi-expert 

framework. Specifically, having different feature selection and data encoding schemes to 

train classifiers for different attack categories can amplify its detection ability. Several 

conventional learning algorithms are tested for different attack categories. These best 

performing methods will be selected to form local expert classifiers. BMPNN and other 

algorithms combined together can significantly improve the overall performance. 

Empirical results suggest that the MECF-STV model (multi-expert classification 

framework using Single Transferable Voting) which has the BMPNN as component 

classifiers can significantly improve the detection rates of not only minority and 

distributed U2R and R2L attacks but also majority classes compared with other 

techniques. Moreover, this model achieves a low detection cost. The second security 

application of BMPNN is the spam recognition problem. BMPNN obtains great 

computational efficiency because it only requires a small computation time and memory 

to achieve comparative, or even higher accuracy compared with other methods used in 

related literature. 

In conclusion, the empirical analysis from this research suggests that our proposed 

BMPNN performs very well in Security Detection Problems in terms of accuracy and 

system robustness while offering "affordable" computation compared with existing state-

of-the-art techniques. However, no system is absolutely secure given the best possible 

detection algorithms. That is true as long as the system is connected to other networks. 

The absolute security can only be achieved by disconnecting the systerr1 from the outside 

world which is against the principal benefits of internetworking - accessibility of 

information. This means that protecting our resources from network attacks is an ongoing 

task and computer security is always an active and challenging research area. 
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11.2. Future Research 
The BMPNN provides superior performance for an "affordable" processing power. 

This claim is based on the simulations carried out on the benchmarking security 

problems. A theoretical proof is required to show this computational efficiency, i.e. the 

model complexity is relatively small and well compensated by obtaining high accuracy. 

Other research directions which emerge from this work can be considered including 

security applications to distributed environment and incorporating network security 

domain knowledge into ML models. 

11.2.1 .. Distributed Intrusion Detection: multi -level age:nt 
techniq_ue 

Increasingly-intense distributed denial-of-service (DDoS) attacks on ISP backbones 

are surpassing providers' capacity and knocking customers offline [11]. Such attacks are 

more dangerous than traditional DoS due to its complex and distributed nature. To fight 

these attacks, the generic Intrusion Detection System (IDS) examined here can be 

extended to a multi-level agent detection system for distributed networks. Literature in 

this area has highlighted several generic limitations associated with Distributed Intrusion 

Detection System (DIDS) such as inability to cope with huge amount of data in different 

formats and ineffective coordination between distributed sensors and agents [11] . Some 

of these problems were outlined and different approaches have been implemented to 

solve those problems. It is interesting to explore the BMPNN' s applicability in such 

distributed context, i.e. using BMP:t\TN to develop a multi-level agent framework to 

construct a robust, distributed, error tolerant and self protecting DIDS. The following 

principles need to be considered: 

• Appropriate design of centralization and decentralization of data processing 

and detection capabilities in the framework 

Intrusion detection capabilities are distributed across several machines on the 

network and therefore avoid single-failure-point problem and the 

accumulation of latency when the data flows through local agents [31]. 

However, a centralized data center would also be needed to globally correlate 

the events and alerts from individual sensors and agents. 
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• Hybrid detection approach 

To perform a local context of intrusion signatures, locally pre-processed data 

is analyzed while with a distributed context, data from various agents is 

considered. Therefore, a local attack would be detected by the local data 

analysis for each single host. The detection for distributed intrusions would be 

at a centralized place [31]. This hybrid approach aims to achieve a maximum 

local analysis power and a minimum computational power requirement for 

capturing network traffics. 

Because centralized data processing is unavoidable, care must be taken to prevent 

this centre from being overloaded and to support the real-time detection requirement [11 ]. 

BMPNN will be implemented in such centralized points to minimize the computational 

power requirement for data correlation tasks without any degraded performance. By this 

means, the processing power can be more available to be allocated for monitoring the 

coordination between local agents. 

11.2.2.,lncorporating prior domain knowledge into Machine 

l.~earning 

11.2.2.1 Benefits 
The majority of standard Learning Machine (ML) approaches are data driven [196], 

i.e. they rely heavily on sample data and ignore most existing domain knowledge. This is 

because, ML researchers, with very little knowledge in some specific domains, have 

preferably sought general-purpose learning algorithms rather than a single-purpose 

algorithm functioning only within a certain domain. In practice, the available training 

data is normally insufficient to cover the whole population and hence, cannot represent 

completely the underlying functions . Besides data insufficiency, the available data is also 

polluted with noise and missing values. Therefore, merely learning a model from 

available data would not guarantee the best hypothesis to be achieved. It is shown that the 

imperfection of available data can be compensated by utilizing relevant assumptions or 

constraints of the specific domain [ 197]. This phenornenon leads to a theory in which 

generalization of a learning model for a particular task depends not only on the quality 
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and quantity of available training data but also on the prior domain knowledge existing 

for the task. This relation can be mathematically expressed: 

Generalization = Data + Knowledge 

Unlike ML researchers who tend to merely rely on available data to provide 

generalization, domain experts often do not understand the complications of ML 

algorithms, and thus cannot incorporate their domain knowledge into learning systems. It 

is an emerging research direction to develop learning system in which domain knowledge 

is incorporated to complement available data. Particularly, this domain knowledge can 

be utilized to guide the learning process more effectively, compensate the imperfection of 

available training data and prevent the learning models from rediscovering existing 

knowledge. 

From the literature, the benefits of incorporating prior domain knowledge can be 

summarized in three major aspects [ 198]: 1) Reducing the requirements to the quality and 

quantity of training examples without sacrificing of the performance of the learning 

systems. 2) Quick deployment and efficient adaptation to dynamic environment and 3) 

more transparent outputs of the learning system helping users gain a deeper 

understanding of the resultant model. 

11.2 .. 2.2 Incorporate Network Security knowledge 
Because network security is one of the most studied research areas, there exists a 

large volume of auxiliary information which characterizes Security Detection Problems, 

i.e. information about network protocols, intrusive activities, protection strategies and so 

on. This useful information can be utilized to complement available observation data and 

thereby enhancing classification abilities of learning models in Security Detection 

Problems. In this light, incorporating prior know ledge of network security domain into 

our proposed classification model promises an encouraging outcome. 

In general, there are four ways of incorporating prior domain knowledge into a 

generic ML algorithm [ 197]: 

• Using prior domain knowledge to prepare training examples 

This approach consists of selecting, cleaning and transforming the original 

data. Prior domain knowledge can be used to reduce learning complexity by 

providing important information to eliminate noise in the data and redundant 
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features. Without sufficient know ledge, one does not always know which 

indicators are relevant to the movement of a particular response but has to 

prepare a different sets of indicators and mine them. In addition, domain 

knowledge is a valuable tool in setting stop criterion of convergence which 

significantly affects the accuracy of the learned model. In many real-world 

cases, it is not economical to reach the best optimal solution by consuming 

too much computational resources. From this aspect, domain knowledge can 

suggest a number of stop criteria to reach a cost-effective solution (balancing 

cost and accuracy) [197]. 

• Using domain knowledge to initiate the hypothesis or hypothesis space 

An example of the use of domain knowledge is to choose a kernel function 

for kernel-based learning models, i.e. initiating their hypothesis space. 

Though it is common to choose the radial basis function (RBF) or polynomial 

function as kernel functions, it is sometimes better to select a special kernel 

function for particular requirements in certain domains. There are two 

possible approaches of using domain theory to initiate hypothesis space [197]: 

1) A hypothesis space is initiated by satisfying both training examples and 

domain knowledge simultaneously. Within this space, learning methods 

search out the most probable hypothesis. 2) A hypothesis space is initiated 

that either partially or completely fit the existing domain theory. The learning 

methods will then be used to refine the hypothesis space by fitting the training 

data. This approach provides faster and more sufficient convergence resulting 

in a closer replica to the unknown target function. 

• Using prior domain knowledge to alter the search objective 

Domain theory can be utilized as an inductive bias, or a set of constraints in 

the process of searching out an optimal hypothesis consistent with both the 

training data and domain knowledge [197]. By this rneans, the original 

learning task becotnes an optimization problem including objective functions 

and sets of constraints. These constraints could be hints (auxiliary inforn1ation 

about the target functions) or invariance (infonnation of certain 

transformations of the input which are known to leave the function values 
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unchanged). The domain theory can also guide the manipulation process of 

the objective functions to contain extra information by learning the model 

with weighted examples and/or cost-sensitive learning approach. 

• Using prior domain knowledge to augment search. 

This approach is very similar to the previous one, except that this method 

produces new hypothesis candidates in the on-going process of searching (or 

convergence) while the method of using domain knowledge to alter the search 

objective works within a flxed hypothesis space, i.e. parts of the hypothesis 

space are eliminated, or pruned to flt the domain theory [ 196]. 

We plan to investigate the possibility of using the four approaches mentioned above 

to incorporate network security expert's knowledge into advanced ML algorithm such as 

BMPNN. However, such incorporation is still very challenging due to the involvement 

of emerging technologies such as knowledge collection, knowledge representation and 

balancing the effect of domain knowledge and observations. 
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Appen_dix A: Terminologies 
Sample with replacement: To produce a sample with replacement from a set of 

items, we first pick up an item from that set. After that, we replace that taken item with 

another identical item. The set of items now is exactly the same as before we picked the 

first item. We continue to select other items from this set until the required size of sample 

is obtained. For the sample without replacements, the selected items will not appear again 

in the set. 

Uniform Sample: A sample is said to be uniform if the likelihood of every item in 

that sample to be selected is equal. 

Degrees of freedom: is the number of the independent pieces of information needed 

to exactly specify the state of a system (The number of values in the fmal calculation of a 

statistic that are free to vary). Followings are some examples of degrees of freedom. 

Three numbers are needed to describe the position of the particle in space. (The x, y, 

and z coordinates do nicely.) Another three numbers are required to specify the velocity 

of the particle. (The components of the velocity vector in the x, y, and z directions for 

instance.) Thus, we need 6 numbers to exactly describe the particle's state. 

A data set contains a number of observations, say, n. They constitute n individual 

pieces of information. These pieces of information can be used either to estimate 

parameters or variability. In general, each item being estin1ated costs one degree of 

freedom. The remaining degrees of freedom are used to estimate variability. All we have 

to do is count properly. 

A single sample: There are n observations. There's one parameter (the mean) that 

needs to be estiinated. That leaves n-1 degrees of freedom for estimating variability. 

Two samples: There are n1 +n2 observations. There are two tneans to be estimated. 

That leaves n1 +n2-2 degrees of freedom for estimating variability. 

To calculate the s-square of a random sample, we nmst first calculate the mean of 

that sample and then compute the sum of the several squared deviations from that mean. 

While there will be n such squared deviations only (n - 1) of them are, in fact, free to 
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assume any value whatsoever. This is because the final squared deviation from the mean 

must include the one value of X such that the sum of all the Xs divided by n will equal 

the obtained mean of the sample (we already calculated the mean). All of the other (n - 1) 

squared deviations from the mean can, theoretically, have any values whatsoever. For 

these reasons, the statistics-square is said to have only (n- 1) degrees of freedom. 

Another way of thinking about the restriction principle behind degrees of freedom is 

to imagine contingencies. For example, imagine we have four numbers (a, b, c and d) that 

must add up to a total of m; we are free to choose the first three numbers at random, but 

the fourth must be chosen so that it makes the total equal to m - thus our degree of 

freedom is three. 

Probability distribution: In probability theory and statistics, a probability 

di~tribution describes the range of possible values that a random variable can attain and 

the probability that the value of the random variable is within any (measurable) subset of 

that range. 

Independent and identically distributed (i.i.d.): In probability theory, a sequence 

or collection of random variables is independent and identically distributed (i.i.d.) if each 

has the same probability distribution as the others and all are mutually independent. The 

assumption (or requirement) that observations are i.i.d. tends to simplify the underlying 

mathematics of many statistical methods. However, in practical applications, this may or 

may not be realistic. 

Empirical probability: probability estimate for an outcome of an experiment based 

on the outcome etnpirical frequency. 

Cardinality of a set is the number of elements of that set. 

Weighted probability: An event is said to occur with a weighted probability if it 

occurs randomly but some outcomes are more favored than the others. This favorability is 

quantified as weighted probability. The classic example of weighted probability is drawn 

from gambling, and it's known by the popular name "loaded dice". Suppose we had dice 

which had a small metal weight inside, making them three times more likely to land a six 

than any other number. We could still calculate odds, but if we assumed that the dice 

were normal, our predictions would not match the results. The simplest way to account 

for weighted probabilities is to "double-count". For example, if sixes are 3 times more 
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likely than any other number, we simply assume there are 3 sixes in the dice. So instead 

of each number having a 1 in 6 probability of coming up, numbers one through five 

would have a 1 in 8 chance of coming up, and the number six would have a 3 in 8 chance 

of coming up. 
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Appendix B: Notes on relevant topics 

B.l Vapnik-Chervonenkis dimension 
The Vapnik-Chervonenkis dimension (VC-dimension) [153] is the measure of the 

capacity of a statistical classification algorithm, defined as the cardinality of the largest 

set of points that the algorithm can shatter. Informally, the capacity of a classification 

model is related to how complicated it can be. 

A classification model f with some parameter vector e is said to shatter a set of data 

points (x11 ••• , xn) if, for all assignments of labels to those points, there exists a e such 

that the model f makes no errors when evaluating that set of data points [153]. In other 

words, shattering a set of data points means completely separating the classes of these 

points (classifying them) without any error. 

The VC dimension of a model f is hI where hI is the maximum h such that some data 

point set of cardinality h can be shattered by f. 
For example, in Figure B 1, a straight line represents a classification model. The line 

should separate positive data points from negative data points. When there are 3 points 

that are not collinear, the line can shatter them. However, the line cannot shatter four 

points. Thus, the VC diinension of this particular classifier is 3. 

- + 
+ -~ - -

a) b) c) d) 

Figure Bl:Binary classification [153] 
a) b) c) 3 points are shatters d) 4 points impossible 

B.2 Lagrangian Multiplier 
Given a function J, local extrema can be found by finding where the gradient off is 

zero. Whenf is bounded, extrema may lie along this boundary, and these cannot be found 

with the gradient function. One way to fmd these extrema is by parameterizing the 
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boundary, but this can be very overwhelming in many situations. Another method for 

finding these extrema is the Lagrange multiplier method. The idea behind this method is 

that at the extrema along the boundary, the gradients off and the boundary C will be 

parallel to each other. One can see this concept with this picture: 

a) 

c 

{ ~··>,F( X,)) = J.'V x./'(x,)) F 
C(X~J-)= 0 

b) 

Figure B2: Larange Multiplier [ 199] 

a) Given a <surface F> and a horizontal plane <P>. By moving <P> up and down, the intersection F 

of <surface F> and <P> scans the whole <surface F>. 

b) We want to find the maximum value a function F, \vi thin the constraint C(x,y )=0. This means the 

maximum must lie in the intersection ofF and C. By considering different level ofF, we can conclude that: 

as long as F intersects Cat 2 points (AI and Bl ), there is always another point (A2) in F between them that 

could satisfy the intersection condition (between C and Fat another level) and could be more likely to be a 

maximum. From this observation, it is obvious that the maximum in F within constraint C would be the 

point where F and C "touch", i.e. their tangents are parallel. 

The parallel tangents off and C mean that their derivatives are proportional to each 

other by a constant A. Further expand these derivatives with respect to all the variables, 

together with the constraint C will form an equation system. Solve this question, we can 

obtain the constant A and the extrema [199]. The following is an example of how 

Lagrangian Multiplier can be used for a particular function. 
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Fitld th.e maximum and minimum of 
a function F within constraint C 

Function :.f(.Y<ty) = x+ y 

C . ) ) 1 .onstnunt: x- + y- = 
C(x,y) = x 2 + y 1 -1 

(Jse Lagrange ~1ultiplier: 
\7 F(x. v) = .AV .C(x. r) x ,y .- x,y • • 

:::> V F(x,y):::: 2. VC'(x~y) 
Vx \l.:r 

'VF(x,y) , V('(x,y) 
----::::A.----

Vy vy 
\Ve have systen1: 
1=22x 
1=22y 
xl + )'2 = 1 

B,3 Boosting from the view of Game Theory 
The behavior of boosting can be understood in a game-theoretic setting as 

explored[43]. That is, boosting can be viewed as repeated play of a certain game which is 

closely related to linear programming and online learning. 

Consider the following game matrix of the Rock, Paper, Scissors game between a 

row player and a column player. 

Row 
Player 

R 
Column Player 

p s 

R d1 0 1 -1 
P d2 -1 0 1 
s d3 1 -1 0 

Table B3.1: Rock, E_aper, Scissors game- Game matrix (M) [43] 

From Figure B3, di and ai are the probabilities that the row player and the column player 
have a particular value, respectively. 

Game value = dT M a = Li,j diMi,jaj 
The two player draw if Game value=O, Row player wins if Game value <0 and Column 
player wins otherwise 
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To win the game, each user needs to minimize or maximize the game value. In 

particular, Row player minimizes Game value while Column player maximizes Game 

Value. The following is the random Game Matrix: 

R p s 

R d1 .33 0 1 -1 
P d2 .33 -1 0 1 
s d3 .33 1 -1 0 

Table B3.2 Game Matrix with random probabilities, Game value= 0 [43] 
We now start adding new columns into the matrix. We also compute the edge and 

margin values. Every time a new column is added, the value of edge and margin will 

change accordingly. This means we can in fact change how the two players behave (by 

the total edge or margin) and therefore optimize the game value. 

R p s 
al az a 3 a4 margin 
.44 0 .22 .33 

R dl .22 0 1 -1 1 .11 
p dz .33 -1 0 1 1 .11 
s d3 .44 1 -1 0 -1 .11 

edge .11 -.22 .11 .11 
Table B3.3 New Column added, Game value= .11 [43] 

From the above idea, boosting can be thought of an incremental game in which rows are 

the examples (fixed) with di is the associated weight (this weight is used in computing a 

hypothesis edge). On the other hands, Columns are the weak hypotheses with aj is the 

associated weight (this weight is used in the fmal combination of hypotheses). 

In this setting, game matrix becomes the comparison table of the actual classification 

label of an example and the output of a particular hypothesis for that example. 

ex~le i label 

Mi,j = hj (xJ ~ 
j-th hypothesis 

Within the game matrix, edge of the weak hypothesis can be computed as Column sum 

and the margin as row sum. 

Edge of hypothesis hjat iteration tis: 
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Yt(hj) = Lf=l dt(i) Yihj(xD 
Mi.j 

Margin of example (xi, Yi) at iteration tis: 

Pt(Xi, YD = LJ=l aj Yihj(xa 
Mi.j 

In each iteration, one column is added into the game matrix. 

af a~ a~ 
df 0 d~ 0 -1 
di 1 d~ 1 0 
dj -1 d~ -1 1 

Iteration 1 Iteration 2 

ai ai a~ 
di 0 -1 1 
di 1 0 -1 
d~ -1 1 0 

Iteration 3 

To update the probability d, an optimization problem should be considered. That is, 

column player always picks column which has the largest edge (most accurate) w.r.t the 

current d. 

B-4 Multiclass boosting using error correcting 
A K-class classification problen1 can be reduced to multiple binary problems [43]. 

This can be done by using error-correcting output coding. Suppose that the number of 

classes, C, is large. Then new learning problems can be constructed by randomly 

partitioning the C classes into two subsets Ak and Bk. The input data can be re-labeled so 

that any of the original classes in set Ak are given the derived label -1 and the original 

classes in set B k are given the derive label 1. This relabeled data is then given to the 

learning algorithm, which constructs a classifier hk. By repeating this process K times 

(generating different subsets Ak and Bk), an ensemble of K classifiers h11 •.• , hK is 

obtained. 

To classify a new data point x, we have each hk classify x . If hk(x) = -1, then each 

class in Ak receives a vote, If hk (x) = 1 then each class in B k receives a vote. After each 

of the K classifiers has voted, the class with the highest number of votes is selected as the 

prediction of the ensemble. 
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A.ppendix C:. Th.e KDD-99 Dataset 
Fe-ature name ' Description 

,. 
' < ·' Type 

duration length (number of seconds) of the connection continuous 
protocol_ type type of the protocol, e.g. tcp, udp, etc. discrete 
service network service on the destination, e.g., http, discrete 

telnet, etc. 
src_bytes number of data bytes from source to continuous 

destination 
dst_bytes number of data bytes from destination to continuous 

source 
flag normal or error status of the connection discrete 
land 1 if connection is from/to the same host/port; discrete 

0 otherwise 
wrong_fragment number of "wrong" fragments continuous 
urgent number of urgent packets continuous 

Table C.1: Basic features of individual TCP connections. 

f't{ature name : •. /.J. ·Description ·· :\' ··~;:'t*'?! ,..., :-;. '-~<::~r~. _ ~~~J;~, · .. ;,: .;~ ,_t:.;, . . • . ·y ' "· .. ,.· ,. ·yp_e ·.··· .. 
hot number of "hot" indicators continuous 
num failed logins number of failed login attempts continuous 
logged_in 1 if successfully logged in; 0 otherwise discrete 
num_compromised number of "compromised" conditions continuous 
root_shell 1 if root shell is obtained; 0 otherwise discrete 
su_attempted 1 if ,, 

su root" command attempted; 0 discrete 
otherwise 
(su: changes the uer ID associated with a 
session) 

num_root number of "root" accesses continuous 
num file creations number of file creation operations continuous 
num_shells number of shell prompts continuous 
num_access_files number of operations on access control files continuous 
num_outbound_cmds number of outbound cotnmands m an ftp continuous 

session 
is_hot_login 1 if the login belongs to the "hot" list; 0 discrete 

otherwise 
is _guest login 1 if the login is a "guest" login; 0 otherwise discrete 

Table C.2: Content features within a connection suggested by domain knowledge. 

Feature name I Description !Type ' " 
' 

Note: The following features refer to these san1e-host connections. 
count I number of connections to the same host as the I continuous 

current connection in the past two seconds 
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serror_rate %of connections that have ''SYN" errors continuous 
rerror rate o/o of connections that have "REJ" errors continuous 
same srv rate % of connections to the same service continuous 
diff_srv _rate % of connections to different services continuous 
Note: The following features refer to these same-service connections. (srv ) 
srv_count number of connections to the same service as continuous 

the current connection m the past two 
seconds 

srv serror rate % of connections that have "SYN" errors continuous 
srv rerror rate o/o of connections that have "REJ'' errors continuous 
srv diff host rate % of connections to different hosts continuous 

Table C.3: Traffic features within a connection (source to destination) 

-Feature name, .o:ia'. ,' -,._ 'J,<!·•·;.r:. ~D~scription .. ~~-- ;;(-~~: ~~ . :~·:_~.~J'!.·r:·: -~'1"-Jt: ."" ''"'" ~-
.. ~- ·Typ~ : ~Y~·,. 

. . -:~, . · . ,~-

Note: The following features refer to these same-host connections. 
dst_host_count number of connections to the same host as continuous 

the current connection m the past two 
seconds 

dst host serror rate % of connections that have "SYN" errors continuous 
dst_host_rerror_rate % of connections that have ''REJ'' errors continuous 
dst host same srv rate % of connections to the same service continuous 
dst_host_diff_srv _rate % of connections to different services continuous 
Note: The following features refer to these same-service connections. (srv 

r----
) 

dst_host_srv _count number of connections to the same service continuous 
as the current connection in the past two 
seconds 

dst host srv serror rate % of connections that have "SYN" errors continuous 
dst host_srv _rerror rate % of connections that have ' 'REJ'' errors continuous 
dst host srv _diff host rate % of connections to different hosts continuous 

Table C.4: Traffic features within a connection (destination to source) (dst_host) 

Attack •! Category Test Set 10% KDD Set Whole KDD 
., _( ~ 

~ 

c •':J•r. ' ~ set -~· 

apache2. dos 794 0 0 
back. dos 1098 2203 2203 
buffer_ overflow. u2r 22 30 30 
ftp_write. r21 3 8 8 
guess_passwd. r21 4367 53 53 
httptunnel. r21 158 0 0 
1map. r21 1 12 12 
1psweep. probe 306 1247 12481 
land. dos 9 21 21 
loadmodule. u2r 2 9 9 
mail bomb. dos 5000 0 0 --
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mscan. probe 1053 0 0 
multihop. r21 18 7 7 
named. r21 17 0 0 
neptune. dos 58001 107201 1072017 
nmap. probe probe 84 231 2316 
normaL normal 60593 97277 972780 
peri. u2r 2 3 3 
phf. r21 2 4 4 
pod. dos 87 264 264 
portsweep. probe 354 1040 10413 
processtable. dos 759 0 0 
ps. u2r 16 0 0 
rootkit. u2r 13 10 10 
saint. probe 736 0 0 
satan. probe 1633 1589 15892 
send mail. r21 17 0 0 
smurf. dos 164091 280790 2807886 
snmpgetattack. r21 7741 0 0 
snmpguess. r21 2406 0 0 
spy r21 0 2 2 
sqlattack. u2r 2 0 0 
teardrop. dos 12 979 979 
udpstorm. dos 2 0 0 
warezclient. r21 0 1020 1020 
warezmaster. r21 1602 20 20 
worm. r21 2 0 0 
xlock. r21 9 0 0 
xsnoop. r21 4 0 0 
xtentL u2r 13 0 0 

Table C.5: Label counts of the KDD-99 datasets 
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Appendix D: Data preprocessing 

Value ' Assigned ;, 

tcp 0 
udp 1 
icmp 2 

Table D.1: Enumeration of the alphanumeric Protocol feature 

·Value t. r tt~)' )/ >4~ · • .{· ~· _ As~igned :" , •• : ~")'•'7;t~ 
's;-l _-k.;. '"" -'"'., • 

http 0 
smtp 1 
finger 2 
domain u 3 
auth 4 
telnet 5 
ftp 6 
eco 1 7 
ntp u 8 
ecr 1 9 
other 10 
Private 11 
pop3 12 
ftp data 13 
fje 14 
time 15 
mtp 16 
link 17 
remote job 18 
gopher 19 
ssh 20 
name 21 
who is 22 
domain 23 
login 24 
imap4 25 
daytime 26 
ctf 27 
nntp 28 
shell 29 
IRC 30 
nnsp 31 
http 443 32 
exec 33 
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printer 34 
efs 35 
courier 36 
uucp 37 
klogin 38 
kshell 39 
echo 40 
discard 41 
systat 42 
supdup 43 
iso tsap 44 
hostnames 45 
csnet ns 46 
pop2 47 
sunrpc 48 
uucp path 49 
netbios ns 50 
netbios ssn 51 
netbios dgm 52 
sql net 53 
vmnet 54 
bgp 55 
Z39 56 
ldap 57 
nets tat 58 
urh i 59 
Xll 60 
urp i 61 
pmdump 62 
tftp u 63 
tim i 64 
red i 65 

Table D.2: Enumeration of the alphanumenc Service feature 

Value Assigned 
SF 0 
Sl 1 
REJ 2 
S2 3 
so 4 
S3 5 
RSTO 6 
RSTR 7 
RSTOSO 8 
OTH 9 
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IsH Ito 
Table D.3: Enumeration of the alphanumeric Flag feature 

··Basic feature extract 
DATA basic; 
SET Train(KEEP =duration protocol_ type serv1ce flag src_bytes dst_bytes land 
wrong_fragment urgent class); 
RUN; 

DATA content; 
SET Train(KEEP =hot num_failed_logins logged_in num_compromised root_shell 
su_attempted 
num_root num_file_creations num_shells num_access_files num_outbound_cmds 
is_host_login is_guest_login class); 
RUN; 

· Ttafflc-baseq featrire_ extract 
DATA traffic; 
SET Train(KEEP = count srv _count serror_rate srv _serror_rate rerror_rate 
srv _rerror_rate 
same_srv _rate diff_srv _rate srv _diff_host_rate dst_host_count dst_host_srv _count 
dst_host_same _srv _rate dst_host_diff_srv _rate dst_host_satne _src _port _ _rate 
dst_host_srv _diff_host_rate dst_host_serror_rate dst_host_srv _serror_rate 
dst_host_rerror_rate dst_host_srv _rerror_rate class); 
RUN; 

'"'Remove duplicated. records . 
PROC SORT IN=Test OUT=Test_NoDup NODUPLICATES; 
BY _ALL_; 
RUN; 

Table D.4: SAS code for feature extractions 

1 Attack .cate orization for Train set 
DATA Train; 
SET Train_raw; 
SELECT; 

when (Class in ("normal.")) Class= "normal"; 
when (Class in ("back.", "land.", "neptune", "smurf.", "teardro", "pod.", "0.00")) 

Class= "dos"; 
when (Class in ("buffer_", "loadmod", "perl.", "rootkit" )) Class= "u2r"; 
when (Class in ("ftp_wri", "guess_p", "imap.", "multiho", "phf.", "spy.", 

"warezcl", 
"warezma")) Class= "r21"; 

end; 

when (Class in ("ipsweep", "nmap. ", "portswe", "satan.")) Class= "probe"; 
otherwise; 
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OUTPUT Train; 
run; 
Attack_ categorization for Test set 
DATA Test; 
SET Test_raw; 
SELECf; 

i. 

when (Class in ("normal.")) Class= "normal"; 
when (Class in ("ipsweep. ", "nmap. ", "portswee", "satan.", "saint.", "mscan. ")) 

Class= "probe"; 
when (Class in ("ftp_writ", "guess_pa", "imap.", "multihop", "phf.", "spy.", 

"warezcl", "warezmas", "xsnoop.", "sendmail", "named.", "httptunn", "xlock.", 
"snmpgues", "snmpgeta", "worm.")) Class= "r21"; 

when (Class tn ("buffer_o", "loadmodu", "perl.", "rootkit.", "ps.", "xterm.", 
"sqlattac")) Class= "u2r"; 

when (Class in ("back.", "smurf.", "teardrop", "land.", "neptune.", "pod.", "apache2.", 
"processt", "udpstorm", "mailbomb")) Class= "dos"; 

otherwise; 
end; 
OUTPUT Test; 
run; 

Table D.5: SAS code for attack categorization 

Class labels enumeration : ~ ~ '· 
: < • ~-':1-: 

,. :"-

.( .,, " t ~ ·:~~ .. , ~ "' "' 
DATA Correct_classified; 
SET Test_classified (keep=class); 
if (class= 'normal')then classcode = '0'; 
else if (class= 'probe') then classcode ='1'; 
else if (class= 'dos') then classcode ='2'; 
else if (class = 'u2r') then classcode ='3'; 
else if (class= 'r21') then classcode ='4'; 
RUN; 
Class labels ·encoding for a specific attack .. ' 'c ' 

~-
,; -~ .,. " f. ~ . 

%LET classid = 2; 
DATA TempDat; 
SET Train_ basic; 
if class-= "&classid" then class=O; 
else if class = "&classid" then class= 1; 
RUN; 
Sampling >'-'--•. . ;_£ '.'··, 

PROC SurveySelect Data=test_original out=sample method=SRS samplesize=20000; 
run; 

Table D.6: SAS code for other tasks 
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Appendlx E: M'ATLAB code for BMPNN 
leaveOneOut CrossValidaUon 

-
_ _j 

Eva!uatlonDfsp1aycr · ConfussionMatrix n =:===1 _I 
evaluation 

CostMatrix ·J L ROCGeneralor 

FormattooContussronTil1atrtx 

Table E.l: BMPNN implementation: evaluation package 
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RclaceCeliArray ; NorminaiToBi:nary Standardiz-e Unbinarization Bi nariitoatton 

~ 1 I 
OataCJeaning , SplitData 

- I r 
Normalization 

preprocessing 
Numeric Transform 

r-- ~ 

I L --

R~nr,tqlri.S3mp1e . - S~~lf;Un~rization 

I Colu mnManfpulator I 

~ 

I 
~e.arehCol() 
f+d.eteteCol{} 
-taddCol{) 

matrix 

L ~tu 
+1nsertCoiO 
+t'QplaceCol() --- +convertCoiO 

Datal oader 1 I __j L ~~~---.........._ 

A2CSV ~Converter 
I 

I file _converters -

_t I n 
CommandUoe Timer 

- io 

: 'Data Viewer ~ 

File Handler 
LoadDataFromFIIe --

DistributionGeneralor I--- ..fiWriteO 
+read() 
+sparse{} 
~l'emeNeO 

Table E.2: BMPNN implementation: utilities package 
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VQPreproe&ss VectorQuantization 

I J 

r---1 I 
HYpothoslsAggrcgator ~ 

quantization 

------, ----"J BNPNN 

classifiers r-- bmpnn 

Classifier DensityChecke~ DlstrlbutionGeneralor 

f+buiJd:Ciassifier(} 
f+dassifylnstanre{) 
f+debuffip Te~) 
f+distributionForl nstance() 
+forNam(} 
f+getoebug{) 
l+getOptloos(} 
+tis_ Options() I 

f+makeCopies{) 
tmakeGopy{} 
f+selt>ebugO 
f+:!>(,·tOptlons() ·-

Table E.3: BMPNN implementation: bmpnn package 

addpath(genpath( 1 Libra r y 1
)); 

clear all ; clc; 

tic; 

% ------- TRAINING PHASE -------------
% craining_file = LoadDataFromFile( ' Data/abalone_training . csv' , 
~s 

train_file_name = 1 Data/ abalone_t~raining . csv ' ; 
evaluation_file_name = 1 Data/abalone_testing . csv '; 
delimi ter= ', '; 

I 1 ) . 

' ' ' 

training_file = LoadDataFromFile(train_file_name, delimiter); 
evaluation_file = LoadDataFromFile(evaluation_file_name, delimiter); 

% cleaning = binarization + normalization . no inputs and no_outputs 
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•:-:ill be 
% updated as ~e~l . class list is returned 
[training_file_ cleaned no_inputs no_outputs class_ list] = 
DataCleaning(training_file); 
evaluation_file_cleaned = DataCleaning(evaluation_ file); 
% convert dataset to array of doubles 
training_file_ cleaned = double(training_file_ cleaned) ; 
evaluation_file_cleaned = double(evaluation_ file_cleaned); 

9o I) C) qtl a 11 t j_ z at. i. on/ c 1 1..1 s t e r j_ rl g 

ampx = 1; 
amps = 1; 
quant_x 1; 
quant_ s = 32; 

training_set = VectorQuantization(training_file_cleaned, no_i nputs, 
no_outputs, ampx, amps , quant_x, quant_s); 

% ---- --- TESTING PHASE -------------
% Run test optimization 
START_SIGMA = 0 . 05; 
[OPTIMAL_SIGMA, MIN_MSE] 
bmpnn_ TrainingOptimization(training_file_ cleaned, 
evaluation_file_c l eaned, START_SIGMA, n o_inputs, no_ output s); 
START_SIGMA 
OPTIMAL SIGMA 
MI N_MSE 

% compute predicted_se-c from bmpnn 
S I GMA = OPTIMAL_S I GMA 
[MSE, predicted_set] = bmpnn_TestEvaluation (training_fi l e_cleaned , 
evalua t i o n_file_cleaned, SIGMA, no_inputs , no_ou tputs ); 
predi c ted_set = p r edicted_se t ( : , no __ ou tputs+1 : end ) ; 

% Sncoding 100 -> 1 , 010 -> 2 , 001 -> 3 , any conf ict (110 , 101 , Cll) -
> -1 
% no class dominant (000) -> 0 
[p red i cted_ s e t] = Unb i na r izatio n (p r edicted_set,class_l i s t ); 

% get t~e 2ast column of evaluation tile . This column will be 
considered as 
% acu-cual labels which are then compared against -che predicted_set to 
% oroduce confusion matrix . 
var_ names = get(evaluation_f ile, 'VarNames ') ; 
last_ col_name = var_ names [200 ]; ~;; ge~. th'-~ last coLm'n n::::.me 
last_col = eval ( [ ' evaluation_ file . ' last_col_name ]); 
% confusion matrix 
[confusion_matrix , formated_con f _mat , metrics] = 
Di splayEvaluationMetric s ( cellstr(last_col), predicted_se t, 
class_list ); 
toe ; 

addpath (genpath ( ' Library ')) ; 
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clear all ; clc; 

% .. STEP l : --------------- USER DEFINED GI.JO.BAL \f.~Rl~~LBLES -----------------

train_file_name = ' Data/abalone_t raining . csv '; 
test_file_name = ' Data/abalone_ testing .csv '; 
evaluation_file_name = ' Data/abalone_evaluation.csv '; 
delimiter= ', '; 
no_inputs = 8; 
no_outputs = 1; % ASSUME there is onlv ONE output va riable (class) 
quant_x = 10; 
quant_s = 3 2; 
START_SIGMA = 0.05; 

~" bmpnn_classifier is the MAin class for bmpnn . It takes care of 
everythinc;r 
% (clustering - quantization , training parameter optimization , testing 
a.nd evaluation ) 

test_file_name, 

% This function will group N records ( rows) into M clusters where M<N 
(ofcourse) 

% original_ data 
% 
~;:; 0 4627 
~;; 0 26 ·"...., / i 

% 0 1922 
% 0 1412 
~s 0 1 490 
~; 0 1333 
:s 0 1490 

% resLil L __ dc .. ta 
% 

% 

% 

% 
% 
% 

0 . 4118 
0 . 3569 
0 . 1718 
0 . 2014 
0 . l 76 8 
0 . 1875 
0 . .:1830 
0 . 4986 
0 . 5900 
0 . 6765 
0.839.5 
0 . 8285 

= (first 

0 2627 
0 1922 
0 1 412 j 

0 1490 
0 1333 
0 l <± 9 0 
0 1882 

0 . 3395 
0 . 1754 
0 . 1785 
0.1747 
0 . 2014 
0 . 3291 
0 ~ 47B3 

0 . 6022 
0 . 6766 
0 . 8:199 
D ~ 8416 

0 . 8121 

%In Lhe RESULT DATA: :::: 

4 columns 

0 1922 
0 1412 
0 1490 
0 1333 
0 1490 
0 1882 
0 .235.3 

0 . 1714 
0 .16 54 
0 . 1808 
0.2203 
0 . 2920 
0 . 3821 
0 . 4721 
0 . 6537 
0 . 8172 
0 . 8232 
0.84D3 
0 . 7882 

are input: 

0 1412 
0 1 <} 90 
0 1333 
0 1490 
0 188~ 

0 2353 
0 1647 

0 . 1608 
0 . 1793 
0 . 191.3 
0 . 2977 
0 . 3415 
0 . 3992 
0 . 4685 
0 . 8229 
0.8166 
0 . 8~~82 

0 . 8305 
0 . 6888 

f last column is out: put ) 

0 3373 
0 3255 
0 3294 
0 ~ ..... -.,., 

-.) I.) 

0 3529 
0 3725 
0 3961 

0 .3342 14.0000 
0 . 3294 11 . 0000 
0 . 3718 43 . 0000 
0 .42 10 11 . 0000 
0 . 4510 11.0000 
0 . 5034 25 . 0000 
0 .4 999 121. . 0000 
0 . 6657 20 . 0000 
0 . 6808 13 . 0000 
0.6922 12 . 0000 
0 . 6509 51 . 0000 
0 . 5793 :1 . 0000 

% The last colunn is the number of vectors that are grouped (because 
they are similar) 
% into the same cluster . So for the f~~st cluster , we have 14 member 
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vectors . 
% The first 5 columns are the average of the 14 member vec~ors . 

% Sc; , each c1tlster , tJ,Ie ll2~':e t_b_e \.Yeigi1t \ slze or r:tliTJ)er of n1errLber 
vectors) ano 
% ct L-epr.--esent.ative vect.ol- Wl1lCll is 1:.l1e a\..:-· e~ca.s-re of rnernber ve.c-:.or·s . 
% ?.1-'.l er·age == S1JH1 / rl.untbe:c_of_mentf)eJ.-:·_\rec;tc._Jrs 

% HOv~ TO FIND SINIL.l\c"{ VECTORS'? 
-".; ~\fe cannot compare original data . v·ve. nee.d to quant.ize I digitalize.; 
s ample it . This means 
% we will partition the data 1nto many equal intervals (or levels) . The 
number of these intervals are. called 
% quantization le.vels 
% 
% ampx = amplitude of input features 
% amps = amplitude of output features 
%- q1...1an·t_ x 
% quant s 
% de.lta_ x 
% delta s 

% 

quantization le.vel of input (number of intervals ) 
quantization level of output (number of intervals ) 
ampx/quant_x .(length of an interval) 
amps/quant_ s (length of an interval ) 

% ==> QUANT I ZATICN PROCESS ( TRANSF0N."1i"\TION : original -> quantized) : 
% 1 .. GENF..:RZ\1 LY : \.}uant.ized data == c1 .cigin.al data / d_elta (r1ot rr~L1cl1 Ltsed) 
% 
% 2 . or we can also consider QUANTIZATION ERROR , and get a new 
equation : 
% quanti zed data original data I cie l·ta 
% quant i zed data original data del ca. 

% 3 . We then do the FLOORING: 
% quantized data = FLOOR (quanr.:i.ze.d data) 

+ 0 
0 

5 
5 

for original data>=D 
for original data<O 

% 4. The result now will be integer, not double as oriqinal data . 

% ==> CLUSTERING PROCESS (GROUPI~G : based on quantized data) 
% l . 2 vectors are called similar if ALL of their corresponding columns 
a~ce equal 

% 2. Now we have 2 array (with rows called ' vectors' or 'records ' ) 
% unquant arr = original daca 
~ unquant resulc = output of this runcc1on , l.e . che list or 
c_~ltJSt.E~rs 
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% 
% ~ · We then apply ~he QUANTIZATION PROCESS and get other 2 arrays : 
'6 quant __ arr : q1..:antized data (same size \vi.th original data) 
% quant_result : same size with quant_ arr , but has an additional 
c--:olLlffil1 

This array is supposed to store clusters . So cfcourse 1ts 

or·iginaJ_ da.ta 
% 

Initially , this array has all zeros values . We then will add 

similar vectors 1 . e . each row is a cluster) . At the end , 

% empty rows at the bott.om of the array , we: ;,-;ill truncat.e it ~ 

% 
% 4 . So , we know that every vector in unquant_arr will have a 
corresponding vector in quant_arr 
% (same index ). For example : 
% unquant arr: has first vector called unquant_ Vl 
% quant_arr has first vector called qLJant_ Vl 
% and ofcourse , v,;e can say : unqu.::tnt_V1 <=> quant_Vl (corresponding) 
% 
% 5 . Now , we will use vec~ors in quant_ arr to compare to each other , 
and then group them up . 
% The result of this process vJiLl let us know , which vector quant_Vi t.o 
be grouped. 
% using t.his knowledge , we will then ACTUALLY SUM UP all corresponding 
vectors in unquant_arr (unquant._Vi) . 
% So , as we can see , we only use quantization for checking similarities 

while we use the 
% original data (unquant.) for t.he actually GROUPING i.e . ADDING and 
.l\\'ERAGING. 
% 

% 6 . We now gradually compares 2 arrays unquant_arr and unquant_result. 
% Fol- eac~l: vec.~tor \1Uant._\71 ir1 cp .... ;ar1t_ar:r .. , ..,Ale ci1eck 
%wether there is already 1 SIMILAR vector quant_VVl in quant_result . 
===> \o.Je compare QUANTIZED data 
% (REI.Vi.IND : quan~_Vl in quant_ arr cGrrespond to unqu::tnt _ Vl in 
UrlCl't.laf1t al-.L 

-urlqlJCJ.l""l t:_re.st1l t) 

==> we ADD UP UNQUANTIZED data 
9.:> if Yt~S r 1.-ve ALJD L!l1Cj_·-ue;.rlt._\!1 t.(.J L:rlqLJant_\7'\.!l . (o·\.rer the ·time , \Ve are 
accuromulatinq similar vec~ors) 

we ASSIGN unquant Vl 
zerc)s , no\.v it. == -u n\.1Uallt._\71) 
=6 

t,.._; tJnqL~al1·t '\l\71 . 

% The fi~al result is unquant ~esult 

% After QUANTIZATION PROCESS : 

(unquant_VVl \.::as .... l l 
CL.L j_ 
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% qua11t arr 
% 
% 1 1 !\ u G 
~s 1 f'\ v u 0 u 
% 0 0 0 " v 
?o ,., 

u 0 0 D 
% 0 0 0 0 
% D n 

I.J 0 0 
% 0 0 0 0 1 
0 
"'5 0 0 II " \) 

% Based f:r_~orn L hi s ar:r_-av ' "t:~:e now group similar vectors! . 

% 

% 

% 

% ampx = amplitude of input featu~es 
% amps = amplitude of output features 
% quant_x quantization level of input (nurnber of incervals) 
% q 1ar1t_s 
% delta x 
"'6 del t a_s 

quanti zat ior:. leve ~ of output. ( rrurnber of int.e.cval s) 
ampx/quanc_ x (lengtn of an interval) 
amps/quanc_s (length of an interval) 

96 INPUT = original_ data = double arrav 

function result_data = VectorQuantization(original_data, no_inputs, 
no_outputs, ampx, amps, quant_x, quant_s) 

delta_x 
delta_s 

ampx/quant_x; 
amps/quant_s; 

no_rows = size(original_data , l); 
no_cols = no_inputs + no_outputs ; 
original_inputs = original_data( : ,l:no_inputs); 
original_outputs = original_data ( : , end-no_ outputs+l:end); 

unquant_arr = original_data; 
u nquant_result = zeros (no_rows , no_ cols +l); 
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arr1 = VQ_Preprocess(original_inputs, delta_x, 
arr2 = VQ_Preprocess(original_outputs, delta_s, 
quant_arr = [arr1 arr2]; 

0. 5); 
0. 5); 

% ============== DEBUG by uncommenting the below : 

% qt1c1nt. arr 

quant_result = zeros(no_rows,no_cols+1); 

no_clusters = 0; 

% Perform clustering task by grouping similar vectors in quant arr 
f o r i =1 :no_rows % for each row in quant_arr 

found_new_pattern = 1; 
for j = 1:no_rows 95 for each ro\,I in quant_restlt 

"to use quant_arr and result for: CJrOtlping purpose (decide \'>ihere 
% should grouping ~ake place 
i f ( no_clusters > 0 && . .. 

quant_result(j,end)>O && 
all(quant_arr(i, :) == quant_result(j,1:end-·1))) 
% find a vector in quant arr similar to a vector in 

quant_result 
% we add up the correponding unquant arr and result (will 

take average later ) 
%We actually group unquant_arr and result . 
unquant_resul t(j,1:end-1) = unquant_result(j,1 : end-

1)+unquant_arr(i, :); %actual grouping 
unquant_result(j,end) = unquant_result(j,end) + 1; 
% increment the number of vectors belonging to same clus~er 

1; 

found_new_pattern = 0; 

break ; 
er1d 

end 

if (found_new_pattern) 
% no existing patt:.e:cn (vecor) in quant_result is found to be 
% similar to a vector of quant_arr , we include this new pattern 

no 6lusters = no_clusters + 1; % because matlab index scarts 
r1ot: 0 
quant_result(no_clusters,1:end-1) = quant_arr(i, :); 
quant_result(no_clusters,end) = quant_result(no_clusters,end) + 

unquant_result(no_clusters,1:end-1) = unquant_arr(i, :); 
unquant_result(no_clusters,end) = 

unquant_result(no_clusters,end) + 1; 

end 
e nd 
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% normalization : the unquant_result so far has each row (1st row to 
no_clusters rows) 
% is the sum. of similar vectors , its last colurrm is the number of these 

% We now take this sum and divide by this number (i . e . the last colum) 
f or i=1:no_ clusters 

i f (unquant_result(i,end)-=0) 
unquant_result(i,1:end-1) 

1) ./unquant_ result(i,end); 
end 

e n d 

unquant_result(i,1:end-

% also , in unquant_rest:lt , for rov: that has last column as 0 (empty 
rows . The s e rows start from no_ clusters ) 
% we will delete this row . As the result , the unquant result is reduced 
from the size of 
% or .. igin.al_d_a.t.e'" tc1 tl1e shorter~ ar·r.--cty (i ~ e . n_Llrtlber of cluster. .. s < r11.11nber_~ 

of tatal tr-aining samples) 

% ============================ DEBLJG by Ul1Cc)rrrrnenting t1'1· belov.; : 

no_clusters 
unquant_result (no_c lus ters+1 :end,:) [ ]; 

offset) 

% Preprocess the data and return the result . 
% We will take all positive elements of data ! delta and 
% And all negative elements of data I delta and - offset 
96 ~ve then floor the r"':sul1... to the c:Losest. integer . 
% floor(0 . 98) = 0 ; floor(l . 98) 1 
result = data ; 
[r1,c1] find(data<O ) ; 
[r2,c2] = find (data>=O); 

count1 = length(r1); 
for i = 1:count1 

result(r1(i),c1(i)) 
end 

count2 = length(r2); 
for j = 1:count2 

result(r2 (j), c2 (j)) 
end 

floor(data(r1(i),c1(i))/delta- offset); 

floor(data(r2(j), c2(j) ) /delta +offset); 

% this function is specially lS for boosting . So it hides most 
-,1n:ce lated 
% things . BasicaJly , lt only seeks for optimal sigma, use 1c t0 compute 
the 
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%predicted set of ~he given eval se~ . Thats all , nothing else will be 

% -c..rair1in~~-file : datc .. set 1.1sed for optin1izc .. tion a r1d £ir1e tu.ning S lgma 
% evaluation file : daatset used ror test evaluation 

% STAGE 1 : VECTOR QUANTIZATION : original ~raining_file -> smaller 
t:ca.i r1ir1g_sc:t. 
% S~If\GE 2 : 'TR.i\Il\J OP'TI IviiZATIOl 1

: o:-cic;i rlt:tl t:rair1ir1g_se-r~ + s-f}\Rri SIG~·iA -> 
search f:o:c 
% SIGt,-t:;_ tl1at oesc l .. e,__itJce t.l1e error 011 test set = trainirlg_t:li_e 
(unquantized) 
% ST.'"'-:;_(;_E 3 : T.ES1' E:\/2-\.ljlJI\.'riON : }-;r--od.LJce f:-lredicted set_ tlsin.g optirnal SIC;r:tA 
c3.nd 
% evaluation_se~ 

% predicted_ set : the cell of labels . Normally , the}/ are ' 0 ' and 1 l 1 

% (boosting specific) . So , you may need to convert them to numeric , 
% i . e . str2num(predicted_set{4}) 

% HOW TO LOAD DATA? The foLLowing is 2 e~amples : 

% training_file = LoadDataF:r_·omFile (train_ file_name , delimiter ); 
% evaluatio:1 file == LoadDataFromFile (evaluation_file_name , delimiter:) ; 

% INPUT -= training_fi1e , evalua.tion_f:Lle = dataset 
% OUTPUT= pr·edict.ed set. = cell of string (1 column) . (use 
p:r_·edicted_set. { : } to display) 

function [ predicted_set ) = BMPNN_prediction(training __ file, 
evaluation_fi.le, no_:_inputs, no_outputs, quant_x, quant_s, 

START_SIGMA) 

--------- STEP 1: VECTOR QUANTIZATION for training_set 

format compact ; 

binarization T normalization. no_input.s and no_outputs 
wi l l be 
%updated as well. class list is recurned 
[training_file_cleaned no_inputs no_outputs c.lass_list) = 
DataCleaning(training_file); 
evaluation_file_cleaned = DataCleaning(evaluation_file); 
% convert da~aset to array of doubles 
training_set = double(training_file_cleaned); 
test_set = training_set; 
evaluation_set = double(evaluation_file_cleaned); 

% Do quantization/clustering 
ampx = 1; 
amps = 1; 

! n .. 
.l.. v ' 
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% qL1a11 t _s == 3 2 ; 
fprintf ( ' \n\n --- VECTOR QUANTIZ1\TION PROCESS ---\n '); 
tic; 
training_set = VectorQuantization(training_set, no_inputs, no_outputs, 
ampx, amps, quant_x, quant_s); 
fprintf(' \n '); toe; 

% ---------------- STEP 2 : TRi"\INING c:JPTIL'-liZATION usiri.~J te:3t set 

"s hove man.y t.es t samples? 
test_size = size(test_set,l); 

% Run test optimization 
% START_SIGMA = 0 . 05 ; 
fprintf ( ' \n\n - -- RUN THAINING OPTII'--1IZfi,TION -- - 1

); 

fprintf([ 1 \n Initial Sigma= 1 num2str(START_SIGMA)]); 
t .ic; 
[OPTIMAL_SIGMA, MIN_MSE, OPTIMAL_PREDICTED_ARR] = 
bmpnn_TrainingOptimization(training_set, test_set, START_S IGMA, 
no_inputs, n o_outputs); 
fpri ntf([ ' \n Optimal S i gma ' num2str(OPTIMAL_SIGMA)] ); 
fprintf ( [ ' \n ]Vlinimum MSE ' num2str (MI N_MSE)]); 
fpr i nt f ( 1 \n '); toe; 

% STEP 3 : --------------------- TEST EVALUATION-----------------------

% compute predicted_set from bmpnn 

SIGMA = OPTIMAL_SIGMA; 
fprintf ( '\ n\n ---RUN TEST EVALUATION--- '); 
fprintf ( [ ' \n SIGMA = ' num2str ( SIGMA ) ] ) ; 
tic; 
[MSE predicted._set] = bmpnn_TestEval uation ( training_set , 
evaluation_set, SIGMA, no_inpu t s , no_outputs ); 
fprintf ( [' \n MSE = ' num2s t r(MSE ) ] ) ; 
fprintf(' \n ') ; toe; 

9c pr·eaicted_set 
predicted_set = predicted_set(:,no_outputs+l : end); 

% predicted_sec output as cell of double (100 , 010 , 001 . .. ) 
's \•Ie ::cov1 trans1ate it co .1.abe1 list (100 -> ..!... 1 010 -> 2 , OO.l -> .5 • • • ) • 

I'his is 

% later , if necessary , we then further tr~nslate lC to origi~al 
class list. 
% (1->c_la.ssO, 2->classJ. , 3->cl.ass2 ~ .. 
[predi c t e d_ set] = Unbinarization (predicted_set, cl a s s _ l i s t) ; 
predicted_ set = n um2cell(predic t ed_set) ; 

% get the last column of evaluation file . This co~umn will be 
cons ide:r_-t::;(i as 
% acutual labels which are then compared agalnst the predicced sec to 
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~ produce canruslon matrix . 
var_names = get(evaluation_file, ' VarNames '); 
last_col_name = var_names[200]; %get the last co1wnn name 
last_col = eval([' evaluation_ file .' last_col_name]); 
% confusion matrix 
[confusion_matrix, formated_conf_mat, metrics] = 
DisplayEvaluationMetrics( num2cell(last_col), p redicted_set, 
class_list); 

% REQUIREMENTS : The dataset must not have any nom1na~ column and all 
% coulms must be numeric data falling in~o range of O: l]l 

% Training_data = ' 0 ' data , i . e . containing the clusters and their 
% associated weights . The training data has 1 column more than 

% Training ' 0' data = (l ast column i s n o of vectors within cluster) 
% 0 . 4113 0 . 3395 0 1714 0 1608 0 3342 14 0000 
% 0 . 3569 0 1754 0 1654 0 1793 0 3294 11 0000 
% 0.1718 il 

~~ 1785 0 1808 0 1913 0 3718 43 0000 
% 0 .20 14 0 1747 0 2203 0 2977 0 4210 11 0000 
'"6 0 . 1768 0 201 4 0 2920 0 3415 0 45lD 11 0000 
'.';: 0 . 18'75 0 3291 0 3821 0 3992 0 5034 25 0000 
"6 0.4830 0 4783 0 4721 0 4685 0 4999 121 0000 
96 Testing ' A ' data --
-% 0 . 4627 0 2627 0 1922 0 1412 0 3373 
"c; 0 . 2627 0 1922 0 1412 0 1490 0 3255 
S.; 0 . 1922 0 1412 0 1490 0 1333 , .... 3294 u 
% 0 . 1412 0 1490 0 1333 0 1490 0 3373 

0 1333 0 1490 r\ 1382 0 3529 u 

% 0 . 1333 0 1490 0 1882 0 2353 0 3 725 

% no_inputs and no_outputs are of the ' A' data . We can easil y assume 

% Lhe ' 0 ' data would be similar excep~ that i~ has an addi~ional column 
at the 
% end , and this coJumn does not belong to ei.~he.r.::- input 7 ar.·s or output 
va.rs . 

% BMPNN equations : 
% for each testing vector x : 
%· ==> outpLlt. (for eac:I1 c._:1Jt.put va.r _:_able s) = \Ve ig·1tted s1.nn 
total :ikelyhood 

~s :__c_;tc .. l __ l i_ kel~,;l-:oc;d =~ s ·un~ C)£. li1<e~yl1C)Od oi=-- a.ll t.1~a.ir1ir~g ~\:-ec;t~ cLcs 

% likelyhood = Gaussian F * Z 
%Gaussian F = EXP((X-C)"'(X-C) ' /(2~·siG''2)l ==> reac1 :.he no:.-.e belch' 

% M 1 2 5 ~ ~~ 

% Ivi 
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% j_ 2 

~~ ans == 5.5 

% So this means , M*M ' = sum(M . *M) 

set , v.:l~ can 
e v alua.te 
% / p r edict the ta.rge t v alues of a t raining set . The output s ar ·. the 

% t hat sigma on the te s t set a nd che predicted values predi c ted_ a r r of 
the tar·get 
Yo \Iar·ictble ~ 
% p r edicted_ arr contains all the t a r get columns with acutal values and 
all the 
% tan,1et columns t,,; ith predicted values of the test set . Comparing these 
% columns , we can calculate the errors . 

% INPUT = training_data , testing_data = double array 
% 0\:.lTPUT = MSE = double , predicted __ arr = double array ( l eel umn) 

function [MSE, predicted_arr] = BMPNN_TestEvaluation(training_data, 
testing_data, SIGMA, no_inputs, no_outputs) 
MSE = 0; 

normalization= l/(2*SIGMA*SIGMA); 

test_size = size(testing_data,l); 
train_size = size (training_data, 1); % number of c11..1ste·cs 

predicted_arr = zeros(test_size,no_outputs); 
% an array : lst L col is actual test output features, 
predicteci 
% outputs 

MSE_Arr = zeros(test_size,no_outputs); 

for i=l :test_size '"6 for each test sample 
suml = zeros(train_size,l); 
% sum2 = zeros(train_size , no_outputs); 
gauss_f = zeros(train_size,l); 

L.IJ.Q L 

for j=l:train_size % for each train sample cluster 
difference= testing_data(i,l:no_inputs) -

training_data(j,l:no_inputs); 

....-." ; \,_,\._.·_;_ 

sop= sum(difference.*difference); % <=> diiference*difference' 
! I 

gauss_f(j) = exp(-normalization*sop); 
suml ( j) = gauss_f ( j) . *training_data ( j, end) ; ~' ] __ :_k<.:-=1 ih.coci 

end 

total lh sum(suml); % totaJ likelyhood 
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for k=1:no_outputs % for each output variables 
current_output = 0; 

% .SL1rrt2 == (gatlss_f . *t.r(.~irting_clc .. ta ( : , er1d) ) . *t.:cain.ing_ data ( : , end-
no_ou::puts) ; 

sum2 = (gauss_ f.*training_data(:,end)) 
.*training_data(:,no_inputs+k); 

current_output = sum(sum2)/total_lh; 

end 
end 

MSE_Arr(i) = (current_output- testing_data(i,end)) A2; 

pre dicted_arr(i,k) = current_output; 
% record the predicted values 

MSE sum(MSE_Arr); 
MSE 0.5 * MSE I (test_size *no_outputs); 

predicted_arr = [ testing_data(:,no_inputs+l:end) predicted_ar r]; 
% concat the L actual outputs of testing data in front of the predicted 
Ys valves 

% REQUIREMENTS·: The dataset must not have any nominal column and all 
% coulms must be numeric data falling into range of [0 : 1] ) 

% Training_data = ' 0 ' data , i . e . containing the clusters and their 
% associated weights . The training data has 1 column more than 
l.,est ing_clcLtc1 

% 'lraining ' 0' 
96 0 . 4118 
% 0 . 3569 
% 0 . 1718 
% 0 . 2014 

0.1'/68 
% 0.1875 
% 0.4830 
% rrestir1g ' A' 

% 
% 
% 

0 . 4627 
0 ~ 2627 

0.1922 
0.1<112 
0 . 1490 
0 ~ 1333 

data = (last column 
0 . 3395 0.1714 
0.1754 
0.1785 
0.1747 
0 . 2014 
n ~/')o·' 
v • .5 L _, l. 

0.4783 
data = 

('"\ """!': .J 1 
U.L:OL.I 

0 . 1922 
0.1412 
0 . 14.90 
0 . 1333 
C! . l490 

0 . 1654 
0.1808 
0 . 2203 
0 . 2920 
0 . 3821 
0 . 4721 

0 . 1922 
0 . 1412 
0 . 1490 
0 . 1333 
0 . 1490 
0 . 1882 

is r!<..J of 
0.1608 
0.1793 
0 . 1913 
0 . 2977 
0 . 3415 
0 . 3992 
0 . 4685 

0 . 1412 
0 . 1490 
0 . 1333 
0 . 1490 
0 . 1882 
0.2353 

vectors within cluster) 
0 . 3342 
0.3294 
0 . 3718 

' 0 . 4210 
0 . 4510 
0 . 5034 
0 . 4999 

0 . 3373 
0 . 3255 
0 . 3294 
0 . 3373 
0 . 3529 
0.3725 

14 . 0000 
11 . 0000 
43 . 0000 
11 . 0000 
11 . 0000 
25 . 0000 

121 . 0000 

% ~o_inputs and no_outputs are of the ' A' data . We can easily assume 
t.l1at 
% the ' 0 ' data ~auld be similar except that it has an additional column 
at the 
% end , and this column does not belong to eithe~ input vars or output 
\::a.cs . 

% This function will calculate the optimal SIGMA from our INITIAL 
S::::Gtv11\. Basically , 
%it. t.'-f.i ___ ll c:r..-ea.t.e 011 '"~L·cra\-~ c;r pos.siLJ.le SIG~1?:.. st.ar.-t fro:n INITL\L 
~~ IC;~·1J"\ .. F~c)r. ea. c.~ li 
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9c C)£ -c.l1ese D\)Ssible SIGlvl!\.. , ~-..re c e..;ntcu-ce tl:e c~ C)l-resr)orrdin~r MSE . Tl1e SIC~f .. i!.;. 
v-;i t.l1 1Vl.tJest 

% set . 
% predicted_ ar r contains all the target columns with acutal values and 
a.11 tl1e 
9o target colL1In11s v.:itl1 preclic~ted. "\:altles b\i tlsirlg OPTIIvL~~L SIG~-L~ c;n t .l'i.e 
·test set . . 

% INPUT =" training_ data , testing_ data = double array 
~; OUTPUT = OPT It,'L\L S I G~.:JJ.l, dc)ul_;le , ~1IN_Iv1SE == dcruble , 
OPTI!V'.L.ll..L_P.REDICTED __ ARR 
'~ = double array ( l column) 
fu nc tion [OPTIMAL_SIGMA, MIN_MSE, OPTIMAL_PREDICTED_ARR] = 
BMPNN_TrainingOptimization(training_data, testing_data, START_SIGMA, 
no_inputs, no_outputs) 

MIN_MSE 0; % the associated NSE of OPTitvLZ\L SIG.t'-'1A 

test size= size(testing_data,l); 
train_size = size (training_data , 1); % m;mber of cluster:s 

no_iterations = 20; % number of iterations we run bmpnn 

sigma 
mse 

zeros(no_iterations,l); 
zeros (no_iterations , l) ; 

iteration_sofar 0; 

% prepare sigma array 
sigma(l) = START_SIGMA; 
s.igma_step = 2; 

for i=2:no_iterations 
sigma(i) = sigma._step*sigma(i.-1); 

en~ 

~ iterarively cun the bmpnn (no_i~erations rimes) 
% Stop when MSE start rising ! 1 1 

% We return oteration_sorar 

for i=l:no iterations 
iteration_sofar = i; 
re = bmpnn_TestEvaluation(training_data, testing_data , sigma (i), 

no_inputs, no_outputs); 
mse ( i ) = re(l); 
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end 

i f (i>=3) 

e nd 

ss at1ectst ~.:-.:e 1ta·\:;·e rtJl1 "" times all-ead~·T . nO\-'~ \"Je cornr)are 
if ( - ( mse(i-2)>=mse(i-1) && (mse(i-l)>=mse(i)))) 

% if NOT previous mse > l~tter mse 
break ; 

end 

% At this point , we get iteration sofar in which MSE start rising up 

% No w we consider the graph MSE = function (SIGIVJ.2\) 
""5 ~\e have 3 SIGMA values : sl < s2 < S.J wnere ml>m2 and m3>m2 
"" (m2 LS ternporar y min , not yet true min) 

%We are sure that the minimum MSE would be located in range (sl , s2 , s3) 
% We dont have the true function of MSE , so we have to ' estimate ' MSE 
% min by gradually narrowing down the range in which MSE min locate s . 

% m2 is temporary min , not yet true m1n . We now choo s e a new point s4 
% in range (sl , s2 , s3) such that : ml<m4<m3 and 
% IF s4 < s2 THEN m4 < m2 
% IF s4 > s2 THEN m4 > m2 
% No'·"' we re-compute the temporary 1n (maybe not m2 any more) 

% case 1 : if s4<s2 , then m4<m2 , then our new temporary min is m4 
%-->our new range would be (sl , s4 , s2) 

::-;; case 2 : if s4>s2 , then m4>m2 , then ou.c t.emporary mL. is still m2 
% - ->our new range would be (sl,s2 , s4) 

% We continue reducing the range, until Lhe new point does not move 
% very rnuch compared ;...;ith its previous position . 

% so , how to choose s4 which makes sure m4<m2??? 
% We perform parabolic interpolation 
% http : //teachwiki . wiwi . hu-berlin . de/index . php/Univariate_optimization 
% http : //www . cse . uiuc . edu/iem/optimization/SuccessiveParabolic/ 

~) Let:s \.-:011Sider 3 r:oints (a , fa) ' (b , fl:.)) I (c:, fc::) 
% V'Ve krt(J\.~ t.l1a~ 

a = sigma(iteration_sofar-2); 
fa= mse(iteration_sofar-2); 

c = sigma(iter ation_sofar); 
fc = mse(iteration_sofar); 

b = (a+c) / 2; 
fb = bmpnn_TestEvaluation(training_data, testing_data, abs(b), 
no_inputs, no_outputs); 
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%We now introduce a new point (d , fd) 
d = 0; 
previous_d = 0; 

% ( i . e . distance between d-new and d-previaus < 0 . 005 ~lmes or d-new) 

\vhi l e 1 
previous_d = d; 

d = b-1/2*( (b-a) A2*(fb-fc) - (b- c) A2*(fb-fa) )/( (b-a)*(fb-fc) -
(b-c)*(fb-fa) ); 

[fd, predicted_arr_d] = brnpnn_TestEv aluation(training_dat a, 
testing_data, abs(d), n o_inputs, no_outputs); 

if (d<b) % means fd < fb , tem}X)rary 1:--iSE mln fd 

e lse 

%we will change old range (a , b , c) to new range (a , d , b ) 
% lets replace ~ne edges ! 
c = b; 
fc = fb; 

b = d; 
f b = f d; 

% This means d>b and fd > fb , so temporary JVSE min is sti=-.1 fb 
%we will change old range (a,b , c) to new range (a , b , d) 
%lets replace the edoes! 
c = d ; 
fc = fd; 

end 

if ((abs(d-previous_d)/d) <=0.005 ) 
% check whether the new d significantly moves from i~s previou~ 

% positio11 
b r eak ; 

end 
end 

% Here, we get che optimal sigsa u because i~s mse (fd) is minimum! 
OPTIMAL_SIGMA = d; 
MIN_ MSE = f d; 
OPTIMAL_PREDICTED_ ARR predicte d_arr_d; 
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