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4.

Design of an Event Management Architecture

This chapter develops the event management solution. It defines the terms around event
management and then it reviews all the constituent parts of event management and proposes a
high level solution. We then review best practices in each of the event management areas and
then propose a detailed event management solution.

4.1.

Terminology

Before we discuss the best ways to implement event management we need to establish the
meanings of the terms we use. While several systems management terms are generally used to
describe event management, these terms are sometimes used in different ways by different
authors. In this section, we provide definitions of the terms as they are used throughout this
thesis.

4.1.1.

Event

Since event management and correlation centre around the processing of events, it is important to
clearly define what is meant by an event. In the context of this thesis, an event is a piece of data
that provides information about one or more system resources. Events occur at a time instant and,
by definition, have data associated with them.

Events can be triggered by incidents or problems affecting a system resource. Similarly, changes
to the status or configuration of a resource, regardless of whether they are intentional, can
generate events. Events may also be used as reminders to take action manually or as notification
that an action has occurred.

4.1.2.

Event Management

The way in which an organisation deals with events is known as event management. It may
include the organisation’s objectives for managing events, assigned roles and responsibilities,
ownership of tools and processes, critical success factors, standards and event-handling
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procedures. The linkages between the various departments within the organisation required to
handle events and the flow of this information between them is the focus of event management.
Tools are mentioned in reference to how they fit into the flow of event information through the
organisation, also the standards which should be applied to that flow.

Since events are used to report problems, event management is sometimes considered a sub
discipline of problem management. However, it is really a discipline of its own, for it interfaces
directly with several other systems management disciplines. For example, system upgrades and
new installations can result in new event types that must be handled. Maintaining systems both
through regularly scheduled and emergency maintenance can result in temporary outages that
trigger events. This clearly indicates a relationship between event management and change
management.

In small organisations, it may be possible to handle events informally. However, as organisations
grow both in size of the IT support staffs and the number of resources they manage, it becomes
more crucial to have a formal, documented event management process. Formalising the process
ensures consistent responses to events, eliminates duplication of effort, and simplifies the
configuration and maintenance of the tools used for event management [BHE04].

4.1.3.

Event Processing

While event management focuses on the high-level flow of events through an organisation, event
processing deals with tools. Specifically, the term event processing is used to indicate the
actions taken upon events automatically by systems management software tools.

Event processing includes such actions as changing the status or severity of an event, dropping
the event, generating problem tickets and notifications, and performing recovery actions. These
actions are explained in more detail in the next section.

4.1.4.

Automation and automated actions

Automation is a type of actions that can be performed when processing events. For the purposes
of this thesis, it refers to the process of taking actions on system resources without human
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intervention in response to an event. The actual actions executed are referred to as automated
actions.

Automated actions may include recovery commands performed on a failing resource to restore its
service and failover processes to bring up backup resources. Changing the status or severity of an
event, closing it, and similar functions are not considered automated actions. That is because they
are performed on the event itself rather than on one or more system resources referred to or
affected by the event.

4.2.

Concepts and Issues

This section presents the concepts and issues associated with event processing. Additional
terminology is introduced as needed.

4.2.1.

Event flow

An event cannot provide value to an organisation in managing its system resources unless the
event is acted upon, either manually by a support person or automatically by software. The path
an event takes from its source to the software or person who takes action on it is known as the
event flow.

The event flow begins at the point of generation of the event, known as the event source. The
source of an event may be the failing system itself, as in the case of a router that sends
information about its health to an event processor. An agent that runs on the system to monitor
for and report error conditions is another type of event source. A proxy system that monitors
devices other than itself, such as an SNMP manager that periodically checks the status of TCP/IP
devices and reports a failure if it receives no response, is also considered an event source.

Event processors are devices that run software capable of recognising and acting upon events.
The functionality of event processors can vary widely. Some are capable of merely forwarding or
discarding events. Others can perform more sophisticated functions such as reformatting the
event, correlating it with other events received, displaying it on a console, and initiating recovery'
actions.
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Most event processors have the capability to forward events to other event processors. This
functionality is useful in consolidating events from various sources at a central site for
management by a help desk or operations centre. The hierarchy of event processors used to
handle events can be referred to as the event processing hierarchy. The first receiver of the
event is the entry' point into the hierarchy, and the collection of all the entry points is called the
entry tier of the hierarchy. Similarly, all second receivers of events can be collectively referred
to as the second tier in the hierarchy and so forth. For the purposes of this thesis, I refer to the
top level of the hierarchy as the enterprise tier, because it typically consolidates events from
sources across an entire enterprise. Event processors don’t have to form a hierarchy; they could
form a network in general. For system management, this hierarchy is a natural simplifying
assumption.

Operators typically view events of significance from a console, which provides a graphical user
interface (GUI) through which the operator can take action on events. Consoles can be
proprietary, requiring special software for accessing the console, or they can adhere to open
standards, such as web-based consoles that can be accessed from properly configured web
browsers.

The collection of event sources, processors, and consoles is sometimes referred to as the event
management infrastructure [BHE04].

4.2.2.

Filtering and forwarding

Many devices generate informational messages that are not indicative of problems. Sending these
messages as events through the event processing hierarchy is undesirable. Processing power and
bandwidth are needed to handle them and they clutter the operator consoles, possibly masking
true problems. The process of suppressing these messages is called event filtering or filtering.

There are several ways to perform event filtering. Events can be prevented from ever entering the
event processing hierarchy. This is referred to as filtering at the source. Event processors can
discard or drop the unnecessary events. Likewise, consoles can be configured to hide them from
view.
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The event filtering methods that are available are product specific. Some SNMP devices, for
example, can be configured to send all or none of their messages to an event processor or to block
messages within specific categories such as security or configuration. Other devices allow
blocking to be configured by message type.

When an event is allowed to enter the event processing hierarchy, it is said to be forwarded.
Events can be forwarded from event sources to event processors and between event processors.

4.2.3.

Duplication detection and throttling

Events that are deemed necessary must be forwarded to at least one event processor to ensure that
they are handled by either manual or automated means. However, sometimes the event source
generates the desired message more than once while a problem occurs. Usually, only one event is
required for action. The process of determining which events are identical is referred to as
duplicate detection.

The time frame in which a condition is responded to may vary, depending upon the nature of the
problem being reported. Often, it should be addressed immediately when the first indication of a
problem occurs. This is especially true in situations where a device or process is down.
Subsequent events can then be discarded. At other times, a problem does not need to be
investigated until it occurs several times. For example, a high CPU condition may not be a
problem if a single process, such as backup, uses many cycles for a minute or two. However, if
the condition happens several times within a short time interval, there most likely is a problem.
In this case, the problem should be addressed after the necessary number of occurrences. Unless
diagnostic data, such as the raw CPU busy values, is required from subsequent events, they can be
dropped. The process of reporting events after a certain number of occurrences is known as
throttling.

4.2.4.

Correlation

When multiple events are generated as a result of the same initial problem or provide information
about the same system resource, there may be a relationship between the events. The process of
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defining this relationship in an event processor and implementing actions to deal with the related
events is known as event correlation.

Correlated events may reference the same affected resource or different resources. They may be
generated by the same event source or handled by the same event processor.

4.2.4.1.

Problem and clearing event correlation

This section presents an example of events that are generated from the same event source and
deal with the same system resource. An agent monitoring a system detects that the service has
failed and sends an event to an event processor. The event describes an error condition, called a
problem event. When the service is later restored, the agent sends another event to inform the
event processor the service is again running and the error condition has cleared. This event is
known as a clearing event. When an event processor receives a clearing event, it normally closes
the problem event to show it is no longer an issue.

The relationship between the problem and clearing events can be depicted graphically as shown
in Figure 4-1.

Service Down
(Problem Event)

Service Recovered
(Clearing Event)

v_ _ _ _ _ _ _ _ _ _ y
Figure 4-1

Problem and clearing correlation sequence.

The correlation sequence is described as follows:
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•

Problem is reported when received (Service Down)

•

Event is closed when a recovery event is received (Service Recovered)

Taking this example further, assume there are multiple agents on the system. One reads the
system log, extracts error messages, and sends them as events. The second agent actively
monitors system resources and generates events when it detects error conditions. A service
running on the system writes an error message to the system log when it dies. The first agent
reads the log, extracts the error messages, and sends it as an event to the event processor. The
second agent, configured to monitor the status of the service, detects that it has stopped and sends
an event as well. When the service is restored, the agent writes a message to the system log,
which is sent as an event, and the monitor detects the recovery and sends its own event.

The event processor receives both problem events, but only needs to report the service failure
once. The events can be correlated and one of them dropped. Likewise, only one of the clearing
events is required. This correlation sequence is shown in Figure 4-2 and follows this process
[BHE04]:

•

A problem event is reported if received from the log

•

The event is closed when the Service Recovered event is received from the log

•

If a Service Down event is received from a monitor, the Service Down event from the
log takes precedence, and the Service Down event from a monitor becomes
extraneous and is dropped

•

If a Service Down event is not received from the log, the Service Down event from a
monitor is reported and closed when the Service Recovered event is received from the
monitor.
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Service Down
(Problem Event from Log)

Service Down
W

(Problem Event from
Monitor)

▲

A

Service Recovered

Service Recovered

(Clearing Event from Log)

(Clearing Event from
Monitor)

Figure 4-2

Correlation of multiple events reporting the same problem.

This scenario is different from duplicate detection. The events being correlated both report
service down, but they are from different event sources and most likely have different formats.
Duplicate detection implies that the events are of the same format and are usually, though not
always, from the same event source. If the monitoring agent in this example detects a down
service, and repeatedly sends events reporting that the service is down, these events can be
handled with duplicate detection.

4.2.4.2.

Event escalation

Sometimes multiple events are sent to indicate a worsening error condition for a system resource.
For example, an agent monitoring a file system may send a warning message to indicate the file
system is greater than 90% full, a second, more severe event when greater than 95% full, and a
critical event when greater than 98% full. In this case, the event processor does not need to report
the file system error multiple times. It can merely increase the severity of the initial event to
indicate that the problem has become more critical and needs to be responded to more quickly.
This requires events to be stored somewhere and have a severity property. These details are
covered later in this chapter.
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This type of correlation is sometimes called an escalation sequence. In figure 4-3, the escalation
sequence is described as follows:

•

The problem on the far left is received and reported

•

Event severity of the reported event is escalated when subsequent events are received
(shown to its right) and those events are dropped

•

The reported event is closed when the clearing event is received.

Filesystem > 90% Full

Filesystem > 95% Full

Filesystem > 98% Full

Filesystem < 90% Full

Figure 4-3

Escalation sequence.

For example, if “Filesystem > 90% Full” is received, it is reported as a wanting. When
“Filesystem > 95% Full” is received, it is dropped and the reported event is escalated to severe.
Likewise, if “Filesystem > 98% Full” is received, it is dropped and the reported event is escalated
again to critical.

If “Filesystem > 95% Full” is the first problem event received, it is reported. The same escalation
logic applies. This type of correlation sequence assumes that severities are clearly defined and
the allowable time to respond to events of those severities has been communicated within the
organisation. This is one of the purposes of the event management process described earlier.
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4.2.4.3.

Root Cause correlation

A problem may sometimes trigger other problems, and each problem may be reported by events.
The event reporting the initial problem is referred to as a root cause, or primary event. Those that
report the subsequent problems are called symptom or secondary events.

At this point, it is important to note the difference between a root cause event and the root cause
of a problem. The former is the event that provides information about the first of a series of
related, reported, problems. The latter is what caused the problem condition to happen.

Root cause events and root causes of problems may be closely related. For example, a root cause
event reporting a faulty NIC card may be correlated with secondary events such as “Interface
Down” from an SNMP manager or “Application unreachable” from a transaction monitoring
agent. The root cause of the problem is the broken card.

However, sometimes the two are not so closely associated. Consider an event that reports a
Filesystem Full condition. The full filesystem may cause a process or service to die, producing a
secondary event. The Filesystem Full event is the root cause event, but it is not the root cause of
the problem. A looping application that is repeatedly logging information into the file system
may be the root cause of the problem.

When situations such as these are encountered, monitoring must be set up to check for the root
cause of the problem and produce an event for it. That event then becomes the root cause event
in the sequence. In our example, a monitor that detects and reports looping application logging
may be implemented. The resulting event can then be correlated with the others and becomes the
root cause event.

Because of this ambiguity in terms, we prefer to use the term primary event rather than root cause
event.

The action taken in response to a root cause event may automatically resolve the secondary
problems. Sometimes, though, a symptom event may require a separate action, depending upon
the nature of the problem it reports. Examples of each scenario follow [BHE04],
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4.2.4.3.1. Scenario 1 - Symptom events not requiring action

Assume that an agent on a UNIX system is monitoring file systems for adequate space and
critical processes for availability. One of the key processes is required to run at all times and is
set up to automatically respawn if it fails. The process depends upon adequate free space in the
file system where it stores its temporary data files and cannot execute without it.

The file system upon which the process depends fills up, and the agent detects the condition and
sends an event. The process dies, and the operating system unsuccessfully attempts to restart it
repeatedly. The agent detects the failure and generates a second event to report it.

There are essentially two problems here. The primary problem is the full file system, and the
process failure is the secondary problem. When appropriate action is taken on the first event to
free space within the file system, the process will successfully respawn automatically. No action
is required on the secondary event, so the event processor can discard it, as long as the event
processor knows that the process can respawn itself.

In Figure 4-4, the correlation sequence is described as follows:

•

The Filesystem Full event is reported if received

•

The Process Down event is unnecessary and is dropped. Since the process is set to
respawn, it automatically starts when the file system is recovered

•

The Filesystem Full event is closed when the Filesystem Recovered clearing event is
received

•

The Service Recovered clearing event is unnecessary and is dropped, since it is
superceded by the Filesystem Recovered clearing event.
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Figure 4-4

Correlation sequence in which secondary event does not require action.

4.2.4.3.1. Scenario 2 - Symptom events requiring action

Now suppose that an application stores its data in a local database. An agent runs on the
application server to monitor the availability of both the application and the database. A database
table fills and cannot be extended, causing the application to hang. The agent detects both
conditions and sends events to report them.

The full database table is the primary problem, and the hanging application is the secondary
problem. A database administrator corrects the primary problem. However, the application is
hung and cannot recover itself. It must be recycled.

Since restarting the application is outside the responsibility of the database administrator, the
secondary event is needed to report the application problem to the appropriate support person.

In Figure 4-5, the correlation sequence is as follows [BHE04]:

•

The Filesystem Full event is reported if received

•

The Process Down event is reported as dependent upon the file system being resolved

•

The Filesystem Full event is closed when the Filesystem Recovered clearing event is
received
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The Process Down event is cleared when the Service Recovered clearing event is
received.
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(Root cause problem
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Figure 4-5
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Correlation sequence in which secondary event requires action.

An important implication of this scenario must be addressed. Handling the secondary event
depends upon the resolution of the primary event. Until the database is repaired, any attempts to
restart the application fail. Implementation of correlation sequences of this sort can be
challenging. Chapter 5 discusses how this has been implemented at HP Managed Services
Operations Bridges using HP OpenView and a selection of other products.

4.2.4.4.

Cross-platform correlation

In the previous application and database correlation scenario, the correlated events refer to
different types of system resources. We refer to this as cross-platform correlation. Some
examples of platforms include operating systems, databases, middleware, applications and
hardware.

Often, cross-platform correlation sequences result in symptom events that require action. This is
because the support person handling the first resource type does not usually have administrative
responsibility for the second type. Also, many systems are not sophisticated enough to recognise
the system resources affected by a failure and to automatically recover them when the failure is
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resolved. For these reasons, cross-platform correlation sequences provide an excellent
opportunity for automated recovery actions.

4.2.4.5.

Cross-h ost correlation

In distributed processing environments, there are countless situations in which conditions on one
system affect the proper functioning of another system. Web applications, for example, often rely
on a series of Web, application, and database servers to run a transaction. If a database is
inaccessible, the transaction fails. Likewise, servers may share data through message queuing
software, requiring the creation of the queue by one server before it is accessed from another.

When problems arise in scenarios such as these, events can be generated by multiple hosts to
report a problem. It may be necessary to correlate these events to determine which require action.
The process of correlating events from different systems is known as cross-host correlation.

In the example presented earlier in “Scenario 2 - Symptom events required action”, the database
can easily reside on a different server than the application accessing it. The event processor takes
the same actions on each event as described previously. However, it has the additional burden of
checking the relationship between hosts before determining if the events correlate. Cross-host
correlation is particularly useful in clustered and failover environments. For clusters, some
conditions may not represent problems unless they are reported by all systems in the cluster. As
long as one system is successfully running an application, for example, no action is required. In
this case, the event processor needs to know which systems constitute the cluster and track which
systems report the error.

In failover scenarios, an error condition may require action if it is reported by either host.
Consider, for example, paired firewalls. If the primary firewall fails and the secondary takes
over, each may report the switch, and cross-host correlation may be used to report the failure of
the primary. However, a hard failure of the primary may mean that the failover event is sent only
by the secondary. This event should indicate the failure of the primary firewall as the condition
that requires action. Again, the event processor needs to know the relationship between the
firewalls before correlating failover events [BHE04].
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4.2.4.6.

Topology-based correlation

When such networking resources as routers fail, they may cause a large number of other systems
to become inaccessible. In these situations, events may be reported that refer to several
unreachable system resources. The events may be reported by SNMP managers that receive no
answer to their status queries or by systems that can no longer reach resources with which they
normally communicate. Correlating these events requires knowledge of the network topology,
and this is therefore referred to as topology-based correlation.

This type of correlation, while similar to cross-host correlation, differs in that the systems have a
hierarchical, rather than a peer, relationship. The placement of the systems within the network
determines the hierarchy. The failure of one networking component affects the resources
downstream of it.

Clearly, the event reporting the failing network resource is the primary, or root, cause event and
needs to be handled. Often, the secondary events refer to unreachable resources that become
accessible once the networking resource is restored to service. In this case, these events may be
unnecessary. Sometimes, however, a downstream resource may need to be recycled to
resynchronize it with its peer resources. Secondary events dealing with these resources require
corrective action.

Since SNMP managers ty pically discover network topology and understand the relationships
between devices, they are often used to implement topology-based correlation.

4.2.4.7.

Timing considerations

An important consideration in performing event correlation is the timing of the events. It is not
always the case that the primary event is received first. Network delays may prevent the primary
event from arriving until after the secondary is received. Likewise, in situations where
monitoring agents are scheduled to check periodically for certain conditions, the monitor that
checks for the secondary problem may run first and produce that event before the root cause
condition is checked.
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To properly perform event correlation in this scenario, the event processor has to be configured to
wait a certain amount of time to ensure that the primary condition does not exist before reporting
that action is required for the secondary event. The interval chosen must be long enough to allow
the associated events to be received, but short enough to minimize the delay in reporting the
problem.

4.2.5.

Event Synchronisation

When events are forwarded through multiple tiers of the event management hierarchy, it is likely
that different actions are performed on the event by different event processors. These actions
may include correlating, dropping, or closing events.

Problems can arise when one event processor reports that an event is in a certain state and another
reports that it is in a different state. For example, assume that the problem reported by an event is
resolved, and the event is closed at the central event processor but not at the event processors in
the lower tiers in the hierarchy. The problem recurs, and a new event is generated. The lowerlevel event processor shows an outstanding event already reporting the condition and discards the
event. The new problem is never reported or resolved.

To ensure that this situation does not happen, status changes made to events at one event
processor can be propagated to the others through which the event has passed. This process is
known as event synchronisation.

Implementing event synchronisation can be challenging, particularly in complex environments
with several tiers of event processors. Also, environments designed for high availability need
some way to synchronise events between their primary and backup event processors.
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4.2.6.

Notification

Notification is the process of informing support personnel that an event has occurred. It is
typically used to supplement use of the event processor’s primary console, not to replace it.
Notification is useful in situations when the assigned person does not have access to the primary
console, such as after hours, or when software licensing or system resource constraints prevent its
use. It can also be helpful in escalating events that are not handled in a timely manner (see 4.2.8
Escalation).

Paging - including SMS, e-mail, and pop-up windows are the most common means of
notification. Usually, these functions exist outside the event processor’s software and must be
implemented using an interface. Sometimes that interface is built into the event processor.
Often, the event processor provides the ability to execute scripts or BAT files that can be used to
trigger the notification software. This is one of the simplest ways to interface with the
notification system.

It is difficult to track the various types of notifications listed previously, and the methods are
often unreliable. In environments where accountability is important, more robust means may be
necessary to ensure that support personnel are informed about events requiring their action
[BHE04].
The acceptable notification methods and how they are used within an organisation should be
covered in the event management process.

4.2.7.

Trouble Ticketing

Problems experienced by users can be tracked using trouble tickets. The tickets can be opened
manually by the help desk or operations centre/bridge in response to a user’s phone call or
automatically by an event processor.

Trouble ticketing is one of the actions that some event processors can take upon receipt of an
event. It refers to the process of forwarding the event in a trouble-ticketing format that the system
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can understand. This can typically be implemented by executing a script or sending an e-mail to
the trouble-ticketing system’s interface or application programming interface (API).

The trouble-ticketing system itself can be considered a special type of event processor. It can
open trouble tickets for problem events and close them when their corresponding clearing events
are received. As such, it needs to be synchronised with the other event processors in the event
management hierarchy. The actions of opening and closing trouble tickets are also referred to as
trouble ticketing.

In environments where accountability is important, robust trouble-ticketing systems may provide
the tracking functions needed to ensure that problems are resolved by the right people in a timely
manner.

4.2.8.

Escalation

In 4.2.4.2, “Event Escalation”, we discuss escalating the severity of events based on the receipt of
related events. This escalation is handled by the event source, which sends increasingly more
critical events as a problem worsens. There are a few kinds of event escalation that require
consideration.

4.2.8.1.

Escalation to ensure problems are addressed

An event is useless in managing IT resources if no action is taken to resolve the problem reported.
A way to ensure that an event is handled is for an event processor to escalate its severity if it has
not been acknowledged or closed within an acceptable time frame. Timers can be set in some
event processors to automatically increase the severity of an event if it remains in an
unacknowledged state.

The higher severity event is generally highlighted in some fashion to draw greater attention to it
on the operator console on which it is displayed. The operators viewing the event may inform
management that the problem has not been handled, or this notification may be automated.
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In addition to serving as a means to ensure that events are not missed, escalation is useful in
situations where the IT department must meet service-level agreements (SLAs). The timers may
be set to values that force escalation of events, indicating to the support staff that the event needs
to be handled quickly or SLAs may be violated.

For escalation to be implemented, the allowable time frames to respond to events of particular
severities and the chain of people to inform when the events are not handled, must be clearly
defined [BHE04],

4.2.8.2.

Business impact escalation

Events can also be escalated based upon business impact. Problems that affect a large number of
users should be resolved more quickly than those that impact only a few users. Likewise, failures
of key business applications should be addressed faster than those of less important applications.

There are several ways to escalate events based upon their business significance [BHE04]:

•

Device Type. An event may be escalated when it is issued for a certain device type.
Router failures, for example, may affect large numbers of users because they are
critical components in communication paths in the network. A server outage may
affect only a handful of users who regularly access it as part of their daily jobs. When
deploying this type of escalation, the event processor checks to see the type of device
that failed and sets the severity of the event accordingly. In our example, events for
router failures may be escalated to a higher severity while events of servers remain
unchanged.

•

Device priority. Some organisations perform asset classifications in which they
evaluate the risk to the business of losing various systems. A switch supporting 50
users may be more critical than a switch used by five users. In this escalation type,
the event processor checks the risk assigned to the device referenced in an event and
increases the severity of those with a higher rating.

•

Other. It is also possible to perform escalation based on which resources fail in a
system, assigning different priorities to the various applications and services that run
on a machine. Another hybrid approach combines device type and priority to
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determine event severity. For example, routers may take higher priority than servers.
The routers are further categorised as core routers for the backbone network and
distributed routers for the user rings, with the core routers receiving heavier weighting
in determining event severity.

An organisation should look at support structure, network architecture, server functions, and
SLAs to determine the best approach to use in handling event escalation.

4.2.9.

Maintenance Mode

When administrative functions performed on a system disrupt its normal processing, the system is
said to be in maintenance mode. Applying fixes, upgrading software, and reconfiguring system
components are all examples of activities that can put a system into maintenance mode.

Unless an administrator stops the monitoring agents on the machine, events continue to flow
while the system is maintained. These events may relate to components that are affected by the
maintenance or to other system resources. In the former case, the events do not represent real
problems, but in the latter case, they may.

From an event management point of view, the difficulty is how to handle systems that are in
maintenance mode. Often, it is awkward to reconfigure the monitoring agents to temporarily
ignore only the resources affected by the maintenance. Shutting down monitoring completely
may suppress the detection and reporting of a real problem that has nothing to do with the
maintenance. Both of these approaches rely on the intervention of the administrator to stop and
restart the monitoring, which may not happen, particularly during late night maintenance
windows.

Another problem is that maintenance may cause a chain reaction of events generated by other
devices. A server that is in maintenance mode may only affect a few machines with which it has
contact during normal operations. A network device may affect large portions of the network
when maintained, causing a food of events to occur. How to predict the effect of the
maintenance, and how to handle it, are issues that need to be addressed.
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4.2.10.

Automation

Four basic types of automated actions can occur upon receipt of an event [BHE04]:

•

Problem verification. It is not always possible to filter events that are not indicative
of real problems. For example, an SNMP manager that queries a device for its status
may not receive an answer due to network congestion rather than the failure of the
device. In this case, the manager believes the device is down. Further processing is
required to determine whether the device is really operational. This processing can be
automated.
Recovery. Some failure conditions lend themselves to automated recovery. For

•

example, if a service or process dies, it can generally be restarted using a simple BAT
file or script.
Diagnostics. If diagnostic information is typically obtained by the support person to

•

resolve a certain type of problem, that information can be gathered automatically
when the failure occurs and merely accessed when needed. This can help to reduce
the mean time to repair for the problem. It is also particularly useful in cases where
the diagnostic data, such as the list of processes running during periods of high CPU
usage, may disappear before a support person has time to respond to the event.
•

Repetitive command sequences. When operators frequently enter the same series o:
commands, automation can be built to perform these commands. The automated
action can be triggered by an event indicating that it is time to run the command
sequence. Environments where operators are informed by events to initiate the
command sequences, such as starting or shutting down applications, lend themselves
well to this type of automation.

Some events traverse different tiers of the event processing hierarchy. In these cases, you must
decide at which place to initiate the automation. The capabilities of the tools to perform the
necessary automated actions, security required to initiate them, and bandwidth constraints are
some considerations to remember when deciding from which event processor to launch the
automation.

Design of an Event Management Architecture

4-22

UTS
invent
4.2.11.

Drivers for an Event Architecture

For better or worse SNMP is the only standards based protocol that has wide acceptance in the
industry. This ubiquity makes it available for managing almost all parts of an infrastructure's
stack - from network devices to application components. SNMP as the “lowest common factor”
(between the managing systems and the managed environment), determines to a large degree, the
technology deficits that need to be “made up” through architecture [VARU97].

The station-agent model described in Chapter 2 is used in network management, systems
management and increasingly in applications management. In control terms this is a model of the
master (station) controlling a number of slaves (agents). A central station controlling a number of
agents in a sense reflects organisational reality of a centralised group managing resources in its
domain - and is therefore one with a significant “emotional” appeal.

It is however totally outmoded for the task of managing client/server infrastructures - which
consist of many components stacked vertically while being distributed horizontally. There is
therefore a massive defect in the manager-agent model in areas like scaleability, data-models,
control and security to deal with the reality of managing client/server systems.

Infrastructure management technology has not progressed much in the past decade. Many
promising visions such as OSFs Distributed Management Environment (DME) and even
SNMPv2 and SNMPv3 have largely fallen to the wayside. Vendors have by and large been
content to boost sales revenues which have burgeoned with the global take-up of client/serverbased computing. Innovation has taken a back-seat.

Instrumenting a client/server environment involves using different types of agents, each of which
has a very narrow focus. Balancing the economics of instrumentation with the need for unified
end-to-end management (desktop to desktop and everything in between) is one problem. Given
the rate at which the remit of infrastructure management is expanding, enterprises need a roadmap
to help plan the investment in management technology.

Enterprise architecture is needed to help in both design and operational aspects of infrastructure
management. The lack of scaleability of current models for client/server environments and lack
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of a unified model for representing the whole infrastructure are the two top reasons stopping
many organisations today. These are described in detail below [VARU97]:

Lack of scaleability and availability. As the size of the managed environment increases current
management schemes reach the limit of effectiveness. The size of the managed environment
increases as the number of computing resources (such as workstations, laptops, servers and
network printers) in an organisation grows. The increase in mobile computing and information
distribution using a corporate intranet has brought a heightened “democratisation” in expectations
of service from the infrastructure. Now everybody expects a 7 x 24-hour uptime which drives
further demands upon availability. The problem of scaleability and availability affects several
areas of management.

•

A “fully” instrumented client/server infrastructure results in increased management
traffic. Significant volumes and burstiness of management traffic can affect normal
business traffic if the two share a common backbone.

•

Client/server infrastructures often span several types of offices (ranging from a
campus to a single mobile user). Management solutions that are economically viable
across this range are difficult to find.

•

Lack of secure and reliable control of the instrumentation. As the number of
instrumented points increases, control activities take up significant time. The security
and reliability with which activities such as reconfiguration of agents and upgrading
of virus scanning packages determines the effectiveness of management.

Another area where scaleability and availability is an issue is when dealing with crisis situations
such as the failure of a network component. Once a centralised manager’s resources are being
used for crisis management in one area, its ability to provide normal services for the unaffected
areas is often compromised. Handling of multiple crises often have to be serialised.

SNMP agents have to be polled so that conditions other than events can be collected. Also, since
SNMP traps use an unreliable transport protocol, any loss of trap messages can remain
undetected. Polling to capture change of state of some set of variables is a second-line tactic to
catch important events. The case with SNMP agents is that as their numbers increase, the basic
manager-agent relationship becomes untenable for adequate monitoring. This is because a single
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manager can only poll a finite number of agents before bandwidth usage escalates. Secondly, the
computational capability of the manager will be exhausted on polling some finite number of
agents. Before such exhaustion, however, the frequency of polling will be too low to be
meaningful in management terms.

Piecemeal focus of the manager-agent model. In each main area of infrastructure management
- networks, systems, and application services, the manager-agent model is a de facto standard for
tool deployment. One of the reasons why these areas look fragmented from each other is that, in
the absence of any standards, vendors in each area have unilaterally developed their own
manager-agent model. A large enterprise often ends up with 20 to 70 different technology bases
for agents. Moreover there is usually a special console to manage each type of agent. The fact
that console applications can be launched from a common management platform adds little value.

Today, the extent of a deployment of a client/server application is a prime reason for making its
management a complex affair. Application extent essentially forces an increase in the diameter of
the management domain. The greater the diameter the greater the diversity of the resources that
need to be managed and the greater the discontinuity of technologies used to realise the
management structure.

The inadequacies of the manager-agent model in dealing with extent affect all three areas of
monitoring, control and reporting. A typical centralised manager usually works only with its own
agent family. Centralised managers for networks and systems management handle agents
differently. While schemes such as auto-discovery are available for one layer, they often have
undocumented gaps in what is discoverable. Such discontinuities result in gaps in the way a
dispersed environment is enabled for monitoring. Gaps create uncertainty about whether the true
picture is being seen by the centralised manager.

In a small management domain different types of agents can be mixed and hand configured. The
more dispersed the environment the less feasible this is. In many organisations the initial
configurations remain in place because it is too hard to change. Since different managers deal
with different areas and even different families within the same area, consolidating information
about resources from the different areas is impossible. In a local office, information can be
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gathered by looking at different consoles. In a dispersed environment visual consolidation is less
feasible [VARU97],

4.2.11.1.

Methods Available for Scaling the Manager-Agent Model

Platform vendors have belatedly started to provide some capabilities for scaling. There are three
common methods currently available for scaling the manager-agent model, shown in figure 4-6
below.
With the first method the manager’s console can be logically separated from the manager and
database “servers”. This allows the manager to work independently as a central server for
monitoring and event management while multiple console clients can access the services.

The second method uses the concept of introducing a hierarchic level with an intermediate agent
or “middle manager” which looks like a manager to the agents and like an agent to the manager.
Middle managers field local monitoring and event management. Only predefined events are
escalated to a central manager. The central manager may view the middle managers as peers in
which case a peer-to-peer protocol over RPC is used. When the middle manager is viewed as an
agent then SNMP is likelier. Middle managers are sold as products or can be realised from
development kits. Low-cost monitoring platforms can be attached to developed middle managers
to view local events [VARU97].

The third method provides scaling by distributing managers and providing communication
protocol (e.g., CMIP or SNMPv2) between the managers. Information such as the management
domain is “unified” at the database level. This allows management information to be viewed
logically rather than being manager or location specific.
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Currently achievable manager-agent scaling models.

The three methods can be “mixed and matched”. Caution is needed however when attempting to
scale-up using vendor supplied solutions:

•

The cost of high-end network and systems management technology (which is already
prohibitive to many organisations with client/server) gets pushed up even further
when scaling features are added.

•

It is easy to become committed long-term to a single vendor’s solutions. It is likely to
be difficult to mix and match vendors scaling architectures as well as to re-engineer
existing management setups.

•

The dominant network and system management technology vendors have been short
on product innovation for managing “mature” client/server based computing
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environments. Vendors depend instead on the increasing new adopters of
client/server technology for market share.

4.2.11.2.

An A rch itectural View of Scaling

To manage (i.e., to monitor, report and control) on a large scale requires “repeatable” solutions to
a number of issues. These issues are discussed below [VARU97]:

Proliferation of agents. The number of types of agents, especially those resident in hosts, is
increasing. There is also a trend for static agents to be more and more specialised: one for
inventory, one for security audit, one for monitoring operating system resources, one for
monitoring a database management system, one for distributing software, and so on. When
client/server infrastructures first geared up, the cost and convenience of specialised agents looked
attractive. Managing a typical set of some five to eight static agents across a large number of
geographically distributed host is not viable in the longer term.

First and foremost is the cost element of agents as a client/server environment is geared up. In
many enterprises, agents are usually first deployed on servers. For many types of management
tasks, however, information from the desktop systems is also needed. Deploying agents on
desktops drastically changes the economics of this approach. A consequence of this is that many
deployment programs are curtailed.

The second longer-term viability issue is one of change management. To track and change agents
individually as their features are enhanced, or as the version of the component being managed
changes, is a logistic nightmare in large environments.

Large volumes of events. An average client/server environment today contains several thousand
points that can be instrumented with agents. A device such as a server or a workstation used in a
client/server application may have multiple points of monitoring (by the same or multiple agents).
Hence the number of points that are monitored within a client/server environment could well be
in the tens of thousands range.
Significant bandwidth of the managed device’s CPU and communications bandwidth can be
consumed by local agents in the course of computing and sending events. Communication
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requirements are effectively aggregated over the network. Architectural mechanisms have to be
deployed to minimise both these overheads. After detecting an event, the decision point at the
agent is whether the event should be forwarded to the next level in real-time or be locally logged.

Events are also going to go missing. For example, SNMP is carried in the transport protocol
UDP. If a UDP packet is lost, the event is not known by the sending or receiving end since UDP
packets are not acknowledged by the receiving end.

Auto-configuration. As the number of managed agents become large, configuring each
individual agent from a central point becomes impractical. This is true in both initial deployment
of an agent technology into a client/server layer and in subsequent reconfiguration of the agents.
Autoconfiguration is the ability to discover the necessary relationships: agents need to discover
the target for their output streams and sources for their control parameters. In a scaling-up an
architecture based on mid-level managers, both agents and the mid-level managers need to
discover their respective targets and sources.

Autoconfiguration is essentially a protocol executed by these components, and a key point of
design is whether the hierarchically lower or the hierarchically higher component is responsible
for initiating autoconfiguration. Autoconfiguration is especially relevant for establishing service
after failure of a component. Redundant components need to be available, so that dependent
components can reconfigure to use the alternative path.

Redundancy and security. Agents and agent intermediaries are bound to fail. Redundancy
ensures that there are alternative components to service dependent components. The availability
of redundant components and an autoconfiguration protocol are key requirements in large-scale
management. The ability to autoconfigure raises a number of security issues. In particular any
new relationships set up between components on autoconfiguration should be verifiable as being
with genuine components. In some cases message integrity is also important.
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4.2.11.3.

Relationship to Processes and People

Deployment of infrastructure management technology should be related to how it is going to be
used. Far too often the (human) managers responsible for infrastructure give little thought to how
a set of tools are going to be used. The fact that one or two individuals are keen to use a tool is
taken as sufficient evidence that the tool will be used productively. In small or local
environments this probably still works.

In a large or complex client/server environment (where thousands of agents of different
technology bases have to be offered) a more structured approach to tool selection and
development is required. Ensuring adequate training of all the staff likely to use the tools is also
essential.

Most large organisations have therefore ended up with a portfolio of network and system
management products, none of which can easily be made to work productively with each other
(within processes). Even in organisations where significant investment in tools has been made,
including service providers such as IBM, HP and EDS, it is worthwhile revisiting the area to
analyse [VARU97]:

•

Compatibility between the tools and the organisational structure

•

How day-to-day processes (or procedures) actually use the tools

•

Whether individual tools are adequate for actual use

•

Where the pressures for automation are

In many cases the relationship between technology, processes and the people using the tools have
to be engineered. Management frameworks and architectures can be viewed as a set of building
blocks for building and deploying the technology.
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4.3.

Overall Architecture

Having now defined the common terms for event management, and having reviewed all the
required constituent parts, the next section now proposes a overall high level event management
architecture.

4.3.1.

High Level Architecture

This is a technical architecture. It speaks to the requirements and not to the manner in which it is
implemented. We are not concerned, at this point, with tools or the implications of the physical
implementation but rather with the functionality that must be provided. Both a high level event
management architecture summary view and detailed view are shown in figures 4-7 and 4-7a
respectively.
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Figure 4- 7

High Level Event Management Architecture - Summary View.
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4.3.2.

Data Warehouse Function

The Data Warehouse Function works in conjunction with the Reporting Function to meet the
reporting requirements. The Data Warehouse Function will:

•

Act as the data store for Performance, Event and Service Desk Data

•

Provide for the loading, cleansing, aggregation of all data. This Function is only
concerned with the effective storage and retrieval of reporting data.

•

Be the source of all customer-facing reporting, any report that will be delivered as part
of the base level services.

•

4.3.3.

Not act as the Configuration Database.

Reporting Function

The reporting function works in conjunction with the Data Warehouse Function. Together they
provide the means to:

•

Provide all reports as defined in the service catalogue. Any standard customer-facing
reports will be produced by the Data Warehouse/Reporting Functions. However,
other functions may be used for detailed, ad-hoc or incident-specific reporting.

•

The user interface to Reporting. It is through this function that reports will be created
on either an ad-hoc basis or on a schedule basis.

•

The delivery mechanism for much of the reporting. Customers will be given the
option to utilize the web to review their reports.

•

Generation of paper-based reports. This function will print reports for customers
desiring that mode of delivery.

•

Generation of email based reporting. Deliver reports to the customer via email over
the Internet.

•

Provide security for the data, ensuring customers only see their data in shared
environments

•

Contains the necessary web and application servers to provide the described services
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4.3.4.

Service Desk Function

The Service Desk Function provides the following services to the System, Application and
Network architecture:

•

Handles all events that require human intervention.

•

Provides notification services to the required resources including customer or third
party resources.

•

4.3.5.

Provides escalation services when an incident is not resolved in a timely fashion

Event Handling

Event Handling is one of the core components of the architecture and cannot be fully described in
a single box. Integral to the function are many other functions as identified in the following
figure 4-8 and figure 4-8a, where a summary view and also a detailed view of the event handling
architecture are shown.

4.3.5.1.

Event Handling - Agents

The agents are the source of many events in the architecture. We do not distinguish between
network, system, hardware or application agents. In some environments the agent is simply a
source of information, which is passed up to a system performing the Mid-Level Manager
function. In others it checks the information itself against some pre-defined thresholds or for
some predefined messages and if the threshold has been crossed or the message found will send
to event to an Event Handler

The agent may also take some action in response to the event, either taking direct action to
resolve the issue at hand or to gather additional information for later troubleshooting.
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Event Handling Architecture - Summary View.
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Figure 4-8a

Event Handling Architecture - Detailed View.

In addition:

•

The agent ideally should, in conjunction with the Event Handler, ensure that all events
are persistent, until they are properly transferred to the next level in the Event
Handling architecture.

•

The communication between the agent and the Event Handler is in many cases
proprietary' in nature.

•

Some standard-based communications such as SNMP are inherently unreliable. The
use of this protocol should be carefully considered in regards to the reliability of the
network between the agent and the Event Handler.

•

The agents are sometimes autonomous; they do not require connectivity with their
Event Handler or Element manager in order to function.
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•

Ideally configurations are kept locally, but altered centrally.

•

Agents may be as simple as user scripts scheduled by an O.S.-specific scheduler that
simply send a command line notification to the Event Management infrastructure of
an error.

4.3.5.2.

Event Handling - Element Manager Function (EMF)

The Element Manager is typically used to configure an agent. In most cases the Element
Manager is a vendor specific tool utilized to fully manage a particular entity:

•

It is likely the best source with which to complete detailed troubleshooting or
configuration of a particular product.

•

Many contain expert knowledge about the particular elements that is not generally
available through other managers.

•

An element manager may also function as a Mid-Level Manager. The defining
difference between the two is that an element manager will not have an active role in
the handling of events.

4.3.5.3.

Event Handling - Mid-Level Manager Function (MLM)

The Mid-Level Manager Function plays an active role in the Event Handling architecture:

•

The MLM may poll agents for information and then check the information against
locally defined thresholds to create an event when the threshold has been crossed.

•

The MLM may poll the infrastructure for reachability and create an event when
systems or applications become unreachable.

•

In the case of a Network Management product functioning as a MLM it will
determine the root cause of a reachability problem, that is it will determine whether it
is a network problem or an agent problem, and in the case of a network problem
determine exactly where in the network the problem is. An event will then be created
for only that single event.

•

The connectivity between the Mid-Level Manager and the Event Handler will be
persistent. Events will not be lost.
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•

The Mid-Level Manager will not receive events directly from agents; these will be
directed to the Event Handler function.

•

The Mid-Level manager will typically be utilized extensively during the
troubleshooting process in order to “drill-down” to the root cause of a problem.

•

The MLM will generally store polled information locally.

•

The MLM may perform actions in response to internally generated events in order to
actively handle the event or to gather additional information at the time of the failure.

•

The events output from the MLM will be formatted where possible to an Event
Defined Format.

•

The MLM will interact with the configuration database to gather the necessary
information to format the events; local lookup tables will as a general rule be avoided.

•

4.3.5.4.

Ideally the MLM will be configured from the Configuration Database.

Event Handling - Event Handler Function (EHF)

The EHF will take events from all sources, including agents and MLMs:

•

The EHFs primary job is to reformat the events to the Event Defined Format. Ideally
it will utilize information from the Configuration Database to do so.

•

The EHF may suppress events or filter events.

•

The EHF will only send events to the Event Correlation Function that are properly
formatted and contain all necessary information.

•

The EHF will send the information through a reliable transport to the ECF.

•

The EHF manages the persistence of an event, including if or when it is to be
“flushed” from the event management system.

4.3.5.5.

Event Handling - Event Correlation Function

The Event Correlation Function performs a number of tasks including:

•

De-Duplication - Removal of events identified as being identical (based on
predefined key fields) within a certain time period.

•

Event/Message - Ability to append informational messages to existing event data.
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•

Root Cause - Suppression of seemingly independent events that relate to the same
failing component (e.g. common Network Router)

•

Event aggregation (rollup) - Combining of events that in isolation may have a low
impact, but when combined with other events the impact is much greater (e.g. primary
and backup component failure)

•

Business Impact - Identifying the impact events have on critical business processes,
services and applications from a customer perspective.

•

Service Level - Identifying the impact events have on HP’s SLA with our customers
to allow resource prioritization. Effectively the HP view of Business Impact.

This level of the architecture is also responsible for filtering events that are caused by operational
events. Ideally agents will change their monitoring based upon the operational mode of a system,
that is they would monitor a different set of parameters or utilize a different set of thresholds
during a backup than during normal business hours. In the event that the agents cannot provide
this functionality, the ECF would ensure that events that are not applicable during these time
periods are filtered out.

In addition:

•

All events into the ECF are in Event Defined Format.

•

The ECF will assign a severity to the event. All events of a high enough severity are
forwarded to the Service Desk Function (SDF).

•

All events will be sent to the Event Database

•

The ECF will also take event updates from the SDF, such as ticket number and update
the Event Database with the information.

•

The Configuration database will be used to help determine service levels and Business
Impact when assigning severity information to the event.

4.3.5.6.

Event Handling - Event Database Function

The Event Database Function will:
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•

Store all events unless filtered at a previous level of the architecture. The persistence
of an event is defined by the EHF.

•

Act as a data store. Typically there will be no business logic at this layer; however,
given current database implementations we may find some logic implemented as
packages at this level.

•

Be highly available; this might be achieved through clustering or some form of
distributed database.

•

Respond to all queries from the user interface provided by the Event Application/Web
Server functions.

•

Be the source of event information to the Data Warehouse. The Data Warehouse
function is responsible for extracting the applicable information.

4.3.5.7.

Event Handling - Service Desk Function

The Service Desk is not strictly speaking a part of the event management architecture, but it does
provide necessary services to event management.

The SDF is responsible for all notifications to resources. It will identify, based upon the event,
the resource to be notified and will carry out said notification. It will be responsible to ensure that
the incident is handled to the customer requirements and SLAs, ensuring escalation to
management if the event is not handled in a timely fashion. Also can be used to notify customers
via e-mail/pager etc as per SLA

4.3.5.8.

Event Handling - Event Application Server/Web Server Function

These servers provide the user interface to the event database. They will provide the capability to
filter out events so that only the events of interest are presented to the operations staff. They will
provide capabilities to drill into the events, providing a finer level of detail, when filtering is on.
In addition:

•

They are responsible for the maintenance activities in the Event Database, purging,
aggregating, etc.
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•

They will provide an interface for operations staff into the configuration database,
allowing them to determine the service levels, configurations and other information
available in that database.

•

They will provide the user interface into the Configuration Management Database.

•

They will provide security, ensuring that customers will only see data that is
associated with their site, and not from other customers.

•

They will not be providing reporting on anything but current events: those generated
within the last month. All other reporting will be done through the Data Warehouse.

4.3.5.9.

Event Handling - Configuration Database Function

The Configuration Database Function (CDF) is at the heart of the Event Handling architecture.

•

It is in this database that we will define the information that will be used by the MLM,
EHF and ECF in processing events. We will use this database in event processing in
much the same way that scripts currently look at local lookup tables to add additional
information to an event and in many cases the information is used to determine how
the event will be handled. It is here that the data needed to identify business impact,
SLA violation and other business fields, is stored. This data may be derived from
other databases (contracts, financial data warehouses) either via automated data feeds
or via manual processes.

•

It will also be used to tie systems, networks and their events so that the business
impact of an event can be understood, to help determine the overall severity of an
event. For example should a system be critical to the Billing business function that
would be used to set the criticality of the event.

•

The database may be part of the ITIL-defined Configuration Management Database.

•

Ideally the database would be used to configure agents, with threshold information etc
being pushed or pulled by the agents.

®

Ideally it should be used to help “classify” systems. That is if a system is an
Exchange server, then it would help to configure the system to be monitored as an
Exchange server. That is, the “right” agent configurations would be automatically
downloaded to the agents with the settings that are particular to an Exchange server.
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In most cases this would be a baseline configuration, individual server tuning will in
many cases still be required.
•

The database would then be used by the correlation engine to help determine the
criticality of the event, or to help determine the root cause of an event.

•

The database would be used to identify the interdependencies between systems,
networks and applications that make up a particular business function. This would be
used by operations staff to help in determining the impact of the event to determine
severity or to provide notification to effected users, via a bulletin board-type
technology.

4.4.

Classification of Events

Monitoring can cover a wide range of issues - fault or exception conditions, high availability,
security, and performance are common examples. Monitoring can be implemented at the
different layers (application, services, network) in both workstations and servers. The number of
potential event classes from these sources is large.

On an enterprise scale the number of types of events increases with increased instrumentation. A
classification system is needed to identify the important single events from the potential set of
events. The rationales for an infrastructure-wide event classification are [VARU97]:

•

To ensure that all infrastructure management staff can maintain a common
understanding of what are the key events received by monitoring frameworks.

•

To ensure that the relationship between events are analysed and the understanding is
maintained with the changing infrastructure.

Once the event classification scheme is developed, “second order” information related to events
can be developed. Important information includes:

•

Known dependency chains between events. For example, loss of connectivity from a
subnet (router interface) will cause known secondary events at machines connected to
the subnet. Documenting such event dependencies between two (or more) events in a
“chain”, provides the basic information for both manual and automated search for
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"primary” events from a large set of event occurrences presented at a management
framework during an infrastructure failure.
•

Thresholds (or search patterns to set) for event generation. Events are generated on
some predefined condition being detected. Thresholds define a point above or below
nominal “within-band” conditions that should result in an event. Similarly, search
patterns define text message patterns to be recognised in log files - which should
result in an event being generated.

•

Type of agent the event ‘'emanates "from. Given the key role that agents currently
play (and will continue to play) in infrastructure management, new types of agents are
likely to be created and deployed. The type of agent determines how the event should
be pre-processed. For example, the method to use in uniquely identifying or naming
an event from the agent, uniquely identifying the physical source of the event and
whether any check should be applied to verify the event.

•

Path to where event instances are stored. Defines where or how instances of the
event may be found in a database or MIB.

There are three important classes of second order information relating to events: (a) information
about how to pre-process the event, (b) configuration information which specifies the parameters
at the originating entities of the event, and (c) operational information about the impact of the
event. A web database allows these connections to be centrally defined and greatly assists in the
management.

4.4.1.

Developing the schema for event classification

A model or schema needs to be defined before any classification framework can be built. Two
common sets of criteria for classification that are especially relevant to client/server
infrastructures are by infrastructure layer, and by business application. Figure 4-9 shows how
these criteria are related. They are described below:

•

By layer. The service model of the client/server infrastructure is a starter model for
classifying events. Events from network devices, hosts and operating systems and
from within applications can be viewed on a layer basis. In addition, events from
infrastructure solutions can be accounted for. Within each layer the events can be
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further broken into the classic areas of infrastructure management - Performance,
Security, Configuration, Fault and Accounting. This is the simplest classification
model, and allows events to be catalogued and this catalogue must be maintained.
Such maintenance should be an activity in the change management process that
controls all changes to the infrastructure. However it is very technology-centric in
that it does not factor in any information about the business-level importance of the
events.

Network
Layer

Performance

Application
Service
Layer

[Configuration |

Platform
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[Performance

Accounting
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Security

| Performance!

[Configuration!

Accounting]

Business
Application 1
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Figure 4-9

•

Criteria for classifying events.

By business application. This is a further step refinement using the events catalogued
in the layer model classification above as a baseline. Service delivery paths are drawn
by connecting events developed for the layer event catalogue. The events from the
participating components of a service delivery path are collected together. Such an
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event collection is defined for each application used by a business, bringing a business
application perspective to the event classification. Event collections should capture
redundant paths in high availability application environments. Monitoring high
availability events should be a step refinement over these event collections.
•

By business area. This is a linear refinement of the business application model above.
The events relating to a business area essentially define a virtual infrastructure for the
business area.

There are two further classes of events that need to be treated differently [VARU97]:

•

“Existential” events are events such as “heartbeat” messages from systems to indicate
that they are functionally operational. Existential events include results of protocol
level utilities such as “ping”, in TCP/IP, which echoes back a message from the
“live”, targeted system to which the ping message is sent. Such events can also
confirm application level “liveness”. For example, a database engine able to respond
to an existential “trigger” message can be assumed to also be capable of norma!
database operations. Absence of an existential event for a specific time period, that is
characteristic of the event, indicates a problem. The absence of an expected event
often must be confirmed by specific confirmatory, proactive action, such as a “test”
message that always elicits a response from a live system.

•

“Prognostic” events provide an indication of some condition occurring in the
infrastructure. For example, a sudden and sustained increase in traffic at a router
interface with the Internet may indicate some form of attack. If this correlates with
constant size packets then the hypothesis is strengthened. Such events are usually
generated by a correlation engine.

4.4.2.

Managing Event Classifications

The event classification model is a key resource; it should therefore aim to catalogue and capture
all potential events likely to arrive at each “event management point” in an enterprise. These
points are provided by event monitoring frameworks.
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An event classification is often used as a global event dictionary and distributed within
infrastructure management groups as the definitive specification on how the respective events are
treated.

The event catalogue which results from capturing the event details is an important database.
Information in this database is useful. It is also important to engage all relevant parties in the
organisation including users, developers and operations staff, to ensure widespread agreementand acceptance - of the event classes.

4.5.

Visualisation of Events

Developing a framework for capturing events is relatively straightforward. Making sense of the
instances of events that occur from the real world is quite another matter. When distributed
agents generate events they are transported to a management platform for display. What is done
next is dependent on many factors, in particular the internal organisation of infrastructure
management (for example, whether process-based or crisis-team-based).

The efficacy with which events are acted on is again dependent upon several factors, including
the knowledge about the event itself (layer or product) and the skill and training in using the
application.

Event visualisation is an advanced class of application that allows events to be viewed through
different contexts. Event visualisation helps to deskill the first level of processing on first seeing
an event being displayed and hence reduces the variability with which events are handled. The
commonest method of visualising an event is to depict it in a map. Maps can be built for almost
any relationship - physical, logical or semantic.

For example, any member of the infrastructure management staff could tell whether a particular
component failure could affect a particular business process by seeing if the failure is being
shown on a process map of the business operation. The process map of the business operation
defines one context or perspective from which to consider an arbitrary event. The same event can
be concurrently viewed from different contexts. Figure 4-10 shows how a single event may be
mapped to different viewpoints [VARU97].
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Relating a component failure to a step in a business process is a non-trivial task. In the
architecture defined, this relationship is inferred via automated processes, but the same business
level data is maintained manually. This whole area is an active area of research at HP Labs, but is
outside the scope of this thesis.

Visualisation allows the highly developed visual cortex of the human brain to be used most
effectively in understanding patterns of multiple events. Visualisation is particularly important to
infrastructure management due to the huge volume of events generated in a fully instrumented
management environment. Given the ability to filter out “noise”, the remaining events have to be
processed and distributed to enable decisions to be made on their relevance.
Event =
catastrophic failure of a
database server
(including redundant
server and mirror data)

View by manager of
business group A:
process activity affected

View by users of data warehouse:
types of transactions affected

View by manager of
business group B:
process activity affected

Figure 4-10

View by manager of
group operational risk:
enterprise processes affected

Mapping events to different viewpoints.
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Any aid to decision-making is especially important when the infrastructure is under stress during
a crisis. Multiple secondary events generated as a result of even a single “root cause” can quickly
swamp the infrastructure management capability both in terms of system bandwidth and human
ability to handle inputs.
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4.5.1.

Common Visualisation Contexts

An arbitrary event from an agent in the managed environment may be viewed within several
useful contexts [VARU97]:

•

Physical - Location of the component the event refers to, with any unique “’address”
for the component, including any labelling or code assigned to the component. Maps
of physical location help find the correct component. For example, most
organisations keep their infrastructure components in special equipment areas. Often
the layout of such areas is not widely known. Knowing where to look may be critical
in a crisis.

•

Management area - The type of event as classified in enterprise management - by
layer and management area within the layer (e.g., as defined earlier to include
examples such as Fault, Performance threshold, Security violation, Configuration
violation, Quota violation).

•

Risk factor - Combinations of events at multiple points on the infrastructure often
compromise the integrity of the infrastructure. One scenario where this often happens
is when there are a certain number of events with high severity impact and the
infrastructure management organisation is unable to cope with the volume or
uniqueness of the events. The risk factor increases as some part of the infrastructure
has or is likely to collapse.

•

Business area - The business area (or the business processes within one area) affected
on the basis of “consumption” of affected infrastructure resources. This context is
common when service-level agreements are in place with specific business areas. The
map defines an unambiguous specification of the resources and services covered by
the agreement. Severity of business disruption in terms of number of people affected.

•

Impact extent - The geographic extent of the areas affected by the event. For
example, the loss of access to an unreplicated corporate database may affect all users
in an enterprise.

Within each context the severity of the event is also displayed, usually in the form of a colour or
numeric code. Concurrent context allows an event to be evaluated across multiple dimensions
concurrently - although this is often done by different people with different interests in knowing
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the information. Ideally, such contexts and the information available through them should be
widely available to as large a constituency as can use the information usefully. The “channel” of
distributing this information and the media for its visualisation are therefore key issues.

4.5.2.

Visualisation Media

Until fairly recently, representing events in contextual maps was the exclusive province of
management platforms. Indeed, auto-discovery of resources and map-drawing capabilities (to
denote simple physical and logical contexts) have been a heavily promoted selling point for
platforms. Network maps on network management platforms and resource maps on systems
management platforms are the best known visualisation tools. These maps are used successfully
to show the simpler contexts such as the “Physical” and “Business area” contexts described
above. Severity levels are shown through colour or textual changes.

Mapping logic is closely integrated into the platform tool’s functionality. As such the efficacy of
this media in terms of maintenance of the maps, (within a wider change management process for
the infrastructure) is determined by the openness of the platform’s map API. Communicating the
information in maps to a wider audience has been more or less impossible without gaining
knowledge of the map representations structures used by a platform. Similarly, viewing the maps
without at least remote access to the platform user interface has been impossible.

Another more recent notion for building maps is through web pages. A web page for each
context would allow different representations of an event (through a separate web page for each
context). Part of each web page could be an applet (loaded into the browser on first access),
which would periodically update a user’s page display with any change of state. The information
could be represented graphically or in more textual form. The applet would be responsible for
any user-authentication scheme.

At the web server end, the server would more than likely generate the maps “on the fly” for each
request from a browser client. The web server would access the sources for the event from
databases and possibly at the interface to event-monitoring frameworks. The use of “non
management” platform mechanisms (web servers and browsers) for visualisation is a major
paradigm shift in distributing infrastructure management information. It allows non-technical
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people, without any special tools other than a browser, to engage with management information
relevant to the conduct of their business [VARU97].

4.5.3.

Architecture for Visualisation

An architecture solution for developing visualisation capabilities is helped by some of the
advances in protocol technology such as configurable thresholds in the RMON specification.
Figure 4-11 shows a logical chain of processing of an event leading to a visualisation.
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Events from managed
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Distribution
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Subscription
Based
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Pattern Matching,
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User Interface
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Basic architecture of visualization solutions.

Events from the managed environment enter the event-monitoring framework which should use
information from the event catalogue as a dictionary to identify events that “go forward” into the
monitoring framework for further processing. Other events are recognised but not processed any
further. At any given time the event catalogue should be considered to be out of date. Hence a
subset of received events are likely to be unknown.
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Part of the maintenance process for managing the event classification and the resultant catalogue
is to examine information in the unknown events database. Events that go forward are processed
in the event monitoring framework and in the simplest case the event is displayed in all the
relevant maps or logs. Basic processing includes assigning a severity code, and filtering out
multiple instances of the same event.

Functionality also exists within different management products to process events further - for
example, to correlate an event with other events or a model of events, or to identify a known
sequence or pattern in an event stream. The result of the processing is available within the
monitoring framework and can also be distributed to a wider audience as data for display. Files
of “map data” may be shipped off-site or the maps may be made available through a remote
access method. Unfortunately, there are no widely available visualisation products that go
beyond maps.

4.5.4.

Use of Maps for Visualisation

A map, whether management platform or web based, allows event information and in particular
the source of an event, to be viewed from a static, prior-specified perspective. For example, an
arbitrary Fault event may be shown on the following maps: (a) within a floor/rack level physical
layout to define where the “event source” is located, (b) on a subnet map to identify the logical
network for the equipment, (c) on an end-user dependency map to show the actual end-users or
group potentially impacted, (d) on a process flow map to show how it affects a known business
process.

Different people in the organisation view an event from different viewpoints. To a network
manager, the location and logical network details may be relevant, to the operations manager the
business process impact is of relevance and to a relationship manager the end-user impact is of
relevance. The collection of maps, or the “atlas” built for an organisation, allows events such as
faults, security breaches, application exceptions and performance warnings to be viewed by
different groups in the organisation.
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Maps define perspective essentially through defining relationships between sources of events and
the concepts driving the perspective (e.g., event to location or event to address or event to users).
Maps in a management framework can be categorised into [VARU97]:

•

Network level maps that show the relationship of the event source to the MAC layer
and network layer concepts. At the network, segments and subnets respectively are
the predominant concepts. These maps are native to most management platforms.
Apart from manually re-ordering and collating map elements in terms of some
predefined map hierarchy, little value can be added to the maps.

•

Service delivery maps. These are arbitrary collections that define the usage of
different components, resources and services in delivering an application service.
Hence the proper functioning of resources in an arbitrary number of layers is needed
to deliver the service. Such maps have to be developed by each organisation.

Handcrafting of maps to represent individual contexts is relatively crude in the sense that there is
a maintenance overhead as the infrastructure details change. Many infrastructure management
organisations which have embarked on map-based visualisation have neglected maintenance of
the maps as the infrastructure changed. This is true even with relatively simple network level
maps where, contrary to vendor claims, platform discovery algorithms are still able to populate
only 70% to 80% of a map. The remainder have to be manually entered. Out-of-date maps
results in inaccurate and incomplete information being used daily for operations management.

There are, however, examples of knowledge-based systems being used as a central change control
point for event classifications, relationships within contexts and other infrastructure relationships.
Maps are built dynamically using the relationships when an event matching any of the contexts
are received. While such investment is justifiable only in a minority of organisations, the
payback is in terms of intelligence to manage global delivery systems.

4.5.5.

Synchronised System Views

Enterprise-wide infrastructures and application delivery systems have several areas where a
consistent view of the system is required regardless of the “point of observation”. The
observation points need not be physical locations, but in fact may be logical, for example, the
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global “value-at-risk” that a trading house is holding viewed from trading, accounting and
decision support viewpoints. Common requirements for logical synchronised views are driven by
distributed functions that concurrently execute a part of a business process.

Examples of more concrete topologies that commonly need to provide consistent views across
multiple observation points include [VARU97]:

•

The state map of WAN connectivity end-to-end, showing the delivery paths into the
local area networks at each site (from the local area networks of the other participating
sites). In a meshed, routed environment this is the WAN interface map of all the
routers used in the WAN. In a managed (virtual) data network environment (such as
using public frame relay) this the state of the private virtual circuits and the local area
side of router interfaces.

•

The servers required in the service delivery paths for an enterprise-wide application
and the network “paths” to those servers end to end. The application can be a
horizontal application such as e-mail and global intranet services or vertical business
applications used by a distributed business group.

Synchronised views allow the computing and network environments to be “chunked” into
meaningful abstractions. Such views are also essential to developing 7

x

24-hour network control

centres. Monitoring responsibility for global applications and business systems can be rotated on
a “follow-the-sun” basis.

More than one large global securities investment house, most utility companies and most large
service providers, such as HP, IBM and EDS, have the ability to achieve this today.
Synchronised views are usually achieved through exploiting database technology. A database
application “assembles” subviews replicated from external sites and distributes the views. Other
technologies such as multicast of application-level messages are also applicable and used in
publish/subscribe-based trading floor applications in investment banking.
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Event Filtering

4.6.

Event filtering is , without question, an essential part of work in each event management effort.
This section describes filtering, which in IT terms is described as the process of blocking
information based on a defined set of rules and standards. In general, we define filtering as
removing as much redundant and unnecessary data as possible. The most difficult part of
filtering is to determine what the right data is that we need to effectively implement an event
management which signals possible alert situations. The following sections discuss the aspects of
filtering in a systems management environment. They also discuss best practices for the filtering
task itself. It is assumed that specific devices also have rudimentary filtering capabilities.

4.6.1.

Why filter

There are several reasons why filtering of events is required [BHE04]:

•

The pure amount of data produced by managed objects. In a complex IT
environment, the number of events produced by managed objects can result in a large
number of discrete events being sent to a single management instance. Many devices
provide, by default, all events they are available to offer, which, for some
management agents can easily be a list of several hundred events. If this is multiplied
by the number of different managed devices in a managed environment, we see that
this number of possible events cannot seriously be managed.

•

Redundant information produced by various monitoring agents inside a single
managed object. Often, various monitoring instances on a device provide the same
information and send it in the form of events. For example, the syslog subsystem on a
UNIX server provides critical information, while the SNMP agent running on that
server provides trap information about the same event.

•

Network and bandwidth considerations, event server limitations. In a large and
complex distributed environment the event-related traffic is basically unwanted waste
of resources. This applies both to the traffic produced from status polling of devices
and the traffic generated by devices sending asynchronous unsolicited events over the
network. Event-related traffic can occupy a significant amount of bandwidth. In most
environments, network bandwidth is still a precious resource and is normally reserved
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for productive matters. Increased system management traffic can be treated itself as a
degrading event. Also, the receiving instance, whether a simple event console or a
more sophisticated business management system, cannot accept an unlimited number
of events per time frame. Often, the receiving management system itself polls
managed objects in regular intervals to monitor critical resources on that object. If a
threshold is exceeded, this information is translated into an event and enters the event
stream. Obviously, if management stations have a limited capability to receive
events, they have a limitation on the number of polling operations per time frame.
•

Manageability. As a first rule, keep the event management system as simple as
possible. Too many events from a large number of different sources can lead to
confusion. An operator can soon start to ignore incoming events if they alarm for
supplementary events or, even worse, lead to the wrong alarms and actions.

All of these points are reason enough to limit the amount of data arriving in the event
management system. Together they make the need for filtering essential.

4.6.2.

How to filter

The main question we must ask is: “Which events do you need to do the job?”. Or better, we
should ask: “Because most IT organisations today are service units for the various other
departments, which events do you need to fulfil the agreements you made with your customers?”

In general, if a piece of information arrives in the management system and does not indicate a
loss or degradation of services, it should not appear and should be blocked. If it does not affect
service level agreements then it should be removed. We do need to keep in mind that a particular
event in which we are not interested, may be of some importance to other departments.
Therefore, preventing the event from being generated may not be the best idea.

Suppressing the delivery of an event, without making it completely unavailable to other
recipients, makes the simple term filtering more difficult. Everyone may agree on filtering itself,
but where the actual filter is applied can vary from one viewpoint to another.
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Where to filter

4.6.3.

Now we must ask: “Where do you need to filter unwanted events?”. In the earlier section we
considered the occupied network bandwidth as a good reason for filtering. The possible large
number of events was another reason. This can only lead to one rule: Filter as close to the source
as possible. Filtering as close to the source is, in most cases, the best method to block an event
from being delivered to the rest of the world. It saves bandwidth, helps to keep event
management systems manageable, and saves system resources needed for production.

Filtering as close as possible, preferably directly at the source, should be the first choice.
Sometimes, however, you cannot achieve this goal for the following reasons [BHE04]:

•

The event may be of some importance to other management instances. For example,
network operations may be interested in a toggling integrated services digital network
(ISDN) interface. The organisation running the corporate wide event console is, in
most cases, not interested as long as the network performance is not degraded.

•

The event cannot be filtered at the source, because the event generator itself is an allor-nothing implementation. Either you buy all the events or you block all the events.

•

Events generated as a result of a status poll operation are normally not of particular
importance on the focal point level of the management system if it is an event console
implementation such as HP OpenView Operations Cockpit or IBM Tivoli Enterprise
Console. The status information is definitely needed for the actual status poller to
maintain a list of the current states of the managed objects. Status information is also
required if the focal point for the event management is a system dedicated to business
impact management. A business impact management system keeps a record about the
actual state of its managed objects to monitor the complete business environment.

•

Trying to filter the event at the source can result in an effort which is more costly than
just trying to catch the event at a higher level of event management. For example,
after a rollout of a high number of devices, it turns out all the devices are, by default,
configured to a positive forward all state. Remotely accessing these devices and
blocking the unwanted event one-by-one at the source can be time consuming.
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4.6.4.

What to filter

Defining what to filter can be a very time consuming task. Under normal circumstances, the
various resources to be managed are well known. However, whether these resources are capable
of providing valuable information to a management system in the form of events is not
necessarily known.

After the set of event sources is specified, we need to address all events from each source and
analyse them for their value to event management. Of course, we do not limit the analysis to
filtering. Decisions, correlation candidates and throttling parameters may also be discussed and
documented as part of this process.

There are two major approaches to making filter decisions and the correct correlation and
escalation decisions. The first approach applies to environments where little or no event
processing takes place. It may also apply to environments where events are generated, but are
treated as unwanted noise until a working systems management environment is set up. In this
case, the following tasks need to be completed [BHE04]:

1.

Identify and define the event sources that are important to the management
organisation. Often it helps if element chains are documented and there is a given
management view in place. This usually relies upon a competent configuration
management database (CMDB).

2.

For each event source, build a list of all events offered by the event source.

3.

Find an expert for the resource being analysed and review the importance (or lack of
importance) of each event.

4.

Find an expert who is responsible for the management of that particular resource.
Often this is the same person who knows which events are needed. Discuss whether
the events should be included in the event management.

5.

Document these decisions.

This approach is somewhat static because it defines a set of event sources to be analysed and the
results being implemented. If no iterative process is set up after the initial work, the result is
quickly outdated. This approach can be called filter by Subject Matter Experts (SMEs). The
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analysis and the resulting filter decisions depend on the expertise of the people who are
responsible for a given resource.

Another approach to obtaining fundamental information about the events appearing in a given
environment is to analyse the events themselves using a data mining approach [BHE04]:

1.

Obtain information about all events received in your organisation over a time frame of
at least three months to have a solid base for analysis.

2.

Normalise the data by extracting only the relevant information, such as:
-

Time stamp

-

Event type

-

Event name

It is important that the event information is limited to a minimum. It is sufficient if the
event can be uniquely identified
3.

With a small part of the whole data repository, typically the events of two weeks, run
an initial analysis. Ensure that the data contains the information you expect.
-

Use the whole data and analyse it

-

Are there large numbers of any single event?

-

Is there another event from the same source having the same or a similar count?
Such a pattern often signals a violation event and its corresponding clearing event.

-

Are there groups of events from different event sources appearing with similar
counts? This can happen because an initial problem causes other secondary
exceptions to occur. This makes them correlation candidates.

-

Are there more than two different events from one event source appearing with
the same or a similar count? This can be a primary or secondary condition, too.
For example, an interface down SNMP trap sent by a network device is often
followed by an interface down event produced by the SNMP network manager,
generated by a status poll operation against this interface. An unsuccessful poll
for status against an interface can result in a node down event being generated if
the interface was the object’s only interface. This type of group of events is a
good filter candidate. You really need only one indication to signal a problem.
The same applies to the associated clearing events. You often find an interface up
trap, an interface up event, and a node up event.
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4.

Define filtering. After you run such an event analysis, you still need SMEs for the
particular event source to finally define the filter conditions. Having solid data about
event occurrence and the number of events for a particular situation helps to keep the
discussion short.

One last way to perform filter analysis is through problem post mortems. Analysis of situations
where a service degradation occurred and nobody was informed may help to revise or find some
filter decisions that were not made correctly before.

Regardless of the method used to determine events to filter, filtering is never implemented
perfectly first time and it is never “complete”. It must be continuously evaluated and the filtering
methodology redefined to be most effective. This is especially true as the business needs and
requirements change.

4.6.5.

Filtering best practices

So far we have discussed the need to filter and different methods to eliminate unwanted events.
There are some best practices for which events not to filter and which events should never find
their way into the management system.

The best practices to implement filtering [BHE04]:

•

Do not filter or block events that have an exactly defined meaning, where an
automatic action can be issued. Nor should the corresponding clearing event be
filtered or blocked.

•

Do not filter clearing events for problem events that have been reported.
Administrators do not know when an event has been resolved if they do not receive
the clearing event. Also, during correlation, a problem event may not be closed if a
clearing event is not received. Remember that clearing events are essential for de
escalation purposes.

•

Report any exception from the normal process only once. For example, in the earlier
example we mentioned the interface down trap, which causes an interface down and a
node down event. Only one event should be passed to the management system. If
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possible, the primary event should be passed. There is an exception to this rule.
Sometimes it is useful to take the double events to verify the situation. A node down
may result from timing or network problems. The interface down trap always signals
a real exception. When the interface down trap does not find its way into the
management system, the interface down and node down events are the only
indications of a failing interface.
•

When using business impact software, do not filter status change events. This would
render the business impact software useless for providing status of objects.

•

Always pass actionable events and their clearing events. An actionable event must be
acted upon by either automation or administrator intervention.

•

Do not double monitor a resource. Having multiple monitors check for a single
condition causes processing overhead and produces redundant events. Only one
problem should be reported to prevent more than one support person from handling
the same issue. A possible exception to this rule is when multiple agents are needed
to validate that a problem is real and not a false positive. In this case, it is acceptable
to double monitor the resource as long as the events produced by each monitor are
correlated and only one reported.

•

Filter false positives if possible to avoid unwanted and unneeded alerts and events. If
you page someone at 3 a.m., you better be sure it’s a real problem!

4.7.

Event Duplication Detection & Suppression

Duplicate event detection is the process of determining which events represent the same instance
of the same problem, and summarising or suppressing them in a way that simplifies the event
management process. Its purpose is to save cycles and system resources on event processors, and
minimise bandwidth used to send unnecessary events.
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4.7.1.

Suppressing duplicate events

Duplicate detection and suppression can be done in more than one way. Depending on the case,
the best practice can vary. The most common three methods to perform duplicate detection
(sometimes referred to as de-duplication)'.

•

Send the first event and suppress the others. This approach is typically used with
events that state a failure in the system or equipment. Immediately reporting the event
minimises the mean-time to repair.

•

Send an event only after a pre-defined number have been received. This practice,
commonly referred to as throttling, is often used for events that represent peak
conditions. While some monitored variables, such as processor utilisation,
occasionally reach peaks, this is not a problem unless sustained for a period of time.
For these types of events, do not send the first event. Summarise it with the
subsequent events and send one event once the thresholds reached. After the event is
sent, drop future occurrences until the time period expires or the condition clears. For
example, if more than five peak events are received in 10 minutes, there may be a
problem that requires notification. Count the events and send the fifth along with a
count of the times it occurred.

•

Send an event only after a pre-defined number have been received and send all future
occurrences. While similar to the previous method, this differs in that all events are
forwarded once the threshold is reached. This approach may be used when it is
necessary to know the actual values the variable reached. For these events, you do not
send the first event. Summarise it with the subsequent events and send one event
when a threshold is reached. For example, if more than five peak events are received
in 10 minutes, it may represent a problem and the support team need to be notified.
When subsequent events are received, the relevant values are extracted from them and
the reported event is updated. This method is not generally used because it requires
sending and processing all events generated after the predefined number. In general,
if all the monitored values are required for problem determination or trending, this
information should be provided by another type of tool and not by events.
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4.7.2.

Implications of duplicate detection and suppression

Duplicate detection and suppression, when well done, are useful and can give fast results for the
event management process. However, in some cases, it is important to ensure that you do not
miss information, as illustrated in the following examples.

4.7.2.1.

Time window considerations

The first two examples illustrate how time windows affect duplicate detection and suppression for
peak events. In the first example (Figure 4-12), a duplicate detection and suppression process is
created for a processor utilisation variable. In this case, when one peak event arrives, it is
buffered and a time window is created. If four more events occur inside the time window, one
event is sent to the event management system. Note that because only three events occurred
during the time window, no event is sent.

First
Event

Reset
Time
Window

Window Time Interval

Figure 4-12

Static time window for peak events.

The problem in this case is that the last five events occurred over a time period that is shorter than
the defined time window, but no event is sent. This is because one time window was opened
upon receipt of the first event and no others were started until the first one expired.
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In the second example (Figure 4-13), a similar situation is seen but with another duplicate
detection and suppression process. For this example, every time a new event arrives, a new time
window is created. During the first time window, three events occur, the same as in the last
scenario. However, during the second window, five events occur and one is sent.
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Window Time Interval
Window Time Interval

Figure 4-13

^

Multiple time windows for peak event.

There are appropriate times to use each of these methods to create time windows:

•

Use static time windows for situations that generate many (more than the threshold)
consecutive events in a short time. It is also appropriate when you have severe
performance constraints, since it does not create many time windows, reducing
overhead in the event processors.

•

Use multiple time windows when the performance constraints are not so rigid, fewer
events arrive during the time windows, and the trigger number of occurrences must
always send an event.

Obviously, the methods employed depend upon the capabilities of the event processing tool used.
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4.7.2.2.

Effect of clearing events on failure reporting

It is important to ensure that resolved problems are closed or that duplicate detection suppresses
new occurrences of the same problem on the assumption that an outstanding problem is already
reported. The next two examples discuss the effect of clearing events on failure reporting.

Based on 4.8.1, “Suppressing duplicate events”, when a failure event arrives, the first event report
should be sent to the event management system. Duplicate events should be suppressed during
the time window. In the previous example, if a clearing event occurs within the time window and
is not used to close the reported problem, subsequent failures within the time window are treated
as duplicates and not reported. Figure 4-14 shows this example.

Send
Event

Reset
Time
Window

Clearing
Event

Time Window

Figure 4-14

Clearing event does not reset the time window.

For short time windows, operators viewing the events may notice the clearing event and manually
close the original problem, which resets the window. However, this method is unreliable. The
clearing event may become lost within large volumes of events, particularly for long event
windows. The originally reported problem stays open, and subsequent failures are not reported.

The example in Figure 4-15 illustrates how resetting the time window and opening an new one
when the problem next occurs will resolve this problem.
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Figure 4-15

Clearing event resets time window.

A good practice is to correlate the failure event with its clearing event and close the problem.
This results in resetting the time window, clearing the duplicate counter, and ensuring new
occurrences of the problem are reported.

4.7.3.

Duplicate detection and throttling best practices

There are several recommendations that can be made for duplicate detection and throttling. In the
list below, the rationale for the recommendation is also provided [BHE04]:

•

Perform duplicate detection as close to the source as possible. This practice saves
cycles and system resources on event processors, and minimises bandwidth used for
sending unnecessary events. When possible, configure the event source to detect
duplicates and suppress them. If it is incapable of performing these actions or if
implementing at the source causes undue, cumbersome tool configurations, use the
closest event processor capable of performing the function.

•

Use throttling for intermittent problems that may clear themselves automatically and
do not always require action. After a problem is reported, suppress or drop duplicates.
It is frustrating for a support person to investigate a problem only to find that the
problem has disappeared or requires no action. If this occurs too often, the support
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person loses faith in the systems management tools and begins to ignore its
notifications.
•

For events that indicate problems always requiring action, inform when the first event
is received, and suppress or drop duplicates. This notifies the support person most
quickly and minimises the mean-time to repair for the problem.

•

Do not use duplicate events to re-inform whether the original problem has been
handled. Instead, use escalation. Using duplicate events as reminders that a problem
is still open is a bad practice. The extra events clutter consoles, possibly forcing the
operator to sift through many events to find the meaningful ones. If there are too
many events, the console user may begin to ignore them or close them en masse. This
bad practice typically arises in organisations that point fingers for unhandled problems
and assign blame. Those who are responsible for resolving problems often need to
justify why they miss problems and blame the tool for not informing them. The event
management implementers, fearing these reproaches, configure the tools to send all
occurrences of a problem rather than just one. Unfortunately, this compounds the
problem because now the support person has to handle many more events and can still
miss those that require action. Management needs to create an environment on which
problem post-mortems are used constructively, minimising blame and enabling
administrators to pursue and fix the causes of missed events rather than creating event
floods to avoid blame.

•

Use duplicate detection for open and acknowledged events. Duplicate detection is
often implemented for open events but not acknowledged ones. These are equally as
important because they indicate that the problem is being addressed but is not yet
corrected. Since someone is notified of the problem, there is no reason to re-inform
with subsequent events.

4.8.

Event Correlation

Several sources can help to determine the relationships among events. SMEs within the
organisation can provide input about events in their areas of expertise. Vendors can also furnish
information about the events produced by their software. Sometimes the messages manual for a
product supplies event groupings by stating that a message is one of a series and listing the other
messages that appear with it.
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Data mining tools that employ statistical analysis can also suggest possible correlation sequences.
Problem post-mortems can help to determine events that frequently occur together or to validate
proposed event sequences. Which sources of information an organisation uses depends on the
skill level of its SMEs, the willingness or ability of its vendors to share information, and its access
to statistical tools.

Often the event management implementer is left with the challenge of making sense of the
information gathered and taking a “best guess” as to which of these potential correlation
sequences to implement. Overzealousness may lead to correlation events that do not necessarily
associate and dropping real problems as a result. An overly cautious approach may require more
than one operator intervention to manually close or associate events. The best practices that
follow are general guidelines to use in determining which sequences to implement.

4.8.1.

Correlation best practices

The first step in determining what to correlate is to collect information from the sources identified
previously. After the potential sequences are identified, apply these guidelines to choose which
one to implement [BHE04]:

•

Only correlate events whose relationship is clearly understood. Correlation
should be implemented only when the association between the events is known.
Implementing a best guess can result in correlation sequences that inadvertently drop
real problems because they are erroneously thought to be symptom events. It is better
to have an operator manually handle an event several times until its relationship to
other events is known than to implement automatic associations that may not be valid.
As discussed earlier in “Policies and standards”, the event management process
should be iterative and the event handling decisions should be updated as new
information becomes available.

•

Automatically clear problem events when possible. It is desirable to implement
this type of correlation sequence whenever feasible. This ensures the accuracy of the
list of open events from which the operations and support staffs work. It also prevents
duplicate detection from flagging new occurrences of a problem as duplicates of the
resolved problem. It is usually straightforward to identify the clearing events
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associated with problem events. Monitoring agents can often be configured to
generate them. The product documentation frequently describes the association
between the problem and clearing events. Messages extracted from logs can be more
difficult to clear. Sometimes only the problem is recorded and the recovery condition
is not. In these cases, a policy is needed to ensure that operators manually close
problems when they are resolved. Implementing clearing event sequences is also
straightforward. Many monitoring products supply the rules necessary to do this type
of correlation. It is important to remember to close the clearing events as well as the
problem events. This minimises the number of events that display on operator
consoles and reduces overhead at the event processor.
•

Correlate events that show a worsening condition. Sometimes when a condition
intensifies, multiple events are generated to show the progression of the problem.
These types of events need to be correlated, with only the first of the series retained.
It is then updated with the higher severities as the other events are received. If
necessary a threshold or other appropriate information, such as a time stamp from
those events, should be included and then the events dropped. This processing
ensures that the original, reported event is available for event synchronisation. When
the problem is closed in the trouble-ticketing system or in another event processor,
this event is then correctly closed. If another event is kept, the synchronisation
process does not know to look for it, and the problem may remain open indefinitely.

•

Report all events requiring action, not just primary events. Part of understanding
the relationship among events is knowing how action taken to resolve the problem
referenced by one event affects the conditions reported by related events. This
information must be obtained before determining whether a secondary event requires
action. Sometimes resolving the primary problem automatically fixes the symptom
problem. In this case, no further action is required. Other times, the symptom
condition does not clear automatically when the primary problem is resolved,
necessitating action for the secondary event. See “Root cause correlation” earlier in
this chapter for examples of correlation sequences in which the secondary events
require action and those in which they do not. To ensure all problems are resolved,
report all events requiring action, even if they are symptom events.

•

Drop secondary events that do not require action, unless they are status events
required by a business impact manager. If an event does not require action, it is
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not needed at the event processor. To prevent clutter on the processor’s console, drop
the event. The only exception to this rule is listed below in the following practice for
users of business impact software.
•

Forward all status events to business impact software, even those that do not
require action. Business impact managers are used to show the effects of system
resource failures upon business functions. The proper functioning of business impact
software relies upon its accurately reflecting the status of each of the system resources
that constitute its business views. When a resource known by the business impact
manager changes status, its new state needs to be reflected in both the tool’s database
and the business views. The effect of the status change on other resources is
calculated, and the affected resources and views are modified to reflect their new
states. Therefore, if using business impact software, forward all status events to it.

4.8.2.

Implementation considerations

While many event management implementation considerations are very product specific, there
are some general guidelines that apply regardless of the tools that are used [BHE04]:

•

If no clearing event is sent to report a resolved condition, require operators to
close the appropriate event. Leaving open problems in an event processor can lead
to incorrect error reporting: the duplicate detection process may think there is an
outstanding problem and discard an event that reports a new problem. Also, some
data warehousing tools only load closed events into their databases. Keeping
problems open prevents them from being recorded in the warehouse, and subsequently
being included in trending and service level agreement reports. To prevent this from
happening it is necessary to implement clearing events. However, sometimes this is
not possible. For these events, the operator should manually close the event through
the trouble-ticketing system or event processor’s console. This policy should be
documented in the event management process guidelines, and compliance with it
should be enforced and tracked.

•

Link symptom events requiring action to the problem events upon which they
depend. If a symptom event requires action to resolve the problem it reports, the
action frequently cannot be executed until the primary problem is resolved. For
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example, a process that depends upon free space in a file system cannot be restarted
until that space is available. To show dependency between events, link them in the
event processor or trouble ticketing systems. The events may be linked by updating
fields in each to show its relationship to the other. Another approach is to copy the
relevant information from the symptom event into the primary and then drop the
secondary. The support person assigned to the problem can read the additional text to
determine what actions may be required to handle the symptoms. Then they can
either perform those actions if appropriate or requeue the event or events to a different
group once the primary problem is resolved.
•

Repeat lower level correlations at higher levels. Correlation may fail for a couple
of reasons:
1. The events may arrive too far apart. When it receives an event, the event processor
often sets a timer to determine how long to wait before reporting the event as a
problem. If an associated event or perhaps even its root cause event is received after
the time expires, no correlation occurs and both events are treated as primary
problems that require action. In a multi-tiered environment, the events may be
forwarded to a higher level event processor, and may arrive at the higher level closer
together. Defining the same correlation sequence at that processor allows for the
chance that they arrive within the correlation window. The events can possibly be
correlated and the appropriate event can be reported.
2. Memory constraints in the event processor may prevent the events from being
correlated. If the processor relies on the presence of the events in cache to associate
them, correlation fails if one of the events is dropped from cache due to memory
shortages. Again, the higher level processor may not have the same constraints and
may be able to perform the correlation.

•

Allow sufficient time to receive events before you correlate them. Setting timers
in an event processor is an art. Short waits for events can result in missing the
correlation between events and reporting them all as problems, even the symptom
events not requiring action. Lengthier correlation windows eliminate this problem,
but may introduce others. If the timer is set too long, there may be a delay in
reporting the problem, resulting in a longer mean time to repair. Also, events that are
caused by different error conditions may be erroneously correlated. It is advisable to
observe the rate at which associated events are generated by sources and received by
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event processors to choose meaningful timer values. This information can be
obtained from logs at the event sources and processors, and from problem post
mortems.
•

Correlate events from clusters, and escalate problems as more machines in the
cluster experience them. Clusters are groups of two or more systems typically used
for load balancing or failover. If one machine in the cluster reports an event, there
may not be a problem. For example, in a failover environment, only one machine in
the cluster may need to run an application at a time. In this case, if the monitoring
agents detect the application is not running on one server, this is a normal state and
does not need to be reported. The problem exists when the application is not running
on any server in the clustered system. This concept also applies to virtual machines
(i.e. multiple virtual partitions on the same physical hardware, and also to grid
computing). In a load-balancing cluster, the situation is slightly different. If one
system experiences a problem, it should be addressed. However, it is less critical than
if every system in the cluster has the same problem. Best practice is to use differing
severities to reflect the business impact of these two different conditions. To handle
unique event reporting for clusters it is necessary to implement cross-host
correlations, and to ensure the proper error conditions are detected and reported.

•

Perform topology-based correlation for network events using an SNMP
manager. Since the SNMP manager knows the network topology, it is capable of
performing topology-based correlation. Many SNMP managers provide the ability to
correlate network events out of the box. Performing topology-based correlation
between network and server events requires supplying the network layout information
to the event processor at which these events converge, typically not an SNMP
manager. While it is possible to provide the topology to other types of event
processors, the procedure is often complex and difficult to implement. Most networks
are dynamic, implying frequent updates to the topology information supplied to the
processors. This quickly becomes impractical, particularly in large networks. If the
SNMP manager can detect the status of non-networking resources, such as services, it
can be used to perform topology-based correlation for events concerning those
resources. An example of this is HP’s OpenView Network Node Manager with its
Event Correlation Services module.
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Event Notification

4.9.

Notification is a key step in the event management process. It is useless to detect an error
condition unless action is taken to correct it. While automation is used increasingly to recover
from problems, there are still many situations that require the intervention of an administrator to
resolve. Notification is the means by which the appropriate person is informed to take action.

4.9.1.

How to notify

This section discusses the methods of notification from the event processing tool and advantages
and drawbacks of each. Figure 4-16 shows an overview of the types of notification. Depending
on the structure and support processes within a business, the notifications will be handled in
different ways.

Event Processing Tool

Direct Page or
E-mail

Console

Trouble
Ticketing

—i--------------- 1—

Manual
Notification

I

E-mail

Page

Automatic
Notification

----------1----------Support Group

Figure 4-16

Types of notifications.

With event processing tools, there are typically three ways to implement notifications [BHE04]:

•

Console viewing by operators. Operators watch the console looking for events that
require action. When they see an event, they respond by taking action themselves or
manually inform another person. Having operators view the console and then
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manually notify support teams gives you the advantage of having someone to verify
events manually when they happen and give the notification to the right person. The
disadvantages include human error, for example missing an event on the console. The
disadvantages also involve the cost of keeping and training a person to watch the
console.
•

Direct paging and e-mailing from the event processing tool. Directly paging from
the event processor, through scripts or executables that are triggered by criteria of an
event, gives you the functionality of not having an operator continuously watch the
console. However, it is difficult to maintain the proper lists of which groups to notify
for which problems. This information, already kept in the trouble-ticketing system,
needs to be duplicated in the event processor in different places such as rules bases or
custom scripts. It is also difficult to track the notifications or ensure they are received.

•

Integration with a trouble-ticketing system for automatic notifications. The main
advantage of integrating with a trouble-ticketing system is that you tie in with tools
and processes that already exist within your organisation at the help desk, operations,
or command centre. It is much easier to track on-call lists and the right support group
for notifications. Timetables for notifications are also easier to create and maintain
within trouble-ticketing systems. It is also easier to assign each trouble ticket to the
proper groups based on information within each event. For example, if you integrate
your trouble-ticketing system with your asset management system, you can
automatically assign tickets to the proper support group based on the hostname slot
from your event.

4.9.2.

Notification best practices

This section discusses the best ways to design and implement problem notification:

•

When possible, handle all notifications through integration with an
incident/problem tracking tool. Many trouble-ticketing systems provide all three
notification methods: a console for viewing open problems, and e-mail and paging
capabilities. Performing these functions from a single place simplifies system setup
and maintenance.
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•

Notify someone about all problem or actionable events. Before you start thinking
about sending notifications for your event processing tool, review the events you are
receiving and classify them into two separate groups:
1. Informational events: Events that do not show a system as being down or having a
problem such as clearing events.
2. Problem or actionable events: Events that indicate a system or application is
unavailable or has a problem such as process or service down events.
Usually it is a good idea to notify only on events that require an individual or support
group to take action, specifically problem events. You do not want to notify someone
about informational events, especially after hours. Note that while it is not a common
practice to notify about clearing events, support groups may want to know when their
system is back up. If this is the case, the notification rules or scripts need to be
written in such a way that the notification comes from the original down event being
closed and not the clearing event.

•

Consider the severity of the problem, the time of day, and critical level of the failing
system when determining what notification action to take. This includes paging for
higher severity problems and critical resources, and notification via e-mail for other
less urgent events/resources. As part of the notification design, it is necessary to go
through each event and determine the severity at which the events require notification.
Two automated methods are used for notification (console viewing is not automated):
paging and e-mail. When determining the severity of the event it is important to
identify the importance of the host from which the event is coming. Relate the
severity of the event to the importance of the failing system. Determining the severity
of the event is directly related to the notification method chosen. If you page
someone, they can be reached at all hours of the day (and night). E-mail cannot reach
someone unless they are logged in and checking their email. Therefore it is a good
idea to have the higher severity or priority problems send a page and have the lower
severity problems send an e-mail. While this is still the case in 2006, the advent of
Blackberry-style technology makes it increasingly possible to have “always accessible
email” and some organisations are starting to equip their staff with this technology for
support purposes. Another variant on the notification is to have a “mix and match”
approach in that different types of notification are used at different times of the day.
For example, email during “normal” working hours and paging outside those times.
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•

Ensure that after-hours paging does not occur for noncritical problems. After the
notification system has been configured and is running in production it is essential to
continue to review and maintain the notification process, so that when a mistake or
false page is sent, the proper steps are taken to ensure that it does not happen again.

•

Report problems with a notification system by some other means. Obviously, if
the primary notification system is experiencing problems, it cannot be relied upon to
report a problem with itself. It is necessary to use another event processor or backup
method to report problems with the notification system.

4.10.

Event Escalation

Escalation is the process of increasing the severity of events to correct perceived discrepancies in
their importance and to ensure problems receive appropriate and timely attention. Best practices
always depend on an organisation’s environment and policies. It is no different for escalation. In
this section, some escalation recommendations are provided for different environments. It is also
important to remember hardware and performance issues when creating escalation processes.
The number of escalated events needs to be well defined and controlled, ensuring that perceived
discrepancies are corrected while minimising processing overhead.

4.10.1.

Escalation best practices

As discussed earlier, there are several different types of escalation. Each is important to the event
management process and should have at least one policy that defines the standard way to
implement it within an organisation. As with all standards and policies, this facilitates tool
implementation and maintenance. This section covers the best practices for the three types of
escalation.

4.10.1.1.

Unit andled Events

Without a clear, well-defined escalation policy for unhandled events, it is possible that problems
may be reported but never resolved. An assigned support person may be too busy to work on a
problem or not know how to proceed. Escalation ensures that events are handled in a timely
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mariner by creating a greater sense of urgency through raising event severities, notifying
additional people, or both.

Problem escalation is often used in help desks and network operations centres. It helps
management by advising of situations in which those responsible for an event do not follow the
procedures or cannot complete the job in time. With this information, managers can better
coordinate the work force. For example, if an operator has too much work and cannot handle an
event in time, the problem is escalated to the manager, who can allocate an idle operator to help
with its resolution.

The question becomes how long to see if an event is being handled. It is possible to set different
durations based on event type, host priority, time of day, and other factors. However, this quickly
becomes a maintenance nightmare. An easy, effective alternative is to base time intervals on
severity. The next step is to decide what needs to occur within the time interval. Two typical
actions are acknowledging and closing the event. The person assigned to a problem can be given
a limited time, based on the severity of the problem, to acknowledge the event or close it. This
informs the event management system that the problem is being addressed or is successfully
resolved. If the time interval expires without event acknowledgement or closure, the problem is
escalated [BHE04].

Regardless of whether you choose to escalate based on acknowledging or closing events or both,
you must define the escalation chain or hierarchy of people to inform for unhandled problems.

The best practices to consider for unhandled events are:

•

Increase the severity of outstanding events after an appropriate time interval.
This is an effective way to draw attention to such events, which should result in
corrective action. Also, higher severities are usually defined to mean that the
problems need to be resolved more quickly. Since time has already elapsed, there
truly is less time to resolve the problems to meet service level agreements.

•

Set consistent time intervals for all events of the same severity. This means that all
events of severity warning should be escalated if they are not handled within the same
time duration. Events of another severity, such as critical, may be, and usually are,
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assigned a different interval, but that interval still applies to all events of that severity.
The exception is the severity assigned to clearing events. Since clearing events should
be closed automatically, there should never be a need to escalate them. When
severities are defined properly, they represent the urgency with which an event should
be handled. They already account for service-level agreements (SLAs) and
operations-level agreements (OLAs). Moreover, it is generally easier to implement
automated escalation based on severity than on a combination of other factors. When
adding a new event that requires action, it is necessary to ensure that it has the right
severity. There is little or no additional configuration or coding required to integrate
it into an existing, automated escalation process.
•

Set escalation intervals to shorter than acceptable resolution times. The severity
definitions tell how quickly to handle an event. Escalate before this time interval
expires to allow the informed support person to take corrective action within an
acceptable time frame. Avoid waiting to escalate until after the documented
resolution time has passed. This is too late because the service level is already in
violation, rendering it impossible to resolve the problem within SLA guidelines.

•

Escalate when an event remains unacknowledged or unresolved. Checking for
both of these conditions is the best way to ensure that SLAs are met. Set the time
interval for acknowledgement to a shorter duration than for closure. That way, if the
event is unacknowledged and the problem escalated, the support person notified has
enough time to work on the problem to meet the SLAs.

•

When escalating an unhandled event, inform both the originally assigned
support person and others that the problem now has a higher severity. The
responsible person may have forgotten about the event or may have been busy with
other problems. The escalation serves as a reminder of the outstanding problem. It is
also a courtesy to the administrator who may be measured on problem resolution time.
Notifying others that the event has changed increases the chance that it will be
handled. If the original support person, previously unable to respond to the event, is
still not in a position to pursue it, someone else can take responsibility for it. Also, if
the informed parties have authority, they can more readily ensure that the problem is
handled by either re-prioritising the assigned support person’s tasks or delegating the
problem to someone else. Always notify the originally assigned support person when
an event is escalated, because that individual is accountable. However, do not notify
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everyone for each escalation. Create levels of escalation, and choose to whom to
notify for each escalation. For example, a manager may not care each time an event is
escalated, but needs to know if a service-level violation has occurred. Note that the
clearing event also needs to be “escalated” to the same level of management to show
the problem has been resolved.

4.10.1.2.

Business impact

This type of escalation is based on the premise that problems with a greater business impact
should be handled more quickly than others. For example, suppose two servers fail. One affects
only a few internal employees, while the other prevents customers from placing orders. Business
impact escalation increases the severity of the second server down event to ensure it receives
priority handling.

Escalating based on the criticality of resources implies knowledge of the business impact of
failures. It is necessary to understand the components that comprise a business application to use
this form of escalation. Often, organisations can easily determine which server provides the front
end to their business functions. They may be less likely to know the back-end servers with which
that system communicates for data and other processing.

When an organisation determines the systems used for business applications and their
relationships, it can perform a risk assessment. This term is generally used to denote the process
of assigning priorities to resources based on their value to the business. Designating a system as
high risk implies that its failure has detrimental effects on critical business functions.

The best practices for business impact can be summarised as [BHE04]:

•

Increase severities of key events reporting problems with the greatest business
impact. Use the risk assessment value to determine what severity to assign to an
event. Assign the same severity to events that reference resources of the same risk
classification. For each risk classification, choose the severity defined with the most
appropriate problem resolution time. For example, routers may be classified as core
and distribution. Core routers handle the traffic in the network backbone and are used
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by most business applications. Distribution routers connect remote locations to the
backbone and serve smaller groups of users. Core routers may be assessed as high
risk, and distribution routers may be assessed as medium risk. Suppose that critical
severity was defined to mean that most users are affected. The proper severity for a
distribution router down event is critical. For a core router down, it is fatal. Since
there are probably fewer core routers, set the severity of the router down event to
critical, and escalate it to fatal if is received for a core router.
•

Perform business impact escalation for key events only. Some events by their
nature are not critical and should not be treated as such, even when reporting
problems with a critical resource. Consider again the server running the customer
order application. If a server down event is received for this device, it requires
immediate attention and the event severity should be adjusted to reflect this.
However, if a backup power supply for the server fails, it may not need to be changed
immediately. Do not perform escalation for the second event, even though it applies
to the high risk server.

•

Escalate for business impact as early in the event life cycle as possible. Ideally, an
event is generated with the severity that best reflects both the nature of the problem
reported and its business impact. This minimises overhead in the event processors
that handle it. In reality, many event sources are incapable of determining business
impact or are not easily configured to do so. In these cases, an event processor must
perform the business impact escalation. Escalating as early in the event life cycle as
possible minimises the need for event synchronisation later. It ensures that the event
severity is accurately represented to users of intermediary event processors. Also,
since the change occurs before initial notification of the problem, there is no need to
re-notify for the severity change. Do not duplicate business impact escalation at
multiple levels of the event management hierarchy. Otherwise, events may be
escalated several times, increasing their severities higher than originally intended.

Such products as IBM Tivoli Business Systems Manager and the Business Process Views in CA
Unicenter TNG provide a means of visually determining the business impact of problems. This
can be used by operators who manually escalate events from a console or by support personnel to
determine the business effects of a problem they are working.
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4.10.1.3.

Worsening condition

This form of escalation differs from those previously mentioned in that it deals with multiple
events. In the escalation types previously discussed, business impact and repair time trigger
changing the severity of a single event. Here the driving factor is receipt of a new event
indicating a worsening condition of the original problem. Best practices for this scenario are
[BHE04]:

•

When escalating a worsening condition, keep the first event and escalate its
severity, adding information to it if necessary. There are several reasons to keep
the first rather than subsequent events. A trouble ticket may have already been
opened for the first event. When the ticket is closed, event synchronisation
procedures attempt to close the corresponding event in other event processors. If it
does not exist, the synchronisation fails. The problem event that still exists in the
event processor remains open, leading to subsequent occurrences of the problem being
discarded by duplicate detection. Also, keeping the first event ensures that the time at
which the failure first occurred is recorded and available for problem determination.
Update the original event with desired information from the new event such as the
value of a monitored variable exceeding its threshold. After updating the original
event, discard the others. This reduces overhead at the event processors.

•

When escalating worsening conditions, inform both the originally assigned
support person and the one or more others of the problem’s higher severity. The
same reasons apply here as for unhandled problems since the increased severity again
implies less time to resolve the underlying issue. In addition, if a monitored variable
reported in the event is governed by SLAs, notify those responsible for the SLAs
when the reported value is about to or has caused a violation.

•

Do not de-escalate for lessened conditions. Sometimes the term de-escalation is
used to denote lowering the severity of an event. The new severity can indicate a
lessened or resolved problem. De-escalate events only when they are resolved. There
are several reasons for this. For example, you do not want to inform someone late at
night about a critical problem only to give them a warning. Also, a problem may
oscillate between two severities. The event processors incur unnecessary overhead by
repeatedly changing event severity. Most monitoring agents do not send events to
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indicate a lessened severity. They normally inform as a problem increases in severity,
and re-arm only when the condition is resolved.

4.10.2.

Implementation considerations

Escalation can be performed automatically by a capable event processor or manually by console
operators. Therefore, consider the first best practice in the list that follows. Any monitoring
agent or tool capable of the function can escalate a problem. The best place depends on both the
tools used and the type of escalation. Consider the last two best practices in the list that follows
[BHE04].

For implementation, consider the following best practices:

•

Automate escalation whenever possible. When escalation is automated for
unhandled problems, it occurs as soon as an acceptable, pre-defined time interval has
expired. Similarly, a worsening condition and business impact escalation, when
automated, occurs immediately upon receipt of the relevant events. Operators
perform escalation less precisely, only when they notice a condition requires it. If you
do not have a well-defined escalation process or it is too complicated to escalate using
a toolset, it is necessary to allow operators to do it. It is then necessary to hold the
operators accountable for ensuring the timely handling of problems and to perform the
required escalations.

•

Use the trouble-ticketing system to escalate problems that do not receive timely
action. This type of escalation typically requires modifying an open trouble ticket
and notifying support personnel. These functions are best performed in the troubleticketing system itself. If trouble-ticketing software is not used, automate the
escalation using a capable event processor, preferably the same one used to notify the
problems.

•

Perform worsening condition and business impact escalations at the first capable
event processor that receives the relevant event or events. These types of
escalation are event driven, rather than timer dependent. They can be performed most
quickly when handled immediately by the first receiver of the relevant events.
Escalating at the lowest level of the event processor hierarchy facilitates event
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synchronisation because it is generally easier to synchronise events upward through
the hierarchy than downward. See the following section for details. Escalating for
business impact at the first capable processor ensures that the event has the correct
severity when sent to subsequent event processors in the hierarchy. This minimises
the need to synchronise events between processors.

4.11.

Event Synchronisation

Changes made to events at one event processor can be propagated to others through which the
event has passed. This is known as event synchronisation. There are two main areas where event
synchronisation is key:

•

Forwarding and receiving events through a hierarchy of event processors

•

Integrating with a trouble-ticketing system

Any event processor or trouble-ticketing system can change an event. Depending on the event
processor that performs the update, the event changes must be propagated upward through the
hierarchy (see Figure 4-17). Typically, the trouble-ticketing system notifies support personnel
about problems and is at the top of the hierarchy. Therefore, changes made to trouble-tickets are
generally propagated downward to other event processors. If any event processor modifies an
event, the synchronisation is upward to the trouble-ticketing system and any event processors
above it in the hierarchy, and downward to lower event processors.
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Upward and downward event synchronization.

In general, it is easier to synchronise upward. Most event processors have the capability to
automatically synchronise events upward, sometimes by merely reforwarding the changed event
through the event processor hierarchy. Downward synchronisation is more difficult and often
requires custom coding.

Design of an Event Management Architecture

4-84

UTS
invent
4.11.1.

Event synchronisation best practices

When dealing with forwarding and receiving events through an event processor hierarchy, the
most important aspect of the event is its status. By status we mean whether the event is open,
closed, acknowledged, or dropped. The best practices in event synchronisation can be
summarised as [BHE04]:

•

Synchronise the status of events among event processors, including the troubleticketing system. It is important to ensure that, if an event is closed or dropped at one
level of the hierarchy, it is also closed or dropped at every other level. If this is not
done, you will have orphaned events in an open state. This can cause problems if you
have any type of duplicate detection on that event. Consider an orphaned event that
was closed at a different level event processor when the problem that caused the event
was resolved. The problem starts happening again, which generates another event.
The event is sent to the event processor where, because of the existing orphan event, it
is dropped as a duplicate. It is important that the rules and any scripts that are set up
at the event processors that deal with event forwarding and synchronisation deal with
the status of events. When you deal with the integration of a trouble-ticketing system,
keep the status of events in mind. You may want to start by synchronising the open
and closed status of your trouble tickets with the open or closed status of the
underlying events. Make sure that if your trouble ticket is closed, it closes the
associated event and vice-versa. To take this one step further, you can send events
back and forth when the event or ticket is updated. For example, if the problem ticket
that was opened is acknowledged by the support group that opened it, you can have a
communication sent back to the event processor changing the status of the event that
caused the ticket to be generated.

•

At a minimum, propagate event severity changes upward to the trouble-ticketing
system and higher level event processors. When a lower level event processor
escalates an event, this information should flow upward. Notification typically occurs
either at the trouble-ticketing system or a higher level event processor. As discussed
earlier in “Escalation”, when events are escalated, someone needs to be informed.
Therefore, the event processor used for notification needs to be told that the event has
been escalated. Upward event synchronisation performs this function. When
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consoles are used at different levels of the event processor hierarchy, severity and
other event changes may need to propagate downward. Suppose an organisation has a
central event processor at its main site that is used by its after-hours help desk. It also
has distributed event processors in various time zones for use by support personnel
during normal business hours. The central help desk raises the severity of an event on
its console based on a user call. When the distributed support personnel assume
ownership of the call in the morning, they need to know that the problem has been
escalated.

4.12.

Trouble Ticketing

This section discusses integrating the event processing with a trouble-ticketing system. As the
focus of this thesis is on event management, not problem management, this section presents some
best practices for problem management. They are mentioned, as necessary, as they relate to the
integration of a trouble-ticketing system with an event processor. The whole area of incident and
problem management, and use of standards such as IT Infrastructure Library (ITIL) and
implementations of this, such as HP’s ITSM and its definition of incident and problem
management is outside the scope of this thesis.

4.12.1.

Trouble ticketing best practices

This section covers the typical integration of a trouble-ticketing system with an event processor
by discussing the process flow, which is illustrated in Figure 4-18 below.

We start with an event. When this event arrives at the event processing tool, it has already gone
through filtering and correlation. If it is determined through these processes that this event
requires action, then the event processing tool sends this event to the trouble-ticketing system.
After the event reaches the trouble-ticketing system, that system creates a ticket. The ticket is
assigned to the proper support group based on criteria within the event. That support group is
then notified based on which notification was set up for this problem’s priority.
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Figure 4-18

Trouble ticketing process flow.

After the support group receives the page, it usually starts to fix the problem. During this
process, it should keep the trouble ticket updated with their progress. When the problem is fixed,
it should close the trouble ticket. This causes the trouble-ticketing system to trigger a
communication to the event processing tool to close the event. Therefore, if the problem happens
again, a new event is generated that opens a new ticket. The support group must then determine
why it did not actually resolve the problem.

In this example, you can implement the following best practices:

•

Send all events to the trouble-ticketing system from the same event processor.
Most trouble-ticketing systems interface only to one event processor at a time. Also,
this approach ensures that the trouble-ticketing system can initiate a close of the
corresponding event when the ticket is closed.

•

At the time of ticket creation, send a communication back to the event processing
tool to acknowledge the event that triggered this ticket to be opened. This usually
takes place to prevent further tickets from being opened for the same problem.
Duplicate detection should take place with the event as long as it is in acknowledged
status.
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•

If a trouble-ticketing system is in use, use it to report all problems requiring
action and only those problems. Now you can take the events from the previous
section on notification that you decided were problem or actionable events. At this
time, you can consider sending them to the trouble-ticketing system. If you are not
careful in selecting events that open a ticket, you can start to have problems in a
couple of different areas. If there are too many events going back and forth between
the event processing tool and the trouble-ticketing system, you start to consume
excessive resources. This can happen both in the network and on the systems that are
running the event processing and trouble-ticketing software. As more events are sent
between the event processing tool and the trouble-ticketing system, they take a toll on
the event synchronisation. If a large number of unnecessary events are sent to open
problem tickets, there is a greater chance that acknowledging or closing events may be
missed or dropped. Another reason to choose events carefully is to avoid misnotifying support teams. You should only really notify critical, system down, or
business impacting events that require action from support teams. If you start sending
needless or unimportant pages to support groups, there is a big chance they may
ignore the important ones. You also need to be careful from the reporting standpoint,
which is usually performed from the trouble-ticketing system. You do not want to
have unimportant problems skew the reports. In today’s IT environment, it is
essential to keep a good partnership between systems management and the various
support teams. If the support teams have problems with the way tickets are opened
and notifications are handled, it is hazardous to the event management system.

•

Prioritise tickets based on event type, time-of-day, and criticality of source. After
the events are creating trouble tickets, it is necessary to carefully consider the priority
of the tickets that are opened. Figure 4-19 displays a sample event severity mapping.
Usually it is a good idea to set the severity of the events at the source. This means
that, when the event is sent to the event processing tool, it should be sent with the
severity that matches the priority of the ticket in the trouble-ticketing system. It is
also important to be cognisant of the organisation’s current service levels when
determining severity or priority. The severity that is used to send the event should
match the service levels defined in the organisation for the event type, time of day,
and criticality of the source. When setting up an integration with trouble ticketing,
follow the processes and procedures already defined at the help desk/service desk.
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This makes it easier with the whole event management setup to tie into systems and
processes that are already in place.
•

Implement on-call lists. There are two ways to notify support groups from the
trouble-ticketing system:
On-call lists : Notify only the person on call. Maintain lists within the troubleticketing system of the current on-call personnel.
Group paging: Page the whole support group. The person who is on call takes the
call and the rest ignore the notification.
Usually it is wiser to use the on-call list notification. This is because you send only
one notification for each problem. It is less likely that notifications are dropped or
ignored by support personnel who believe someone else is handling the problem.
Escalation policies implemented in the trouble-ticketing system ensure that the
problem is handled in a timely manner. On-call lists are generally held within the
trouble-ticketing system. This makes it easier to maintain because it is closer to the
group listings. The lists usually go by a weekly basis depending on the organisation.

4.13.

Maintenance Mode

When a system is in maintenance mode, its normal processing is disrupted by administrative
functions such as applying fixes, reconfiguring components, or upgrading software. During that
time, it is highly likely that one or more of the system’s resources is unavailable. If any of these
resources are monitored for availability, events may be generated to report the down condition.

The resource may be down intentionally because it is being maintained, with the expectation that
it will soon be restored to service. In this case, there is no need to alert anyone about its
condition. However, its unavailability may be completely unrelated to the system maintenance
being performed, requiring that someone be informed. The difficulty is in differentiating between
the two situations.

Ideally, whenever system maintenance is performed, the administrator knows which resources are
impacted and temporarily stops monitoring only those resources for the duration of the
maintenance. In reality, this is nearly impossible to implement. Often, it is unclear as to exactly
which resources are affected by the maintenance. Even if they are explicitly identified, it may be
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awkward to shut down monitoring for only those resources. Maintenance mode often entails
rebooting a system one or more times. The monitoring agents will most likely restart
automatically and need to be stopped again. Also, errors are often reported by other systems that
normally access the system being maintained. It is impractical to assume that the appropriate
monitors are shut down on other systems as well [BHE04],

Severity Map at the Event Processor

Priority 1

Fatal Event

Event Sources

Warning Event

Priority 3

Critical Event

Priority 2

Figure 4-19

Mapping severities at the event processor.

Although the ideal is impossible to attain, a mechanism must be in place that accounts for events
from systems in maintenance mode to ensure that extraneous events are not reported and real
problems are not lost. A good approach is to inform the appropriate event processors that a
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system is in maintenance mode. Then have them take special action on the events from or about
that system.

4.13.1.

Maintenance status notification

An event processor needs to be informed when a system enters maintenance mode so it can take
special action for events from the system. It must also know when to resume normal processing
for those events. Therefore, a method is required to place a system into and remove it from
maintenance mode [BHE04].

•

Only those processors that normally receive events concerning a system should
be notified about its maintenance status. If an event processor handles events from
or about a system, it should be informed that the system is entering or leaving
maintenance mode. This ensures that it can take appropriate actions for events it may
receive. Limiting the notification to only relevant event processors prevents the
others from using cycles to check events for reference to the machine in maintenance
mode.

•

Use events to notify an event processor that a system is entering or leaving
maintenance mode. The event processors already have the ability to act upon events.
The events from or about a machine in maintenance mode can be easily correlated
with the maintenance notification event, and appropriate action taken. Using events
rather than some other means of notification eliminates the need for the event
processor to access outside sources to determine which machines are running in
maintenance mode. If external files or queues are used to store the maintenance
information, additional code may be required for the event processor to access that
data.

•

Automate the generation of the events as much as possible. In sophisticated
environments, the organisation may use the change management system to
automatically generate the maintenance notification events based upon its schedule.
The shutdown and startup scripts or command files used during maintenance may also
be modified to send the notifications. The most common practice is to have the
administrator send the events. While this method relies on the administrator’s
memory, it allows for emergency changes that may not be included in the change
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management system. It also allows for maintenance that does not require specific
shutdown scripts to execute. The administrator is provided with a desktop icon or
script to run that automatically produces the required event. The change management
procedures are updated to include generating the maintenance mode notification
events as a required step in maintaining a system.
•

Report extended maintenance mode situations as problems. Experience has
shown that administrators are more likely to notify when a system is entering
maintenance mode than when it is leaving. They want to ensure that they are not
informed of bogus problems about a machine that they are servicing. However, it is
human nature to want to complete the maintenance as quickly as possible, particularly
when it is performed after hours. As a result, many support people neglect to inform
when a system is again operational. A method is needed to handle this situation.
First, the event processor needs to be given a time estimate for the maintenance
window. This information can be sent in the maintenance mode notification event,
stored on external media, or hardcoded into the event processor’s rules. While any of
these approaches work, sending the information in the event allows the greatest
flexibility with the least effort. The administrator can easily differentiate between
such maintenance (for example, parameter reconfiguration) and lengthier changes
(such as software upgrades and database reorganisations). Modifying files and rules
is more complex and more prone to error. At the start of the maintenance, the event
processor can be set a timer. After the elapsed time exceeds the estimate, the
processor can generate an event to inform the administrator that the machine is in
maintenance mode longer than expected, or it can merely resume normal event
processing for the system. Administrators generally prefer to be notified. This
prevents a potential flood of problem events, should the system still be legitimately in
maintenance mode.

4.13.2.

Handling events from a system in maintenance mode

When an event processor knows that a system is in maintenance mode, it can take appropriate
action for events received from or about that system. The best practices to use for handling those
events depends upon the organisation and its policies for systems maintenance.
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•

In environments where the administrator maintaining the box has total control
over the machine, host-based maintenance may be appropriate. Giving an
administrator total control over a machine in maintenance mode implies that it is
acceptable to affect any system resource during the maintenance window. This
approach also assumes that the administrator is fully responsible for restoring all
processes when the maintenance is complete. Therefore, events received from or
about the box during this time do not require action and may be discarded. We refer
to the process of dropping the events for systems in maintenance mode as host-based
maintenance. This is a relatively simple method of handling the events and is easy to
implement. However, it relies on the administrator to properly restore all functions on
the machine. A condition may arise such as filesystem filling that an administrator
does not normally notice during maintenance mode. These problems may go
unreported in host-based maintenance.

•

Where host-based maintenance is not appropriate, cache events and report them
after maintenance mode is terminated. Caching events received from or about a
system in maintenance mode ensures that real problems unrelated to the maintenance
are not lost. It also preserves the correlation relationship among events. This solution
should be favoured in organisations where production applications may continue to
run on a system that is undergoing maintenance for other processes. It may also be
used to validate that the system is completely restored afterwards. When the event
processor receives events for the system undergoing maintenance, it caches them. It
can also apply correlation rules to them to drop extraneous events and to clear
problems. When the machine comes out of maintenance mode, the event processor
waits a short time to receive and process clearing events for the system resources
affected by the maintenance. It then reports any outstanding problems. Events for
which no clearing event is available are always reported using this method, even if the
problem they reference no longer exists. Whenever possible, configure monitoring
agents to send clearing events. This minimises the number of these events that are
inadvertently reported.
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4.13.3.

Prolonged maintenance mode

Sometimes the resolution to a problem is known but cannot be immediately implemented. For
example, a short-on-storage condition may arise because a machine does not have adequate
memory. Adding memory to the system is planned, but the hardware is scheduled to ship in a
few days.

In these situations, it is undesirable to report the error every time it occurs. The solution is
known, but cannot yet be implemented. There are several ways to handle this situation. The first
is to reconfigure the monitoring agent so it does not report the error. This effectively stops the
event from flowing. However, it relies upon the memory of an administrator to restart monitoring
after the fix is implemented. In the case of hardware, the solution may not be implemented for
several weeks. It is highly likely that the support person will forget to re-enable the monitor at
that time.

A second approach allows the event to remain open until it is resolved and to discard duplicates in
the meantime. This method also has some problems. The problem may occur intermittently and
be cleared automatically by an event. Leaving the event open requires a reconfiguration of the
event processing rules, which has the same drawbacks as reconfiguring a monitor. Also, some
event processors perform duplicate detection only on events in cache, which is cleared when the
processor is recycled.

To address the shortcomings of the other two solutions it is necessary to temporarily ignore
events whose resolution is known, but cannot yet be implemented.

To implement this solution, the event processor needs to be told which event to ignore, from
which host, and for how long. This information may need to be stored in an external file or queue
so it can be accessed by the event processor upon restart. If the event processor supports this, it
may be loaded into cache at startup for more efficient runtime access [BHE04],

Note that normal maintenance mode event processing does not require storing the list of nodes
being maintained on external media. Maintenance windows are expected to be relatively short.
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They may be scheduled so that they do not occur when the event processor is scheduled for
reboot.

When the event processor receives an event, it checks to see if the event should be temporarily
ignored and suppresses it if appropriate. If the event is not reported, a support person does not
waste time pursuing a known problem.

There are several advantages of this solution. The monitors and event processing rules can
remain intact. This implies that an administrator does not need to remember to restore monitoring
of the system resource. As soon as the estimated time has passed, the resource is monitored
again. During this prolonged maintenance mode, the system is still monitored for other
conditions that are unrelated to the known, but not yet fixable problem. Finally, if desired, the
event can be correlated before it is ignored. This may prevent the investigation of symptom
events for which no action can be taken.

4.13.4.

Network topology considerations

When a network device is placed in maintenance mode, a potentially large number of systems can
be affected. If the component is a single point of failure, any network traffic that traverses a path
containing it may be disrupted. In this case it is necessary to know the network topology before
determining whether an event is the result of the maintenance.

In this case, the best practice is to use the topology-based correlation capabilities of SNMP-based
managers to handle the events resulting from network maintenance.

While it is possible to provide network topology information to other types of event processors,
the procedure is often complex and difficult to implement. Most networks are dynamic, implying
frequent updates to the topology information supplied to the processors. This quickly becomes
impractical, particularly in large networks.

Allowing the SNMP-based manager to correlate the events means that only the root cause event is
presented to the other event processors. This event references the network component being
maintained. Since the other event processors were informed the network device is under
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maintenance, they can handle the event as described in “Handling events from a system in
maintenance mode”.

When a network component is maintained, some events caused by the maintenance may be
reported. For example, a Web server that is trying to access its database server across the
network path may report a communication failure. Since neither the Web server nor the database
server is in maintenance mode, the event is reported.

While it is possible, theoretically, to handle these cases, it is usually not worth the effort involved.
The communication between any two devices may be affected by a large number of network
components. Moreover, in today’s grid and on-demand environments, it is not unusual for an
application to run on different hosts when required. Not knowing on which server the application
runs at any time makes it difficult to determine which applications are affected by a network
failure.

Redundant network paths should also be considered to minimise communication outages due to
both network component failures and maintenance [BHE04],

4.14.

Automation

There are several ways to plan for and implement automation. Some organisations choose to
implement correlation first and then to analyse their common problems, identifying events that
may be used as triggers for automated action. Others decide automated actions at the same time
as filtering, correlation, and notification. Still others use problem post mortem investigations to
uncover automation opportunities.

The approach that an organisation chooses depends upon the current monitoring environment,
event management policies, and the employees’ skill levels. If little or no monitoring is in place,
a company may decide to analyse all possible events from a monitoring tool before implementing
it, making filtering, correlation, notification, and automation decisions concurrently. In
environments with robust monitoring already in place, automation may be added to it. Where
staffs are highly skilled and can provide insight into which events should trigger automation, the
decisions can be made reliably before problems happen. Novice support staff members may wait

Design of an Event Management Architecture

4-96

UTS
invent

until problems occur before they identify automation opportunities, working with vendors’
support centres to gain insight into the reasons the problems occurred and how to prevent them.

Regardless of how an organisation decides to handle planning and implementing automation,
there are several best practices to observe as explained in the following sections.

4.14.1.

Automation best practices

The first step in implementing automation is deciding which events should trigger automated
actions. Below are several guidelines that should be used in making this determination [BHE04]:

•

Do not over-automate. Although this may sound strange, sometimes organisations
are overzealous in their correlation and automation efforts. In a desire to improve the
efficiency of their monitoring environments, they quickly set up automation for
everything they can. There are some pitfalls to this approach that arise from not
understanding the ramifications of potential automated actions before implementing
them. For example, a locked account resulting from a user mistyping a password
several times needs to be reset, but if it was caused by hacking attempts, a security
investigation may be required. Automatically resetting accounts based upon receipt of
the account locked event is not a good idea. Similarly, an event may be used to report
more than one problem, necessitating different actions depending upon which
problem caused the event. Perhaps actions may be required when an event references
a certain host but not others. These are a few examples of things to consider when
determining whether automated action is appropriate for an event. Remember, it is
better to be judicious in choosing automated actions and implement fewer than to
implement automation whose consequences are unknown.

•

Automate problem verification whenever possible. Sometimes it is not possible to
filter all events that do not indicate real problems. For example, an SNMP manager
that queries a device for its status may not receive an answer back due to network
congestion rather than the failure of the device. However, the manager believes the
device is down and sends an event. Before assigning the event to someone, it is
advantageous to determine if it is truly a problem. SMEs who understand various
event sources well may be able to identify events such as this one that may sometimes
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be false alarms. Likewise, help desk personnel learn from experience which events
do not always represent problems. It is important to use the expertise of these people
within the organisation to list events that require verification.
•

Automate gathering diagnostic data if the data may disappear before the
problem is investigated, multi-step or long running procedures are required to
capture it, or support staff lack the skills to acquire it themselves. In cases where
diagnostic data may disappear before a support person has time to respond to the
event (such as the list of processes running during periods of high CPU usage),
automating the gathering of diagnostic data may be the only way to determine the
cause of the problem. All events reporting such intermittent problems should have
automated diagnostic data collection associated with them. The situation is less clear
for events whose diagnostic information remains available in the system until
requested by an operator. In these cases, automate the diagnostic data gathering if
multiple steps are required to obtain the data. This way, the user does not have to
remember the steps, and user errors, such as typos, are eliminated. Also, if the
diagnostic gathering procedures take a long time to run, automating the data collection
ensures that the data is available to the support person sooner, reducing the mean time
to repair for the problem. Automating diagnostic data gathering in circumstances
where the user can type a single command to produce the data may not make sense,
since the user has to run at least one command to view the collected data as well. In
this case, unless the command takes a while to run or the support staff is not highly
skilled, do not automate the data collection. This saves on cycles in the event
processors handling the event.

•

Automate recovery only for real problems that always require the same sequence
of actions. Obviously, if an event does not represent a real problem, it does not
require a recovery action, automated or otherwise. For real problems, it is necessary
to be certain that the same sequence of actions is always required to resolve the
problem before automating. This sequence can contain conditional logic, as long as
all the possible conditions and the actions to take them are known. It is also necessary
to ensure that the steps can be automated. A sequence of actions that requires
operator interaction with a graphical user interface (GUI), for example will not be a
candidate for automation.
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•

Consider cross-platform correlation sequences for possible automation
opportunities. Cross-platform correlation refers to the process of associating events
about different system resources. These event sequences are often excellent sources
for automated recovery actions. Often, cross-platform correlation sequences result in
symptom events that require action. This is because the support person handling the
first resource type does not usually have administrative responsibility for the second.
Also, many systems are not sophisticated enough to recognise the system resources
affected by a failure and to automatically recover them when the failure is resolved.

4.14.2.

Automation implementation considerations

We discuss several types of automation that can be executed upon receipt of an event. You must
perform these in a specific order to ensure that the desired results are achieved [BHE04].

•

Automate as close to the source as possible. There are several factors that
determine where to automate.
-

The selected tool must be capable of performing the automation. For example,
when implementing automated action for a network device using SNMP
commands, the tool used to perform the automation must be capable of
communicating via SNMP.

-

The automation should be easily maintainable. Sometimes it is possible to
perform the action from more than one tool. If it is difficult to implement and
maintain the automation using the tool closest to the source, use the next closest
one instead.

-

Performance considerations may dictate which tool to use for automation. If a
tool requires many processing cycles or uses much bandwidth to automate a
particular function, it should be discarded in favour of one that performs better.

-

If correlation is required before executing an automated action, the closest point
from which automation can be triggered is the event processor at which the the
associated events converge.

•

Check to see if a device is in maintenance mode before performing any
automated actions. As discussed in “Maintenance mode”, if a device is in
maintenance mode, any problems reported for that device are suspect. No automated
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recovery actions should be taken for events received about devices in maintenance
mode. Diagnostic automation can be performed, if desired. This ensures that the
diagnostic data is available should the problem still exist after the device comes out of
maintenance mode.
•

Perform problem verification automation first. If this type of automation is done, it
should always precede all the other types of event processing such as correlation,
recovery and diagnostic automation, notification, and trouble ticketing. None of these
actions is necessary if there is not really a problem.

•

Perform automated diagnostic data collection after verifying that the problem
really exists and prior to attempting recovery. Obviously, if there is not really a
problem, no diagnostic data is required. However, you must perform this step before
you perform the recovery actions, since the diagnostic data sometimes disappears after
the problem is resolved. An example of this is logs that are overwritten whenever an
application starts.

•

For real problems for which recovery action is desired, try the recovery action
prior to reporting the problem. If it fails, report the problem. If it succeeds,
report the situation in an incident report. For the reasons stated earlier, this type of
automation should succeed both problem verification and diagnostic data gathering
automation. However, recovery actions should be performed prior to reporting
problems. This ensures that only events requiring operator intervention are reported
through notification and trouble ticketing. If the recovery action succeeds, the
problem should not be reported to prevent unnecessary events from cluttering the
operator console. Sometimes it may be useful to know a problem occurred, even if it
recovered automatically. Consider, for example, an automated action to remove core
files from a full UNIX file system. When the file system fills, an event is sent, which
triggers the removal of core files from the file system, freeing adequate space. If the
file system now has an acceptable amount of freespace in it, the problem is closed and
not reported. An application may be producing core files repeatedly and filling the
file system. It is useful to know about this condition to identify and resolve the
application problem. Opening incident reports for conditions that are automatically
recovered is the preferred method to track them. Incident reports make the
information available to a support person when they choose to examine it. Reviewing
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the incident reports highlights flapping or fluttering error conditions, such as the one
described earlier, and may lead to their resolution.

4.15.

Event Simulation

A generally overlooked area of event management is the ability to simulate events. With the
increasing complexity of infrastructure management environments, it is not always possible to
test all scenarios for event management or its many areas, such as filtering, correlation and
automation. As the event management solution becomes increasingly sophisticated the danger of
further event action routines being added without fully understanding ramifications increases.
One way to counter this is to have a sophisticated event simulation capability, which may well
involve usage of the production environment as part of the simulation.

4.15.1.

Key principles of discrete event simulation

The process of building simulation models will invariably involve some form of software. The
software could either be a high level programming language or a data driven software system in
which the model is specified using user-defined and default data items (e.g. machine scrap rate of
5% with default efficiency of 100%). Hence the model is either the software itself or held within
a host software system. With the development of more user-friendly simulation systems it is
generally the user who will build the model, not an expert.

Inside the software or model will be a number of important concepts, namely entities and logic
statements. Entities are the tangible elements found in the real world, e.g. for manufacturing these
could be machines or trucks. The entities may be either temporary (e.g. parts that pass through the
model) or permanent (e.g. machines that remain in the model). The concepts of temporary and
permanent are useful aids to understanding the overall objectives of using simulation, usually to
observe the behaviour of the temporary entities passing through the permanent ones [BALL01].

Logical relationships link the different entities together, e.g. that a machine entity will process a
part entity. The logical relationships are the key part of the simulation model; they define the
overall behaviour of the model. Each logical statement (e.g. "start machine if parts are waiting")
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is simple but the quantity and variety and the fact that they are widely dispersed throughout the
model give rise to the complexity.

Another key part of any simulation system is the simulation executive. The executive is
responsible for controlling the time advance. A central clock is used to keep track of time. The
executive will control the logical relationships between the entities and advance the clock to the
new time. The process is illustrated in Figure 4-20. The simulation executive is central to
providing the dynamic, time-based behaviour of the model. Whilst the clock and executive are
key parts of a simulation system they are very easy to implement and are extremely simple in
behaviour [BALL01],

Entities / relations

Clock

Executive

Distributions

Figure 4-20

Results collection

Structure of a simulation system [KREU86J.

Two other elements that are vital to any simulation system are the random number generators and
the results collation and analysis. The random number generators are used to provide stochastic
behaviour typical of the real world. For example, machine scrap rates will rarely be fixed but will
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vary between eertain ranges hence the scrap rate of a machine should be determined by a random
distribution (probably a normal distribution).

The results collation and display provides the user a means of utilising the simulation tool to
provide meaningful analysis of the new or proposed system. Simulation tools will typically
display tabulated raw results and possess some graphing capabilities.

4.15.2.

Mechanisms for time advance

One of the central functions of a simulation system described earlier is the simulation executive.
The executive manages the passage of time and ‘steps’ the model into the future, executing the
relevant logical relationships along the way.

There are two basic approaches for controlling the time advance:

•

Time slicing

•

Next event

With the time slicing approach advances the model forward in time at fixed intervals, e.g. every 5
seconds. The executive moves the model between the time intervals regardless of whether
anything will happen.
With next event the model is advanced to the time of the next significant event. Hence if nothing
is going to happen for the next 3 minutes the executive will move the model forward 3 minutes in
one go. The nature of the jumps between significant points in time means that in most cases the
next event mechanism is more efficient and allows models to be evaluated more quickly.

There is a word of warning when using next event simulation software. Simulation packages
invariably have graphical displays to show the user the changing status of machines (running,
idle, etc.) and the movement of parts. Because the software jumps between significant points in
time the jumps may be uneven with many jumps separated only by 5 seconds of simulated time
followed by one or two jumps of 4 minutes say. The effect is that the series of snap shots shown
by the graphical displays can be misleading and machines may appear broken down for long
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periods of time when in fact this is not the case. The situation is analogous to watching a video
that is continually being speeded up and slowed down [BALL01].

4.15.3.

Mechanisms for describing logic

There are a number of different ways of representing the logic within a discrete event simulation
model. These approaches can be used for modeling the same systems and will (should!) result in
the same results, the differences lie in the ease by which they can be understood and implemented
and the efficiency of their computation. Three mechanisms will be briefly described followed by
detailed explanation of one of them (See [P1DD92] for more details).

The approaches are illustrated in Figure 4-21 are:

•

Event

•

Activity'

•

Process

Evert

Event

1r

1r
Load machine

Run

Unload

Time _

Activity
Process

Figure 4-21

**

Ways of describing model logic.

The event approach describes an event as an instantaneous change and such events are usually
paired, e.g. start of machine loading, end of machine loading, etc. Activities describe a duration,
e.g. machine loading, and are therefore very similar to pairs of events. The process approach joins
collections of events or activities together to describe the life cycle of an entity, in this case a
machine.

The event approach is easy to understand and computationally efficient but is more difficult to
implement than the activity approach. On the other hand whilst activity approach is relatively
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easy to understand it suffers from poor execution efficiency. The process is less common and
requires more planning to implement properly though is generally thought to be efficient.

4.15.4.

Detail of the event execution structure

The event approach is described in Figure 4-22. The diagram shows two essential elements: the
clock and simulation executive. Here the simulation executive will use an ‘event list’ (a string of
chronologically ordered events).

Executive
Current event
event time

event time
event time
event time

f

X

load
X

Figure 4-22
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\
unload

/
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run

_____ )

\

scrap
V
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Detail of the event approach structure [KREU86J.

The executive is responsible for ordering the events. The executive removes the first event from
the list and executes the relevant model logic. Any new events that occur as a result are inserted
on the list at the appropriate points (e.g. a machine start load event would generate a machine end
load event scheduled for several seconds time). The cycle is then repeated.
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Each event on the event list has two key data items. The first item is the time of the event which
allows it to be ordered on the event list. The second item is the reference to the model logic that
needs to be executed. This allows the executive to execute the correct logic at the correct time.
Note that more than one event may reference the same model logic, this means that the same
logic is used many times during the life of the simulation run [BALL01].

4.15.5.

Object-oriented simulation

Object-oriented (OO) [BOOC91] techniques have received a lot of publicity in recent years and
the use of OO techniques are becoming increasingly common, for example, the C++ and Delphi
(Pascal) languages along with OO databases and even manufacturing system design
methodologies. Interestingly the roots of OO techniques can be traced back to the SIMULA
simulation programming language developed in the 1960’s.

The power of object oriented techniques lie in the ability to produce ‘modular’ code (known as
classes) that can be "easily" modified and reused [SHEW91 ]. Libraries of the classes can be built
up and used to create software such as simulation models. The ability to contain software
complexity into classes and to be able to realistically represent entities from the real world in
software make OO techniques ideally suited to simulation which is inherently complex.

There are few OO simulation packages available commercially but one such package founded on
OO principles is. Simple+ + provides a library of classes that can be used to create simulation
models.

Note that the difference between traditional software design and that of object-oriented software
is that way in which the data and mechanisms are structured. In traditional simulation software
the data and the event routines are dispersed throughout the software. In the OO approach
anything related to a single entity (both data and event routines) are bundled together to form a
class (e.g. a machine). Objects (e.g. machine 1, machine2, etc.) of the machine class can then be
created.

One of the key advantages of Simple++ over other simulation packages is the ability to use the
OO concepts to extend the functionality of the software. By taking the base functionality (e.g.
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transport), classes can be inherited to create a more dedicated classes (e.g. conveyor). Hence the
general functionality of Simple++ such as "moving units" and "processors" can be inherited to
provide manufacturing specific functionality. Furthermore the manufacturing functionality can be
inherited to company specific functionality. See Figure 4-23.

Q

truck^)

^ your

x

( company's )
_tmck__
Figure 4-23

Inheriting classes in OO software.

There are two important points to note here that illustrate the power of object-oriented simulation
software. Firstly, the functionality developed is part of a library, not a model. Therefore the
functionality is developed independently and used to build many different models quickly.
Secondly, functionality developed as a library can be exchanged with other users of Simple++ in
other institutions. E.g. if one institution or company developed a class library for hot rolling mills
this could be given to others to enable them to quickly develop their own models of their own
particular rolling mills of interest.

4.15.6.

Implementation Considerations

Implementing a complete event simulation environment or infrastructure is a significant challenge
for any organisation. The normal method is to approach the problem in a modular fashion,
implementing discrete identified components of the event simulation. If sophisticated event
message handling is available it is possible to use the production environment to some degree
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with simulated events and simulated timezones to test automation, test operations activities and
test new iterations of filtering and correlation rules, without having to reproduce an entire
duplication of the managed environment. This requires discipline and well-defined processes.
There is nothing worse than causing major incidents at 3 am which are in fact simulated events or
automated actions in response to a simulated event.

In a best practices environment event simulation can even be used to test the effect of proposed
changes or outages to infrastructure, to “see” what impact a defined action/event would have on
the environment.

4.16.

Event Integration

Despite the claims of many computer vendors, integration of products is not simply a case of two
or more products running on the same computer system. Event integration involves different
levels of co-operation between products.

4.16.1.

Levels of Integration

Integration can be broadly defined to have six levels, each level indicating a greater degree of
integration, and using the lower levels of integration to achieve this level. The six levels of
integration are shown in Figure 4-24. Where systems have different event models part of the
analysis is to identify at which of the six levels it makes most sense to achieve the integration.
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Level of
integration

Shared Data
Common User Interface
Scripts & Automation
Data Exchange
Event Exchange
Launch

Figure 4-24

The six levels of integration. The higher up, the greater the degree of

integration and the lower the frequency of use.

4.16.1.1.

Launch

This is the simplest level of integration. In many ways this is not real integration but simply the
ability to “jump-” from one application to another, and then return to the original application. This
level of integration is very common in network management systems where element management
products are launched from the main GUI. In its most primitive form the “launched” application
is simply started. In more sophisticated forms the launch passes accompanying data to the
“launched” application. For example, the integration between POLYCENTER AssetWORKS
and POLYCENTER Manager on NetView is a launch integration, but data is passed as well. In
this case the data is the node name that POLYCENTER Manager on NetView requires to display
the relevant network map.

4.16.1.2.

Event Exchange

This involves event data being sent from one application to another. The data transfer is
asynchronous. This form of integration is very prevalent amongst network management element
management systems, and includes all examples of SNMP traps being sent to a SNMP manager.
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4.16.1.3.

Data Exchange

This level extends the event exchange from a simple “send and forget” capability to the ability to
transfer and retrieve data, i.e. a two way, synchronised exchange of data from another application.
SNMP get and set operations are a simple example of data exchange. Another example is the
ability to retrieve SMS object data when viewing the object in PNV, as shown in Figure 4-25.
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Example of integration between PNV and SMS.

Scripts and A utomation

This involves two or more applications automatically co-operating in data exchange and also
invoking scripts in or from each other’s application. An example of this is the integration OSCint
introduces between PSW and PCM so that an event in PSW can generate an action routine in
PCM. Another example is the way I used the software distribution capability of SMS and PAW
to send modified versions of the OXF expert system database to the target UNIX and OpenVMS
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OSCint systems from a Windows NT system, and to execute the relevant scripts to load the new
OXF expert system when it reached its target.

4.16.1.5.

Common User Interface

Perhaps the most falsely claimed level of integration. A common user interface means one GUI
with more than one associated application. The data from the applications may be in more than
one location or database. A common user interface is distinguished from launch integration by
the use of common objects; that is, the objects have the same properties at all locations in the
GUI. An example of the common user interface integration is the integration between PNV and
PSNM where the two products have separate topology databases but the same GUI and the same
objects are used by the two applications. You can “jump” from a DECnet representation of an
object straight to the IP representation. Another example of common user interface integration is
the software metering data collected by PAW. This data is viewed through SMS using the SMS
Administrator GUI.

4.16.1.6.

Shared Data

The highest level of integration. To all intents and purposes the two or more applications act as
one application, and if they have a common user interface, which they often do, they cannot be
distinguished as separate products. Examples of this level of integration include PAW and SMS
where the UNIX and OpenVMS inventory data and UNIX and OpenVMS package and job data
are all stored in the same SMS database as the equivalent SMS data. This data is all viewed
through a common user interface. Another example is the PSNM event data, which is stored in
the same database, and viewed through the same common user interface, as the PNV event data.

4.17.

Event Management best practices flowchart

In the preceding sections we have reviewed the best practices for the various types of processing
to perform for events. There is a recommended order in which to perform the processing. The
flowchart in Figure 4-26 shows a recommended sequence for handling events.
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Event processing flowchart

In general, if best practices dictate performing the event processing as close to the source as
possible and a monitoring agent is capable, consider configuring the agent to perform the
function. For actions best performed at a central site, such as trouble ticketing and notification,
rely on the appropriate event processors to perform those functions.

Perform filtering and forwarding first. If an event is not necessary, suppress it in the source or as
close to it as possible. If it is necessary or you are not sure, set severity based on the problem
type and potential business impact, if known. Handling filtering first prevents handling
unnecessary events, saves network bandwidth, and minimises processing cycles required at event
processors higher in the event management hierarchy.

At this point, the event represents a potential problem. If possible, verify the condition through
automated means. Ideally, perform problem validation as close to the source as possible. Again,
this practice saves bandwidth and processing power by suppressing unnecessary events as early as
possible.

If the event survives filtering and problem validation, it likely is a real problem. However, it may
have already been reported, or it may recover itself after a short time. Perform duplicate
detection and throttling to block the event from travelling further if it is already reported. Ensure
that it is forwarded if it happens a pre-defined number of times within a given time frame.
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Increment a counter of occurrences of an event within a time frame. This provides data that the
support person can use to determine the extent of the problem and the load the event processor is
handling [BHE04],

Next, compare the problem event to other received events and classify them as a primary or
secondary event. If it is a secondary event that requires action, link it to the primary and forward
it. If it does not require action, drop it to prevent further processing load on this and other event
processors. If necessary, delay the comparison long enough to allow other related primary events
to be received.

At this point, the event represents a problem requiring action. Before informing a support person,
perform automation to gather diagnostic data or attempt recovery, if desired. Use incident reports
to record success recovery and trouble tickets for unsuccessful.

The appropriate event processor or trouble-ticketing system can then inform the support person
there is a problem requiring action. If the problem is not acknowledged or resolved within a
preset time interval, escalate the problem by raising its severity or notifying additional support
personnel.

As can be seen in Appendix I, this event processing flow has been turned into a HP ITSM process
flow.

4.18.

Detailed Event Management Architecture

Having reviewed in detail best practices and what is required for each of the areas of event
management, this section now takes the high level architecture proposed in section 4.3 and
applies these best practice requirements to produce a detailed event management architecture.

To recapitulate, the event management technical architecture (section 4.3) has identified the
following components that are directly involved in the Event Flow:•

•

Agents

•

Mid Level Managers
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•

Element Managers

•

Event Handlers

•

Event Correlator

•

Routing and Notification

•

Incident Management System

Event Flow

Figure 4-27

Detailed event management event flow.

In addition other supporting components have been identified:

•

Security

•

Portal
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Figure 4-28

Event Infrastructure.

At the heart of this architecture is the Event CMDB which provides the vehicle to integrate
configuration data from all components.
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4.19.

Event Configuration Database.

Design Principles and Drivers

The solution will align with the current solutions as much as possible, deviating only where
necessary to meet specific requirements. This should eliminate needless diversity and duplication
in the infrastructure. This will help achieve:

•

A consistent approach using a standardized set of tools and products. However, the
solution must balance the specific needs of the customer against standardization.

•

Consistent ways of using the tools.

•

A standardized and clearly specified set of interfaces and protocols.

The solution will align with the overall architecture which provides for centralized Incident and
Problem management systems with regionally based hierarchical event management
infrastructures.
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Administration of the solution should be resource and cost effective. The solution must be
scaleable from all perspectives including from the operations and administrative points of view.

The solution will strive to minimise internally developed and maintained custom software.

The solution will work to automate management as much as possible, reducing the need for
manual intervention in recognizing the criticality of events and in providing notification of the
problem to the appropriate resources.

The design must provide for localized customization of the monitored elements to reflect the
priorities of the customers, regions or other stakeholders.

The event infrastructure should provide for the integration of events from other or new
technologies

Enabling local language support must be considered in the design; care should be taken to
prioritize such support to where maximum benefit is derived at little cost. The initial design will
target English.

Scaleability must also be a prime design factor. The solution must ensure that all levels of the
architecture are designed to handle the expected load and that capabilities are available to
eliminate event storms that might compromise the event and incident management systems.

The solution must be scaleable from a cost perspective. The architecture must have a reasonable
cost at the entry level and grow in step with the size of the delivery or the complexity of the
requirements.

Integration to the shared portions of the infrastructure should be the same regardless of the
technology domain.

The solution needs to ensure that the capabilities are targeted towards defined and measured
SLAs, ensuring that contractual obligations are delivered and that delivery is limited to what the
customer is being charged for.

Design of an Event Management Architecture

4-117

UTS
invent

4.20.

Technical Architecture - Details

4.20.1.

Agents

Responsible for the actual monitoring:

•

Ideally provide the initial level of filtering, will be configured to only look for
predefined messages and then create events. This filtering will include time and
counter based suppression, de-duplication and state based.

•

Ideally the agent should get its monitoring configuration from the Event CMDB.
Examples are disk space thresholds, processes to monitor and event log messages.

•

We may choose to use an agent to provide some or all of the Event Handler
functionality.

•

The agent can act as an integration point, to other monitors. This can include third
party monitors. In these cases it is acting as an Event Handler

•

Monitors may be as simple as user scripts scheduled by an O.S.-specific scheduler
that simply send a command line notification of an error to the Event Management
infrastructure.

•

The agents and/or monitors are the source of many events in our architecture. We do
not discern between network, system, hardware or application agents.

•

In some environments the agent is simply a source of information, which is passed up
to a system performing the Mid-Level Manager function. In others it checks the
information itself against some pre-defined thresholds or for some predefined
messages. If the threshold has been crossed or the message found the agent will send
an event to an Event Handler.

•

The agent may also take some action in response to the event, either taking direct
action to resolve the issue at hand or to gather additional information for later
troubleshooting.

Examples: OVO Agent, Cisco Router SNMP Agent, BMC Patrol Agent

4.20.1.1.

Access
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Some agents may provide access to local information via a web interface.

•

The default access must be informational.

•

Such access will be limited to systems within the customer network, or remotely
connected, after proper authentication and authorization, to the customer network.

•

There may be links within tools to these web pages, however direct access will not be
provided via the portal.

•

There will be access from their associated element and Mid Level Managers using
proprietary tools and interfaces.

4.20.1.2.

•

Availability

Some standards-based communications such as SNMP are inherently unreliable. The
use of this protocol should be carefully considered in regards to the reliability of the
network between the agent and the Event Handler.

•

When an agent is used as an Event Handler, care needs to be taken to ensure that the
availability requirements of all systems are considered.

•

The agents are sometimes autonomous; they should not require persistent connectivity
with their Event Handler or Element manager in order to function.

•

The agent, in conjunction with the Event Handler, should ensure that all events are
persistent, until they are properly transferred.

•

The communication between the agent and the Event Handler is in many cases
proprietary in nature.

•

The agents will play a role in the overall Health Check of the infrastructure as well as
be capable of responding to such checks themselves.

4.20.1.3.

Correlation, Suppression, Filtering and Service Level Management

•

Filtering events that are not of concern must take place at the agent level.

•

If an agent is in an alarm state should it should be configurable as to whether it will
continue to send events while in alarm at each check interval or as to whether it will
send “Re-arm” events when the alarm has cleared. There are reporting and
availability requirements that must be considered, this configuration choice must be
visible in the event.
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•

There is a need to keep a history of events at this point. However this history must be
limited and the agent must have the ability to automatically limit the number of events
stored and remove or archive events that are outside of its configured storage
windows.

•

If an agent also plays the role of an event handler, it will not be expected to uniquely
identify each event, but rather to filter events that are not of concern.

4.20.1.4.

Event CMDB

•

Ideally the agent should obtain its configuration from the Event CMDB.

•

Agent configuration should always be reflected in the CMDB, even in cases when it
does not access the CMDB for this information.

•

The criticality of an event might be configured at this point, in reference to local
configurations.

•

Ideally configurations are kept locally, but altered centrally.

•

Ideally the agent should update itself when changes are made in the Event CMDB.

•

Ideally it would self update for its own scripts and binaries. (Need to carefully
consider change management issues with such a plan)

4.20.1.5.

Event Flow

•

Agents will always send events to an Event Handler.

•

Ideally should be able to receive local event ID information from the Event Handler
that would be would be logged for audit and troubleshooting purposes.

4.20.1.6.

Event Standards

•

Agents will generally have their own defined format for event data.

•

The format of that event will not be changed at the agent level. There may be a
benefit to define standards in '‘templates” in order to eventually reach a point where
the format of the events at this point is consistent.

•

When an Agent is used as an integration point to other technologies, the event will
have a consistent standard, including information carried in the message text fields.
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4.20.1.7.

Process

The configuration of agents should be as simple as possible. Ideally there should only
be one process to configure a particular agent.
Need to make decisions in conjunction with higher levels in the architecture as to how
to configure the agent to send events and achieve high availability.

4.20.1.8.

•

Reporting

The agent has little to do with reporting; we do not expect event data or other
information to be pulled from the agent in any manner.

•

4.20.1.9.

•

The event logs may be accessed for troubleshooting and auditing processes.

Security

The agents must provide a measure of security, allowing only authorized systems to
connect, and only responding to queries from these systems.

•

If industry-standard protocols are used, such as SNMP, then versions providing the
highest level of security available should be used. In all cases default standard
passwords must always be changed.

•

The agents may act as a proxy, to commands received from a mid-level or element
manager. The agent must provide for the security of those commands, ensuring that
any access with the local O.S. is locally authenticated and authorize.

•

The agent should not provide administrator or root-level access to anyone without
proper authentication and authorization.

4.20.2.

Mid Level Manager

The Mid Level Manager (MLM) components:

The MLM polls agents for information and then check the information against locally
defined thresholds to create an event when the threshold has been crossed.
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•

The Mid Level Manager will receive its configuration information from the Event
CMDB. It will only monitor those devices identified in the CMDB.

•

The Mid Level Manager will be used as an audit point in conjunction with the CMDB
in order to validate the configuration of the two databases.

•

The Mid Level Manager may be used to provide an initial inventory of the devices
and this information may be used in order to initially populate portions of the CMDB.

•

The MLM polls the infrastructure for reachability and create an event when systems
or applications become unreachable.

•

A Network Management product functioning as a Mid Level Manager may determine
the root cause of reachability problems. That is, it will determine whether it is a
network problem or an agent problem, and for a network problem determine exactly
where in the network the problem lies. An event will then be created that identifies
the root cause of the failure.

•

The protocol used to send events to the next layer in the architecture will ensure that
the events are not lost and provide buffering where needed.

•

The MLM will not receive events directly from agents; these will be directed to the
Event Handler component.

•

The MLM will be utilised extensively during the troubleshooting process in order to
‘‘drill-down” to the root cause of a problem.

•

The MLMs stores polled information locally.

•

The MLM performs actions in response to internally generated events in order to
actively handle the event or to gather additional information at the time of the failure.

•

The events sent to the next level of the architecture will be in the Common Defined
Format. Ideally it will utilize information from the Event CMDB to do so.

•

May be the integration point for Element Managers that are accessed during
troubleshooting exercises.

Example: Network Node Manager, OV Performance Insight, OV IS

4.20.2.1.

•

Access

Access will be provided to these systems for Support personnel.
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•

Access may be provided to customer personnel provided that the MLM only supports
that customer or the MLM can effectively segregate the views provided to only the
customer’s infrastructure.

•

The solution may provide access to the event stream at this point, with such access
being limited to the events associated with the particular customer.

•

4.20.2.2.

•

Access will be provided from the portal.

Availability

The Mid Level Managers will be designed to the same levels of availability as the
Event Handlers.

•

4.20.2.3.

•

It is critical that they can be made highly available.

Correlation, Suppression, Filtering and Service Level Management

This level of the architecture will provide suppression and filtering capabilities
including de-duplication.

4.20.2.4.

Event CMDB

•

Ideally it will query the CMDB as it handles each event.

•

Ideally it is not part of the CMDB, only pulling information.

•

When these ideals cannot be achieve then it will be tightly integrated to the Event
CMDB infrastructure

4.20.2.5.

Event Flo w

•

Events are created here.

•

They are sent to the Event Handler.

•

Events from agents are not sent to the Mid Level Manager.

•

Ideally should be able to receive local event ID information from the Event Handler
that would be would be logged for audit and troubleshooting purposes.
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•

The events from this level of the architecture will always be of the ALARM/RE-ARM
variety. A Mid Level Manager will not continue to send events when a threshold is
crossed, but rather will send a RE-ARM event when the threshold is no longer in
alarm.

4.20.2.6.

•

Event Standards

The events created at this level of the architecture will be in the Common Defined
Format.

4.20.2.7.

Process

•

There will be a need to clearly define the integration to the Event CMDB.

•

There will be a need to clearly define the integration to Naming and Security services
in order to simplify the configuration and management of such systems.

4.2 0.2.8.

Reporting

•

Aggregated events at this level may be transferred to the data warehouse.

•

Reporting will be available on the Events, insofar as the tools themselves can provide
an interface to the event stream. This would be near-real-time reporting

•

4.2 0.2.9.

No long-term event reporting will be provided at this level of the architecture.

Security

•

Access to the tools will be limited to authenticated and authorized users.

•

Access to event streams will only be provided where Information Security concerns
can be addressed.

•

4.20.3.

The Portal must provide adequate controls.

Element Managers

The Element Manager components:
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Provide detailed vendor-specific information and functionality regarding specific
products, both hardware or software.

•

Are not involved in the creation or handling of events in any manner.

•

Are typically used to configure an agent or device. In this role they require interfaces
to the Event CMDB.

•

Are probably the best source with which to complete detailed troubleshooting or
configuration of a particular product.

•

Contain expert knowledge about the particular elements that are not generally
available through other managers.

•

May function as Mid-Level Managers. The defining difference between the two is
that an Element Manager will not have an active role in the handling of events.

Examples: Ciscoworks 2000, Extreme Works.

4.20.3.1.

Access

•

Support personnel will have access to these systems.

•

Customer personnel will have access to these systems as defined in the SLAs. Such
systems may provide detailed information to be used in traffic engineering and
capacity planning exercises that may be outside the scope of the delivery.

•

Such access will only be provided where it can be assured that the customer only has
access to information regarding their own infrastructure, essentially where the tools
are standalone in delivery of that particular customer.
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4.20.3.2.

•

4.20.3.3.

•

Availability

These tools will not be highly available unless needed to meet SLA requirements.

Correlation, Suppression, Filtering and Service Level Management

As previously mentioned this level of the architecture may have a role to play in the
configuration of agents in providing these capabilities.

•

4.20.3.4.

•

Does not play an active role in event handling.

Event CMDB

Integration to the Event CMDB is dependent upon the role the Element Manager
plays in configuring the agents. If it has a role it must synchronize with the Event
CMDB.

4.20.3.5.

•

4.20.3.6.

•

Event Flow

The Element Manager plays no role in the Event Flow.

Event Standards

The Element Manager plays no role in Event Standards other than in configuring the
Agents in their creation of events.

4.20.3.1.

•

Process

The Element Manager may play a critical role in the configuration of Agents and
these processes need to be carefully designed in order to ensure consistency.

•

The access to the Element Managers should be integrated to the Portal in order that
we can reduce the administrative burden of configuring users and roles in the tool.
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4.20.3.8.

•

Reporting

The Element Manager plays no active role in Event Reporting.

4.2 0.3.9. Security

•

4.20.4.

Access to the tools will be limited to authenticated and authorized users.

Event Handler

The Event Handler component:

•

Receives events from all sources, including Agents and Mid Level Managers.

•

Reformats the events to a Common Defined Format. Ideally it will utilize information
from the Event CMDB to do so. It is here that an event is uniquely identified to a
group. If the device is not known to the Event CMDB then it will be dropped at this
point.

•

Sends events of interest to the Event Correlator that are properly formatted and
contain all necessary information.

•

Sends the information through a reliable transport to the Event Correlator.

•

Holds events until they expire. Will receive events with an expiry timer, and hold the
event until either a re-arm event has been received or the timer has expired.

•

Events at this level are generally only available to Support personnel. Where this
system is not part of a '‘shared” infrastructure, they would be available to customer
personnel.

•

Suppress events or filter events. De-duplication - Removal of events identified as
being identical (based on pre-defined key fields) within a certain time period.
Suppress events or filter events. Second level of filtering.

Examples: EMU Server, OVO Server.
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4.20.4.1.

•

Access

The Event Databases associated with the Event Handler will be accessible both to
customers and Support personnel.

•

There may be multiple levels of Event Handlers in a hierarchy; the solution will
ensure that the data locally is secure enough to provide secure access to all parties.

•

The Event Handlers are accessed via the portal infrastructure.

•

The portal infrastructure together with the Event Handler and Event Databases
ensures information security.

•

This may be a shared system.

4.2 0.4.2. A vailability

•

Critical that it can be made highly available.

•

At this level of the architecture, all events must be buffered for reliability and the
exchange with the next level of the architecture will always be reliable.

•

This level of the architecture “should” be highly available. This needs to be explored
as we may need to accommodate multiple models to reflect network connectivity and
other issues. The solution will be explored for the following levels:
-

Level 1
o

The solution at this availability level is not highly available,

o

The solution will depend upon the agents to store their events and not lose
them.

o

The solution will lose events that are not buffered by agents,

o

The solution will depend upon service levels from our supporting vendors to
return to service in an appropriate time frame,

o

The solution will accept losses of network connectivity and the customer will
recognized that we cannot monitor during these periods,

o

Once connectivity or the systems is restored, we will respond to all events that
have not been lost.

o

The solution will provide for a base level of availability by ensuring we run
with RAID disks.
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o

Backup on a daily basis with defined restoration processes developed and
tested to meet return to service SLAs.

o

Characterized by long outage windows where monitoring is not available.
Least costly solution.

-

Level 2
o

The solution is made redundant by some cluster model,

o

In the event of a system failing, another system takes over. Failover will
typically take less than 5 minutes,

o

The solution will lose events from agents that cannot buffer

o

The solution will depend upon the agents to store their events and not lose
them during the failover window.

o

With this solution there will be event losses with network connectivity
failures. The customer will recognize that we cannot monitor during these
periods.

o

Once connectivity or the systems is restored, all events that have not been lost
will be responded to.

o

The solution will provide for a base level of availability by ensuring we run
with RAID disks.

o

Backup on a daily basis with defined restoration processes developed and
tested to meet return to service SLAs.

o

Characterized by short outage windows where monitoring is not available,
with a low possibility of long outage windows. Mid-level solution cost wise.

-

Level 3
o

The solution is made redundant by application capabilities,

o

Redundant network connectivity is provided; in the event of a failure another
network path is likely to be available.

o

Typically agents send events to the station that can receive them, or to a
number of Event Handlers in parallel.

o

One Event Handler system acts as a backup ready to take over, or they may
need to operate in parallel, depending upon the network failure,

o

Typically all systems are reachable by all agents in the network

o

Characterized by NO outage windows where monitoring is not available.
Highest cost solution.

Design of an Event Management Architecture

4-129

UTS
invent

4.20.4.3.

•

Correlation, Suppression, Filtering and Service Level Management

This level of the architecture will provide suppression and filtering capabilities
including de-duplication.

•

When agents without correlation and other capabilities send events they will be
suppressed at this location.

4.20.4.4.

Event CMDB

•

Ideally it will query the CMDB as it handles each event.

•

Ideally it is not part of the CMDB, only pulling information.

4.20.4.5.

•

Event Flow

Send those events to the Event Correlator that are properly formatted and contain all
necessary information.

•

Send the information through a reliable transport to the Event Correlator.

•

Where possible the solution will send back local event ID information to the source.

•

It will expect to receive event ID information back from the next level of the
architecture and will update the local database with that information.

4.20.4.6.

Event Standards

•

Reformat the output events to the Common Defined Format.

•

Received events may have many standards.

•

It may receive events with all of the information expected in the Common Defined
Format.

4.20.4.7.

Process

The Event Handler should be configured to access the correct Event CMDB.
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4.20.4.8.

•

Reporting

It is likely that aggregated event information will be provided to the data warehouse at
this level of the architecture.

•

It is unlikely that any external reporting systems will access the data at this level.

•

All events at this level will be available at the next level.

•

Filtered events would not be part of our reporting to the customer.

•

Support access may be needed to this level in order to facilitate recognition of
nuisance events.

4.20.4.9.

•

Security

The database associated with the Event Handler must be configured to provide secure
levels of access.

•

It must be configured from a security perspective to access remote agents and get the
events.

•

The solution must be configured to only accept events from registered systems security and scaleability.

4.20.5.

Event Correlator

The Event Correlator components:

•

Event/Message - Ability to append informational messages to existing event data.

•

Root Cause - Suppression of seemingly independent events that relate to the same
failing component (e.g. common Network Router). The root cause correlation at this
level of the architecture will provide this capability between technology domains,
whereas at the Mid Level Manager level it is only provided within a single domain.
The linkages between technology domains will be established within the Event
CMDB and tested by this component.

•

Event aggregation (rollup) - Combining events that in isolation may have a low
impact, but when combined with other events the impact is much greater (e.g. primary
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and backup component failure). Again, the Event CMDB is utilized to configure
these relationships.
•

Business Impact - Identifying the impact events have on critical business processes,
services and applications from a customer perspective.

•

Service Level - Identifying the impact events have on HP Managed Services SLAs
with our customers to allow resource prioritization. Effectively the MS view of
Business Impact.

•

Format all events in Extended Format. This format will have enough information so
that the Notification and Routing Engine can deliver the event to the proper resources.

•

Assign a severity to the event. All events of a high enough severity are forwarded to
the Incident Management component, via the Routing and Notification component.

•

Store all events in its Event Database

•

Take event updates from the Incident Management component, such as ticket number
and update the Event Database with the information.

•

Use the Event CMDB to help determine service levels, Business Impact when
assigning severity information to the event.

•

Filter events that are due to operational events between domains.

•

Hold events if they are within the service window and drop an event if an associated
re-arm event is received within the service window. Send event when service window
expires if re-arm event has not been received.

4.20.5.1.

•

Access

There will be both Support personnel access and direct customer access to the
databases associated with this level of the architecture .

•

The access will be provided securely by a combination of the Portal, the Database(s)
and the Event Correlator functionality.

4.2 0.5.2. A vailability

•

This level of the architecture must always provide for the highest levels of availability
unless it supports only a single customer. Then the models as discussed for the Event
Handler may be considered to meet specific cost requirements.
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4.20.5.3.

•

4.20.5.4.

•

Correlation, Suppression, Filtering and Service Level Management

This level of the architecture is concerned with all of this functionality.

Event CMDB

The Event Correlator is configured by and accesses the Event CMDB for all of the
information required to perform its identified functions.

4.20.5.5.

Event Flow

•

Events flow from the Correlator to the Routing and Notification Engine.

•

It expects information back from both the Routing component and the targeted
Incident Management system.

•

Provides local event ID information back to the Event Handlers with which it
communicates.

•

4.20.5.6.

•

All events are stored in the database associated with the Event Correlator.

Event Standards

Events coming into this level of the architecture must be in the Common Defined
Format.

•

Events sent to the Routing and Notification Engine will be in the Extended Format
and will contain enough information to route the event not only to the correct Incident
Management systems but also to the correct workgroups within that system. It may
also provide routing information to provide for direct notification through paging and
other messaging systems.

4.20.5.7.

•

Process

This area must be carefully explored. It has been very labor-intensive to configure the
functionalities identified at this level of the architecture. One of the major
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deliverables for this level of the architecture is to define what can be delivered and
provide for real value to both the customer and the delivery organizations.
•

If human intervention is required in this process; the solution will ensure that such
intervention is as operationally efficient as possible.

4.20.5.8.
•

Reporting
Near Real Time reporting will be provided from this level of the architecture to both
customers and Support Personnel.

•

Longer term and service level reporting will be provided from the data warehouse
infrastructure.

4.20.5.9.

Security

•

Access to the event stream will be provided to both Support personnel and customers.

•

Such access will be structured so that only the appropriate data is presented in each
case.

•

The customers will only have access to event streams associated with their operations
and such access may be further limited by organizational groups. In the case that
manual intervention is required on the part of the customer in the event stream, then
such capabilities will be limited to certain roles within the customer organization.

4.20.6.

Event Notification and Routing

These components:

•

Notify resources via Email, Pager and SMS and other notification services of an error.

•

Route events to the correct destination using the “addressing” information contained
in the Extended Event Format.

•

Format notifications as appropriate for the notification method.

•

Make the linkage between a group or organizational entity and the actual resource that
will receive the notification.
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•

Provide an indication to the sender that it, as far as is possible, the component has
successfully notified the party.

•

Provide a capability for the receiver of the message to provide an indication that the
notification has been received.

•

Notify an escalation resource in the event that a response has not been received in the
configured time frames.

•

Understand when to escalate depending upon the severity of the error.

•

Access the Event CMDB in order to determine the escalation periods appropriate to
the notification and whom to notify.

•

The configuration of such information to the Event CMDB will be through the Portal
component.

•

Interface with a wide variety of notification technologies.

•

Provide a test capability so that users can check whether the changes they have made
have been accepted.

•

In some cases we have direct connection from Event Correlator to the Incident
Management System - No Routing and Notification components.

4.20.6.1.

•

Access

There will be both Customer and Support personnel access to this capability.
Customer resources may be responsible for some events without Support personnel
involvement.

•

Such access will be provided through the Portal Function.

•

There will be access to the databases associated with this level of the architecture by
both Support personnel and customers.

•

The access will be provided securely by a combination of the Portal, the Database(s)
and the Notification and Routing Engine functionality.

4.2 0.6.2.

•

A vailability

This level of the architecture must always provide for the highest levels of availability
unless it supports only a single customer. Then the models as discussed for the Event
Handler may be considered to meet specific cost requirements.
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*

Provides local Event ID information to the previous level to facilitate auditing and
troubleshooting.

•

4.20.6.3.

•

4.20.6.4.

•

Part of the Overall Health check.

Correlation, Suppression, Filtering and Service Level Management

This level of the architecture is not concerned with this functionality.

Event CMDB

The Notification and Routing Engine is configured by and accesses the Event CMDB
for all of the information required to perform its identified functions.

4.20.6.5.

Event Flow

•

Events Bow from the Correlator to the Routing and Notification component.

•

The routing engine will send the event to the destination as “addressed” in the event.
As previously stated this may be the paging or other systems.

•

The component expects event information back from the targeted Incident
Management system or other notification systems.

•

Provides local routing information back to the Event Correlators with which it
communicates.

•

It provides Incident Management and other notification system event information
back to the Event Correlator that was the source of the incident.

•

All events are stored in the database associated with the Routing and Notification
Engine.

4.20.6.6.

Event Standards

•

Events coming into this level of the architecture must be in the Extended Format.

•

Events sent to the Incident Management or Notification systems will include
“responsible” user information, the Extended Format Plus standard.
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Incident and notification information sent back to the Event Correlator will include
responsible user information.

4.20.6.7.

•

Process

The Notification and Routing components should be as simple to use as possible. The
events coming in should be addressed to the proper group. At his level of the
architecture the Event CMDB should be concerned with only tying group information
to the appropriate user for that group.

•

We need to carefully explore who will administer the system and all changes must be
logged in order that they may be later audited.

4.2 0.6.8. Reporting

•

Near Real Time reporting will be provided from this level of the architecture to both
customers and Support Personnel.

•

Longer term and service level reporting will be provided from the data warehouse
infrastructure.

•

Audit reporting will be provided on an ad-hoc basis.

4.2 0.6.9. Security

•

Access to the event stream will be provided to both Support personnel and customers.

•

Such access will be structured so that only the appropriate data is presented in each
case.

•

Customer access will be limited only to customer specific notification groups. All
such access will be audited.

•

The customers will only have access to event streams associated with their operations
and such access may be further limited by organizational groups.
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4.20.7.

Event CMDB

The Event CMDB components:

•

Define the information that will be used by the Mid Level Manager, Event Hander,
Routing and Notification and Event Correlator components in processing events. The
solution will use this database in event processing in much the same way that scripts
currently look at local lookup tables to add additional information to an event. In
many cases the information is used to determine how the event will be handled.

•

Tie the events to the operational group that is to support the events. It is here that the
linkage will be made between a particular event out of OVO and the supporting
group. This linkage is needed since there is not enough information in the OVO event
to make this linkage with the existing OVO fields. The fields do not provide the
information.

•

Tie systems, network and their events so that the business impact of an event can be
understood and the overall severity of an event can be determined. For example, if a
system is critical to the Billing business function then it would be used to set the
criticality of the event.

•

Are part of the ITIL defined Configuration Management Database.

•

Are used to configure agents, with threshold information etc being pushed or pulled
by the agents.

•

“Classify-” systems. That is if a system is an Exchange server, then it would help to
configure the system to be monitored as an Exchange server. The “right” agent
configurations would be automatically downloaded to the agents with the settings that
are particular to an Exchange server. In most cases this would be a baseline
configuration. In many cases, individual server tuning will still be required.

•

Be used by the Event Correlation components to help determine the criticality of the
event, or to help determine the root cause of an event.

•

Be used to identify the interdependencies between systems, networks and applications
that make up a particular business function. This would be used by operations staff to
help in determining the impact of the event to determine severity or to provide
notification to effected users, via a bulletin board type technology.
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•

Isa distributed database that is used by the Event Management infrastructure and
many other capabilities

•

An interface must be developed specifically for this functionality, to enter information
and to make linkages between information from other resources.

•

The Event CMDB is at the heart of our Event Management Integration architecture.

•

This interface is where the linkages are made between technical events and business
functionality.

•

The interface is also used to tie groups to individuals and to configure the notification
methods.

•

The interface is integrated to the portal function, with access being provided from the
portal, providing the correct context for the portal.

•

The Event CMDB must tie both agents to their Event Handler and also to the Mid
Level Manager. We may have devices in the CMDB that should not be monitored
and we should drop the events if they are not monitored.

4.20.7.1.

Access

•

Access will be provided for the configuration of the Event CMDB through the portal.

•

Both Support and customer personnel will have access. Customer personnel will only
be allowed access to portions of the CMDB relating the Routing and Notification
engine.

•

4.20.7.2.

•

All accesses will be logged for audit purposes.

A vailability

This level of the architecture will always provide for the highest levels of availability,
unless it supports only a single customer. Then the models as discussed for the Event
Handler may be considered to meet specific cost requirements.

4.20.7.3.

•

Correlation, Suppression, Filtering and Service Level Management

This level of the architecture is not concerned with this functionality.
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4.20.7.4.

•

Event CMDB

This level of the architecture provides all information required in Event Handling and
integrates to all other functionality including the Radix CMDB.

4.20.7.5.

•

4.20.7.6.

•

Event Flow

The Event CMDB is accessed by all other components involved in Event Flows.

Event Standards

This level provides the additional configuration information required at all levels in
the event infrastructure in order to update events to meet the particular needs.

4.20.7.7.

•

Process

The configuration of the Event CMDB is one of the most important processes to be
developed. Care must be taken to determine where the information is configured and
how that information will be propagated to where it is required.

•

We need to ensure that the operations involved in keeping the event CMDB up to date
are aligned with the value that is provided by that information in event handling.
Where the benefits cannot be clearly defined, we must consider carefully whether we
can provide the capabilities.

4.20.7.8.

•

4.20.7.9.

•

Reporting

Audit reporting will be provided on an ad-hoc basis.

Security

Access to all portions excepting the Routing and Notification component of the
CMDB will be restricted to Support personnel.
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•

The access provided will be tied to the roles that a user plays and to the customers
they support. For example a technical lead for a certain customer is likely to have full
access only to the CMDB information associated with that customer.

•

The security model will align with the defined processes.

•

Auditing will be enabled on all changes so they can be tracked.

•

Automated workflow might also be considered in the change process associated with
the CMDB.

•

4.20.8.

Users will only see and have access to the data in accordance with the roles they play.

Event Database(s)

The Event Database components:

•

Store all events unless filtered at a previous level of the architecture.

•

Act as a data store. Typically there will be no business logic at this layer, however
given current database implementations we may find some logic implemented as
packages at this level.

•

Be highly available. This might be achieved through clustering or some form of
distributed database.

•

Respond to all queries from the user interfaces provided by solution specific interfaces
or from the Portal infrastructure.

•

There are multiple versions of the event databases. We will provide customer access
only where the solution can provide the appropriate level of security and where there
is value in doing so.

•

Each major function will have an Event Database. The data in the database at each
level will reflect the standard format associated with the level.

•

At each level we will require that “house-keeping” functionality be developed in order
to purge and archive data beyond retention dates. Where appropriate aggregations of
the data may be created.

•

The data will be made secure from an information perspective by providing access
through the portal. Metadata, proxy access and the format of the data itself will all
play a role in providing the required levels of security. The Event CMDB will play a
key role in providing the store for the metadata.
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Be the source of event information to the Data Warehouse. The Data Warehouse
function is responsible for extracting applicable information.

4.20.8.1.

•

Access

Access to these databases will be provided as detailed for each level of the
architecture they support.

•

Access will generally be provided via the portal.

•

Both Support and customer personnel will have access.

•

All access will be logged for audit purposes.

4.2 0.8.2.

•

A vailability

This level of the architecture will always provide for the highest levels of availability,
unless it supports only a single customer. Then the models as discussed for the Event
Handler may be considered to meet specific cost requirements.

4.20.8.3.

•

4.20.8.4.

•

4.20.8.5.

Correlation, Suppression, Filtering and Service Level Management

This level of the architecture is not concerned with this functionality.

Event CMDB

This level of the architecture is not concerned with this functionality.

Event Flow

All events at each level are stored in the Event Database associated with that level of
the architecture.
The events are stored both in their original format and the updated format that is used
when sent to the next level of the architecture. The events will also be updated with
ID information from the next level of the architecture for tracing purposes.
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•

Each level will provide for the archival, aggregation and reduction of events in
accordance with requirements as defined by information security guidelines or
customer-specific SLAs.

4.20.8.6.

•

Event Standards

The Databases will reflect the event standards appropriate for that level of the
architecture.

4.20.8.7.

•

4.2 0.8.8.

•

Process

Process is defined at each level of the architecture.

Reporting

The Event Databases are the sources of data for reporting at each level of the
architecture and sources of information for the data warehouse.

4.20.8.9.

•

Security

Security will align with the particular requirements of the architectural layer. In
general access will be both authenticated and according to the defined authorizations
for that particular user. Such security will be designed with a holistic approach taking
into account capabilities available in the databases and the Portal access infrastructure.

4.20.9.

Portal

The Portal component:

•

Provides the interface to all functionality, from the Event Database(s) to the Event
CMDB and to selected tools.

•

It provides a customization point, providing specific functionality to specific users.
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•

Utilizes the Enterprise Directory to save these linkages between users and
functionality.

•

The Enterprise Directory is part of the overall systems of record and will be the source
for specific classes of information.

•

4.20.9.1.

•

4.2 0.9.2.

•

4.20.9.3.

•

4.20.9.4.

•

4.20.9.5.

•

4.20.9.6.

•

Is available to all users including Customers and Support Personnel.

Access

The portal is concerned with providing access to much of the infrastructure.

A vailability

This level of the architecture will always provide for the highest levels of availability.

Correlation, Suppression, Filtering and Service Level Management

This level of the architecture is not concerned with this functionality.

Event CMDB

This level of the architecture is not concerned with this functionality.

Event Flow

This level of the architecture is not concerned with this functionality.

Event Standards

This level of the architecture is not concerned with this functionality.
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4.20.9.7.

•

Process

Much of the administrative processes for access will need to be developed for the
portal function. We need to develop processes that reduce the number of areas where
authentication and access information is stored.

4.2 0.9.8.

Reporting

•

The portal will provide access to all reporting.

•

There will be reporting requirements around the portal itself in regards to its
availability and performance.

4.20.9.9.

•

4.20.10.

Security

The portal is an integral part of our security infrastructure.

Security

This component will:

•

Provide a common infrastructure for authentication and authorization and make use of
the MS Enterprise Directory

•

Ideally will provide a common administration point for access to all functionality.
That would mean access to event databases, incident management tools and
component tools, where possible.

•

Will be distributed in such a fashion that it is highly available and has high
performance.

•

Will be separate from internal security functions and Enterprise Directory.

•

Will be integrated to all customer systems in order to reduce administrative burden.
Ideally a change in customer systems would be reflected in our security system.
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4.20.10A. Accxwv

Only resources involved in the support of the infrastructure itself will be allowed
direct access to the security infrastructure. Such access will be directly to the
particular tools and systems that comprise the infrastructure.

4.20.10.2. Availability

This level of the architecture will always provide the highest levels of availability.

4.20.10.3. Correlation, Suppression, Filtering and Service Level Management

This level of the architecture is not concerned with this functionality.

4.20A0.4. Event CMDB

This level of the architecture is not concerned with this functionality.

4.20.10.5. Event Flow

This level of the architecture is not concerned with this functionality.

4.20.10.6. Event Standards

This level of the architecture is not concerned with this functionality.

4.20.10.7. Process

The processes used in support of the security function must align with all applicable
corporate security standards. In addition customer security requirements must also be
understood and accommodated.
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4.20.10.8. Reporting

Extensive audit reporting will be required for this level of the architecture.

4.20.10.9. Security

The infrastructure must meet all corporate security guidelines in regards both to
access and information security. In addition the requirements as defined by the
OMCnet must also be considered.

4.21.

Summary

This chapter has identified the required functional areas of event management, and has defined
the best practices. It developed, using ITSA techniques, a functional view and a technical view of
an event management architecture to meet the following event management components:
o

Filtering and Forwarding

o

Duplication, Detection and Suppression

o

Correlation
■

Problem and Clearing Event

■

Escalation

■

Root Cause

■

Cross-platform

■

Cross-Host

■

Topology based

o

Event Synchronisation

o

Event Notification

o

Trouble Ticketing

o

Event Escalation

o

Maintenance

o

Automation

o

Event Architecture

o

Scaling
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o

Resilience/High Availability

o

Event Classification, Visualisation, Simulation and Integration

In addition to defining the event management architecture and required components, this thesis
has added concepts and functions to the following areas:
o

Filtering and Forwarding

o

Duplication, Detection and Suppression

o

Correlation - Cross-platform

o

Correlation - Cross-host

o

Automation

o

Scaling

o

Event Classification

o

Event Visualisation

o

Event Integration

As this thesis is all about both the “theoretical” event management solution as well as a practical
implementation, there was no specific evaluation of the performance of the architecture using
simulation or analytical techniques. However, the architecture was evaluated using ITSA
principles, which is a normal part of the development between the technical view stage and the
implementation view stage.

The next chapter now develops the Implementation view of the architecture, and at the end of the
chapter then “measures” the success of the implementation with reference to the architecture and
components from this chapter.
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5.

Implementation of an Event Management Architecture

This chapter covers the implementation of the event management architecture designed in the
previous chapter. The implementation has been in several phases over many years and the
remaining sections of this chapter reflect those phases, as well as the various components that had
to be developed in addition to various commercial solution that were available. The author was
employed by Digital Equipment at the start of these phases and then went through the merger
between Digital and Compaq (1998), and then the merger between Compaq and Hewlett-Packard
(2002). The author was employed in the outsourcing division throughout this period, first as a
senior technology consultant and then later as the manager of tools and technology in AsiaPacific and then Worldwide. These mergers, especially the one between Compaq and HP, had
profound changes on the practical aspects of the event management implementations, and enabled
me to take this thesis much further than originally planned. For that reason the duration of the
thesis was extended.

For readers who want more details on the various implementation aspects covered in this chapter,
there are a series of appendices that cover the practical implementation in great detail. The
relevant appendices are referred to throughout this chapter. Where the details are about
commercially available products, such as OpenView and Unicenter TNG, the reader is referred to
the standard documentation available about these products. The specific examples of outsourced
customers provide detail where confidentiality allows, and typically cover older deals that have
now ended. An example of this is Optus Communications. Newer customers, such as General
Motors, are bound by confidentiality agreements.

5.1.

Development of Event Management

The development of event management and the development of this thesis can be broken down
into three discrete stages - or generations.
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5.1.1.

Implementation - First Generation 1996-2002

Digital Equipment created an outsourcing division in late 1995. At that time the strategy was to
use Digital’s own system and network management products. The system management products
were based on Digital’s POLYCENTER product range and included POLCENTER System
Watchdog and POLCENTER Console Manager, as well as the integration toolkit called OSCint.
For network management Digital has DECmcc. Work had commenced on a commercial event
management solution called POLYCENTER EventCentral which had requirements very similar
to those detailed in Chapter 4, and this author [PARS96][COLV97] had developed a network
management architecture to work in this environment.

In 1996 Digital retired DECmcc and adopted IBM’s NetView for AIX (which in itself was based
on HP OpenView Network Node Manager). Digital also sold the entire POLYCENTER product
range to Computer Associates, who incorporated parts of the solution into CA Unicenter TNG.

The outsourcing division then chose to standardize on CA Unicenter TNG and developed a
shared remote delivery centre concept called Operations Management Centres (OMCs) where all
event management was to be delivered from a single event management infrastructure.

In 1998 Digital was acquired by Compaq but because Compaq had no services division there was
no real change to the event management standard solution or the OMC concept. At that time
there were no OMCs fully operational as funding was on a “deal funded” basis, i.e. it was very
much not a case of “build it and they shall come”.

At the same time in 1998 Digital/Compaq won a large outsourcing deal in Sydney for Optus
Communications. This included full system and network management for their more than 2000
Windows NT, UNIX and OpenVMS servers and more than 2500 network devices. Included in
the solution was a complete event management architecture, based upon Digital/Compaq’s
standard of Unicenter TNG with delivery from a new OMC which was to be built in Sydney.
This activity was in fact the trigger for this Ph.D thesis as the author was the solution architect for
this deal.

At a high level the conceptual event management solution deployed was as shown in Figure 5-2.
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Operations Management Centre architecture.
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Conceptual event management solution.

In slightly more detail Figure 5-3 shows how the commercial tools were integrated.

For a detailed description of how Unicenter TNG was deployed in Optus see Appendix F. As the
deployment commenced through late 1998 it became clear that Unicenter TNG alone would not
meet all of the event management requirements. Consequently, event management “extensions”
were developed by Compaq, called Event Monitoring Utility (EMU) [PARS99]. This is
discussed in more detail in the next few sections. At the same time as the Optus deployment the
requirement for the event message format described in 5.4 became apparent and this too was
developed initially for Optus.
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Event management solution with commercial and developed tools.

At the successful completion of the Optus Unicenter TNG and EMU deployment this architecture
and solution, including the event message format and the use of business strings, was adopted by
Compaq outsourcing globally, and the other newly created OMCs in Colorado Springs (US) and
Reading (UK) started to move to this event management standard. It would be fair to say that
Compaq outsouring, a relatively small Tier 3 outsourcer did have global standards but they were
implemented locally.

Over the next few years (2000-2002) new customers were integrated into this environment and
the OMCs were extended to include satellite OMCs in Melbourne, Adelaide, Darwin,
Christchurch and Auckland. Similar extensions were made in North America and Europe (Figure
5-4). The basic event management architecture remained constant, with new custom agents being
developed as needs arose, and new functionality introduced in versions of Unicenter TNG also
being adopted.

Implementation of an Event Management Architecture

5-6

UTS
invent

The Global OMC Model

Calgary

Toronto

t

Houston

Kanata
Cincinnati
Atlanta

Stockholm
Utrecht
Brussels
Frankfurt
Zurich
Valbonne

• •
i \\V

V

Tokyo

Bangalore

\
Bogota
Singapore
Darwin
Sao Paulo

Operations Management Centres

Compaq OMCNet

Compaq delivery sites

Other Compaq networks

Adelaide

■s?
Auck1

Melbourne

%

Figure 5-4

5.1.1.1.

Compaq global OMC model.

Results

The Optus deployment of Unicenter TNG plus the EMU extensions in 1998-1999 was very
successful. It was recognised by Computer Associates as the best implementation globally of
Unicenter TNG and won the 1999 CA Software Achievement Awards in the Network
Management category, and also won the Grand Prize (see press releases and newspaper stories in
Appendix C).

Following this successful deployment the design became the Compaq global standard, including
the use of EMU and the event message format.

However, this was only the first stage of a truly effective event management solution. While we
now had a very effective monitoring environment and the ability to consolidate all events no
matter what format or what source to a centralized console, there was virtually no ability yet to
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apply the higher level event management functions such as correlation and automated recovery.
This was partly due to the fact neither Unicenter TNG or EMU had an effective configuration
database (CMDB).

Event filtering was achieved through the display mechanisms in EMU being able to sort and filter
on any component of the business string. Incident management, alerting and general troubleticketing was delivered through the Clarify workflow tool, and Unicenter TNG & EMU were
integrated with Clarify to enable events to create trouble tickets (see Appendix F for details).

One area that did not meet expectations was in the area of topology visualization. Although
Unicenter TNG displayed topology and status maps with no problems, the large number of
managed objects made the graphical display highly ineffective. Figure 5-5 shows a status display
of the Cisco routers.

As can be seen there were far too many so they were overlaid on top of one another making the
display useless. This was not a limitation of Unicenter TNG, rather it was a practical limitation of
visual status displays of this type in large environments. As Figure 5-6 shows, the same problem
was visible when all the UNIX systems being managed were displayed on the map. There were
simply too many. Identifying any red icons amongst a literal forest of green was just not
practical.

Other approaches were considered. Unicenter TNG like most commercial products provided the
ability to segment groupings of managed objects but this ended up with a deep tree structure of
displays that drove the operations staff to distraction, having to drive down several levels to find
the root cause of a status display turning red took far too much time.

The second option considered was to adopt the same approach as the EMU event display. That is
to only show objects on the maps that had problems. It is possible to program the application to
achieve this, but again the value provided did not make it worthwhile for the effort needed. The
operations staff much preferred working with the event list display.
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2 30 PM

Showing the Cisco routers on a typical Unicenter TNG map.

In later generations of the implementation this preference was reinforced by the drive to using
ITIL processes for event management which meant dealing with incidents created from events as
they entered the workflow tool. This greatly reduced the desire to use topology or status maps.
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Figure 5-6

5.1.2.

All UNIX systems at one customer on a Unicenter TNG status map.

Implementation - Second Generation 2002-2005

In May 2002 Hewlett-Packard (HP) merged with Compaq Computer. The author now became
the lead for the merged company’s Asia-Pacific outsourcing delivery architecture and tools.
Besides merging the respective company’s delivery operations and customers, there was a
merging of the two event management solutions.

Fortuitously, while Compaq had been focusing on the event formatting and event display
components, HP had been working on the event configuration database, which in turn allowed
significant advances in event consolidation and correlation. The two partial solutions were
complementary and were combined over the next 6 months.

Where Compaq had been using CA Unicenter TNG as the overall event manager, supplemented
by Compaq extensions (EMU), HP had standardised - not surprisingly - on HP Open View
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Operations as its overall event manager. HP OpenView Operations had a series of system agents,
and also a series of application and database agents, called Smart Plug-Ins (SPIs). By luck, both
companies used HP OpenView Network Node Manager as the principal network management
element manager. HP outsourcing had found that HP OpenView Operations (OVO) did not meet
all their requirements for event management and so had developed an extension called Dynamic
Event Correlation and Detection Engine (DECADE).

DECADE was primarily focused on providing a comprehensive event configuration database, and
a means to centrally manage and configure OVO agents and scripts (which was not available
from OVO itself). The decision was now made to standardize on the HP OpenView Operations
event manager, and the functionality of EMU was added to that of DECADE. CA Unicenter
TNG and its agents were then replaced over a 3 year period at all HP outsourcing customer sites
and systems.

While the “back end” event management framework had developed well and the combination of
the HP and Compaq solutions had rapidly advanced the event handling capabilities, there were
increasing problems on the agent side. While HP OpenView Operations was superior to CA
Unicenter TNG to as a manager, it did not cover as many operating system platforms, especially
several of the more “obscure” UNIX platforms (such as DG-UX) and some of the legacy
platforms (such as OpenVMS), and it was an operational challenge to manage the agents
centrally, and to distribute policy settings centrally, as OVO did not provide this functionality.

To address these challenges an extension to OVO was created. This was called OVO Server
Management Smart Plug-In (SMSPI). The intention was to make this agent appear to OVO as
one of “its” agents. This allowed all the already-developed EMU agents, and any other required
scripts to both be managed as a OVO agent, and to participate fully in the event management
architecture. From the outsourcing perspective, HP now had the ability to deploy OVO agents in
every environment encountered, and to assimilate any possible agent into the architecture. The
events appeared in a totally standardised manner, and the event policy actions could be managed
centrally. Also, for the first time automatic recovery routines could be set and managed centrally.

For a detailed description of SMSPI and DECADE please refer to sections 5.7 and 5.6
respectively.
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5.1.2.1.

Results

The standard event management framework has been deployed to all new HP outsourcing
customers over the past few years, and in targeted cases it has been “retro-fitted” to existing
customers, typically at contract renewal time. At the same time the new, updated delivery
architecture, called OMCnet2 has been deployed progressively throughout the Asia-Pacific region
at the HP remote delivery centres. The event management framework has been designed to fully
operate in the new network and security environment [PARS03]. This led to a second US patent
being granted for the event communication solution developed as part of DECADE and SMSPI
(see Appendix B).

5.1.3.

Implementation - Third Generation 2005-2010

In 2005, HP moved its outsourcing delivery operations into a global model. This was a change
from the regional model, which had prevailed up until that date. Two of the existing monitoring
command and control centres were now designated as the Global Operations Bridges. These two
operations bridges, following ITIL defined processes, were to act collectively as the monitoring
focal point for all HP outsourcing customers. The two centres were in Kuala Lumpur in Malaysia
and Bratislava in Slovakia. This was also part of the global off-shoring program that all IT
outsourcers are pursuing, as part of programs to reduce cost of delivery of IT operations. Higher
level functions (such as Level 2 and Level 3 support) were now to be delivered from centres of
excellence in a small number of defined locations, rather than the previous full function delivery
in all countries and regions).

Because of the standardised event management framework which had been deployed by all
regions, it proved relati vely straightforward to move to this new global model, and the author now
joined a global outsourcing delivery architecture and technology and tools team. This team was
focused on the deployment of the standard event management framework to all customers - that
is a “retrofit” across all environments.

In addition to the “globalization” of the outsourcing operations, the break-fix part of HP services,
called Technology Services, had a very large customer base where they had pro-active monitoring
solutions that contacted HP when hardware and software under support contracts with HP
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detected problems. This enabled HP to respond to problems and potential problems before they
became serious issues. The monitoring software that performed this analysis was called ISEE and
HP System Insight Manager (which had previously been called Compaq Insight Manager) and
can be conceptually viewed as a low-level hardware and “simple” system and network
management monitor. It relied on “secure” communication over the Internet to connect to HP to
notify of problems. This monitoring infrastructure was now integrated with the back end HP
outsourcing event management environment as shown in Figure 5-13. With the success of
SMSPI the plan is to replace the older ISEE monitoring software with SMSPI to standardise the
monitoring software between the Managed Services and Technology Services business groups.

5.1.3.1.

Results

As of mid-2006 the event management solution has been deployed to 55,000 servers and 64,000
network devices that are being managed by HP Managed Services (outsourcing) and a further
150,000 servers and network devices that have maintenance contracts with HP Technology
Services (break/fix). This represents 100% of Managed Services clients and 2% of Technology
Services clients. With the combination of Managed Services with Technology Services, the
SMSPI solution for “lightweight” agent monitoring was selected over the ISEE solution as the
combined standard. The target is by end of 2007 to deploy the SMSPI and HP SIM solution to at
least 10% of Technology Services clients. The target is to raise this number to 90% of
Technology Services clients by 2010. This will result in about 7 million servers and network
devices being monitored and sending events back to the event management framework detailed
above.

On 7 June 2006 HP went live with outsourcing at General Motors - the first 3,d generation
outsourcing contract. This was significant because it was the first large scale outsourcing contract
that specified deliverables and activities wholly based on ITIL process outcomes, rather than on
technology.

On 18 July 2006 HP overtook IBM as worlds largest IT company based on sales revenue,
although to date the IBM services operation is still larger than HP’s. By end of 2008 the forecast
is for 100,000 servers and 125,000 network devices to be managed by this solution.
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The Operations Bridges in KL and Bratislava are fully operational (see Figure 5-10 for details)
and in interviews with the HP Global Operations Bridge manager the current statistics (first half
of 2006) show them handling 500,000 incidents per day for the 55,000 managed servers and
64,000 network devices, and a further 350,000 incidents per month for the 150,000 monitored
devices.

95% of the incidents are being generated from the event monitoring infrastructure (as opposed to
users) and it is currently calculated that the event management solution is achieving a 98% event
suppression/resolution rate and a 85% automation rate. The automation rate is a metric the
Operations Bridge uses to identify how successfully the monitoring solutions are working. It
includes automated event detection, and automated recovery routines, plus the automated logging
of events into the incident management system (workflow tool).

5.2.

Delivery Architecture

After the merger of HP and Compaq it became necessary to merge the two remote delivery
architectures, the OMC described in 5.1.1, and the similar solution called Operation Support
Centre’s (OSCs) from pre-merger HP. The security requirements remained largely the same with
what was allowed through firewalls etc (still no SNMP!). Rather than a piecemeal approach, this
author was involved in an exercise that produced a very detailed requirements document
(Appendix D). In response to this requirements document an updated design - called OMCnet2 was produced. For details on OMCnet2 see Appendix E.

All event management activities now needed to operate within this new OMCnet2 environment,
as it was deployed globally. A further change that was also to have an impact on event
management was the adoption of HP’s version of IT Infrastructure Library (ITIL), which was
called IT Service Management (ITSM). This new approach to delivery processes meant changes
to the delivery architecture and how event management needed to operate. A detailed description
of ITIL was provided in Chapter 2, and included the extensions made by HP in their IT Service
Management (ITSM) reference model.
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5.2.1.

Operations Bridges and ITIL/ITSM

With the adoption of ITSM came a whole new approach to delivery processes. As shown in
Figure 5-7 there was now a specific function within delivery called a Operations Bridge. It had
responsibility for the key functions of incident, problem and operations management (Figure 5-8),
as well as linkages directly to change and configuration management.

HP’s IT Service Management
Reference Model
IT Service Management

Operations Bridge

Business-IT Alignment
:e with customers
nderstand business and customer
lents
| ■ Formulate an IT strategy that
Optimizes IT added-value

■ Manage customer satisfaction
■ Run services
■ Monitor and maintain the service infrastructure
■ Resolve incidents and disseminate information
■ Proactive problem prevention

Service Delivery
Assurance
■ Document and track service
infrastructure information
■ Document infrastructure
attributes andrelationship^
• Evaluate and conrlrd changes

* Translate IT strategy into planned IT services
* Create detailed service design specifications
* Define and manage service levels within cost
constraints (and service budget) via SLAs
■ Provide security for infrastructure and data
Service Design & Management

■ Develop and test services
■ Deploy services according to
service design

Service Development & Deployment

ITSM Reference Model Presentation

Figure 5- 7

H ewl ett- P a cfca nd C opvrig ht 1999

HP ITSM Reference Model.
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Figure 5-8

HP ITSM reference model with details of individual process areas.

This led to the creation of Operations Bridges that “fronted” the rest of the OMC delivery teams,
and it was their processes that had a key driver in the way the event management architecture was
now deployed. The Operations Bridge processes are shown in Figure 5-9.
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Operations Bridge Processes
IT Service Management

Inci dent/
Requests

Incident
Management

Automated
Trouble Tickets

Operations Management

Administrative
Requests

I
Known
Errors

Problem
Management

Figure 5-9

I

Closed
Incidents

Cl Attributes 6
Relationships

Workorder

^ Workorder -

Change
Management

Cl Attributes &
Relationships

►

I

Resource
Service Utilization &
Cost Data Performance
I
Data

Configuration
Management

Detailed view of Operations Bridge processes.

So, with the new Operations Bridge in place there was now a requirement for greater automation
in the event workflow and the automatic creation of trouble-tickets as everything was now
deemed an incident. This made heavy usage of the event message format, but reduced the
requirement to some degree on event displays.

In the delivery architecture for HP Services there are two identical Operations Bridges, one in
Kuala Lumpur in Malaysia and one in Bratislava in Slovakia. The Operations Bridges in detail
are shown in figure 5-10.
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Operations Bridge in detail

Incident Management
Operations Management

95*
90%

\

1036

30% | 70%
5036

Figure 5-10

5.3.

Change Management
Problem Management

Operations Bridges from an event flow (left to right) viewpoint.

Event Management Architecture

With the update and combination of event management solutions described in 5.1.2 the new event
management architecture, at the functional level now appeared as shown in Figure 5-11.

At the technical level, the event management architecture is shown in Figure 5-12. Besides the
move to OpenView Operations, for the overall event manager, the workflow tools (Clarify for
Compaq and Remedy for HP) were replaced by OpenView Service Desk. A major benefit of this
new workflow tool was its support for the new ITIL processes, in particular the key processes of
incident, problem, change and configuration management.
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Event Management Architecture - Functional View
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Figure 5-11

Network

New HP event managementfunctional architecture.

A final series of changes have been introduced to the event management architecture. These were
caused by the HP’s OpenView products group acquisition of Novadigm and Peregrine. This
meant the Radia software distribution and management product from Novadigm, and the
Peregrine ServiceCenter workflow tool both became parts of the OpenView product set. This
finally meant HP had a sophisticated configuration management solution and the ability to
centrally manage and distribute automated recovery solutions. The usage of Radia and
ServiceCenter is shown in the same event management architecture in Figure 5-13. Eventually
the event configuration database provided by DECADE will no longer be required because of the
active CMDB that will be supplied as part of ServiceCenter/Radia. However, the other two
components of DECADE will remain (see section 5.6). The workflow tools currently in use
(OpenView Service Desk (OVSD) and the break/fix tool called WFM, based on Clarify) will be
replaced by ServiceCenter.
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Event Management Architecture - Technical View

Figure 5-12

5.3.1.

m

New event management technical view.

Event Management Architecture - Detailed Technical View

For a detailed technical view of the commercial products used in the practical implementation
please refer to Appendix G.
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Event Management Architecture V2.0
Technical View
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New extended event management architecture with ISEE and HP System

Insight Manager added.

5.4.

Event Message Format

5.4.1.

Background

As discussed earlier in this chapter, outsourcing operations are delivered from a series of remote
management centre’s. These are called Operations Management Centre’s (OMC’s). In these
OMC’s are located all the system and network managers who monitor and manage customers
servers and networks.

As an example the Sydney OMC manages more than 5,000 servers and more than 5,000 network
devices. These managed servers and networks generate more than 5 million events every day.
Because the OMC is a shared delivery centre it is essential that all events are available from a
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single display, otherwise delivery resources would have to have over many different displays on
their consoles as they attempted to manage multiple customers.

With the enterprise management event management fully integrated with the problem and
incident management infrastructure, it was also essential that a method was available to
automatically route detected events to the correct queues in the problem management
infrastructure. This required certain business related data to be added to the detected events.

To achieve the objective of a unified event display it was necessary to reformat all events from all
sources to a standard format. This standard format included the “raw” event plus business
intelligence added to the event for display and routing purposes. This extra information is called
the business string. It identifies the nature of the event and makes it possible to filter the
displays of events.

5.4.2.

Details of event message format

5.4.2.1.

EMU

EMU was originally developed by Compaq Computers Australia to collate all monitoring reports
and alerts to one single monitoring console. Alerts generated by monitoring agents forward the
alerts to the EMU console, this alert is processed and sent on to Helpdesk Clarify system for case
generation and e-mail and/or pager notification to the relevant technician. EMU is discussed in
greater detail in section 5.5.
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Profiles

Hum Time
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6059
6060
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6058
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5925
5924

HwuEa

eEMU browser v2 1

21/09
21/09
21/09
21/09
21/09
21/09
21/09
21/09
21/09
21/09

15:45
21:56
21:56
21:56
21:56
21:56
21:56
21:53
21:48
21:48

Refresh Screen

Total = 12

System

Class

PHOEBE
PEOPLESOET
PEOPLESOET
PEOPLESOET
PEOPLESOET
PEOPLESOET
PEOPLESOET
ECPAHELEXC1
REPOBLIC
CENTAURI

NSI-ALB/MO/OS/WNT/DSM/EMA
NSI-BOY/MO/APP/IFBPROD
NSI-BOY/HO/APP/IEBPROD
NSI-ALB/MO/APP/IEAPROB
NSIBOY/MO/APP/IEBPROB
NSI-ALB/MO/APP/IEAPROD
NSI-ALB/MO/APP/IEAPBQD
NSI-MEL/P/OS/WNT/BSM/EMA
NSI-SYB/P/OS/WNT/BSM/EHA
NSI-BOY/P/OS/WNT/BSM/EMA

Sev Message
3 PHDEBE\E 132.33 MB (18 percent) [Threshold <20]
4 B0YER_Repl_Errors=0_Replication_0K
4 BOYER_ProStat=3_Process_Scheduler_OK
4 ALBURY_Pro Stat=3_Process_Scheduler_OK
4 BOYER_Deferred_Transactions<50_Replication_OK
4 ALBUKY_Repl_Errors=0_Replication_OK
4 ALBURY_De ferred_Transactions< 5 0_Replication_0K
5 ECPAMELEXC1\C 2641.56 MB <65 percent) [Threshold >30]
5 REPUBLICVB 6368.50 MB <96 percent) [Threshold >30]
5 CENTAURI\H 2806.25 MB <32 percent) [Threshold >6]

.5780

27/09 21:33

TPPMTMNTS05 NSI-MTM/P/OS/WNT/DSM/EMA

5 TPPMTMNTSOSID 1382.16 MB (22 percent)

30

21/09 08:06

TITAN

5 Backup Operation Successful.

ECP/P/OS/WNT/Arcserve

[Threshold >20]

<I
Figure 5-14

EMU Sample Screen

EMU Alert Sample

6057 27/09 21:56 PEOPLESOFT NSI-ALB/MO/APP/IFAPROD 4 ALBURY_ProStat=3_Process_Scheduler_OK
6026 27/09 21:53 FCPAMELEXC1 NSI-MEL/P/OS/WNT/DSM/EMA 5 FCPAMELEXC 1\C 2641.56 MB (65 percent) [Threshold
>30]
6057 27/09 21:56 REPUBLIC NS1-SYD/P/OS/WNT/DSM/EMA 5 REPUBLICS 6368.50 (96 percent) [Threshold >30]

EMU Alert Breakdown

EMU Label Summary

Label

Summary

EMU ID Number

Continuous automatic numbers generated for EMU Alerts

Date/Time

Date and Time of the EMU Alert

Server

Monitored Server

Business String

String to define call logging alert type

Severity

Severity of the Alert
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Table 5-1

Extended Alert information
EMU Label Summary

Business String structure

The Business String format continues to be developed and provides a unique combination of
business requirements as well as technical details in a standardized format for each message
which is sent within an enterprise monitoring framework.

The Business String is a slash “/” delimited string which can be inserted, pre-pended, or appended
to a message to allow down stream processing of the message as it travels through various mid
layer managers to a centralized console / manager.

The basics of the business string format is as follows:

“customer / business designation /product category /product type / managed object type /
agent / manager”

In general, each “element” of the business string shown above should be kept as short as possible
while still maintaining meaning within the organizational framework with which the messages are
used. Below are some of the standard values for the elements used in the business strings within
the Compaq Sydney environment.

Customer Examples

OPT

Optus Communications Pty Ltd.

NSI (NSI-BOY, NSI-ALB, NSIKAW)

Norske Skog International. (Various NSI sites such as
Boyer, Albury, and Kawral)

CPQ

Compaq Computer Corporation

FRC

Freight Corp Ltd.

Table 5-2

Customer Examples

Note: More to be added as customers are registered.
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In the above examples, each of the customer abbreviations are kept to as short as possible,
preferably a 3 character string. In certain instances and implementations, it may be necessary to
also include (in the customer portion of this business string element) a site code that can also be
used in the processing of message within the information flow.

Some examples of real business strings that use the above codes are:

FRC/P/OS/NOVELL/CPU/MGWISE/MGWISE - This string tells us that the customer
FreightCorp has a production system running Novell, and that the reported message from the
Managewise agent and manager pertains to some component of the CPU.

OPT/P/APP/ICON/PRO/SEN/EMU - This string tells us that the customer Optus
Communications has a production system running the application “ICON” and the agent called
“sentinel” is reporting a message involving a process to the “EMU” manager.

NSI-SYD/P/OS/WNT/DSK/SYSAGTNT/TNG - This string shows the customer Norske Skog
International from the site Sydney with a production Windows NT system running a Unicenter
TNG agent called SysAgtNT reporting a message about a disk issue.

Business Designation

p

Production system. Used to designate that the reported message relates to a production
system.

s

Solutions test. The associated message comes from a system used for solutions testing.

D

Development. The particular message comes from a development system.

Z

Disaster Recovery. The message in question is from a DRP or disaster recovery system.

24

24 hour. The system in question is covered by a 24x7 SLA (service level agreement).

Table 5-3

Business designation.

Note: To be expanded as various business designations are required

The business designation is used within the message so that people and mid-layer managers know
what the business priority of the system is when processing and working with the event. Some
examples of real business strings using these business designations are as follows:
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OPT/P/APP/SPA/PRO/SEN/EMU - A production system at Optus communications with the
application “SPA” running has sent a message regarding a process from the sentinel agent to the
EMU manager.

Product Category

OS

Operating System. The message pertains to some component of the OS

HW

Hardware. The message sent relates to a physical hardware issue

NET

Networks. The message sent relates to a network device or issue

APP

Application. The message sent relates to an application issue

SEC

Security. The message sent relates to a security matter (i.e. Firewall, Virus,
etc...)

Table 5-4

Product Category.

Note: More to be added us necessary. Each new entry must be registered in the global registry.

The Product Category should be a 2 to 4 character string which retains as much meaning as
possible while keeping within as short as possible string.

Product Types

The Product Type should be a 2 to 8 character string which retains as much meaning as possible
while keeping within as short as possible string.

Product Type for OS (Operatins System)
VMS

VMS. Represents the operating system by the same name

WNT

WNT. Represents Microsoft Windows NT

DUN

DUN. Represents Digital Unix / Compaq True64 Unix

SOL

SOL. Represents Solaris Unix, an operating system from Sun
Microsystems

HPUX

HPUX. Represents HP Unix, a Unix operating system from Hewlett
Packard

AIX

AIX. Represents a Unix operating system by the same name from IBM

Table 5-5

Product Type examples for operating system.

Note: More to be added as necessary
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Product Type for HW (Hardware)
DSK

DSK. Represents a disk or disk resource from the system hardware perspective

CPU

CPU. Represents the centralized processor / processors from a system hardware
perspective

MEM

MEM. Represents the RAM memory from a system hardware perspective

Table 5-6

Product Type examples for hardware.

Note: More to be added as necessary

Product Type for NET (Networks)
RTR

RTR. Represents a router used in the network.

HUB

HUB. Represents either a repeater / hub used in the network.

SWTCH

SWTCH. Represents a switch used in the network.

BRDG

BRDG. Represents a bridge used in the network.

Table 5-7

Product type for networks.

Note: More to be added as necessary

Product Type for APP (Application)
Specific application codes will be put in here. Although no standard list has been defined, this
will consist of a short single word of between 3 and 8 characters which designates the application
being monitored.

Product Type for SEC (Security)
FW

FW. Represents a message which has come from a firewall or filtering device

VIRUS

VIRUS. Represents a message / alert which has come from a virus product (i.e.
NAV, etc...)

Table 5-8

Product type for security.

Note: More to be added as necessary

Managed Object Type

The managed object types will be registered in a database and associated with a Product Type.
Each product ty pe should have a set of specific managed objects which a message / alert can be
about. The same managed object type code can be used for other Product Types as long as they
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have similar meaning. I.E. DNF - Disk Near Full, could apply both to an APP (application) as
well as to an OS (operating system).

The Managed Object Type should be a 2 to 8 character string which retains as much meaning as
possible while keeping within as short as possible string.

DNF

Table 5-9

Disk Near Full

Managed Object type example.

Note: More to be added as necessary. In the current implementation the managed object type is
a optional field.

Agent

SEN

Sentinel - Script based Agents written originally by Compaq TSG Unix group

GENSNMP

Generic SNMP - Generic SNMP agents which report to products like MRTG.

C1M

Compaq Insight Manager, SNMP hardware based agents

Table 5-10

Agent example.

Note: More to be added as necessary.
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Manager

EMU

EMU manager which received messages from various agents

TNGEM

Unicenter TNG Event Management.

TNGDSM

Unicenter TNG Distributed State Machine (the SNMP Manager)

Table 5-11

Manager example.

Note: More to be added as necessary

5.4.3.

Implementation of event message format

To convert all event messages from all sources requires a considerable amount of effort.
Messages are reformatted at the earliest opportunity in the enterprise monitoring chain. Where
the agent event generation can be customised the events are formatted at this point. Where the
communication method used is SNMP traps, which is the most common, the SNMP manager
(Unicenter TNG and EMU server) receives the trap and it is then reformatted using a CA
Unicenter TNG message and record.

For network alerts received as SNMP traps, these are processed by the network management
station (sometimes Unicenter TNG, other times HP OpenView Network Node Manager),
reformatted and then forwarded to EMU.

The trap is identified and reformatted to add the business string and severity, and where possible
the event text is converted to a more readable format.

For example, the message below is a HP Systems Insight Manager SNMP trap, as received by
any SNMP manager.

%CATD_I_060, SNMPTRAP: -c public 232 203.16.122.161 malntd001.vision.com.au 6
18003 2444:09:17 5 OID: 1.3.6.1.2.1.1.5.0.2 system.sysName.0.2 VALUE: MALNTD001
OID: 1.3.6.1.4.1.232.11.2.11.1.0.2 .iso.org.dod.internet.private.enterprises.232.11.2.11.1.0.2
VALUE: 0 OID: 1.3.6.1.4.1.232.18.2.3.1.1.5.2
.iso.org.dod.internet.private.enterprises.232.18.2.3.1.1.5.2 VALUE: 3 OID:
1.3.6.1.4.1.232.18.2.3.1.1.10.2 .iso.org.dod.internet.private.enterprises.232.18.2.3.1.1.10.2
VALUE: 2 OID: 1.3.6.1.4.1.232.18.2.2.1.1.6.2
.iso.org.dod.internet.private.enterprises.232.18.2.2.1.1.6.2 VALUE: 2
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This message would be converted to include a business string and have the text interpreted so the
final message would look something like this:

Nodename CPQ/P/OS/WNT/NIC/CIM:l Compaq NIC: Redundancy Increased for adapter
in slot &26, port &31
Using HP Systems Insight Manager as an example, there are 800 different SNMP traps that have
to be reformatted.

The business information contained in the business string is currently stored in lookup tables,
which are read by DECADE as it re-formats the “raw” OpenView messages. These lookup tables
identify which systems are production, solution test etc.

As HP moves to adopt ITIL as its service methodology, the lookup tables will become part of the
configuration management database that DECADE and OpenView query to build the business
string. This active CMDB will be provided by the Radia technology added to OpenView
recently.

5.4.4.

Results

The deployment of a standardised event message format has proven hugely successful. It has
been adopted by HP Managed Services and deployed globally. It is also interesting to note that
IBM has also moved in a similar direction with their research effort into standardised event
message formats. The IBM approach seems to be more of a “build it and they will come”, or
more accurately, “define it and they will use it”. To date, no vendors seem to have adopted this
standard - including Tivoli (see Appendix H for more details).

A patent was submitted, and granted, in the United States for this event message format (see
Appendix B).

With all events in one format, and in one data warehouse there is a wealth of information
available for display, and data mining. The event display can be based, and sorted, on any field,
including any components of the business string. So a Microsoft Exchange support technician
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can look at Exchange only alerts across all customers, while at the same time a service delivery
manager for customer XYZ can look at all outstanding severity 1 messages for customer XYZ.

The business string is now being extended to include new fields, such as business severity (as
opposed to technical severity), and confidence rating (on a scale of 0 to 1). Over the next few
months several of Compaq’s customers will commence instrumenting their applications to use
this event message format. This will allow application based alerts to be integrated with system,
network and database alerts.

Business severity allows the distinction between a severe technical problem with a non-critical
system, and a minor problem with a critical system.

Confidence rating allows for event correlation and the use of predictive technology, such as
neural networks to be applied to the database of events. This means the more agents reporting a
problem, the greater the correlation, and the greater the confidence that the error messages are a
cause and not a symptom of a problem.

5.5.

Event Monitoring Utility (EMU)

The Event Monitoring Utility (EMU) is a software package that manages, displays, and actions
messages sent by various monitoring agents (but does not actually contain these agents). It
consolidates a messaging framework for scripts or “jobs” to report to a central control point.
These scripts then become monitoring agents. Status is maintained by the time-to-live concept,
and does not need to be maintained in the agent, making it very light-weight and simple. EMU
provides the functionality to automate actions for events as they occur.

EMU was developed by Compaq to collate all monitoring reports and alerts to one single
monitoring console. Alerts generated by monitoring agents forward the alerts to the EMU
console. This alert is processed and sent to Clarify workflow for case generation and e-mail,
and/or pager notification to the relevant technician. The EMU archictecture is shown in Figure 5
15.
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5.5.1.

EMU main features

The following describes the main features of the EMU tool:

•

Distributed, multi-tier, highly scaleable solution
The two major components of EMU are the messaging agent and the EMU manager.
It is easily extensible because of the scripting interface to the core of the EMU
manager. EMU can, therefore, be built and combined into a multi-tier system that can
run across distributed and vast networks.

•

Easy to use messaging agent available on every TCP/IP platform
EMU messaging agent is a simple C code that uses TCP/IP to send messages to the
EMU server. Nodes behind a firewall can also be monitored. The messaging agent is
written using standard TCP/IP programming interfaces, therefore allowing it to be
compiled on UNIX, VMS, and Windows NT. The messaging agent allows users to
specify message severity, class, and other attributes. Monitoring agents use the EMU
messaging agent to communicate information to the EMU server. The messaging
agent can be used with applications and simple shell scripts, and it easily integrates
with monitoring tools.

•

Uses heuristic algorithms for message handling
Because the EMU server receives alert messages from EMU agents, a unique
algorithm can be developed to deduce when a problem has been fixed.

•

Provides central management and monitoring
If a problem occurs, the message is only displayed once, and when the problem is
fixed, the message is removed from the console.

•

Automatic problem detection
Many problems can be alleviated before users notice any disruption because of
automatic problem detection. Corrective actions can be written in any language from a
central point.

•

Easy logging and statistical reporting
Every message is logged into a log file and there is a separate log file for each day.
EMU does not provide a specific format for the log but rather complies with CSV
standards to allow insertion into a spreadsheet or script.

•

Integrates with other Enterprise Management Systems
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Provides password-based security

5.5.2.

System components

EMU consists of the following components:

•

EMU server
Incoming messages sent by monitoring agents are processed by the server and stored
in a database. The server manages the manipulation of messages in the database and
can delete messages from a remote EMU system.

•

EMU cleaner
EMU cleaner manages message expirations by scanning the database at regular
intervals - specified in the configuration file - but does not make any changes itself.
The EMU messaging agent is instructed to perform the deletions.

•

EMU messaging agent
This is not an actual monitoring agent, but passes information from the monitoring
agent to the EMU server. It communicates events between the monitoring agent and
the EMU server and connects to the host running the EMU server via a specified port
using the TCP/IP-based protocol.

•

EMU browser/console - exeb
exeb is a GUI-based browser/console that is available in Windows NT and Unix
platforms. It accommodates the development of profiles for viewing messages on a
selected remote EMU server. Command buttons can be configured to perform tasks at
a browser level. Filters can be constructed for each profile so that only selected
messages will be displayed.
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EMU Architecture.

EMU Sample Screen

Figure 5-16 shows an EMU sample screen.
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Figure 5-16

EMU sample screen.
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EMU alert sample

The following is an EMU alert sample.

6057 27/09 21:56 PEOPLESOFT NSI-ALB/MO/APP/IFAPROD 4 ALBURY_ProStat=3_Process_Scheduler_OK
6026 27/09 21:53 FCPAMELEXC1 NSI-MEL/P/OS/WNT/DSM/EMA 5 FCPAMELEXCUC 2641.56 MB (65 percent) [Threshold
>30]
6057 27/09 21:56 REPUBLIC NSI-SYD/P/OS/WNT/DSM/EMA 5 REPUBLIC® 6368.50 (96 percent) [Threshold >30]

EMU/TNG Integration

The integration between EMU and TNG operates between TNG's Event Management component
and EMU itself. The “cawto” gateway (CAWTO is the Unicenter communication command - CA
Write To Operator) is primarily used to obtain messages from EMU into TNG, and messages
from TNG into EMU. Figure 5-17 shows how the “cawto” gateway functions. In this diagram, an
EMU agent sends a message to the EMU service on the monitoring server, which has both EMU
and TNG Event Management running on it. As part of the EMU output and delete scripts, a
CAWTO (CA Write To Operator) command is executed and sends the EMU message in a defined
format to the Unicenter TNG console. So that the messages from TNG are returned to EMU, the
appropriate message record must be defined with an action to send an emsgl .exe (EMU) message
to the EMU server. The TNG Event Management server can be configured so that all messages
that come to TNG Event Management can be sent to EMU using a script based in the "PRE"
action processing set up within TNG.

Figure 5-17 shows the EMU/TNG integration.
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1. EMU server receives an emsg 1 message
directly from the EMU agent.

4. Event Management receives the message
from EMU.

2. EMU runs the assigned output script.
enf2output.pl script runs in this output script.
This script sends a "cawto" message to TNG
Event Management.

Note: It is important that messages sent from
the Event Management to EMU are filtered
within the enf2output.pl script so that a
feedback loop does not occur.

3. Whenever a message is deleted from EMU,
the delete script runs the enf2delete.pl script to
notify EMU that a message has been deleted.
This may be useful for automatic closing of a
TNG-related Clarify case using MHD.

5. If automated call logging is desired, the
appropriate message records and actions are
created within TNG Event Management to then
execute the "TNGHelpDeskFeeder.dll" with the
appropriate parameters.

Note: In CA event management / event agent
must be installed on the EMU server for this to
work. It is also required that the following dlls
found within the TNG/BIN be copied to C:\winntt
system32 directory where Perl can use them:
- tngapiO'l .dll
- caucci.dll
- cauque.dll
_________ - wstutil.dll

6. Clarify case IDs that are returned by the MHD
are passed back to EMU via the "emsgl exe -o
comment" command and the case ID appears
in EMU as a comment to the original message.

EMU/TNG server

emsgl notification to EMU

Figure 5-17

5.5.3.

EMU/TNG Integration.

Results

EMU proved very successful as an addition to Unicenter TNG and after the HP-Compaq merger
in 2002 it was incorporated into the DECADE add-on solution (see section 5.6). A patent was
submitted in the United States for the communication methods used in this solution (see
Appendix B).

A useful element introduced by EMU was the ability to introduce a time element to events. An
agent could send an event with a time in the future so that the event was not active, but should it
not be “cleared” before the time stipulated arrived, then the event became “active” and would be
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visible on the event console. This was very useful in the operations arena, such as in monitoring
backups. This then allowed backup scripts to send a “failure” event message at the
commencement of the backup. If the backup ran successfully then the backup script at the end
would “cancel” this failure event by sending a success (or “clear”) event message. This is
analogous to identifying the glass as half empty rather than half full. Everything is considered
unsuccessful until reported successful. In an outsourcing services environment, where service
levels, and their monitoring, and financial penalties associated with service levels are critical this
was considered a crucial requirement.

The “failure until proven successful” approach also assisted in detecting the hardest types of
events, those whose activity is running over time, a backup may be hung or a system unavailable
beyond its scheduled down time window but how do you make these events visible, and not lose
them in the event storm usually witnessed when systems and applications are started and stopped?
The time element is used in a scheduled outage, the application/system messages are suppressed,
but a “time bomb” event is created but is not active until the scheduled outage time approaches its
end time. Typically a warning event will be generated shortly before the outage time reaches its
end, to give operations staff time to investigate or at least acknowledge the problem. This event
then receives a higher severity as the outage end time is reached and so on.

The flexibility of the EMU event display and the usage of time in this display in effect turned the
event console into a “work - to do” list for operations staff, and a “things to be worried
about/monitor” for operations and client managers. With only outstanding current events visible,
and with correct use of filters (i.e. only view what you are responsible for, by
customer/application/severity) it was possible to have, finally, a very effective event view. The
screen shots shown below in Figure 5-18 and 5-19 show exactly this type of use, where the filter
has been set to a single customer (OPT = Optus Communications in this example) and all
outstanding, currently active events about Optus are visible. To put this in perspective, the Optus
environment in 2000 was generating more than 100,000 events of all types each and every day.
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5.6.

DECADE

The Dynamic Event Correlation and Detection Engine (DECADE) is an extension to the
OpenView event management suite developed by HP Managed Services. It provides three basic
functions:

•

Event Routing/Event Correlation

•

Event Configuration Management Database (CMDB)

•

Centralised Monitoring Configuration (CMC) Instance

The DECADE architecture and its relationship to OpenView is shown in figure 5-20 and 5-21..
After the merger of HP and Compaq the functionality of EMU was combined with that of

Implementation of an Event Management Architecture

5-39

UTS
invent

DECADE and included in the event routing/event correlation part. DECADE is based upon a
Windows 2000 server platform with a Microsoft SQL server database.

Jur* 2, 2006

Figure 5-20

iib r>am& 'sjocabon

Pag& 5

DECADE high level architecture.

A high-availability version of DECADE was developed so it was possible for a OpenView
Operations server to switch over from a primary DECADE server to a secondary DECADE
server.
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OVO to Decade Interface
DECADE 1 (Primary)

HTTP Post (port
JDBC
(Decade_op crns g. pi)

DECADE 2 (Secondary)

E

Decade
SQL Database

DPP if primary request fails
(D ecade_op crns g. pi)

Figure 5-21

Open View to DECADE integration.

Over the next few years the core functions of DECADE are expected to migrate into the
OpenView product suite. The event CMDB will be part of the new Active CMDB that will be
part of the merged Peregrine ServiceCenter/OpenView ServiceDesk product. The CMC Instance
will be a module part of OpenView Operations.

5.6.1.

Event Routing/Correlation

For event routing DECADE accepts events from commercial products like OpenView Operations
and indirectly from OpenView Network Node Manager and then routes them appropriately to the
workflow engine. Initially this was a Remedy-based solution, then it was updated to OpenView
Service desk and finally ServiceCenter. It performs configuration database Configuration Item
(Cl) verification and processing of rules. This allows the event message business string to be
added and/or verified before further processing. Event correlation functions are carried out by
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OpenView Operations Message Correlation. The basic DECADE event flow is shown in figure
5-22.

Basic Decade Event Flow
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DECADE event flow.

Where EMEt relied on agents building a business string, DECADE and its ability to process
events and to lookup CIs provided the ability to add business strings and reformat event messages
to include this data. It also provided the ability to filter events and to discard events from CIs that
were not recognised, and thus were not part of the supported environment. This event flow is
shown in figure 5-23.
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Handling Events in Decade
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5.6.2.

tbllnterface

Pogs- 31

How events are handled within DECADE.

Event Configuration Database (CMDB)

A key component provided by DECADE was a comprehensive event configuration database. It
provided a data store for configuration data about each managed device/item including physical
attributes about devices and logical attributes, such as owners and support contact information.
This data was essential in the building and verification of business strings.

There are three separate databases as part of the DECADE CMDB. These are called:

•

DECADECONFIG

•

DECADE QUEUES

•

DECADE HISTORY
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The DECADE CMDB had 3 sources of Cl data. Two were automatic, one being a automatic feed
from the RADIA Inventory Manager which provided system level configuration data, and the
other being from OpenView Network Node Manager which provided network configuration data
including device/interface and link data as well as network auto-discovery data. The third data
entry source was a controlled manual data entry to allow business level data to be entered.

5.6.3.

Centralised Monitoring Configuration (CMC) Instance

A shortcoming of OpenView Operations was the inability to define monitoring policy centrally
and have it propagate to the individual agents. OpenView works on templates that need to be
manually configured and then distributed. DECADE CMC was initially designed to automate
this task. As custom agents such as SMSPI were developed these too came to rely on this CMC
central configuration capability.

Using a web interface, and utilising the CMDB, this CMC allows central configuration of all
monitoring parameters across all monitored items. This includes an interface to configure
OpenView Network Node Manager and the various OpenView Operations agents (OVO, OVIS,
OVPA etc).

5.7.

SMSPI

The Server Management Smart Plug-in (hereon referred to as SMSPI) is a core component of the
next generation of system monitoring tools. This new suite has been designed to strengthen the
out of the box OVO feature set. It also forms the core of a monitoring solution in situations
where OpenView products are not available.

The SMSPI suite brings centralized monitoring configuration concepts into the systems and
application monitoring space, allowing delivery engineers the ability to configure and customize
monitoring configurations across multiple customers via a centralized configuration GUI.

Designed with a common cross platform code base, the SMSPI suite can be built to function on
most of the ever increasing list of target operating systems that HP Services require monitoring
solutions for.
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To utilize the centralized configuration features of the SMSPI suite, the solution must be
accompanied by a Centralized Monitoring Configuration (CMC) Instance.

This solution extends the feature set of the first production version of the SMSPI 1.x released in
2003.

The Server SMSPI is normally run as a complementary agent to OpenView’s OVO Agent. It is
used to perform the following functions:

•

Provide alerting on performance metrics (eg: cpu utilization, memory usage etc...)

•

Provide alerting on disk space usage

•

Provide alerting on NT service running states (eg: NT service not running), (Windows
Platforms only)

•

Provide alerting on UNIX Processes behaving abnormally.

•

Log file monitoring for Ascii Logs and Windows Event Logs

•

Run Automated Recovery Actions

The SMSPI can also be used as a Metric Data Collector and Summarization utility if required.
This includes the function of collecting metric data at regular intervals, calculating averages over
defined intervals and sending the summarized result (at defined intervals) to a data logging server.
This function can be used when a standard OpenView Agent like CODA or OVPA are not
available.

The SMSPI architecture conforms to the following architectural principles (based on ITSA
analysis):•

•

Scaleable - The solution will be able to satisfy small, medium and large customer
monitoring requirements.

•

Consistent - The SMSPI suite will have the same look and feel for all platform types.
This includes the layout of configuration files and GUI components.

•

Cost effective - The SMSPI suite utilizes infrastructure that is already in place. In
existing OVO environments, new hardware is not mandatory as the backend services
can be run on the OVO server.
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•

Light Weight and Easy to Install - The SMSPI agent suite is small in size and system
resources and is next to “trivial” to install and get working. This reduces operational
installation costs.

•

Easy to Support - The SMSPI suite is easy to trouble shoot including useful
debugging tools.

•

Reliable - The SMSPI suite provides reliable monitoring functionality and includes
health checking components.

•

Integrates with OpenView Products - The SMSPI suite integrates into OpenView
products when they are available.

•

Available - The SMSPI suite provides agent failover capabilities for to be used for
Backend Server failures and scheduled outages.

•

Extendable - The SMSPI suite provides a framework that can be utilized in the future
for additional system and application monitoring requirements.

5.7.1.

Functional View

The diagram below (Figure 5-24) shows the SMSPI functional view.
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Figure 5-24

SMSPI Functional View.

The SMSPI agent has been designed to be installed on each remote managed node and run
continuously. Its objective is to:

•

Check selected log files for entries which alerts should be created for.

•

Sample selected disk space and performance metrics and send alerts if averages
exceed thresholds.

•

Monitor the state of selected NT services and send alerts if their state is abnormal.

•

Monitor the state of selected process and send alerts if their state is abnormal.

•

Any Alerts are sent to an event routing system for delivery to engineers/support staff.

To determine “what” should be monitored and “when” alerts should be raised, monitoring
configuration is requested and kept synchronized from a central monitoring configuration data
store (known as “The CMC Database”). Please refer to CMC details in 5.7 for detailed
information on this data store.
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It is also possible to run the SMSPI in a “non-CMC” mode which allows all monitoring
configuration to be defined in its local configuration file.

5.7.2.

Technical View

The technical view is shown below in Figure 5-25:
SMSPI Backend Services

Managed Node

Figure 5-25

CMC Database

SMSPI with Auto Recovery Technical View.

The SMSPI synchronizes with the CMC database via a backend services component.
Synchronization requests are implemented using the FITTP(s) protocol over a single TCP port
(default 10104). Each type of request (metric, process, NT service, etc) has a corresponding JSP
page that can be executed from the remote SMSPI to retrieve the required monitoring
configuration. Information is also passed from the managed node indicating the devices fully
qualified name and request details.
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Each JSP page when executed uses a JDBC database connection and a set of SQL statements to
query for the required monitoring configuration. Monitoring configuration is then formatted as
HTML and returned to the requesting agent.

The SMSPI agent determines when alerts should be sent based on thresholds, averages and other
state information that it can collect. Alerts can be sent via a local OVO Agent using the local
opcmsg utility, or via HTTP which then submits the alert to the OVO server.

5.7.3.

Implementation Views

Customers of varying sizes may need to have differing implementation models to cater for
scaleability and cost considerations. To assist in this, customers have been logically assigned a
small, medium or large tag depending on the number of managed systems requiring monitoring
(and Data Collection). These definitions are summarized below:

Customer Definition Tag

Number of Systems requiring monitoring

Small

Less than 100

Medium

Between 100 and 500

Large

Between 500 and 1000

Table 5-12

5.7.4.

Scaling definitions.

Small to Medium Implementation

The following diagram (Figure 5-26) shows a small to medium customer configuration with the
firewalls and OMCnet2 infrastructure between the custome rmanaged nodes and the management
station:
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OVO
With SMSPI
Backend Services

CMC Database

Managed Node
MMI
Compartment
Customer
Network
Managed Node
Firewall
Firewall

TCE Core
Compartment

Managed Node

Figure 5-26

5.7.5.

Small to Medium customer configuration.

Large Implementation

For a large customer implementation (shown in Figure 5-27), extra management servers would be
used to spread the load.

1 .. N multiple
Backend Servers to
Share Load

CMC Database

Managed Node
MMI
Compartment
Customer
Network
Managed Node
Firewall
TCE Core
Compartment
Managed Node

Figure 5-2 7

Large customer implementation.
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5.7.6.

Air Gapped Implementation

The SMSPI Backend Server will be placed within the customer network - along with CMC and
OVO servers.

5.7.7.

SMSPI Agent Components

The following diagram (Figure 5-28) shows the SMSPI agent components:

SMSPI Schedule Utilities
Log File Cleanup
smspi_cleanup.exe
reads

Recovery Agent
recoverd.exe

creates

Database Monitoring Config Generator
create_dbspicfg.exe

creates

Auto Recovery Config Generator
create_aacfg.exe

Recove rydicfg

Read and take
entries from
Queue
Command Line Utilities

Recovery_
queue file

Nt_df.exe
Alerts with
AA Alert
properties

Nt_perf.exe

alerts

External Alert Logging
Utility
logalert.exe

Main SMSPI
Service/Daemon

Nt_ads.exe
Db_save.
store file

SMSPI

(smspi.exe)
Failed
HTTP
Alerts

Invoke local
opcmsg.exe

Alert_que
ue.store

Threshold Eval
Process Mon
Service Mon
Logfile
Encapsulator
Run Schedules

Run Command

Df
bdf
vmstal
ioscan
swapinfo
ps

Parse output as
instance and metrics or
process list entries

Alert Retry

OVO opcmsg
Alerts (to Local OVO)

Figure 5-28

SMSPI agent components.
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The core of the SMSPI agent is the smspi.exe executable. This is a continuously running
daemon/NT service. This executable performs a number of primary functions. These are:

•

Performance metric collection and summarization. Raw metric data is collected using
the command line utilities shown in the diagram above. These are run at short
intervals and data collected from their command output.

•

Raw metric data is collated over definable time windows and averages compared
against thresholds for performance alerting.

•

Evaluation of currently running processes (using external command) and the issuing
of process monitoring alerts for processes found to be in an abnormal state.

•

Evaluation of registered NT services (using Win32 API calls) and the issuing of NT
service alerts for services found to be in abnormal states.

•

Synchronization of performance, process, NT service monitoring configuration (via
HTTP requests).

•

Execution of pre-defined schedules. By default these are:
-

Smspi_cleanup.exe (log file cleanup utility)

-

Create aacfg.exe (Auto Recovery Configuration Generation Tool).

-

Create_dbspicfg.exe (WW Database Monitoring Configuration Generation Tool).

-

Recoverd.exe (Auto Recovery Tool).

The SMSPI agent stores running state in the (db save.store) file. This ensures the agent does not
lose state if restarted. It also ensures that the SMSPI backend services do not have to be
contactable on startup as all required monitoring configuration is cached in this local data store
file.

The SMSPI agent allows alerts to be raised via the invocation of an external utility (logalert.exe).
This command line utility can send alerts to a local OVO agent or to the SMSPI backend services
via a HTTP request. Under normal circumstances, the backend services will be running on an
OVO server and will allow the OVO agent on the OVO server to receive the alert. The alert then
enters the standard OVO event flow.
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In situations where the HTTP alert requests fails due to backend services availability or problems
with the OVO agent residing on the management server, the alert is placed into the agent side
data store (alert_queue.store).

The SMSPI agent continually checks this queue and will attempt to retry any queued events at
regular intervals. To minimize the impact of event storms caused by queued alerts, a maximum
of 200 alerts can be kept in the queue file before events are discarded.

Queued events are alw ays delivered in the sequence they where initiated - ensuring that REARM
events are not delivered before their corresponding ARM event.

The logalert utility allows multiple alert attributes to be defined as part of the command
execution. Execution of the logalert utility (pending argument validation) will return an internal
SMSPI Alert ID. This is a 16 character unique identifier. If alert successfully creates an OVO
message (locally or on the OVO Server) an OVO message id is also shown.

If the HTTP request is successful but the alert has invalid arguments (eg invalid severity), then an
error is displayed.

In situations where the HTTP alert request fails, the alert is placed into the alertqueue.store file.
It will then be retried by subsequent calls to logalert.exe or via a scheduled retry algorithm within
the SMSPI agent itself (depending which occurs first).

As multiple components of the SMSPI agent access the alert queue.store file - a locking
mechanism is used to ensure data consistency.

5.8.

Overall Results

To measure the success of the practical implementation against the event management design
produced in Chapter 4 we can refer to Table 5-13 below. This is based on the 16 desirable or
required attributes of a event management solution as defined in Chapter 4. Event correlation is
further sub-divided into 6 categories. A simple red, yellow or green is included to show either no
solution (red), partial (yellow) or complete (green).
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Event Management Component

Comments

Filtering and Forwarding
Duplication, Detection and
Suppression

Improved by addition
of EMU and DECADE

Correlation - Problem and
Clearing Event
Correlation - Escalation
Correlation - Root Cause

A very complex area

Correlation - Cross-platform

Required CMDB
functionality
introduced by
DECADE

Correlation - Cross-Host

Required CMDB
functionality
introduced by
DECADE

Correlation - Topology based

Discussed at length in
Chapter 2

Event Synchronisation
Event Notification
Trouble Ticketing

Scope is integration
and overall
functionality of
workflow

Event Escalation

Improved by adoption
of ITSM processes

Maintenance
Automation

Includes both agent
and manager level.
Improved by addition
of SMSPI

Event Architecture
Scaling

Increasing
globalisation reflected
in each generation

Resilience/High Availability
Event Classification

Strongly represented
thanks to event
message format

Event Visualisation

Discussed in 5.2.1

Event Simulation

Limited capability

Implementation of an Event Management Architecture

5-54

UTS
invent
introduced
.

Event Integration

Table 5-13

Measure of success of implementation of Event Management components

As can be seen by the table there has been steady progress to address nearly all the areas defined
in the event management solution from Chapter 4. As noted earlier, there was significant
progress at the time of the HP-Compaq merger, with the combination of the two solutions.

This thesis drove the development of the event message format, which in turn required the event
configuration database. Event agent extensions and event transport protocols were also
developed to achieve the architectural and functional goals. This all resulted in first EMU, then
DECADE and SMSPI additions to the commercially available products.

In practical results it is more difficult to give quantifiable outcomes. It should be noted however
that when Hewlett-Packard and IDC collaborated to produce the research paper Determining the
Return on Investment from deploying Integrated IT Service Management [BROU06] the results
identified included time savings of:
• Incident Management and help desk support

40.5%

• Managing and supporting servers

30.9%

• Managing and maintaining networkinfrastructure 23.1%
• Maintaining configuration database

22.8%

• Problem management

9.4%

The HP customers this data was collected from had HP OpenView and the event management
extensions described in this chapter deployed to their environment, as well as the ITIL processes.
This of course means the baseline data that is now being used as “best in class” results was
gathered using the output from this thesis!

This does not mean of course we are close to a “perfect” event management solution.
Requirements constantly evolve. Chapter 6 covers some of the anticipated future requirements,
which will require enhancements to the event management architecture, and in turn, further work
in the implementation.
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6.

Figure 6-1

The Future

The future of event management.

Nothing stands still and while there has been some significant progress in event management
through the duration of this thesis, the challenges continue. This chapter reviews likely short and
medium term challenges, both in the “depth and breadth” of what is expected in event
management as it applies to system, network and application management, and also to the
environment that it has to operate within.

Two specific areas are looked at in a little more detail - autonomic computing and neural
networks.
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What next for event management?

In the short-term the answer is basically more of the same functions, but moving “up” the
application stack so to speak. Now we have finally conquered some of the big challenges of
active configuration management and event correlation, the solutions they provide to system and
network management have to be increasingly applied to application management, or at least
application operations or application monitoring. This activity is built-upon network and systems
management and so had to wait for problems at this level to be “solved” before real progress
could be made.

The system and network configuration level data held in the CMDB now needs to be extrapolated
to create application level configuration data, allowing application level event management in the
true sense. This in turn allows business-level event management rather than the technology- or
device-level event management that we have finally achieved today. Any quick review of the
major vendors web sites around enterprise management shows all the “buzz” words are in place
around services management and business outcomes, but, as usual, the marketing is a few years
ahead of the reality. It is interesting that the first 3,d generation outsourcing contract recently
awarded (General Motors) was expressed totally in terms of ITIL service management, which
caused some challenges to HP Managed Services as we started implementation.

Other areas that need addressing are the challenges of monitoring virtual servers and virtual
storage, where the environment is highly dynamic and extremely complex. These areas are
covered in more detail in the medium-term view below.

Finally, in the short-term it will be necessary to move from a proactive management approach to a
predictive management approach. While we have successfully moved from reactive to proactive,
this is no time to be resting on laurels. With the event repository now well established, as shown
in Chapter 5, data mining and other techniques can now be applied to this wealth of data. One
way of achieving this is using neural network technology. Neural networks are covered in more
detail later in this chapter. An early attempt was made to achieve this during the thesis using the
neugents of CA Unicenter TNG but this failed (see Chapter 2).
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In the medium-term, event management will have to deal with the significant changes underway
in IT environments. These have the capability to cause as big a change to IT as the advent of
client/sever technology. Several initiatives will cause major changes to the IT landscape that
event management has to operate within. Some early components are in place today, but the
majority are still in the labs. These include Grid Computing from IBM, Adaptive Enterprise from
HP and the Dynamic Systems Initiative from Microsoft.

Grid Computing. Grid Computing has evolved from being considered a small niche-type
academic application technology to a centerpiece of IBM’s on demand strategy. All the
components of grid computing are already in place today; processors, storage, networks, and
other resources that exist today can be configured to make a grid.

Grid computing has been defined as just an extension of distributed computing; however this is
not the case. Rather it can be said that it is an evolution of distributed computing. It has more
potential and takes us beyond distributed computing to the next level of sophistication. Simply
put, a grid is a powerful, virtual computer system. It consists of multiple processors in a network
sharing resources such as software, storage, data, files, printing, and many other peripherals or
resources. The term grid was chosen for its similarity to the pervasive electricity power supply
industry. The analogy is correct, as both provide services where required [MURC04].

The basic element of a grid is its computing power, connected by a fast network. Multiple
machines from different vendors can be connected together in the grid. In the grid, they can be
geographically dispersed at multiple locations. They can vary in processor speed, memory size,
operating system, architecture, types of software and many other factors. Grid computing enables
the virtualisation of distributed computing and data resources such as processing, network
bandwidth, and storage capacity to create a single system, granting users and applications
seamless access to vast IT capabilities.

Scaleability and speed are important factors in grid computing and a measure of how effective the
grid can be. Applications normally run and execute on a single computer. If an application can
be split and designated to other computers in the grid for execution, it should be be faster. For
example, if an application or job can be run on two machines with equal-sized processors, the
application could ideally finish in half the time. If 10 processors are available, then execution
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could ideally be completed in one tenth of the time, and so on. Scaleability will be an important
function for autonomic computing management in a grid network.

At its core, grid computing is based on a open set of standards and protocols - Open Grid
Services Architecture (OGSA) - that enable communication across heterogeneous,
geographically dispersed environments. With grid computing, organisations can optimise
computing and data resources, pool them for large capacity workloads, share them across
networks, and enable collaboration.

Grid computing can provide many corporations with a much-needed technology boost and
introduce another paradigm shift in IT resources, by introducing a new service without a large
expenditure or increase in budgets. Grids are suitable for data intensive/computational intensive
applications, such as business intelligence, data mining, and statistical analysis [MURC04],

Grids will give outsourcing providers a much-needed shot in the arm by providing an
infrastructure that can meet even the most demanding of clients. Outsourcing organisations are
poised to take advantage of the new utility approach and the on-demand operating environment.
Large hardware companies who also have outsourcing subsidiaries are prime candidates for this
technology.

It is likely that grid computing will evolve into specific industry types or application areas and
provide services to clients in those markets.

Three models are developing:

•

Compute grids provide shared access to high performance computing facilities and
resources, where the emphasis is on high-end computing capacity.

•

Data grids provide shared access to data/transaction-intensive applications with large
databases, file systems, or mass storage.

•

Application grids provide shared access to specific application sectors, such as
financial, manufacturing, and health care.
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This analysis can be taken further by proposing the types of grids that corporations can
implement. Today, many corporations are moving ahead with their grid projects, as the business
case and the need are established, and grids can complement their existing IT infrastructure.

Four types of grids are evolving:

•

Enterprise/corporate - A grid is established as a secure, internal, and private grid
drawing on existing resources within a single enterprise.

•

Partner/client/supplier - A designated set of partners, clients, or suppliers share the
grid for the business benefit of all. This has particular cost benefits if large number of
participants take part.

•

Service/utility - A general all-purpose grid is created that can be made available to all
that need it. Clients use the resources and pay for what they use. This is a good
example of grid on demand.

•

Educational - Universities and colleges collaborate in a shared pool of resources.
Universities have established networks and have been using some of their resources
for some years.

Adaptive Enterprise. HP’s approach to autonomic computing is embraced in its Adaptive
Enterprise (soon to be renamed Adaptive Infrastructure) strategy. HP’s vision for this approach is
to provide tools, services, and products that deliver IT service levels that match the flow of real
time business activities or changes whenever needed - during excessive load times and when
there are lulls in business activity. HP Adapative Management offerings will consist of products
that enable IT management to implement an adaptive infrastructure that is agile can be swiftly
changed as the business needs change. There is a dynamic link between the IT infrastructure and
the business process. They are closely aligned and mapped together.
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The Adaptive Enterprise model (the reference architecture is called the Darwin Reference
Architecture) is designed around the following policies:

•

All IT resources are shared, not isolated or compartmentalized into specific
departments, business units, or lines of business as they are today. The “silo”
approaches of the past can no longer be tolerated.

•

Business priorities are the determining factor for the allocation of IT resources.

•

Service levels and detailed system expectations are predefined, and this will drive the
business services.

Corporations must respond in the on-demand environment, given the global marketplace and the
volatility of the economic landscape. HP is responding to this challenge with the Adaptive
Enterprise approach - establish an IT environment that can change quickly or respond to the
market or clients. It should be able to deal with a number of demands such as:

•

Mergers and acquisitions, the integration of new business

•

Dynamic changes in the global marketplace

•

Totally new business models

•

Fluid relationships with clients, partners, or suppliers

Sharing IT resources eliminates under-utilised or over-deployed pockets of resources; it spreads
the load and smooths out any components. Sharing resources across lines of business can help
corporations become much more agile, respond to threats or opportunities quicker, and be more
responsive to existing customers. Further, sharing IT resources will reduce the costs by
simplifying the task of managing those resources. It means fewer managers are needed to
manage.

One of the first manifestations of HP’s Adaptive Enterprise strategy is the Next Generation Data
Centre (NGDC) which put these objectives into practice. In a move likened to “practice what you
preach”, HP is moving its entire internal IT infrastructure to NGDC. This involves
decommissioning 85 Data Centres around the world and building - from scratch - 6 new Data
Centres capable of supporting NGDC.
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Dynamic Systems Initiative. In 2003 Microsoft announced their Dynamic Systems Initiative
(DSI). This initiative proposes to unify hardware, software, and service vendors around a
software architecture that will bring simplicity, automation, and flexibility to IT operations. The
dynamic systems enabled by this software promise to streamline IT operations and lower costs for
the enterprise data centre and make data centre capabilities accessible to a much broader array of
businesses. The unifying software architecture centres on a System Definition Model (SDM)
embedded in operating systems, which provides a common contract between development,
deployment, and operations across the IT life cycle.

The SDM is an XML-based standard that captures and unifies the operational requirements of
applications with data centre policies, serving as an explicit contract between development,
deployment, and operations across the IT life cycle. Tools supporting SDM will give IT
managers, the ability to explicitly define data centre standards and policies for development, and
will give developers the ability to encode operational requirements into their applications at
design time. In the data centre, the operating system’s support of SDM will enable IT
professionals to automatically provision and dynamically change applications, along with their
underlying resources, as workload or business needs change.

The components of the SDM will include [MURC04]:

•

Automated Deployment Services - A provisioning and administration tool

•

Windows System Resource Manager - Dynamic systems resource management

•

Volume Shadow Copy Services - A Virtual Disk Service. Storage virtualisation

•

Network Load Balancing - Dynamic load-balancing for managing transactions

•

Windows Server Clustering - Giving high-availability and scaleable services

•

Virtual Server - Virtual machine technology for consolidation and migration
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6 .2 .

Autonomic Computing

The term Autonomic Computing was created by IBM in 2001 [MURC04]. It derives from the
human autonomic nervous system (ANS). The theory is that we can learn much from how the
human body manages itself and apply those same techniques to software to create system
management functions for commercial corporations. This is the fundamental purpose of
autonomic computing.

To be truly autonomic, a computing system needs to “know and understand itself’ - and comprise
components that also possess a system identity. Since a “system” can exist at many levels, an
autonomic system will need detailed knowledge of its components, current status, operating
environment, and ultimate capacity, and of all connections with other systems. It will need to
know the extent of its “owned” resources, those it can borrow, buy, or lend, and which ones can
be shared or should be isolated. Autonomic computing has four basic elements: self-configuring,
self-healing, self-optimising, and self-protecting [MURC04].

Self-configuring. An autonomous computing system must be able to install and set up software
automatically. To do so, it will utilise dynamic software configuration techniques, which means
applying technical and administrative direction and surveillance to identify and document the
functional and physical characteristics of a configurable item. Also to control changes to those
characteristics, to record and report change processing and implementation status, and to verify
compliance with specified service levels.

Self-optimising. An autonomous system will never settle for the status quo. It will be constantly
monitoring pre-defined system goals or performance levels to ensure that all systems are running
at optimum levels. With the business constantly changing and demands from customers and
suppliers changing equally fast, self-adapting requirements will be needed.

Self-Healing. Present computer systems are very brittle. They fail at the slightest problem
[MURC04]. If a period, a comma, or a bracket is not correct, the software will fail. We still have
much to do in designing forgiving systems. Autonomous computing systems will have the ability
to discover and repair potential problems to ensure that the systems run smoothly.
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With today’s complex IT architecture, it can be hours before a problem is identified at the root
cause level. System staff members need to pore over listings of error logs and memory dumps,
tracing step-by-step back to the point of failure. The cost of downtime to the business is
prohibitive. Self-healing systems will be able to take immediate action to resolve the issue, even
if further analysis is required. Rules for self-healing will need to be defined and applied. As
autonomous systems become more sophisticated, embedded intelligence will be applied to
discover new rules and objectives. For example, IBM is building SMART (Self-Managing and
Resource Tuning) databases into upcoming versions of their DB2 database product. This
database is designed to run with less need for human intervention. For example, the user can opt
not to be involved, and the database will automatically detect failures when they occur (and
correct them) and configure itself by installing operating systems and data automatically to cope
with the changing demands of e-business and the Internet [MURC04],

We may be 5 years beyond Stanley Kubrick's 2001:A Space Odyssey but we do seem to be
getting closer to HAL. Hopefully without the same outcomes!

Self-Protecting. In an increasingly hostile corporate world, autonomous systems must identify,
detect, and protect valuable corporate assets from numerous threats. They must maintain integrity
and accuracy and be responsible for overall system security. For years before the Internet, each
corporation was an isolated island where threats usually came from within.

Now, outside threats come daily, and security and protection are paramount. Threats must be
identified quickly and protective action taken.

6.3.

Neural Computing and Neural Nets

Neural computing and neural networks have been around for some time, and the theory and
application is well documented [SWIN96] [RIPL96]. They were discussed in Chapter 2 during
the review of the CA Unicenter TNG neugents - and why eventually that part of the event
management solutions had to be discontinued.

However, the author does believe there is a role for neural networks in operations in the future.
This appears to be the most promising technology for intelligent event processing, over other

Implementation of an Event Management Architecture

6-10

UTS
invent
technologies such as data mining, machine learning, and analytic technologies. Perhaps the most
common criticism of neural networks is that they are a “black box”, from which little global
information on the underlying systems model can be extracted. However, this criticism is based
on assumptions regarding a priori knowledge of the model dynamics, that certain inter-relations
between inputs exist, and that they are uniform throughout the input space. Neural network
analysis is essentially non-parametric regression, which requires no a priori assumptions or
constraints on the internal structure of the model. These assumptions are integral to a parametric
regression model (such as linear or quadratic regression). They may tend to confine the analyst to
a type of model that is not capable of fitting the non-linear dynamics that govern a particular,
real-world system [SWIN96].

As the author witnessed himself, try pushing through an emergency change request in response to
an event generated from a neural network that indicates “something may happen with a
probability of 70% in 15 minutes”! In operations management today, the processes and
procedures are simply not designed for this degree of sophistication.

However, if you have a little a priori knowledge about your process to begin with, a “black box”
approach, with thoroughly validated models, has distinct advantages. It provides the means for
immediate improvement, without additional investment in time and research to determine
underlying process dynamics. A few, sophisticated, neural net modeling approaches and
optimisation techniques can incorporate “expert” knowledge about the process, combining the
best of both worlds.

Neural networks, with their ability to generalise and to learn by example, make good pattern
recognition systems. Generalisation, achieved by selecting combinations of internal features to
represent the problem, gives them some advantages over the more common statistical techniques;
while the ability to learn and adapt to new data gives them an edge over expert systems for many
tasks [RIPL96].
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6.4.

Conclusion

There are several major challenges for event management arising in the short and medium term.
The short term challenges can largely be met by further application of the event management
solution detailed in this thesis, with the addition of further technology such as neural networks.

The medium term challenges are potentially as great as the distributed client/server challenge that
took system and network management so long to overcome. To meet this challenge, further work
is needed on the event management solution proposed in this thesis, but the solution proposed in
this thesis should form the basic foundation of the new solution.

Given the challenges overcome in the last decade around event configuration, standardisation and
correlation the author feels confident these challenges can be successfully overcome.
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Glossary
Definitions of terms used within this thesis for which a standard, commonly understood definition
may not exist.
Term

Definition

Event

Is any message generated in the monitoring of systems, networks or
applications. They may come from a wide variety of sources. An
event becomes an incident once it has been determined that some
action needs to be taken in response to the event and a record is
created in the incident management system.

Event CMDB

Is any location where configured information is used in the handling
of events. By this definition, a Cisco Router configuration might be
considered as part of the event CMDB in that information contained
in an SNMP trap that is only available in a properly configured router
is used in the event management infrastructure to uniquely identify or
route the event.

Event Correlation

An umbrella term that comprises a number of distinct functions
including:
•
Root Cause
•
Event Suppression
•
Deduplication
The aim is to consolidate information from related events into a more
meaningful message.
The process of isolating the root cause.
Linking events to external information sources in order to make the
event more specific and usable.

Event Deduplication

The ability to recognize events that are the same and suppress them
based on a configurable set of criteria. E.g. time, quantity etc.

Event Suppression

The ability to recognize and filter “nuisance” events that provide no
value.

Root Cause

The origin of the failure.

Service Level
Management

The capability to create a new event that indicates the impact of
disparate technical events to a business service. This new event may
also provide a measure of how the technical events impact the
business service.
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A.

Details on Standards

The following section covers the OSI, TMN and DMTF architectures in more detail than were
covered in Chapter 2.

A.l.

OSI Management

A.1.1.

OSI Systems Management Overview

As mentioned in Chapter 2, the definition of the OSI Systems Management Overview (SMO)
started around 1987. In June 1991 the final SMO text was ready and the document was submitted
for registration as a International Standard. Compared with the OSI Management Framework, the
SMO contains much more information, is better defined and was, not surprisingly, better accepted
upon publication [PRAS95].
The SMO distinguished between four different areas of systems management. These are
[PRAS95]:
•
•
•
•
A.l.2.

Information Areas
Organisational Areas
Functional Areas
Communication Areas
Information Areas

The information aspect of the systems management model deals with the resources that are being
managed. These resources are viewed as “managed objects”.
The concept of managed objects was introduced as part of the OSI Management Framework.
Initially this introduction was considered to be sufficient. The concept of managed objects was
not further elaborated because it was thought to be obvious, and in violation of the OSI principle
that stated that only the external behaviour of systems may be standardised [TUCK89]. As time
passed it became obvious that different people interpreted the managed object concept in different
ways, and that the initial assumption that the concept was obvious was in fact incorrect. The
description of a managed object was then defined as follows:
A managed object is the OSI Management view of a resource that is subject to management,
such as a layer entity, a connection or an item ofphysical communications equipment. Thus, a
managed object is the abstraction of such a resource that represents its properties as seen by
(andfor the purpose of) management. An essential part of the definition of a managed object is
the relationship between these properties and the operational behaviour of the resource. This
relationship is not modeled in a general way.
ISO 10040 [IS092a]
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According to OSI's Management Information Model [IS093c], the management view of a
managed object is visible at the managed object boundary (Figure A-1). At this boundary, the
management view is described in terms of:
•
•
•
•

Attributes, which are the properties or characteristics of the object.
Operations, which are performed upon the object.
Behaviour, which is exhibited in response to operations.
Notifications, which are emitted by the object.

Managed Object
operations

notifications
Attributes
and
Behaviour

Figure A-l

A managed object [PRAS95J.

In addition to the managed objects that represent resources, there are also management support
objects. Such objects may be introduced by the designer of management functions during the
implementation phase. An example of a management support object is a “log record”, which may
be used to store management information.
The Management Information Model (ISO 10165-1) provides the modeling concepts and
terminology that are used within OSI management to model managed objects and management
information. However, the model in isolation is insufficient to allow the development of managed
object definitions that are consistent with the OSI management approach. The Guidelines for the
Definition of Managed Objects (ISO 10165-4), commonly known as GDMO, provides the link
between the abstract modeling concepts contained in the Management Information Model, and
the concrete requirements for specifying particular managed object classes that permit the
management of particular resources in the OSI environment. In order to achieve this aim, GDMO
contains material which is purely for the guidance of the managed object definer. GDMO also
includes definitions of the syntax and semantics of the notation that the managed object definer
must use when specifying managed object classes and their components. The overall intent of the
standard is to provide the managed object definer with the background information and notational
tools that will allow the required management functionality of a resource to be converted into a
formal description of a managed object class that realises that functionality [JEFF94].
The managed object concept is refined in a number of additional standards, which are called the
Structure of Management Information (SMI) standards. These are listed, including the
Management Information Model and GDMO, in Table A-l.
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Title
Management Information Model
Definition of Management Information
Guidelines for the definition of Managed Objects
Generic Management Information
Guidelines for Conformance Proformas
General Relationship Model
Table A-l

ISO/IEC
10165-1
10165-2
10165-4
10165-5
10165-6
10165-7

ITU-T
X.720
X.721
X.722
X.723
X.724
X.725

Structure of Management Information standards.

The SMI standards do not specify the actual managed objects; managed objects are defined by the
working groups responsible for the various layers of the OSI Reference Model. An example of
such standards is listed in Table A-2.
Title
Management
Management
Management
Management
Table A-2

Information
Information
Information
Information

related to the transport layer
related to the network layer
related to the data link layer
related to the physical layer

ISO/IEC
10737
10733
10742
13642

ITU-T
X.284
X.283
X.282
X.281

Managed objects standards.

A. 1.2.1. Organisational A reas
OSI management is organised in a centralised fashion. According to this scheme, a single
manager may control several agents. The manager performs operations upon (the managed
objects within) the agents; agents forward notifications to their managers. Figure A-2 illustrates
the manager-agent concept.

Manager

operations

Figure A-2

notifications

Manager-agent concept [PRAS95J.
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The OSI management environment may be partitioned into a number of management domains.
The partitioning can be based on functional requirements (e.g. security, accounting, fault
management), but also on other requirements (e.g. geographical and technological). The idea of
management domains is still under development by ISO [PRAS95].
A. 1.2.2. Functional A reas
Soon after the first working drafts of the OSI Management Framework appeared, ISO started to
define protocol standards for each of the five functional areas. It was then noticed that most of the
functional area protocols used a similar set of elementary management functions and so it was
decided to stop further progression of the five functional area protocols [KOBA89] and
concentrate on the definition of elementary management functions as shown in Figure A-3.
configuration
management

fault
management

10164

10164

10164

accounting
management

10164

10165

performance
management

security
management

10164

10164

before 1988

after 1988

elementary management functions

Figure A-3

Functional areas and elementary management functions [PRAS95].

The elementary functions, which are defined at a much lower abstraction level than the original
functional areas, are called “Systems Management Functions”. Table A-3 gives a list of these
functions; the functions that have no associated ISO/IEC sequence number are still Working
Drafts.
Title
Object Management Function
State Management Function
Attributes for representing Relationships
Alarm Reporting Function
Event Report Management Function
Log Control Function
Security Alarm Reporting Function
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ISO/IEC
10164-1
10164-2
10164-3
10164-4
10164-5
10164-6
10164-7

ITU-T
X.730
X.731
X.732
X.733
X.734
X.735
X.736

A-5
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Security Audit Trail Function
Objects and Attributes for Access Control
Accounting Meter Function
Workload Monitoring Function
Test Management Function
Measurement Summarization Function
Confidence and Diagnostic Test Classes
Scheduling Function
Management Knowledge Management Function
Time Management Function
Software Management Function
General Relationship Model
Response Time Monitoring Function
Management Domain Management Function
Changeover Function
Enhanced Event Control Function
Table A-3

10164-8
10164-9
10164-10
10164-11
10164-12
10164-13
10164-14
10164-15
10164-16

X.740
X.741
X.742
X.739
X.745
X.738
X.737
X.746
X.750
X.743
X.744
X.747
X.748
X.749
X.751
X.752

Systems Management Functions.

It is outside the scope of this thesis to give an in-depth discussion of all Systems Management
Functions. The interested reader is referred to [BLAC92] [WEST92] [STAL93].
A. 1.2.3. Communications Areas
OSI has defined the Common Management Information Service (CMIS) [ISO90] as the preferred
service for the exchange of management information (although the use of other exchange services
is still allowed). The role of CMIS is restricted to the transfer of management information; actual
control of the system is left to the network/system manager.
The structure of the OSI network management protocols closely follows that of the OSI
Reference Model. Network management application processes use the application layer of the
OSI Reference Model. Also in this layer, the Common Management Information Service Element
(CMISE) provides the means for applications to use the Common Management Information
Protocol (CMIP) [IS091]. CMISE, in turn, uses two more ISO application protocols: Association
Control Service Element (ACSE) and Remote Operations Service Element (ROSE). Figure A-4
shows these protocols in the OSI Reference Model.
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Management application processes
Layer 7

CMISE
ISO 9595/9596
ACSE
ISO 8649/8650

Layer 6

ROSE
ISO 9072-1/2
ISO Presentation
Layers 1 - 5* •

Figure A-4

The CMIP protocols in the OSI Reference Model [LEIN96J.

ACSE establishes and closes associations between applications; ROSE handles request/reply
interactions between applications. According to the OSI model, both ACSE and ROSE assume
the use of the OSI presentation service and the remainder of the OSI Reference Model. Other than
those protocols defined on the application layer, OSI does not define protocols on the lower
layers specifically for network management.
CMIS services provide the basic building blocks and intrinsic functionality for a system as it
works to solve the puzzle of systems management. Each CMIS service is a single operation that a
network management application can perform. Any application that performs systems
management is a CMISE-service-user. The existence of defined services for interaction between
peer open systems is an important difference between CMIS and SNMP. CMIS has defined three
classes of services for CMIS-service-users to use, as follows:
•
•
•

Management Association
Management Notification
Management Operation

Each association is designed for different aspects of network management. A peer open system
may choose to implement one or all of these associations [LEIN96].
Management Association Services
The first class of service, management association services, controls the association between peer
open systems. These services, used primarily to establish and release connections between
systems, control the initialisation, termination, and abnormal release of a connection of a
management association with the following services:
•
•
•

M-INITIALIZE: institutes an association with a peer CMISE-service-user for systems
management.
M-TERMINATE: terminates a connection between peer CMISE-service- users.
M-ABORT: used when a connection between CMISE-service-users terminates
abnormally.
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These management associations services assume the use of services of ACSE for operation; since
ACSE is used to establish and close connections between applications. Other CMIS services,
which use an existing connection for management information, operate with ROSE [LEIN96].
Management Notification Services
The management notification services are to CMIS what SNMP traps are to Internet management.
SNMP traps are discussed in detail in Chapter 2. The M-EVENT-REPORT service tells a peer
CMISE-service-user about an event that has occurred on another CMISE-service-user. If the
CMISE-service-user on a system notes the change of a value (such as the state change of an
interface), it can notify the managing system with the M-EVENT-REPORT service. Unlike with
the standard SNMP traps, however, these events are not strictly defined. Rather, they are specific
to the system that generated the notification, like enterprise-specific SNMP traps.
Devices that may choose to implement only management notification services are those having
limited processing power or those simply needing to report a fault to a peer open system. An
example of a CMISE-service-user that may require only notification services is a hierarchical
network management system client reporting faults to the central system [LEIN96].
Management Operation Services
The management operation services which comprise the third group of CMIS service, are shown
in Table A-4.
Name

Function

M-GET

To retrieve management information. It can for
example be used by a manager to retrieve an
agent’s network address.

M-CANCEL-GET

To cancel a previously invoked M-GET. It is
helpful in those cases where the M-GET delivers
too much information or consumes too many
resources. This can happen if, for example, a
manager requests an agent to present its entire
routing table.
To modify the attributes of a managed object. It
can for example be used by a manager to change
an agent’s network address.
To perform some action on a managed object. It
can for example be used by a manager to reboot
another network system.
To create a new instance of a managed object. It
can for example be used to add an entry to a
routing table.
To delete an existing managed object instantiation.

M-SET

M-ACTION

M-CREATE

M-DELETE
Table A-4

SNMP equivalent
(if appropriate)
Get-Request

Set-Request

Set-Request

The Management Operation Services.
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Management Associations
A management association is the connection between two peer open systems for systems
management. The process of connection relies on CMISE to interface with other protocols on the
OSI protocol stack. Four possible types of association can exist between peer open systems, as
follows:
•
•
•
•

Event
Event/monitor
Monitor/control
Full manager/agent

Two peer open systems may establish any of these associations and still conform to the CMIS
standard.
An event association permits two open systems to send M-EVENT-REPORT messages. Two peer
open systems may have an event association when they need to send to each other only
management events. Two peer open systems would use management association services and
management notification services for an event association.
The event/monitor association is the same as the event association except that each system may
also receive and issue M-GET messages. This type of association allows the peer open systems to
query for management information and to receive network events. This association is useful for
CMISE-service-users interested in the status of certain peer open systems but not allowed to
change them. Two peer open systems would use management association services, management
notification services, and a subset of management operation services for an event/monitor
association [LEIN96].
The monitor/control association allows for the communication of M-GET, M-CANCEL-GET, MSET, M-CREATE, M-DELETE, and M-ACTION requests, although no event reporting is
allowed. A CMISE-service-user may use a monitor/control association to change the
configuration of a peer open system. In this case the receipt of notification services is not usually
important, since the only task is to configure the peer open system. Two peer open systems would
use management association services and a subset of management operation services for a
monitor/control association.
The full manager/agent association supports all of the CMIS services. If a network management
system were managing a peer open system and needed to be able to perform any management
task on it, the system could use a full manager/agent association [LEIN96].
Access Lists
For security, CMIS uses access lists. For each open system, these access lists explicitly state the
access of other open systems. Although today the access control remains an unspecified form, it is
intended that a CMISE-service-user would check the access control before the invocation of any
CMIS service [LEIN96].
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CMIP
The protocol that implements CMIS is the Common Management Information Protocol (CMIP).
The specification of this protocol explains in detail the manner in which the protocol should
perform for each of the CMIS services.
The CMIP protocol requires a CMIP machine to function according to a defined specification. A
CMIP machine is software that performs two functions. First, it accepts operations sent to it by a
CMISE-service-user and initiates the appropriate procedures to accomplish the associated
operation. Second, the CMIP machine uses ROSE to send messages across the network. This data
flow is shown in Figure A-5.

CMISE-service-user
CMIS Request

CMIS Response

Source CMIP Machine
ROSE Request

ROSE Response

CMISE-service-user
CMIS Request

Destination CMIP Machine
ROSE Request

ROSE

Figure A-5
lLEIN96J.

CMIS Response

ROSE Response

ROSE

The flow of a CMIS service request between two CMISE-service-users

The CMIP machine uses a set of well-defined data units to implement the CMIS services. Each
CMIS service uses a series of these data units. The complete list of CMIP data units is shown in
Table A-5 [LEIN96].
CMIS Service
M-EVENT-REPORT

CMIP Data Units
m-EventReport, m-EventReport-Confirmed

M-GET
M-CANC EL-GET
M-SET
M-ACTION
M-CREATE
M-DELETE

m-Get, m-Linked-Reply
m-Cancel-Get-Confirmed
m-Set-Confirmed, m-Linked-Reply
m-Action, m-Action-Confirmed, m-Linked-Reply
m-C reate
m-Delete

Table A-5

CMIS Services and corresponding Data Units.
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CMIP only defines how to decipher the information in a packet; it does not state what a CMISEservice-user should do with any information requested from a managed object. Thus the CMIP
specifications do not infringe on the functionality of the network management system, which can
request any relevant information from a managed object and interpret that information in any
manner [LEIN96].

A.2.

Telecommunications Management Network

The Telecommunications Management Network (TMN) was discussed in Chapter 2. The details
below expand in greater detail the architecture and its functional elements.
A.2.1.

TMN Architecture

Recommendation M.3010 defines three different architectures [CCIT92b]:
•
•
•

A functional architecture
A physical architecture
An information architecture

TMN’s functional and physical architecture are discussed below. TMN’s information architecture
describes primarily the concepts that have been adopted from OSI management; since the relevant
concepts have already been discussed above the information architecture is not discussed here.
Before describing TMN’s functional and physical architecture some important TMN concepts
will be described in terms of OSI concepts and the relationship between TMN’s functional and
physical architecture will be explained.
TMN’s functional architecture is defined in terms offunction blocks and reference points.
Function blocks contain functional components (such as “‘Presentation Functions” or MIBs) and
may be compared to OSI protocol entities. Reference points are used to interconnect function
blocks and may in OSI terminology be compared to underlying (management information)
service providers. This is illustrated in Figure A-6.
function
block A

function
block B

function
block A
reference point
D

reference point
C

Figure A-6
Relationship between TMN concepts and OSI concepts [PRAS95J.
TMN’s physical architecture is defined at a lower abstraction level. It shows how function blocks
can be implemented into building blocks (or physical equipment) and reference points into
interfaces. This is illustrated in Figure A-7.
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functional components

TMN Functional Architecture:

TMN Physical Architecture:

Figure A-7
A.2.2.

function blocks

physical equipment
(building blocks)

reference points

interfaces

Relationship between TMN architectures [PRAS95J.

TMN Functional Architecture

Five different types of function blocks are defined in the TMN functional architecture. Not all
five types have to be present in each TMN configuration, and multiple instances of the same type
are permitted.
Figure A-8 shows all five types of function blocks. In this diagram, two types (OSF and MF) are
displayed inside the box labeled “TMN”. This indicates that these function blocks are completely
specified in the TMN recommendations. The other three types (WSF, NEF and QAF) are
displayed on the edge of the box to indicate that only parts of these function blocks are specified
by TMN.

TMN

Figure A-8

TMN Function Blocks
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Key

OSF = Operations System Functions
MF = Mediation Functions
WSF = Work Station Functions
NEF = Network Element Functions
QAF = Q Adapter Functions
The TMN functional architecture introduces the concept of reference points to delineate function
blocks. Five different classes of reference points are identified. Three of them (q, f and x) are
completely described by the TMN recommendation; the other two classes (g and m) are only
partly described.
Figure A-9 shows an example of reference points and function blocks. The diagram shows for
instance that the Mediation Function (MF) can be reached via q reference point and that the m
reference point can be used to reach the Q Adapter Function (QAF) from outside TMN
[PRAS95],

TMN2

TMN

reference point

Figure A-9

Example of reference points between function blocks [PRAS95J.

Network Element functions
As mentioned previously, a typical telecommunication network consists of exchanges and
transmission systems. In TMN terminology, exchanges and transmission systems are examples of
Network Elements (NEs).
The functions that are performed by NEs are “Network Element Functions” (NEFs). According to
TMN, these functions include:
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•

•

Primary (or telecommunications) functions. These functions are the subject of
management and support the exchange of data between the users of the
telecommunication network.
Management functions. These allow the NEF block to operate in an agent specific
role.

While the management functions are defined by TMN, the primary functions are not. This is why
NEF is placed at the edge of TMN in Figure A-8 and Figure A-9 [PRAS95].
Operations System functions
The Operations System functions (OSF) block initiates management operations and receive
notifications. In terms of the manager-agent model, the OSF may be seen as the manager specific
functions. An Operations System communicates with the NEs over a q3 reference point. The
1988 version of M.30 defined three different q reference points calling them q 1, q2 and q3. It was
not possible to distinguish between ql and q2 and thus they were replaced by the generic qx
reference point in M.3010 [PRAS95].
The service that is provided over the q3 reference point is the Common Management Information
Services (CMIS) [ISO90]. This is shown in Figure A-10.
NEF
(agent)

OSF
(manager)

q3 reference point

Figure A-10

Relationship between OSF, NEF and q3 [PRAS95].

Within a single TMN (operated by a single administrator) multiple OSFs may be defined. If
necessary, these OSFs can communicate with each other over q3 reference points. It is also
possible that OSFs in different TMNs (operated by different administrators) communicate with
each other; in this case communication takes place over a x reference point.
Work Station functions
The Work Station Function (WSF) block provides the means to interpret TMN information for
the management information user. The WSF includes support for interfacing with a human user
(via the g reference point). Such elements of support are not considered to be part of the TMN.
Hence the WSF is placed at the edge of TMN and the g reference point is placed outside the TMN
[CCIT92b],
Q Adapter functions
The Q Adapter Function (QAF) block is used to connect to the TMN those entities which do not
support standard TMN reference points. An example is shown in Figure A-l 1; in this diagram a
non-TMN OSF and a non-TMN NEF are connected to the TMN. The responsibility of both QAFs
is to translate between q reference points (which are TMN reference points) and m reference
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points. Since the m reference point is a non-TMN (i.e. proprietary) reference point the QAF is
shown at the edge of the TMN [PRAS95].

reference point

reference point reference point

reference point

TMN

Figure A-ll

Q Adapter Functions [PRAS95J.

Mediation functions
The Mediation Function (MF) block is located within the TMN and acts on information passing
between NEFs or QAFs, and OSFs. A MF block can be used to connect single or multiple NEFs
and QAFs to an OSF. MF blocks can also be cascaded.
Two functions of MFs are to [PRAS95]:
•
•

Augment OSFs - for example storage and filtering of management information.
Augment NEFs - for example the transformation from the local representation of
management information into a standardised form.

Relationship between function blocks
The relationship between the different function blocks and reference points is shown in Table A6.
NEF
NEF

OSF

MF

q3

qx

OSF

q3

x*, q3

q3

MF

qx

q3

qx

QAFq3

f

WSF

NonTMN

f

q3
qx

f
m

qx

m

f

Qr5}*

m

Non-TMN
Table A-6

QAFqx

q3

QAFqx
WSF

QAFq3

m

^

g5|C >fc

Relationship between function blocks [PRAS95/.
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Notes
m, g = non-TMN reference points
* = x reference point only when each OSF is in a different TMN
** = The g reference point lies between the WSF and the user
A function block along the top of the column may exchange information with a function block on
the left of the row using the reference point that is displayed in the intersection of the row and
column. If the reference point is empty the associated function blocks can not directly exchange
management information between one another.
Other functions and components
In addition to the function blocks and reference points already discussed, the TMN functional
architecture defines two additional items. These are [PRAS95]:
•
•

Data Communication Function
Functional components

According to M.3010 [CCIT92b], “TMN’s Data Communication Function (DCF) will be used by
the function blocks for exchanging information. The DCF provides layers 1 to 3 of the OSI
Reference Model”. In initial drafts of M.3010 DCF was modeled as a function block but it was
later removed, leaving it unclear where DCF resides in the TMN functional architecture.
Each of TMN’s function blocks is itself composed of a number offunctional components. The
functional components defined are [PRAS95]:
•
•
•
•
•
•

Management Application Function
Management Information Base
Information Conversion Function
Human Machine Adaptation
Presentation Function
Message Communication Function (MCF)

These functional components can be divided into two categories:
•

•

The first five components belong to the first category. These components perform the
actual management actions; they do not address problems related to the exchange of
management information.
The last component, MCF, belongs to the second category. This component is
associated with all function blocks that require an underlying service for the exchange
of their management information. M.3010 states [CCIT92b] “The MCF is composed
of a protocol stack that allows connections of function blocks to DCFs”. In many
cases the MCF provides the end-to-end functions such as those found in the OSI
Reference Model layers 4 to 7.

Figure A-12 illustrates the relationship between function blocks, functional components, the MCF
and the DCF.

Appendix A: Details on Standards

A-16

UTS
invent

Function Block

Function Block
Peer to Peer Communication
TMN
Functional
Components
(category 1)

Figure A-l2
A.2.3.

TMN
Functional
Components
(category 1)

Function blocks, components, MCF and DCF [PRAS95J.

TMN Physical Architecture

TMN defines a physical architecture to show how function blocks should be mapped to building
blocks (physical equipment), and reference points to interfaces. The physical architecture also
defines how function blocks and reference points can be implemented.
Building Blocks
TMN’s physical architecture defines the following building blocks [PRAS95]:
•
•
•
•
•
•

Network Element
Mediation Device
Q Adapter
Operations System
Work Station
Data Communication Network

Building blocks implement the function blocks of the same name (e.g. Network Elements perform
Network Element Functions, Mediation Devices perform Mediation Functions).
It is possible to implement multiple function blocks (of the same or of a different type) into a
single building block. The Operations System, for example, may be used to implement multiple
OSFs, but may also be used to implement an OSF, MF and a WSF. Where a building block
implements multiple function blocks of different types, “the choice of the building block’s name
is determined by the predominate usage of the block” [CCIT92b].
The relationship between function blocks and building blocks is shown in Table A-7.

NE
MD

NEF
M

MF

QAF

OSF

O

0

o

WSF
0*

M

0

o

0

M

0

M

QA
OS

0
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ws

M

Table A-7

Relationship between function blocks and building blocks [PRAS95J.

Key

M = MandatoryO = OptionalO * = may only be present if OSF or MF is also present
A special kind of building block is the Data Communications Network (DCN). Unlike the other
building blocks this one does not implement any function block. In fact, the DCN is used by other
building blocks for the exchange of management information; the DCN’s task is to act as a
transport network. It may seem strange that TMN defines a building block that does not
implement any function block. This can be explained by the fact that the early TMN drafts
[CCIT90] modeled DCF as a function block and these drafts specified that DCF was implemented
by DCN. In 1990 when DCF was removed as a function block [CCIT91] the standard was not
rewritten in a consistent way and the DCN is therefore still modeled as a building block
[PRAS95],
Interfaces
Interfaces can be regarded as the implementation of TMN reference points. While reference
points can be compared to underlying services, interfaces can be compared with the protocol
stacks that implement these services. In most instances reference points and interfaces have a one
to one mapping. However, no interfaces exist for those reference points that:
•
•

interconnect function blocks that are implemented within a single building block.
lie outside TMN (such as g and m). Implementation of these reference points is
outside the scope of TMN.

The naming of interfaces is simple: each interface gets the same name (but with the first letter in
upper case) as the related reference point, as shown in Figure A-l3.
reference point

interface

Figure A-13
A.2.4.

c}X

c13

>

t

1r

if

'f

'r

Qx

Q3

X

F

(g

m)

Mapping reference points to interfaces [PRAS95].

Responsibility Model

TMN recognises that a hierarchy of management responsibilities exist. Such hierarchies can be
described in terms of management layers. This concept of management layers is discussed in the
main text of M.3010 (Logical Layered Architecture). A specific application of this concept,
sometimes called the responsibility model, is given in Appendix II of M.3010 [PRAS95]. The
responsibility model was originally developed by British Telecom [BOYD89] as part of its Open
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Network Architecture. British Telecom used the name structural architecture for this model
[MILH89].
The following layers are defined by the responsibility model [PRAS95]:
•
•
•
•
•

Business Management Layer
Service Management Layer
Network Management Layer
Network Element Management Layer
Network Element Layer

These layers, including their function blocks and reference points, are shown in Figure A-14.

Business Management Layer

Service Management Layer

Network Management Layer

Network Element Management Layer

Network Element Layer

Figure A-14

TMN Functional hierarchy [PRAS95].

The bottom of the management hierarchy is formed by the network element layer. This layer
contains the Network Element Functions (NEFs). In those cases where the NEFs can only be
managed via a qx reference point, a Mediation Function (MF) is needed at the next higher layer.
In terms of a management relationship, the MF is the manager and the NEF is the agent. The MF
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will in turn be managed by an Operations System Function (OSF) in the same Network Element
Management layer. Examples of functions performed by this management layer are error
detection and logging of statistical data.
The Network Element Management layer is responsible for managing NEFs implemented within
a single piece of equipment. When a relationship between NEFs located in multiple pieces of
equipment is required, an OSF located in the Network Management layer must be used. Routing
is an example of a management activity located in this layer [PRAS95],
The Network Management layer is managed by the Service Management layer. Service
management is concerned with management of those aspects that may be directly observed by
users of the telecommunications network. An important component of service management is
Quality of Service management.
The idea of service management is particularly useful in the case of Value Added Services
(VAS). In such a case one OSF may be responsible for management of the VAS and another OSF
may be responsible for management of the telecommunications network. Both OSFs must be able
to communicate with each other. If these OSFs belong to the same TMN (administration),
communication is realised over a q reference point. If both OSFs belong to different TMNs, the x
reference point will be used as shown in Figure A-15.
The Business Management layer is responsible for the management of the whole enterprise. This
layer has a broad scope: communications management is just part of it. Business management can
be viewed as goal setting, rather than goal achieving [PRAS95].
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Value Added
Service Provider

Value Added
Service Provider

Business Management Layer

Service Management Layer

TMN2

Network Management Layer

Network Element Management Layer

Network Element Layer

Figure A-15

Example of Value Added Services [PRAS95J.
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A.3.

Desktop Management Task Force (DMTF)

The Desktop Management Task Force (DMTF) is a PC computer vendor consortium who have
created a standard application programming interface called the Desktop Management Interface
(DMI). DMTF has 75 key vendor members and another 350 companies participating in the
standards making process. Members of DMTF include companies such as Hewlett-Packard, IBM,
Intel, Microsoft, Novell and SynOptics Communication [PARS95].
The DMI is designed to be independent of vendor, operating system, network transport, or
management protocol. Despite popular belief, it is complementary to, not in opposition to,
SNMP. The DMI has four elements [DMTF94]:
•
•
•
•
A.3.1.

a format for describing information
a format for data transfer
a mechanism for data transfer
a set of services for facilitating communication
Architecture

The architecture of DMI is shown in Figure A-16. There are three major components to the DMI
architecture, these are the Management Interface, Service Layer and Component Interface. Data is
stored in a DMTF standard called the Management Information Format.
Management Applications

i

Management Interface (Ml)

Service Layer (SL)
MIF Database
Component Interface (Cl)

Figure A-16

DMI Architecture.

A3.1.1. Management Information Format
The DMI specification [DMTF94] defines a component as being any information about a
system’s hardware, software and firmware configuration. Component descriptions are defined in
a language called the Management Information Format (MIF). Each component has a MIF file to
describe its manageable characteristics. When a component is initially installed into the system,
the MIF is added to the (implementation-dependent) MIF database. The DMI specification
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describes the standard MIF file format. Each MIF is comprised of groups, like the one shown in
Figure A-17.
In the example shown in Figure A-17, “Processor” is a component, “Processor Name” is an
attribute and “Pentium” is a value. A MIF can contain an unlimited number of groups, which can
be flat (like the one shown in Figure A-17) or stored in tables. The MIFs are just text files with a
standard format, and are not necessarily linked in any way to system hardware. That is, a MIF can
be created to describe a system’s location, with “building”, “floor”, “pole location”, and “office
number” as its attributes [DEC96a].
Start Group
Name = “Processor”
ID = 870
Class = “MICROSOFT|PROCESSOR|1.0”
Key = 1,100
Start Attribute
Name = “Processor Name”
ID = 100
Access = READ-ONLY
Storage = COMMON
Type = String(20)
Value = “Pentium”

End Attribute
Start Attribute
Name = “Processor Type”
ID = 1
Access = READ-ONLY
Storage = COMMON
Type = String(20)
Value = “CPU”
End Attribute
Start Attribute
Name = “Quantity”
ID = 2
Access = READ-ONLY
Storage = COMMON
Type = Int
Value = 1
End Attribute

Figure A-l 7

Example ofpart of a MIF.

A.3.1.2. Component Interface
The Component Interface (Cl) is used by component providers to describe access to management
information and to enable a component to be managed. The Cl and the MIF shield vendors from
the complexity of encoding styles and management registration information. They do not need to
learn the details of the popular and emerging management protocols [DMTF94],
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A. 3.1.3. Management Interface
The Management Interface (MI) is used by applications that wish to manage components. The MI
shields management application vendors from the different mechanisms used to obtain
management information about elements within a computer system.
The Cl and MI are data interfaces, as opposed to procedural interfaces. Data blocks describe the
format for data transfer, not parameters to a function call. Once the set of blocks that comprise a
command are built, a single function call is used to move the block through the DMI [DMTF94].
A. 3.1.4. Service Layer
The Service Layer (SL) is an active, resident piece of code running on a computer system, that
mediates between the MI and Cl and performs services on behalf of each. The DMI is a local
interface, to be used within a single system. The DMI is not designed to replace existing network
management protocols. It is designed to provide a consistent method for providing
instrumentation to those protocols. The Service Layer is the broker of local instrumentation.
A management application, such as Digital’s AltaVista Remote Manager, interfaces with the MI,
which needs only to communicate with the Service Layer. The Service Layer obtains information
from the Cl and relays it to the ML Because management applications never have to interface
with hardware or software components or the Service Layer, they can be used to manage any
DMI-compliant system [DEC96a].
The Service Layer contains not only instrumented attribute fields for MIFs, but also a database to
store the values of some fields. All component MIFs are loaded into this database. In the “value”
field of each component attribute, either a hard-coded number or string is stored (for items that
never change, such as dates and version numbers), or a pointer to the instrumentation is provided.
The instrumentation interfaces with the Cl and returns a value to the Service Layer. This is what
gives DMI its “real-time” characteristic: every time the Service Layer requests a value from an
instrumented field, the value that comes back is “up-to-the-second”.
All MIFs must be loaded into the Service Layer; none simply “appear”. Generally, the PC vendor
will provide a “system MIF” for the Service Layer that contains some hard-coded values and
some instrumented fields. Digital is one PC vendor that does this. Of course, other MIFs can be
loaded into the Service Layer, and these MIFs can have their own instrumented fields (provided
that some instrumentation has been created for interfacing with the Cl). However, it is important
to remember that not all values stored in the Service Layer database are (or need to be) up-to-thesecond [DEC96a]. Asset management is dynamic, but not that dynamic!
A.3.1.5. Security
A password can be created to prevent unwanted remote (or even local) users from viewing the
system configuration. This password will lock out anyone trying to access the DMI Service Layer
database. Control of editing (“writing”) the database comes from within the MIFs themselves.
Every attribute of every component of every MIF has an “access” value, which can be set to
“Read-Only” to deny anyone the right to change it. To date there has not been the requirement for
this level of granularity in the security.
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A.3.2.

Future of DMTF

Unlike a lot if industry “standards” DMTF appears to have been adopted, and used, by all
vendors.
The DMI Service Layer will currently run on all the PC operating systems. The only hardware
requirement is that the vendor ships the hardware with a Component Interface.
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Patents

Patent Application Number : 200403858
Date Submitted: 18 April 2004
1. General Information
Title: Event Transport Protocol
Abstract:
Current infrastructure management products initiate the flow of events in a proprietary structure
over TCP/IP and possibly UDP. The underlying OS has no concept of the “proprietary” events
other than that they’re simply network packets. TCP and UDP are currently the only protocols
used for transmitting events over the network and are not ideal as there is no built in event
correlation, flow control etc.
The Event Transport Protocol (ETP) allows arbitrarily defined messages/events to be broadcast
over the network regardless of the event management application in use. The underlying OS
network drivers for ETP would handle event storms by throttling the flow of events over the
network to minimise bandwidth use.
As the ETP would handle all underlying methods for the dispatching and distribution of events at
the OS level, future enterprise management products would simply register their interest in an
ETP source and could focus more on what the events are to be used for and what to do with them.
The protocol could also be bound to a multiple of NIC’s for fail-over purposes, bound to a
separate NIC to partition ETP packets from other network traffic (TCP, UDP etc).
Events that flow via the ETP do not necessarily need to be used solely as the underlying transport
mechanism for enterprise management products, the ETP could be implemented wherever some
kind of open, reliable notification layer is required.
2. Description of Invention
Problems Solved:
Today, it’s quite problematic to get enterprise management products to talk to each other, there
are numerous adapters and translators. The software often contains complex routines to handle
event storms, event buffering as well as correlation and consolidation.
For example, consider the following products: HP OpenView Operations, BMC Patrol and CA
Unicenter - all three are fundamentally different yet try to fill the same niche, i.e. to provide
application, infrastructure and enterprise management services. Within a multivendor
organisation such as HP’s Managed Services, it’s often desired, and sometimes necessary to
integrate such products. Custom scripts are written here and there and in the end what’s often left
is a “band-aid” solution, or a rather expensive customised framework that isn’t always scalable.
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Now think of the same scenario utilising the ETP. Just like TCP/IP network applications perform
operations over this protocol via socket APIs, the similar would be applicable for ETP aware
applications. Future (or customised existing legacy solutions) management products would talk
over ETP via a standardised API and make sure of its event handling and notification routines.
Applications could be developed to take on more business critical roles rather than the task of
mundane event handling and different vendor solutions would be instantly compatible with each
other.
Event sources would essentially “broadcast” their events over ETP for listening applications to
pick up on. Events could be encrypted/shrouded and even require prior authentication between
the source and destination endpoints. Events could be broadcast over a wide scope, or broadcasts
could be narrowed to specific zones. Packets travelling over the ETP would contain at minimum,
1. where they originated, 2. length of the event, 3. application that created the event, 4. broadcast
details, 5. security policy, 6. timestamp details, and 7. the body of the event.
Prior Solutions:
Prior solutions have generally been proprietary and expensive. They all use TCP/IP or UDP as
the underlying network protocol. The solutions (or application layer) generally has to perform all
of the event handling such as load balancing, correlation and consolidation which introduces huge
problems when trying to “integrate” products from different vendors not to mention the costs
involved. Often expensive middleware is required to act as a proxy/translator for events
traversing the different solutions.
Event data structures bundled as TCP/IP packets make it harder to determine how much network
bandwidth is actually used for infrastructure management, short of packet analysis.
Description:
The ETP would be implemented under the Windows platform (NT, 2000, XP etc) as an NDIS
protocol driver. On this platform it would support NIC’s by leveraging the support and
functionality already provided via the appropriate NDIS miniport drivers.
NDIS implementations also exist for Linux, however custom kernel modules could be developed
to support ETP too.
Other operating systems such as HP-UX, Tru64 would have to implement the ETP drivers.
ETP would be programmed via a standard/open API much like the TCP/IP APIs (Winsock for
example) currently in existence.
Network services to handle event correlation, consolidation would bind to the ETP protocol
driver at the upper level, whereas parameters to control event flow characteristics such as event
buffering etc. would be tied to the protocol driver via registry settings or configuration files.
Advantages:
1.

Using a common protocol to handle events is a great idea, it segregates event packets
from other network traffic (such as TCP/IP).
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2.

3.
4.

5.
6.
7.
8.
9.

Any product that uses the ETP API could talk to any other product that implements
the ETP. Just like it’s very simple to create an IP based network application now, it
would be just as easy to write an ETP aware program.
Event data could be bound to different NIC’s or even multiple NIC’s for the purpose
of redundancy.
The scope of an “event” has been somewhat widened, traditionally we have opcmsg
(OpenView Operations), cawto (CA Unicenter) and so on to send events, now we just
have the concept of an “event”. Any application that needs to trigger something, or to
be notified of something happening could utilise the ETP without having to employ
costly enterprise management software.
Solution is platform independent, providing an ETP driver exists for the platform.
ETP functionality could be incorporated into existing network device firmware/OS’s
to allow for filtering/routing of ETP packets.
Increased level of security, only event packets travel via the ETP.
Competitors could still develop proprietary applications on top of ETP extending or
enhancing its functionality whilst maintaining their Return on Investment (Rol).
ETP would be widely recognised, just as HP is known for the Standard Template
Library (STL), the ETP would always be synonymous with HP.
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(for Legal Dept, use only)

COMPAQ.
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INVENTION DISCLOSURE
PREPARED AND SUBMITTED AT THE REQUEST AND DIRECTION OF AN ATTORNEY
RETURN COMPLETED FORM TO DIANE STRONG VIA E-MAIL TO
DIANE.STRONG@COMPAQ.COM
1.

DESCRIPTIVE TITLE OF INVENTION: Enterprise Management Event Message
Format

2.

INVENTOR (S): More than two? Q Yes

^ No

(if more than two, use last page.)

A.
Name

Given First Name
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Luxor

Parade

Nickname (if any)
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3.

H Research & Development
CONCEPTION OF INVENTION:
A.
When did you first think of this invention? Mid 2000_____
B.

Date of first written description? Mid 2000

C.

Please attach the first written description. (If submitting in electronic format, please scan all
attachments and send).

4.

D.

If you can not send the first written description, please explain why and state where it
can be found. See attachment for first written description

E.

Please list the name of others in Compaq to whom you’ve described the invention:
Other members of the group I manage, and other members of eBMS Engineering

IMPLEMENTING THE INVENTION
A.
Has the invention been implemented? ^ Yes O No O Don't know
(Implementations can include physical prototypes, software, models, and simulations).
B.

5.

If implemented, please do not destroy, alter, or modify the implementation(s) without
the authorization of the Compaq Legal Department, and answer the following questions
for each implementation.
i.
When was it implemented? August 2000
ii.
Where is the implementation now? (Attach or scan and send
photograph, if possible)
iii.
Has the implementation been tested? Yes_________________________
iv.
If so, was the test successful? Yes_______________________________

USE OR SALE OF INVENTION:
A.
Has this been or will this be incorporated into a Compaq product? £3 Yes I I No
If so, for each such product identify:
i.
When was it or will it be incorporated into the product?
Incorporated into Compaq Professional Services as part of the
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Outsourcing SERVICE delivered to customers, not sold as a
individual product
Code name: Not Applicable___________________________
Street name: Not Applicable___________________________

ii.
iii.

Has the invention been offered for sale or sold to anyone (e.g. an end user,

B.

vendor, reseller, partner, etc.)

No □ Don't know
i. If so, when: _____________________________________________
ii. If SO, to whom (name of company or individual): ______________________

J Yes

C.

If you don't know whether the invention has been offered for sale or sold, please
provide the name of the best person to contact to determine when the invention
has been or will be offered for sale or sold: Not Applicable

NOTE: Please inform Compaq Legal immediately if, in the future, any of your

answers under this Section 5 change so that we have ample opportunity to
protect the invention within the time limits set out by law.

6.

DISCLOSURE OF INVENTION TO OTHERS
A.
Has a disclosure of the invention been made to any person(s) who is NOT a
Compaq employee (including contractor, temporary, vendor, reseller, or partner
and including conference presentations or journal articles)?
□ Yes □ No I I Don't know
B.

If a disclosure was made, when was it made? No detailed disclosure has been
made

C.

To whom was the disclosure made? _______
Was the disclosure made under an obligation of confidence? (e.g.

D.

Nondisclosure Agreement)

□ Yes

7.

□ No

□ Don't know

DESCRIPTION OF THE INVENTION (continue on extra sheets as necessary)
A.
To what type of technology does your invention relate? (Check all that apply)
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CPU Technologies
HI Keyboard/Mouse/Other Input Device
EH Graphics
H Architecture
H Audio
EH Memory
H Buses (ISA, EISA, PCI, AGP, other)
EH Power Supplies/Batteries
□ Other:

Communications Technologies
H Network Interface Card
H Hubs/Concentrators
H Routers
H Switches
EH Modems
H Remote Access
□ Other:

Peripherals Technolosies
EH Monitors/Screens
H CD-ROM
H DVD
EH Tape Drives
EH Disk Storage Systems
H Disk Controllers
H Printers
□ Storage
H Other:

Feature/Software Technologies
H Mulitprocessor
H Fault Tolerance
H Remote Control
H Power Management
EH Security
EH Intelligent Manageability
EH Smartstart
EH Insight Manager
EH Other System & Network tv

Other
EH
H
H
□
EH
EH

Manufacturing Processes
Mechanical (functional)
Mechanical (ornamental)
PC/TV
Racks
Other: _____________

B.

Describe the general subject matter of the invention. The invention is a technique
for greatly refining the format of system and network management event messages, thus
providing the ability to perfom event management of numerous systems and networks.

C.

Describe the particular problem faced by those working in the subject matter area.
There are a vast variety of ways of displaying event (i.e. error) messages from systems
and networks. Without a common standard for displaying these messages it is very
difficult to visualise, and correlate event messages. It is extremely difficult to then
integrate these messages into a problem management system, and impossible to report on
these events. SNMP provides a industry' standard for registering events, but provides no
standard for formatting the events.

D.

Describe the old method(s) of performing the functions of the invention. Old
technique was to have subject matter experts view all events in their speciliased
area, such as network router management. There was no ability to consolidate
and correlate events across different related technologies, there was also no ability
to share resources as the sheer number of events overwhelmed the visualtion
technology available.

E.

Why is the invention better than these old approaches? Invention allows a
system where all events are defined in a set format, allowing visualtion of events,
and selective display of events. This in turn allows correlation and consolidation
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of events across many different, but related, technologies such as storage and
networks. This vastly reduces the labour effort required in system andn network
management, and reduces the skill level requirements for front line system and
network management in a problem management environment (such as a help
desk).
F.

Attach at least one drawing or sketch of the invention if available.
(Attach or scan and send drawing or sketch in a separate document)

G.

Describe the invention, how it is used, and how it operates. Invention is deployed
on existing Enterprise Management implementations, such as Computer
Associates' Unicenter TNG. All event messages, from all sources, are reformatted
to standard. This involves prefixing all error messages with "business string".
This prefix is added at the agent level where possible, or at the enterprise manager
level otherwise. The events are then displayed with the prefix, allowing them to
be sorted and managed by the event message standard. The "business string" is
used for routing within the problem management system. The original error
message follows after the business string. This has been deployed across all of
Compaq's outsourcing customers in Australia and New Zealand, and is being
included in new global outsourcing initiatives, which includes working with
Compaq groups in system and network management, such as the storage products
group, to define their error messages in this format. Commercial products which
have now had their event messages reformatted include, Unicenter TNG, BMC
Patrol, Compaq Insight Manager, HP OpenView and numerous smaller system
and network management products.

H.

Describe the construction and structure of the preferred implementation of the
invention. As described above, the original error message is reformatted to
include the "business string" to the beginning of the error message. Where
possible, the acual error message is constructed using the business string. Where
the code for this is not open, or available, the error message from the management
station or log file, is reformatted to the standard and then redisplayed with the
"business string". This means the event messages visible on the central enterprise
management station are all in the "business string" format, allowing routing,
consolidation, correlation and easy visualisation of event messages.

I.

Is the invention designed to conform or enhance any industry standard?
3 Yes Q No □ Don’t Know
If so, what industry standard? Simple Network Management Protocol (SNMP)

ADDITIONAL INVENTORS:
C.____________________________________________ __________________________________
Last Name
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Home Street Address

Home Phone

Pager Number

City

State

Zip

Citizenship

Work Phone

Work Fax

Mail Code

Employee #

Name of Employer (if NOT an employee of Compaq)

Name of Supervisor

GROUP
□ con
□ ESSG

□ CPCG
□ MFG
□ TCD

DIVISION
H Presario Mobile □ Peripherals □ Desktop □ Internet Services □ Con. Adv. Tech.
□ Industry Standard Servers □ Storage Products □ Telecommunications □ High Perf. Server Bus. Unit □
Unix Bus. Unit Q NonStop™ e-Business □ Compaq Services □ Professional Services □ Alpha □
Tandem Bus. Unit
□ Workstations □ Desktop □ Displays & Peripherals □ Portables □ Small & Medium Business
□ Research & Development

D.
Given First Name

Last Name
Home Street Address

Nickname (if any)

Middle Initial/Name

Home Phone

Pager Number

City

State

Zip

Citizenship

Work Phone

Work Fax

Mail Code

Employee #

Name of Employer (if NOT an employee of Compaq)

Name of Supervisor

GROUP
□ con
□ ESSG

□ CPCG
□ MFG
□ TCD

DIVISION
□ Presario Mobile □ Peripherals □ Desktop □ Internet Services □ Con. Adv. Tech.
□ Industry Standard Servers □ Storage Products □ Telecommunications □ High Perf. Server Bus. Unit □
Unix Bus. Unit □ NonStop™ e-Business □ Compaq Services □ Professional Services;
□ Alpha □
Tandem Bus. Unit
□ Workstations □ Desktop □ Displays & Peripherals □ Portables □ Small & Medium Business
Zl Research & Development

E.
Last Name

Given First Name

Home Street Address

Nickname (if any)

Middle Initial/Name

Home Phone

Pager Number

City

State

Zip

Citizenship

Work Phone

Work Fax

Mail Code

Employee #

Name of Supervisor
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GROUP
□ CON
□ ESSG

□ CPCG
□ MFG
□ TCD

DIVISION
I] Presario Mobile Ed Peripherals Ed Desktop Ed Internet Services Ed Con. Adv. Tech.
I~~l Industry Standard Servers Ed Storage Products Ed Telecommunications Ed High Perf. Server Bus. Unit Ed
Unix Bus. Unit Ed NonStop™ e-Business Ed Compaq Services Ed Professional Services Ed Alpha Ed
Tandem Bus. Unit
U Workstations Ed Desktop Ed Displays & Peripherals Ed Portables Ed Small & Medium Business
Id Research & Development
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ENTERPRISE MANAGEMENT EVENT MESSAGE FORMAT
CROSS-REFERENCE TO RELATED APPLICATIONS
[0001]

Not applicable.

STATEMENT REGARDING FEDERALLY SPONSORED
RESEARCH OR DEVELOPMENT
[0002]

Not applicable.

BACKGROUND OF THE INVENTION
Field of the Invention
[0003]

The present invention relates generally to error processing. More particularly,

the invention relates to a centralized error processing system and a standardized format for
how computer systems being monitored provide their error messages to the centralized
error processing system.

Background of the Invention
[0004]

With the advent of network communication links and remote connectivity

between computers and computer networks, it has become possible to manage, trouble
shoot and control computer systems from a remote location.

In fact, some companies

provide such a service to their customers. The service generally includes monitoring the
customer’s system for errors, diagnosing problems and fixing whatever problems arise. By
providing such a service, the client need not maintain a large infrastructure of software,
monitoring equipment and expertise in house.
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[0005]

Although this concept is relatively straightforward in principle, it is not without

complication. For instance, some management systems monitor thousands of servers and
other types of network devices for their various clients.

Management systems of this

capacity may have to receive millions of event messages per day from the clients’ systems.
Each client may have different types of systems and software. The format for how errors
are reported from one client’s system may be different than the format for error reporting
by another client. Even within a single client computer system, errors may be reported in a
variety of formats due to the client having disparate hardware devices and software
provided by different manufacturers. In conventional centralized management systems, the
management system must simply provide a different type of interface for each disparate
client. This typically requires a multitude of different computer displays to provide the
event messages to the operators of the management system. Having to account for and
respond to error messages in a variety of different formats is extremely cumbersome and
requires personnel with considerable technical expertise. Further, it can be very difficult to
correlate problems being reported by different clients to determine if certain errors are
caused the clients’ systems or are caused by defects in the hardware or software provided to
the clients by third parties.
[0006]
solution

Accordingly, a solution to the aforementioned problem is needed.
should

make

centralized

management

of client

systems

easier,

Such a
more

straightforward, and more efficient. Despite the advantages such a system would provide,
to date no such system is known to exist.
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BRIEF SUMMARY OF THE INVENTION
[0007]

The problems noted above are solved in large part by a centralized error

processing system. The system receives error messages (also called “event alerts”) from
one or more clients. The error messages identify an error that has occurred on the client’s
system. The error messages are funneled from the various clients to the centralized error
processing system for error analysis and resolution.
[0008]

In accordance with the preferred embodiment of the invention, the errors are

provided from the various, potentially disparate, computer systems in a common format.
The format preferably includes a plurality of fields of information that includes an event
identifier, a date/time field, a server identifier, a business string, a severity level, and a
message. The business string field comprises a slash (“/”) delimited string comprising a
plurality of elements that specify such information as a customer identifier, a business
designation, a product code, a product type, a managed object type, a type, an agent an a
manager identifier.
[0009]

The standard format can be adopted by the clients themselves. Alternatively,

the centralized system can reformat the clients’ error messages into the standard format.
By forcing the error messages to comply with the standard format, the errors can be
managed more efficiently than was previously possible. This and other advantages will
become apparent upon reviewing the following disclosures.

BRIEF DESCRIPTION OF THE DRAWINGS
[0010]

For a detailed description of the preferred embodiments of the invention,

reference will now be made to the accompanying drawings in which:
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[0011]

Figure 1 shows a system diagram of the event manager and its use in

monitoring messages in a standard format from various client agents;
[0012]

Figure 2 shows an exemplary format for an event alert message including a

business string; and
[0013]

Figure 3 shows an exemplary format of the business string of Figure 2.

NOTATION AND NOMENCLATURE
[0014]

Certain terms are used throughout the following description and claims to refer

to particular system components.

As one skilled in the art will appreciate, computer

companies may refer to a component and sub-components by different names.

This

document does not intend to distinguish between components that differ in name but not
function.

In the following discussion and in the claims, the terms “including” and

“comprising” are used in an open-ended fashion, and thus should be interpreted to mean
“including, but not limited to...”. Also, the term “couple” or “couples” is intended to mean
either a direct or indirect electrical connection. Thus, if a first device couples to a second
device, that connection may be through a direct electrical connection, or through an indirect
electrical connection via other devices and connections. The term “event alert” is intended
generally to refer to a piece of information that indicates the existence of an error. An
event alert, not only may identify that an error has occurred, but may also characterize the
nature of the error. To the extent that any term is not specially defined in this specification,
the intent is that the term is to be given its plain and ordinary meaning.
DETAILED DESCRIPTION OF THE PREFERRED EMBODIMENTS
[0015]

Referring now to Figure 1, system 100 is shown constructed in accordance with

the preferred embodiment of the invention. As shown, system 100 preferably includes an
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event manager 102, help desk 104, mid-level managers 110-114 and client agents 120-124.
Each of the components shown in Figure 1 is generally implemented in software running
on a computer as would be well known to those of ordinary skill in the art. System 100
generally functions to monitor client computer systems for problems, diagnose the
problems are correct are cause to be corrected such problems.

The clients’ computer

systems being monitored and managed by system 100 are represented in Figure 1 as
systems 130, 132 and 134. It should be understood that each client system may comprise a
single computer system or comprise a plurality of computers or computer devices such as
servers, storage devices, network switches, and other types of computer-related devices.
[0016]

Each client agent 120-124 preferably comprises monitoring software that runs

on the client’s system being monitored. As shown, each client includes one or more agents
that monitor various functions of the client. Agents may monitor hardware health and may
monitor applications that run on the clients’ systems. Multiple agents may be needed to
monitor the client’s hardware components.

Exemplary agents include Sentinel,

GENSNMP and the Compaq Insight Manager.
[0017]

In accordance with the preferred embodiment, the agents 120-124 communicate

with the mid-level managers 110-114 and the mid-level managers, in turn, communicate
with the event manager 102. Error messages thus are routed from the agents through the
mid-level managers to the event manager. The mid-level managers 110-114 may be part of
the clients’ operation or may be provided separate from the clients. The event manager 102
preferably is implemented in software that runs in a centralized data center. The help desk
104 may be one or more computers or consoles operated by technical assistants. These
people review client problems provided to their displays (not specifically shown) by the
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event manager 102. The people at the help desk generally cause or authorize certain fixes
to occur to client systems by sending electronic messages to the client systems to
reconfigure the client.

Also, the help desk personnel may contact third party technical

support persons to conduct an “in person” visit to the client’s site to repair a problem {e.g.,
replacement of hard drive or server).
[0018]

The problems of centralized problem detection and management noted above

are solved by implementing a common format that is used throughout system 100 to
packetize event alerts. One suitable event alert format is shown in Figure 2. As shown,
event alert 180 preferably includes six fields of information 182-192. The order of the
fields can be varied as desired as well as the content of each field. Figure 2 is intended only
to be exemplary of one possible event alert format; many other formats exist as would be
appreciated by those skilled in the art.
[0019]

Referring still to Figure 2, field 182 preferably includes an event identifier

value. This value may be a number automatically generated to provide system 100 a means
to track the event alert. As such, event identifier value 182 is akin to a tracking number.
Field 184 preferably includes an indication of the date and/or time that the event alert
message was created. Field 186 identifies the client’s server that pertains to the problem
detected. Field 188 includes a “business string” which will be described in detail below.
Further, field 190 comprises a severity level that designates how sever the problem is
identified in the event alert. Finally, field 192 includes information about the alert itself
that cannot be detailed in fields 182-190.
[0020]

The business string field 188 is shown further in Figure 3. Business string 188

preferably provides a unique combination of business requirements as well as technical
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details in a standardized format for each message. The business string 188 preferably is a
slash (“/”) delimited alphanumeric character string, although other formats could be
adopted as well. The various elements of the business string 188 include a customer 200,
business designation 202, product category 204, product type 206, managed object type
208, agent 212, and manager 214. Preferably, each element of the business string is kept as
short as possible while still maintaining meaning within the organization framework with
which the messages are used. The information used to assemble the business string 188
may be stored in lookup tables (not specifically shown in Figure 1) in the agents 120-124
and/or mid-level managers 110-114.
[0021]

Most customers can be identified with a three character abbreviation and as

such, the customer element is three characters long in accordance with the preferred
embodiment.

Examples of suitable customer abbreviations include “CPQ” for Compaq

Computer Corp. and “FRC” for Freight Corp. Ltd.
[0022]

The business designation element 202 indicates the business unit within the

client's system to which the problem pertains.

Business designations may be a 1-2

character field as summarized in Table 1 below.
Table 1. Business Designations
p

Production system. Used to designate that the reported message relates to a production
system.
Solutions test. The associated message comes from a system used for solutions testing.
DEVELOPMENT. THE PARTICULAR MESSAGE COMES FROM A
DEVELOPMENT SYSTEM.
Disaster Recovery. The message in question is from a DRP or disaster recovery system.
24 hour. The system in question is covered by a 24x7 SLA (service level agreement).

s
D
Z
24
[0023]

The product category element 204 indicates the type of device or system that

has caused the alert message to be generated. This element preferably is a two to four
character string such as those exemplary product categories identified below in Table 2.
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Table 2. Product Category
OS

Operating System. The message pertains to some component of the OS

HW

Hardware. The message sent relates to a physical hardware issue

NET

Networks. The message sent relates to a network device or issue

APP

Application. The message sent relates to an application issue

SEC

Security. The message sent relates to a security matter (i.e., Firewall, Virus,
etc...)

[0024]

Referring still to Figure 3, preferably for each product category 204, there is one

or more product types 206. As such, the product type element 206 indicates the type of
component that has failed or otherwise caused the alert message 180 to be generated.
Tables 3-6 provide suitable product type designations for various types of products. Table
3 provides product types for various operating systems, while Table 4 provides product
types for various hardware components, such as disks, processors and memory. Tables 5
and 6 pertain to product types for networks and security, respectively. Product types for
applications are not specifically shown in the following tables, but preferably include a
short single word of between 3 and 8 characters which designates the application being
monitored.
Table 3. Product Type for OS (Operating System)
VMS

VMS. Represents the operating system by the same name

WNT

WNT. Represents Microsoft Windows NT

DUN

DUN. Represents Digital Unix / Compaq True64 Unix

SOL

SOL. Represents Solaris Unix, an operating system from Sun
Microsystems

HPUX

HPUX. Represents HP Unix, a Unix operating system from Hewlett
Packard

AIX

AIX. Represents a Unix operating system by the same name from IBM

Table 4. Product Type for HW (Hardware Components)
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DSK

DSK. Represents a disk or disk resource from the system hardware perspective

CPU

CPU. Represents the centralized processor / processors from a system hardware
perspective

MEM

MEM. Represents the RAM memory from a system hardware perspective

Table 5. Product Type for NET (Networks)
RTR

RTR. Represents a router used in the network.

HUB

HUB. Represents either a repeater / hub used in the network.

SWTCH

SWTCH. Represents a switch used in the network.

BRDG

BRDG. Represents a bridge used in the network.

Table 6. Product Type for SEC (Security)
FW

FW. Represents a message which has come from a firewall or filtering device

VIRUS

VIRUS. Represents a message / alert which has come from a virus product (i.e.,
NAV, etc...)

[0025]

The managed object types element 208 preferably are registered in a database

and associated with a product type.

Each product type should have a set of specific

managed objects which a message alert describes. The same managed object type code can
be used for other product types as long as they have a similar meaning. For example, a
“disk near full” (DNF) could be one managed object type. A DNF managed object could
apply both to an application (APP) as well as an operating system (OS).
[0026]

The agent element 212 identifies the monitoring agent 120-124 that initially

identified the error. This element preferably includes an alphanumeric string specifying the
agent by its name (e.g., Sentinel, Compaq Insight Manager, etc.). Finally, the manager
element 192 identifies the manager pertaining to the client having the error.
[0027]

Referring again to Figure 1, in accordance with the preferred embodiment,

event alerts are formatted at the earliest opportunity in the monitoring chain. As such,
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agents 120-124 preferably generate the event alerts in a standardized format, such as that
described above. Alternatively, the agents may provide error messages in formats unique
to each agent and client and the mid-level managers 110-114 can reformat the error
messages into the common standardized format.
[0028]

Regardless of where or how the event alerts are created, they are ultimately

provided to the event manager 102 for analysis. With all event alerts in one format, and in
one database in the event manager 102, there is a wealth of information readily available
for display and data mining. The information can be shown on a display that is part of or
coupled to the event manager 102 or the help desk 104. The event display can be based and
sorted on any field including any components of the business string. For example, similar
types of errors can be analyzed across multiple customers. If the same type of error is seen
to occur with more than one client, it might be hypothesized that the error is cause by a bug
in a third party’s software application and thus is not caused by the client systems
themselves. Thus, a support technician can examine the database of commonly formatted
event alerts at the event manager and sort the list by alert type. Once sorted in this fashion,
the technician could determine whether that same error is indeed occurring in many client.
[0029]

The database of commonly formatted event alerts also permits individual clients

to be managed in a more efficient process than was previously possible. Using the event
manager, a technician can sort all of a target client’s event alerts by the severity field 190
(Figure 2). Thus, the technician could quickly and efficiently obtain a list of all severity
level 1 (highest severity) event alerts and resolve those problems before tackling the
client’s errors of lower severity.
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[0030]

The business string 188 could also be modified to include other types of

information. For example, the business string could include a business severity field. The
business severity allows the distinction between a severe technical problem with a noncritical system and a minor problem with a critical system.
[0031]

By having all events in the same format quickly permits the underlying cause of

a problem to be determined. For example, a hardware agent indicating that a disk drive had
failed would allow operating system messages about problems with a filesystem containing
the effected disk and application errors associated with the same filesystem to be
disregarded. Further, some monitoring software can be too "sensitive" about events. That
is, problems may be reported that are not really problems at all. Receiving event alerts
from more than one source increases the confidence that the message is correct. Thus, a
confidence rating element can be incorporated into the business string.
[0032]

The confidence rating (which preferably would be on a scale of 0 to 1) allows

for event correlation and the use of predictive technology, such as neural networks to be
applied to the database of events. This means that a greater number of agents reporting a
problem, the greater the correlation, and the greater the confidence that the error messages
is a cause and not a symptom of a problem. The confidence rating from event correlation
comes from consolidating the same message from different sources.
[0033]

The confidence rating from neural network agents is a predicted event. As time

passes and some of the predicted behavior comes to pass, the confidence rating can be
increased until it reaches a level where remedial action can and should be commenced. The
predicted event and the observed events are correlated in this regard. Having the event
alerts in a common format facilitates this correlation.
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In addition to reporting, tracking and analyzing problems associated with the

clients’ hardware and software infrastructure, the aforementioned common format principle
can be extended to provide for application-based alerts. To this end, a client’s applications
(e.g., an accounting database program, word processor, web browser, etc.) can be modified
to implement the event alert format described above.

Accordingly, event alerts can be

provided to the event manager 102 from the various clients (via application monitoring
agents) in a common format that specify to the event manager the client, the application,
the type of error and other information that may be useful in diagnosing the problems with
the clients’ applications.
[0035]

The aforementioned system also advantageously permits the help desk to be

staffed with less “technical” people to “understand” the error messages, or at least the
implication of the error message.

Based on the business string part of the event alert,

various personnel can react to an error and route the error without having to understand
what the technical part of the error message means.
[0036J

The above discussion is meant to be illustrative of the principles and various

embodiments of the present invention.

Numerous variations and modifications will

become apparent to those skilled in the art once the above disclosure is fully appreciated. It
is intended that the following claims be interpreted to embrace all such variations and
modifications.
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CLAIMS
What is claimed is:
1

1.

A method of monitoring one or more disparate computer systems for event errors,

2

comprising:

3

(a)

receiving an event alert from one of the computer systems formatted in a

4

standard format comprising a business string which includes a plurality of

5

fields of information indicative of the nature of an error;

6

(b)

determining the nature of the error by analyzing said business string; and

7

(c) responding to the error.

1

2.

The method of claim 1 wherein the plurality of fields in the business string includes a

2

customer identifier, a product code, and a product type.

1

3.

2

customer identifier, a business designation, a product code, a product type, a managed object

3

type, a type, an agent an a manager identifier.

1

4.

2

the group consisting of an operating system, a hardware component, a network device, an

3

application, and a security feature.

1

5.

2

the product code.

The method of claim 1 wherein the plurality of fields in the business string includes a

The method of claim 3 wherein said product code is indicative of a product selected from

The method of claim 4 wherein said product type is indicative of a type corresponding to
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1

6.

2

selected from the group consisting production, solutions testing, development, and a disaster

3

recover.

1

7.

2

storing said event alerts in a central database, and sorting said event alerts according to any one or

3

more of the fields in the business string.

1

8.

2

severity level.

1

9.

2

date and time, a server identifier, a severity level, and an error message.

1

10.

2

comprising:

3

(a)

receiving an event alert from one of the computer systems;

4

(b)

formatting said event alert in a standard format comprising a business string

The method of claim 3 wherein said business designation is indicative of a business type

The method of claim 3, wherein further including receiving a plurality of event alerts,

The method of claim 1 wherein said event alert also includes an error event identifier and a

The method of claim 1 wherein said event alert also includes an error event identifier, a

A method of monitoring one or more disparate computer systems for event errors,

5

which includes a plurality of fields of information indicative of the nature of

6

an error;

7

(c)

determining the nature of the error by analyzing said business string; and

8

(d) responding to the error.

1

11.

The method of claim 10 wherein the plurality of fields in the business string includes a

2

customer identifier, a product code, and a product type.
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1

12.

The method of claim 10 wherein the plurality of fields in the business string includes a

2

customer identifier, a business designation, a product code, a product type, a managed object

3

type, a type, an agent an a manager identifier.

1

13.

2

the group consisting of an operating system, a hardware component, a network device, an

3

application, and a security feature.

1

14.

2

the product code.

1

15.

2

selected from the group consisting production, solutions testing, development, and a disaster

3

recover.

1

16.

2

formatting said event alerts in the standard format, storing said formatted event alerts in a central

3

database, and sorting said formatted event alerts according to any one or more of the fields in the

4

business string.

1

17.

2

a severity level.1

1

18.

2

date and time, a server identifier, a severity level, and an error message.

The method of claim 12 wherein said product code is indicative of a product selected from

The method of claim 13 wherein said product type is indicative of a type corresponding to

The method of claim 12 wherein said business designation is indicative of a business type

The method of claim 12, wherein further including receiving a plurality of event alerts,

The method of claim 10 wherein said event alert also includes an error event identifier and

The method of claim 10 wherein said event alert also includes an error event identifier, a
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1

19.

A computer system, comprising:

2

an event manager; and

3

mid-level managers coupled to said event manager;

4

wherein said mid-level managers are adapted to receive error messages from disparate

5

client monitoring agents, said error messages comporting with a standardized

6

format that includes a business string, said business string includes a plurality of

7

fields of information indicative of the nature of an error.

1

20.

The computer system of claim 19 wherein said plurality of fields of information in the

2

business string includes a customer identifier, a product code, and a product type.

1

21.

2

business string includes a customer identifier, a business designation, a product code, a product

3

type, a managed object type, a type, an agent an a manager identifier.

1

22.

2

selected from the group consisting of an operating system, a hardware component, a network

j

device, an application, and a security feature.

1

23.

2

corresponding to the product code.

1

24.

2

business type selected from the group consisting production, solutions testing, development, and a

3

disaster recover.

The computer system of claim 19 wherein said plurality of fields of information in the

The computer system of claim 21 wherein said product code is indicative of a product

The computer system of claim 22 wherein said product type is indicative of a type

The computer system of claim 21 wherein said business designation is indicative of a
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25.

The computer system of claim 19 wherein said error message also includes an error event

identifier and a severity level.

26.

The computer system of claim 19 wherein said error message also includes an error event

identifier, a date and time, a server identifier, a severity level, and an error message.
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ABSTRACT
A centralized error processing system receives error messages from one or more
clients. The error messages identify an error that has occurred on the client’s system. The
error messages are funneled from the various clients to the centralized error processing
system for error analysis and resolution.

Preferably, the errors are provided from the

various, potentially disparate, computer systems in a common format.

The format

preferably includes a plurality of fields of information that includes an event identifier, a
date/time field, a server identifier, a business string, a severity level, and a message. The
business string field comprises a dash (“/”) delimited string comprising a plurality of
elements that specify such information as a customer identifier, a business designation, a
product code, a product type, a managed object type, a type, an agent an a manager
identifier.
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Background

In 1999 the Unicenter TNG and EMU deployment at Optus was nominated by Computer
Associates for its annual global awards, called Software Achievement Awards. The author and
his team won one of the 10 Unicenter TNG categories, “Network Management” award. We then
won the overall award, the “Unicenter TNG Grand Prize” which was selected from the 10
category winners.
For winning the award our employer, Compaq, received US$100,000 for marketing purposes, and
we also received US$100,000 for the charity of our choice. We nominated Ian Kiernan’s “Clean
Up Australia”.
The following pages are the press releases around the two awards. The awards ceremony was
held at CA World in New Orleans. Also attached is The Australian newspaper dated 13th July
1999 which ran the story about the awards. Included is an image scan of the article and an on
line text extract from The Australian newspapers online archives.
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Press Release 1

COMPUTER ASSOCIATES NAMES WINNERS OF UNICENTER TNG/JASMINE
SOFTWARE ACHIEVEMENT AWARDS COMPETITION
CA Honors 10 Companies From Around The World For Solutions That Impact Business
And Society; Grand Prize Winner To Be Announced at CA-World 1999
ISLANDIA, NY, July 1, 1999-Computer Associates International, Inc. (CA) today named 10
companies from around the world as winners of the second annual Software Achievement
Awards.
Hundreds of CA partners, clients, systems integrators and platform providers submitted
applications for the second annual contest, which honors high impact solutions for business and
society based on CA’s Unicenter TNG and Jasmine. The grand prize winner will be announced at
CA-World 1999, July 18-23 in New Orleans.
"In light of the sophistication and complexity of today's IT environments, the achievements of
this year's nominees would be impressive enough from an engineering point of view alone," said
Russell M. Artzt, CA executive vice president of research and development "But, with
information technology playing such a strategic role in the bottom-line performance of today's
communications-intensive organizations, these accomplishments define it takes to succeed and
excel in the age of electronic commerce."
The winners and the categories in which they were evaluated follows:
Greatest Unicenter TNG Business Benefit
SABRE—which created a Unicenter TNG agent that monitors their extensive worldwide network
of reservations systems and enables them to proactively maintain a consistently high level of
availability. These systems support hundreds of millions of transactions annually, and are critical
to their numerous customers, including American Airlines and USAirways.
Best Unicenter TNG Non-IT Device Management
Tecnologia Bancaria SA—which developed an agent for the automatic teller machines in their
nation-wide network of banks and financial institutions in Brazil. The agents monitor the health,
welfare and security of the devices and the network, and enable administrators to provide
proactive management through a global view of the total environment.
Best Unicenter TNG Internet Technology
Sequel Technology—which engineered their Internet Resource Manager to work with the
Distributed State Machine in Unicenter TNG to monitor and collect IP network traffic flow data
and to aggregate the information into an IP repository. This data can then be correlated down to
the specific user for real time network management as well as better usage accounting.
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Best Unicenter TNG Network Management
Compaq Computer Australia Pty Ltd—which has deployed Unicenter TNG to provide
outsourcing management of their extensive Australian and New Zealand customer base consisting
of over 2,000 servers and 25,000 desktops. The new Operations Management Centres can now
quickly deploy agents and initialize service for their growing list of customers in their territories.
Best Unicenter TNG IT Intelligent Agent
Beta80 S. p. A. — which created a Unicenter TNG intelligent agent to trace and control the print
spooling processes of approximately 1,000 insurance agencies across Italy. The agent enables
proactive and policy-based management for all the printers in the network and, by automatically
solving abnormal conditions, it saves about 20,000 calls per year to the Agency help desk.
Most Creative Unicenter TNG Application
PageNet—which has developed a Wireless Messaging Component for Unicenter TNG enabling
remote system administrators to send and receive event management console messages via
PageNet’s 2-Way paging devices from virtually anywhere in the United States. This integrated
solution enables greater flexibility and extends the area of control for the managers of distributed
technology solutions.
Best Unicenter TNG Application Agent
FirstSense Software, Inc.—which developed a solution that monitors, manages and reports
application performance and service level management from the end-user perspective. The
integration with Unicenter TNG provides console views of the application health of; SAP,
PeopleSoft, Oracle Financials, MS Exchange, Lotus Notes as well as web-based and in-house
applications. The solution enables functional managers to proactively monitor and manage their
technology support systems.
Greatest Jasmine Business Benefit
Cambridge Information Systems—which developed the WebEnsemble Framework with Jasmine
to implement digital asset management with workflow, versioning, indexing and retrieval and
change control. WebEnsemble streamlines the entire editing, approval and management of
documents, images, and multimedia content from a Jasmine server, deployed via Java
applications or in a Web browser.
Most Creative Jasmine Application
QSP—which build a Financial Collaborator to provide complete automation for input, workflow
and retrieval of budgeting information via Web-based networks, with all content managed by
Jasmine. Using Jasmine’s object oriented infrastructure, QSP has delivered the unique capability
to allow multiple people to define budgets with on-line discussions and negotiations, while still
enabling the finance department to monitor the entire budgeting process.
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Most Humanitarian Jasmine Application
The Metropolitan Police Service, the largest police form in the United Kingdom, which is
adoping Jasmine as part of a new initiative to support digitally-driven policing. The goal is to
reduce the number of crimes in London and solve them faster by by promoting better intelligence
sharing across police divisions.
The winner in each category' will receive $100,000 of CA software CA partners get $100,000 in
marketing development funds. The Grand Prize Award winner will also receive a $100,000 check
made out to their favorite charity. In addition, all nominees are eligible to receive a licensed copy
of Unicenter TNG Framework, Unicenter TNG Software Development Kit and Jasmine
Developer Edition CDs.
Hewlett-Packard Company won the grand prize last year for its integration of HP TopTools with
Unicenter TNG.

All referenced product names are trademarks of their respective companies.

C.1.2.

Press Release 2

Contact: Ilona Mohacsi, (516) 342-2542 or ilona.mohacsi@cai.com
COMPAQ WINS GRAND PRIZE IN COMPUTER ASSOCIATES’
UNICENTER TNG/JASMINE SOFTWARE ACHIEVEMENT AWARDS
COMPETITION
“With Unicenter TNG, We’re Able To Meet Customer Demands
For Rapid Delivery of Services for Business-Critical Operations”
CA-WORLD, NEW ORLEANS, July 20, 1999--Computer Associates International, Inc. (CA)
today named Compaq Computer Australia Pty Ltd. (Compaq), which uses Unicenter TNG to
provide infrastructure outsourcing services in Australia and New Zealand, as the grand prize
winner of the Unicenter TNG/Jasmine Software Achievement Awards competition.
Eleven other companies also won awards for using Unicenter TNG or Jasmine to create business
and consumer high-impact solutions. Hundreds of CA partners, clients, systems integrators and
platform providers submitted applications for the second annual contest. Hewlett-Packard Co.
won the grand prize in 1998 for its integration of HP TopTools with Unicenter TNG.
“This contest is designed to recognize and share the successes of CA’s partners and clients as
they continue to develop innovative solutions,” said CA Chairman and CEO Charles B. Wang.
“The quality of the entries we received and the overall value added to the Unicenter TNG and
Jasmine portfolio of solutions made it extremely challenging to select the winners. We are
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pleased to honor Compaq as well as the semifinalists who are using Unicenter TNG and Jasmine
to create powerful tools and processes to address their pressing business challenges.”
Compaq Services won the “Best Unicenter TNG Network Management” award for the increase in
business value that Unicenter TNG delivered, allowing Compaq to provide superior remote
systems management. Grand prize status was achieved based on the benefits of managed services
for problem prevention and resolution to achieve maximum systems availability.
Compaq designed and implemented one of the largest deployments of Unicenter TNG in the
Southern Hemisphere within the past year. From Compaq’s Operations Management Center
(OMC) based in Rhodes, Australia, the company manages more than 2,000 servers and 25,000
desktops using Unicenter TNG. The company plans to increase the number of managed servers to
4,000 and to introduce environmental and application monitoring into the infrastructure within the
next 12 months.
(more)
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Compaq Wins Grand Prize In CA’s Software Achievement Awards Competition, page 2

“The greatest impact Unicenter TNG has on Compaq’s outsourcing business is its ability to allow
us to offer our clients solutions that they require based on a common infrastructure,” said Tim
Leisman, vice president and general manager, Compaq Operations Management Services. “With
Unicenter TNG we’re able to meet customer demands for rapid delivery of services for their
business-critical operations.”
Last year, the fonner Digital Worldwide Services, now Compaq Services, won the award for
“Most Effective Use of Unicenter TNG Solutions.” That award recognized the role Unicenter
TNG played in managing systems for a major European retailer.
“Compaq and the Australian services team are delighted to have received this award,” said
Leisman. “Unicenter TNG is an important part of our ability to deliver FutureSourcingsm
services. Our customers rely on us to deliver capability, capacity and coverage as they move to
new applications such as NonStop ReBusiness to gain competitive advantage.”
As the grand prize award winner, Compaq will receive a $100,000 check made out to its favorite
charity.
Computer Associates International, Inc. (NYSE: CA), the world leader in mission-critical
business computing, provides software, support and integration services in more than
100 countries around the world. CA has more than 17,500 employees and had revenue of
$5.3 billion in fiscal year 1999.
For more information about CA, please call 516-342-5224 or e-mail info(a),cai. com. CA’s
World Wide Web address is www.cai.com.
###

All referenced product names are trademarks of their respective companies.
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Australian Newspaper article 13 July 1999

(extract from page 45)
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Same article from online archive
THE AUSTRALIAN
Edition 1TUE 13 JUL 1999, Page 045
Award-winning integration team
By MARK HOLLANDS

* Outsourcing
KEEPING track of 25,000 desktop computers and 2000 servers in more than 30 blue-chip
organisations is no easy task.
But nobody does it better, using Computer Associates Unicenter TNG enterprise management
network, than Compaq's Operations Management Centre in Sydney.
Compaq has won CA's annual prize for Global Software Excellence, beating hundreds of
systems integrators and platform services providers from around the world.
The inaugural winner last year was the US-based staff of Hewlett-Packard who integrated Open
View into Unicenter.
The integration of Unicenter TNG on to the new Compaq Tru64 Unix platform was a
significant factor in winning the award, according to Tony Parsons, a senior technical
consultant at Compaq's Operations Management Centre.
"It was a 12-month project," Mr Parsons said.
"We had problems working with the architecture that we eventually overcame and a lot of time
was spent training staff.
"Our customers have different environments and we don't force them to use LInicenter.
"We had to build extra security into the system so that each client only sees their own data."
He said Compaq developers had built a "core bridging" component into Unicenter that allowed
the company to replicate client data on clusters of NT 4.0 Enterprise Servers after it had passed
through a series of firewalls.
More than 160 service staff work at the Compaq centre, watching over the networks of some of
Australia's largest companies, such as Optus, was well as large transport companies and
government departments.
They take 750,000 calls a year from clients, contributing to the centre's reputation as the biggest
Unicenter implementation in the Southern Hemisphere.
Compaq Services director Graeme Shorter said his company had shown it could push the
envelope in its implementation of Unicenter. One of the benefits had been an internal upgrade
of Sydney's position as a global outsource centre within Compaq.
Mr Shorter explained: "We used to be a satellite service centre and the main hub was in
Singapore.
"Now we have been reassigned as the Asia-Pacific hub joining similar centres in Dublin and
Colorado."
He said the award would show that Compaq had world-class credentials. CA had taken an
active interest in how Compaq implemented its technology and had asked Mr Shorter to make a
submission for the award.
Mr Shorter said a key component of the Compaq business -- a Digital unit before the $US9.7
billion ($14.6 billion) takeover 12 months ago -- was the ability to integrate their clients'
technology into Unicenter.
One of the most popular platforms was HP's Open View, but Unicenter could handle other
technologies such as Cisco router and switch software.
Mr Parsons said Compaq had employed many automated systems that had improved service
levels anH reduced network bottlenecks which were resnonsible for loss of nrodnctivitv
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"We carry out constant health checks on our clients' systems. That allows us to be proactive,
which has benefits for the bottom line," he said.
Mr Shorter said the award would help strengthen the business because professional
organisations like to be reassured that their outsourcer is best-in-class.
Business for Compaq Services appears to be booming. Its revenues grew 170 per cent in the
first six months of this year, compared with the corresponding period 12 months earlier. "We
have grown enormously since the Digital takeover," Mr Shorter said.
"A real mind-set exists in the Australian market that accepts outsourcing as the preferred
option to run large IT systems.
"In this area, we are streets ahead of many other countries."
Compaq's Operations Management Centre is supported by a sales force of 70.
The services unit also has a 21-strong engagement team that is responsible for setting out the
contracts and conducting a client's move to the management centre, as well as customer service
and on-selling additional outsourcing services and products.
www.compaq.com.au
www.ca.com
Illus: Photo
Column: Computers
Section: FEATURES
© Copyright. All rights reserved. Most articles on Newstext are copyright News Limited. Some
copyright is owned by third parties. You may read this article on-screen or print it once for your
own personal use. You may not make further copies, forward it by email, post it on an internet
or intranet site or make any other use of it without written permission from us. These and any
copyright licensing queries should be sent to us at newstext@newsltd.com.au
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Requirements for an Operations Management Centre

D.l.

Technology requirements of HP’s Operations Management
Centres (OMCs)

D.1.1.

Business Principles

HPMS has a plan to aggressively grow market share in the outsourcing arena both by organic
growth in existing markets and entering new markets (e.g. Application Support and Business
Process Outsourcing). In order to achieve this successfully it will be necessary to build a solid
platform encompassing these principles:
•

•

•

•

•

•

Professional Quality - HP needs to demonstrate that the services delivered will be of
better quality that a customer’s internal IT department can deliver and at least the
equal of our competitors. This means we need to have certainty' that we can deliver
what we have promised.
Competitive Cost - HP must drive delivery to be unit cost competitive with the
outsourcing market. This includes not only delivering to price, but also to have
underlying data to support the context under which a price is set. This will include
collateral such as detailed service descriptions, consistent processes, OPEX control,
and workforce task analysis, among many other factors.
Up-sell Leverage - A byproduct of MS service delivery must be a requirement to
gather, protect, and store intellectual property about our accounts and the
marketplace(s) in which we operate in a way which will assist in identifying
opportunities to expand business.
Baseline for Excellence - As a technology leader MS must have a baseline of services
and enabling technologies which will demonstrate that we can bring value to
customers beyond asking the customer to define detailed technology/process
requirements. We must be able to satisfy the customer’s business requirements by
delivering against our baseline processes and technologies at best cost/margin to HP.
New Market Options - Given the stated desire for HPS to enter new outsourcing
markets, the processes and technologies we embrace in the Technology Architecture
must be extensible in nature to allow expansion without the necessity to reconstruct
the existing environment or disrupt the quality of delivery to existing
markets/accounts.
Data and Metrics - The MSDD organisation must have two views of data and metrics.
Firstly, there must be an inward-facing view that is built to ensure services are
delivered with professional quality. This view must ensure that our people know the
environments they are managing, must document the environments, and must actively
measure performance. It will allow measurement against the industry, and will give a
foundation to take both reactive and proactive action to up-sell. Secondly, there must
be a customer-facing view, which in many cases will be a subset of the inward-facing
view, this view will reflect the scope of the agreement with the customer and
demonstrate our performance against contract.
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D.1.2.

Technology Principles

The technology framework developed to support these requirements must embrace some
fundamental principles:
•

•
•
•

•
•

•

•

•
•

D.1.3.

There must be a comprehensive, consistent Configuration Management Database at
the core of the technology framework. It will contain detailed information of the
components and services that drive our business. The CMDB must maintain up-todate integrity at all times, and will be one of our most valuable assets.
Information flows must occur with certainty between modules of the architecture and
without manual intervention, except where human decisions are required.
There must be only one strategic element identified for each function supported.
The framework must allow legacy systems to be introduced (e.g. from new business)
and integrated into the framework control elements. This integration must be on the
basis of a short-term transformation to the target MSDD Strategic solution (the
baseline architecture).
The human interface must be consistent and intuitive. The solution must be conducive
to high productivity by allowing users to perform tasks rather than decipher the tool.
The solution must allow all functions (except very basic functions which can be
performed by unskilled labour-tape handling, paper loading) to be performed
remotely from the equipment, including offshore.
The solution for infrastructure must be capable of being heavily and consistently
shared across customers (where possible under contracts) but provide robust security
to ensure the data and processes of each customer are absolutely protected. The
solution must be robust enough to allow for customers that require physical
segregation, without impacting the MSDD human interface.
The solution must cater for the integration of all supported hardware and software
platforms, preserving an “agnostic outsourcer” image. However, the user interface
must be protected from variations.
The CMDB must allow for linkage to billing systems, ensuring ARC/RRC variations
and variations to baseline are captured and synchronised to both cost & revenue.
The CMDB must incorporate Asset Management as a subset component, either by
physical integration or direct linkage.
Change Management

The solution must incorporate a technology roadmap that clearly identifies all components used,
their status (Strategic, Sunset, Restricted, etc), “Use By” date, and Transition Plan. It must
incorporate the capability to upgrade and patch without impact to service cost and quality.
D.1.4.

Integration External to MSDD

The solution must cater for integration with related HP departments to maintain consistency and
costs and deliverables. It is likely that the solution will be accessible (via agreed and controlled
view(s)) by CS, C&I, Sales, Business Operations, etc.
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Transition

These requirements represent a significant paradigm shift for MSDD. It is likely that the solution
will require changes to every area of delivery to achieve the anticipated outcome. The solution
must therefore embrace a transition plan which will not only cater to continuation of business, but
must be viewed by staff, related HP departments, and customers as a significant step forward in
capability.
D.1.6.

Abstract

IT organizations have long been striving to meet two critical goals in their enterprise: how to
make the existing systems work better together, and how to gain critical insight into how the
various processes and systems are contributing to overall business goals. Into this arena, demands
from the industry and our customers are forcing us to take a more service-based approach rather
than the traditional device-based approach. At the same time integrated delivery processes, based
on ITIL, have become the industry standard for service delivery and support, our customers know
and accept this just as well as we do. Adoption and eventual implementation of ITSM-based
processes force us, willingly or otherwise, to become more focused on the business process that
our customer’s IT infrastructure supports.
This Operations Strategy document takes a two-pronged approach:
•

•

We need to clearly define the desired operating environment from a management
perspective: activities that must be automated, the level to which components are
monitored, the flow of alerts through the various service delivery and support
processes. These are essentially high-level principal statements which very much
depend on the well-defined, repeatable processes supported by a systems and network
management framework toolset.
The need to identify the glue required to enable the service delivery and support
processes to stick together - to share knowledge (historical, current, and planned)
between processes without duplication. Although this piece is typically a component
in the framework toolset it is crucial in the success or otherwise of all service delivery
and support processes. When done well, numerous efficiencies are gained. For this
reason, this document spends considerable time and space describing the challenges in
managing today’s IT environments and our vision for the future.
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D.2.

Industry Drivers

D.3.

Executive Summary

IT organizations today are faced with managing a constantly changing, highly complex, multi
vendor environment that is struggling to keep up with the needs of the business. There are
literally tens of thousands of dependencies amongst the hardware, software, databases, networks,
physical data centres and the business processes and functions they support. Simply visualizing
how these elements are related - let alone confidently planning and executing changes to the IT
environment - is an expensive and risky proposition. Throw into that mix the IT environments of
multiple geographically distributed companies and the complexity is orders of magnitude greater.
Business objectives involving IT-Business Alignment, Enterprise Architecture Management, and
cost-effective Operational Excellence are at the top of every CIO’s to-do list and are no longer
one-off activities. Rather, they represent ongoing processes that are fundamental requirements of
doing business in the new economy.
Yet each of these objectives is dependent on knowing, to a sufficient level of depth, what this
complex IT environment actually looks like. That is, the need for an accurate, comprehensive, upto-date and actionable understanding of the IT environment has never been more important.
Unfortunately, most IT organizations have only partial visibility into their IT environment where
the data is typically asset-centric, buried in silos and where the understanding of relationships is
restricted to the infrastructure level (e.g. servers, networks). For example, an IT organization may
know that “software asset A runs on hardware asset B ” or that “application C is owned by
business function D for company X”.
To ensure that today’s business objectives can be successfully met on a repeatable basis,
enterprise organizations, particularly those in the service delivery business, require broader IT
visibility that provides an understanding of essential business and application relationships
(which may extend beyond company, organizational and functional boundaries). That is, to
measurably and permanently reduce the costs and risks associated with planning, deploying and
operating today's complex IT environments, IT organizations require a dynamic solution that can
answer essential questions such as:
•
•
•
•
•
•
•
•

what IT resources support this business process?
what business processes are affected if an application fails, an individual hardware
component fails, or a data center goes down?
who needs to be notified?
does our actual environment match our desired enterprise architecture?
what’s the true impact of adding, changing or removing a component?
what applications have we deployed and what components comprise them?
how many components are we managing?
how do we accurately measure availability, automatically generate reports?

Until now, various semi-automated and manual approaches were available to capture and
document information about the IT environment. These approaches typically yield static
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documents that are expensive to produce and maintain, immediately out-of-date, often lack
visibility beyond simple “boxes and lines” and are inappropriate for IT planning and operations.
D.3.1.

IT Complexity Growth

New business imperatives, mounting competitive pressures and rising customer expectations have
significantly increased the demand and workload for IT services. Now, more than ever, IT
organizations are fighting an uphill battle maintaining existing systems while trying to keep up
with new IT requests. On top of it all, the current economic climate has warranted budget cuts and
fierce cost controls. Enterprise IT organizations truly have to do more with less.
Let’s briefly examine the trends that have contributed most to the complexity that enterprise IT
organizations now face:
Expanded role and scope of IT. Over the past few years, companies have transformed
themselves to compete in global and diverse markets that are based on information and
intellectual capital. This trend has expanded the role of the IT Service Provider as a strategic
partner, and has increased the demands and dependence on IT services to keep pace with new
competitive pressures, rising customer expectations and mounting threats to security. IT
organizations are serving a greater number of systems and constituents (both internal and external
to the enterprise) thus increasing the scope and frequency of IT changes.
Adoption of packaged applications. To compete, organizations have increasingly opted for
packaged functionality' to replace custom developed applications. And while the evolution from
monolithic, single-vendor solutions to best-of-breed, multi-vendor solutions has helped
organizations deliver more functionality in less time, it has not been without substantial added IT
complexity. Today’s applications are complex systems comprised of multiple interrelated
components (e.g. application/web servers, databases).
Advent of E-Business. The arrival of the Internet economy has undoubtedly had the biggest
impact on IT spending and complexity over the last five years. Intra- and inter-enterprise
processes have been permanently altered as organizations look to provide unprecedented access
to information - anytime, anyplace, anywhere. In support of these business strategies, IT
organizations are adopting and integrating several complex and nascent technologies that lack
accepted standards and are supplied by multiple vendors (some of whom may no longer be in
business).
D.3.2.

The New IT Environment

With the emergence of modern, multi-vendor solutions, enterprise IT environments now resemble
a complex fabric of business functions, business processes and distributed applications consisting
of multiple, interrelated components, as depicted in Figure D-l.
A clear indication of this phenomenon is the number of fragmented, vertically-focused
management applications that exist just to administer and monitor these components. The
hardware and software components of these business systems are expected to work together to
provide a single presence to the application user.
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Figure D-l

Today's Complex IT Ecosystem

An “ecosystem” helps to visualize the organic nature of IT complexity and to describe the day-to
day effects on planning and operations services (e.g. enterprise architecture management, incident
and problem management, change management) attempting to execute on this complexity.
IT organizations boldly attempt to make changes to this environment in real-time without
jeopardizing business continuity. Unfortunately, without proper visibility and understanding of
the IT environment, these bold steps are better characterized as blind steps.
All too often, the “waterbed effect” occurs where, just like pushing down on a comer of a
waterbed causes another comer to pop up, a change to one area of the IT environment causes
something to pop up and break in another area.
Stemming from a lack of visibility as to how the business processes, hardware and software
components of the IT environment are truly related, IT organizations are facing increased costs
and risks associated with maintaining current operations and planning new initiatives.
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D.3.3.

Servicing the IT Environment

As depicted in Figure D-2, multiple IT service delivery processes have emerged (such as
availability management, problem management and change management) which are attempting to
operate and maintain the complex IT environment in support of the customer organization’s
business processes. At the same time, iterative architecture planning and development functions
are changing the environment to meet the organization’s business objectives.

Business Processes

Development
Build
Test
Break/Fix
Document

Govern
Optimise
Assess
Transition
Transform
Arch/planning

Figure D-2

IT Services Operating Against the IT Ecosystem

In the end, a daily struggle exists between IT services that are trying to efficiently manage what
exists today and IT functions that are planning and implementing what will exist tomorrow - both
of which require a detailed understanding of what is fundamentally a “moving target”.
Furthermore, outsourced IT operations and critical IT initiatives (such as disaster recovery
planning, server consolidation and regulatory compliance) magnify the effects of limited IT
visibility in the form of poor communication and ineffective cross-functional decision-making.
The IT environment is simply too complex and too volatile for IT services and initiatives to
efficiently keep pace. Let’s briefly examine and quantify the impact of today’s complex
environment on enterprise IT organizations.
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D.3.3.1. The Problem: Lack of IT Visibility
Generally, CIOs today acknowledge the need to accurately understand what technologies have
been deployed and how they’re related, to ensure that IT and the business are properly aligned. In
many cases, Enterprise Architecture (EA) teams are being aggressively funded and chartered to
answer these questions for two primary reasons: first, to establish a corporate-wide EA definition
and terminology that is usable by both business and technical leadership to make IT investment
decisions and, secondly, to improve enterprise processes for evaluating, prioritizing, approving
and executing IT initiatives consistent with business objectives.
For example, consider the arduous planning and budgeting process that organizations must
annually endure - especially where IT is centralized and each business unit submits multiple
project proposals for consideration. Limited IT environment visibility hinders the ability to
perform “apples to apples” comparisons and to identify opportunities where projects can be
consolidated or may be able to leverage existing systems within other business units. As a result,
fewer projects are funded, redundancies are introduced and costly surprises occur during
implementation because architecture assumptions were not properly validated.
Enterprise architecture initiatives are primarily focused on delivering the “as is” picture as
organizations look inward and attempt to rationalize their current IT environment and the
considerable IT purchases made over the last few years. In other cases, the “to be” picture is also
developed to better understand, assess and navigate the gap between the two.
The problem is that IT organizations lack an automated capability to help them in this endeavour.
Instead, they’ve resorted to one-off brute-force efforts that are expensive to execute, yield static
results and are immediately out-of-date. Poor visibility severely reduces the effectiveness of
processes for documenting, communicating and governing the IT architecture.
D.3.3.2. The Cost of Managing Complexity
Companies today are dedicating high percentages of their limited funds and precious resources to
managing the complexity of the IT environment. Even as new hardware and packaged application
spending remains flat (and in some cases is declining), integration and operating costs have
skyrocketed as companies face uphill battles to maintain existing systems. IT environment
complexity also contributes significantly to IT costs associated with problem management
processes. To illustrate, Gartner estimates that average IT organizations spend 80% of their
operations staff time just diagnosing problems and only 20% actually fixing them.
D.3.3.3. The Risk of Project Failures
Increased operational costs are only part of the problem. IT environment complexity has also
added substantial risk to enterprise architecture and planning processes covering system updates
and new deployments. For example, most IT organizations selectively (and often blindly) apply
security and application patches that are commonplace for software vendors simply because they
can’t accurately assess the impact of the changes before they’re made, nor can they afford to
completely duplicate their production environments for testing purposes.

Appendix D: Requirements for an Operations Management Centre

D-9

UTS
D.3.3.4. And It’s Only Getting Worse!
In summary, today’s enterprise IT organization finds itself in a dangerous predicament as we try
to manage the vast complexity of the current environments and, at the same time, attempt to
effectively plan for change and growth - all of which must happen with decreased budgets, fewer
resources and without disrupting constantly changing business operations.
Not only is the cost and risk associated with managing this complexity large, it’s growing. For
example, consider a representative and timely indicator: security patches. How many security
patches do we receive from vendors on a weekly/monthly basis and how does this compare with
the number we received just a year ago? Whether it’s accurately understanding which patches
have been applied or assessing the impact of new patches, how do we keep up?
D.3.4.

Why Current Approaches Fail

Until now, IT organizations have had to adopt other approaches to gain visibility and insight into
the IT environment. These methods are expensive to execute and maintain, trigger redundant
activities and produce limited results that are unable to support operations and planning decisions.

Business Processes

Developme
nt
Build
Test
Break/Fix
Document

Govern
Optimise
Assess
Transition
Transform
Arch/Plannin

Figure D-3

Current Approaches for Gaining IT Visibility
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D.3.4.1. In-House Documentation and Gurus
Far and away, the most common approach is to throw bodies at the problem: IT personnel are
instructed to gather information about the environment (at some level of depth) and then
document the results in a format that can be visualized and shared. There are several problems
with manually produced documentation including (but not limited to):
•

•

•

The process and method for gathering data about the environment is best described as
“trial and error” because there isn’t a structured methodology about what data to
collect (and how to organize it) based on the questions that the output must ultimately
answer. Ironically, most (if not all) of the essential data to collect already exists within
the enterprise but is spread across multiple repositories and formats (e.g. management
applications, documents) that are either not accessible or require specialized skills to
extract the data resulting in time-consuming, redundant efforts.
Deliverables are typically static documents (e.g. MS Visio) that are difficult to
effectively share with multiple users, inappropriate for operational use, and
immediately out-of-date because they’re simply too expensive to maintain. In most
cases, the fancy output becomes wallpaper or is dumped into a filing cabinet never to
be seen again.
Furthermore, the results are generally not actionable - not only for the reasons above,
but because organizations usually take a “bottoms up” approach that documents
physical servers and basic relationships (e.g. connectivity, high-level dependencies),
but largely ignores the heart of the complexity - the business functions, business
processes and applications that are deployed, and the essential dependencies between
them that must be satisfied for the business to function properly.
Puts the knowledge in the heads of a few “gurus” who typically end up learning more
than they document and invariably leave the company or get reassigned to other
projects.

D. 3.4.2. Management Point Solutions
A common misconception is that fragmented systems, application and infrastructure management
tools already solve this problem or can be repurposed to act as repositories for storing information
about the IT environment.
While systems management tools, for example, do a great job of monitoring the performance and
health of individual devices and applications (and provide valuable data that can be leveraged to
build and maintain a comprehensive and dynamic picture of the IT environment), they do not
capture and visualize the complex relationships that exist, nor are they designed to. For example,
these tools might alert you to failed transactions or a server that has exceeded a capacity
threshold, but are unable to tell you why - especially when the problem is the result of humaninitiated changes such as applying a patch or modifying an application’s configuration.
Similarly, inventory and asset management applications provide valuable information about
deployed hardware and software assets including their usage, ownership and financial value. But
these point solutions were not designed to document and visualize the relationships between
business processes, applications, and IT infrastructure. These relationships - the very basis of the
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modern IT environment - provide the real insight into understanding and effectively managing
complex IT environments.
D.3.5.

What’s Needed For IT Visibility?

The reality is that organizations today cannot cost-effectively manage IT environment
complexity, and consistently ensure business/technology alignment without significantly
increasing visibility into the IT environment.
As shown in Figure D-4, comprehensive and actionable IT visibility requires an end-to-end
understanding of IT elements and their vital relationships across all tiers of the IT environment.

*
Business
Layers

*
*

Business Function
Business Processes
Logical Groupings
Applications

Application
Layers

mumm
Data
Machines

Infrastructure
Layers

Figure D-4

Network

IT Resource Alignment Stack

Although many tools exist that provide visibility within a given tier (e.g. business process
management, systems/network management), enterprise organizations today require visibility into
IT resources and their dependencies across the conceptual, logical and physical tiers of the IT
environment.
Manual approaches are too costly to execute, provide limited visibility and are quickly out-of
date because they cannot be updated automatically. In other words, manual approaches can’t keep
pace with the rate of business change and organizations simply can’t afford to base planning
decisions on historical data that is not trustworthy. At worst, no information about the
environment is being gathered today and, at best, the data is silo’d and not actionable.
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The ideal solution for providing IT visibility is not just about producing better documentation. It’s
about taking an innovative approach to solving the problem that:
•
•
•

•

•
•
•
•

•

Employs a proven methodology and domain expertise for capturing, organizing and
visualizing the many elements that make up the IT environment
Protects IT investments in systems and processes by automatically collecting and
aggregating information about the IT environment from existing sources
Provides an automated and repeatable process for classifying any number and type
of flexible components and rich relationships that are relevant to the customer’s
business
Standardizes, unifies and stores information about the IT environment in a central
repository, at least logically and preferably physically, that is optimized for this
purpose
Dynamically keeps the IT environment information up-to-date and easily accessible
even as elements are changing
Validates the components and relationships on a scheduled, on-demand and eventdriven basis to support root-cause (reactive) and impact (proactive) analyses
Supports intuitive interactions via tailored, graphical views of the IT environment
Delivers personalized access to a broad range of role-based business and IT users;
skill groups, account delivery managers, service desk analysts, client managers, OMC
management, and so on
Seamlessly shares valuable IT environment data with existing enterprise applications
and tools that support IT planning, development and operations services
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Figure D-5

Desired approach for gaining IT visibility
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Representation of IT environment including services, technology and processes

IT Business Rules and Breakthrough Objectives - by Process

In the process-specific sections of this part of the document, process descriptions and delivery
activities have been taken word-for-word from the MS WW ITSM documentation.
D.4.1.

Generic requirements on the framework environment

Reliability/Serviceability:
•
•

•

•
•

All systems/tools that comprise the systems and network management framework
shall be designed for high-availability.
Critical data components of the framework environment shall be replicated in multiple
locations in a format that facilitates immediate takeover - defined as less than 15 mins
- by another framework control manager in another location.
All component applications in the framework defined as critical - incident, change,
configuration, event/alert management, potentially others, must seamlessly failover by
initiation of a controlled or uncontrolled trigger.
Software upgrades to the tools comprising the systems and network management
framework shall be downward compatible - from and to communicating agents
Software upgrades to the environments shall incur no, or minimal, outage - defined as
less than 15 mins. Upgrades to the control manager shall not ‘miss’ events that
occurred during the upgrade implementation.
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•

Database components must not lock us into to a particular database format - i.e.
multiple database formats should be supported including: Oracle, SQL, DB2, Sybase.
Databases must be distributed with tools to migrate data to and from any proprietary
format and must be based on a commercial product.

Event Management:
•

•

•

•

•

•
•
•

•
•
•

•

All managed components are monitored for availability - servers, routers, switches,
hubs, SANs, printers, OS, middleware, application processes/regions, databases, and
transactions. Alerts shall be created when a monitored component changes status from available to degraded, to unavailable or vice versa.
The utilisation of resources is monitored - CPU, I/O, disks, drives, memory (virtual
and physical), channels, bandwidth, link, and license seats. Alerts generated when
resource consumption breaches one or more defined thresholds (specified for unique
components or groups of component types) for a predefined amount of time, or a
predefined rate of change (also specified for unique components or groups of
component types).
All environmental - air, UPS, power, water, data-centre firewalls, LANs, data-centre
routers and switches, should be monitored. In the event that auto monitoring is not
possible but that status can be set manually from the framework view, current status
should be assumed available unless explicitly set unavailable.
The component monitoring status, on/off plus degree, is defined explicitly or
implicitly (inherited) in the CMDB. The event management engine generates events
based on those definitions and inherits definition updates at least daily.
Agents shall store and forward events to the control manager. Ideally, a single agent
on a device shall be capable of monitoring all components required to be managed.
Agents shall be able to store sufficient events without creating a maintenance
overhead - i.e. they should have a defined size for the event file and it shall wrap
around when full.
Agents must 'know’ which was the last event sent to the manager.
The manager must ‘know’ which was the last event processed from every agent.
At manager start, all agents must be polled for events - from the first event after the
last successfully processed for each agent, this should cause no undue delay to the
delivery and processing of “new” events created at agent start.
A facility must be provided to enable direct viewing of an agent’s event log for
problem determination purposes.
The manager must monitor the agents for availability.
The infrastructure shall support multiple managers - at least more than 12 - to enable
sufficient volume of events to be processed as quickly as possible. Multiple managers
must not duplicate events, actions, updates - they probably ‘watch’ a defined group of
agents, and are the defined ‘secondary’ for other groups of agents. If an individual
manager fails, another manager will take over ‘watching’ the group of agents. An
agent must respond seamlessly to a new manager; the new manager will poll from the
agents from the last successfully processed event handled by the now ‘dead’ manager.
The framework environment has the ability to measure response times for components
(including transactions) that have response time monitoring defined in the CL
Response time monitoring is supported for the local-box experience, the data-centre
experience, and the end-user experience.
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•

Any defined alert/event emanating from any framework application must be
automatically logged in the incident management system.

User Interface:
•
•
•
•

•

•

•

•
•

•

•

•

•

•

The management/control manager shall have a user-interface, accessible from any
windows desktop local or remote.
The user interface shall enforce login by discrete user-id
Control of the functions available to discrete users and the volume of data/data classes
available for detailed view must be identified by profile/profile groups.
The user interface must act as a portal to all systems and network management
components - virtually integrating related data as required, not just a group of
hyperlinks.
The user interface must support views by perspective, at least by - account/business
service, by device type, by location, or by data class - for example; active alert view
for customer x/all customers, most critical case view, current change records view by
Cl/Cust/Site/Skill group.
The user interface must be capable of positively segregating customer views from one
another. We must be able to demonstrate that customer data can be securely
represented without risk of unintentional disclosure from the central engine - e.g.
government accounts, financial institutions, business competitors, etc.
All views must have the ability to draw dependencies and drill down to see constituent
components and where necessary to launch supporting applications, including the
ability to log in to the device and have full remote management/remote control
capabilities.
From a constituent component, in the event that such is an application or a physical
device, users must be able to connect to/launch the component as a user.
From a constituent component, users must be able to launch current performance data
if performance is monitored for the component in order to facilitate problem diagnosis
or threshold breeches or incidents reported to the service desk as ‘performance
problems’
Response time graphs and reports are available from the both the framework manager
- for ‘right-now’ problem diagnosis or from the data warehouse for input to
performance reporting/capacity planning exercises.
All component views must include links to, or expandable views of, Cl information
for the component, incident management records, sorted by date/time descending for
the component, and change records - sorted by date/time descending for the Cl.
All graphical views must indicate current - real-time - status through traffic light or
similar indication. Status is an inherited attribute that flows up from constituent
components. Relationship dependencies shall be dynamically drawn and exclude
redundant dependencies - i.e. that critical path analysis is performed. Status changes
must be logged.
Failed or impaired redundant components must be highlighted to an appropriate view
as a risk condition to be managed according to the situation. However, they will not
be escalated or reported as a business impacting events.
Any view - by profile - can be defined as automatically refreshable on a pre-defined
cycle. Ability to refresh views is profile dependant and the refresh cycle is userdefinable.
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•

•

•

•
•

•

•

A default view will be included for critical incidents and planned outages as a
replacement for existing functionality on the ‘infoboard’. The view' should be
customisable to list a particular account or all accounts.
Status can be flagged manually for constituent components that are not
monitored/managed. For example if for a particular customer we do not manage the
network but we manage downstream components, then the network status can be
flagged as available/unavailable from the framework view - given that the network is
defined as a Cl - non-managed, which it must be since all dependent components of a
managed Cl are defined.
‘Scheduled change’ is a valid status that can be set from the framework manager.
When the scheduled change status is set, incidents for events created on components
in this state will not be logged.
Status shall indicate warning state when a performance threshold has been breached
for a component or downstream constituent component.
All queries are performance sensitive. Transaction timeout must be included at
appropriate levels to ensure spurious enquiries are terminated without unnecessary
impact to the user community at large - possibly need multiple transaction handlers.
The Framework shall provide an option for requests, feedback and opportunities accessible by HP employees only. This is where delivery personnel can describe
issues with the framework monitoring/actions for a particular component/account,
post a wish-list for changes, note potential up-sell opportunities within an account.
These ‘articles’ can be routed to framework support, operations support, particular
application support, or account support teams - they may or may not result in an
eventual change or incident record.
The Framework shall have the ability to broadcast to framework users - all, a
particular group of users, or users of a particular framework application, as pop-up
messages. Users should be able to view past broadcast messages that match their
profile.

Data Warehousing/Reporting:
•
•

•

•
•

Data, configuration and historical, shall be ‘warehoused’ for reporting purposes,
preferably by a trickle feed but at least daily, or as defined for data classes/source.
Warehoused data can be queried by any article in an object/data class. Views of query
output are available in multiple formats - list, tree, graph. Query output can be
exported in multiple formats - Word, Excel, or PowerPoint- by creating new
documents or appending to the end of an existing document.
Warehoused data shall be downward compatible or automatically migrated at
upgrade-time. However, in all cases historical data must retain context for on-going
trend analysis
The warehouse must support the ability to store queries, to share queries amongst
users and to schedule queries.
Query output in the reporting warehouse should support different stationery.
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D.5.

Service Design & Management

D.5.1.

Service Level Management

The Service Level Management process enables IT to define, negotiate, monitor, report, and
control customer-specific service levels within predefined standard service parameters. Of special
significance is the interaction between Service Planning and Service Level Management. With a
detailed service specification at its disposal, the Service Level Management process can hammer
out measurable service level objectives with potential customers and allow IT management to
eventually sign and commit to meaningful service level agreements (SLAs). As might be
imagined, both Service Planning and Service Level Management are dependent on the results of
and interactions with other related IT processes (see below) in order to execute successfully.
D. 5.1.1. Process Delivery Activities
•
•
•
•
•
•
•
•
•

Assess customer-specific service requirements
Map requirements to standard services
Identify need for custom services
Negotiate and document SLA
Establish service performance review cycle
Analyse customer-specific service level performance
Create customer reports
Conduct service performance review
Propose service improvements (customer-specific)

D. 5.1.2. Framework requirements•
•
•

•
•
•
•

•
•

Service Levels are defined in the Configuration Management Database as a Cl that
other CIs can reference.
Definition of a Service Level includes but is not limited to: measure, period/review
cycle, owner, and attachment of the external service level document, if one is
available.
All service levels negotiated/implemented shall be automatically measurable in the
framework environments.
Unique CIs are related to a Service Level Definition.
The Cl/Service Level relationship flows through all relevant framework components especially, incident, change.
The data warehouse must support a view of performance against SLAs - for complete
or incomplete periods/review cycles. The user can drill down to list the constituent
incidents that have missed the SLA. Then, invalidly reported missed SLAs occurring
during a period can be correctly detected in the incident reporting system - if
logged/categorized incorrectly or trigger follow-up action in the event a missed SLA
is caused by process/technology failure - above and beyond a component failure.
Reporting must be capable of accurately reporting impacts over split periods and
therefore accurately calculating service impacts by the exact contracted period
There must be a separate Cl/Support Agreement relationship which will be a
supporting component of CI/SL
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•

•

D.5.2.

The framework must be able to forecast breaches of service levels at multiple levels
from a granular real-time view to an extended period (e.g. annual year-to-date) to
accommodate contractual commitments.
OMC management and/or specific classes of framework users shall be able to view all
missed SLAs from all customer environments and to create consolidated,
consistent/standard reports/graphs - availability, reliability, response etc.
Security Management

The Security Management process enables IT to define, track and control the security of
corporate information and services. This process accounts for the implementation, control and
maintenance of the total security infrastructure. All services (current, newly developed and
planned) must adhere to strict corporate standards pertaining to information security. In this day
and age of e-commerce, data security is of the greatest importance.
D. 5.2.1. Process Delivery A divides
•
•
•
•
•
•
•
•

Enforce corporate security policy (as it pertains to IT)
Promote security awareness within IT
Conduct security gap analyses
Conduct security risk assessments
Perform security audits
Evaluate security incidents
Assist with the resolving security issues found within other IT processes
Establish supplier relationships (related to security)

D. 5.2.2. Framework requirements•
•

•
•

•
•

•

•
•

Login to the framework management environment shall be by profile, enable seamless
access to all systems and network management applications, without users needing to
enter component userid/password combinations more often than when they are
changed.
All managed servers shall be monitored for security vulnerability and violations.
Security breaches/exceptions must be monitored/alerted for all required components
for both successful and unsuccessful accesses, if required. The degree of logging is
defined in the Cl
Access to customer environments shall be tightly controlled. No skill-group individual
login will have any permanent update authority on any system/application.
When update authority is required for problem resolution/ change implementation,
update access shall be granted by a temporary change to the users login granting
required authorities or by communication of the current root/superuser password.
Granting of such authorities will be approved when the user requests access from the
framework environment after imputing the corresponding incident/change docket
number.
The framework shall have the ability to grant access via third party approval if
required, but this is not mandatory for all customers/CIs.
All skill group update access to systems will occur under full auditing. This is not
optional
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•

•
•
•
•
D.5.3.

From the framework manager, users with the required profile authority must be able
to list all defined users of a Cl - by direct enquiry on the CI’s login database, if
required - which meet predefined criteria, for example, all logins of a server, group of
servers, with RAS/admin/etc. privileges.
User administration functions - password resets, account unlocks, ACL
administration, mailbox creation/deletion - shall be requested from an interface
request and executed automatically on the target environment - i.e. direct login by
individuals to an environment to perform routine administrative functions must be
avoided
Virus definition updates shall be distributed automatically.
Virus checking shall be on a defined scheduled - defined in the Cl.
Virus detection shall be centrally logged. Virus detection with no remediation shall be
alerted.
Patch management and distribution shall be centralized, controlled, and automated.
Availability Management

The Availability Management process allows IT to define, track, and control service availability
to its customers and manage supplier contributions to overall service availability. It should be
noted that considerations like system availability and network availability are vital “components”
enabling service availability. Service plans (i.e., specifications) generated by Service Planning are
reviewed and analysed as a result of the Availability Management process and modified if needed
to reflect service availability requirements. Service level agreements (SLAs) must contain a
negotiated understanding of predicted service usage, how the service will be delivered in the
event of a disaster (e.g. off-site computing, emergency response, etc.), what types of service
contingencies IT has prepared for (e.g. on-site inventory of spare parts, etc.). The Availability
Management process will deliver this important information to Service Level Management for
SLA development.
D. 5.3.1. Process Delivery A divides
•
•
•
•
•
•
•
•
•
•
•

Determine reliability and serviceability requirements
Determine contingency requirements
Analyze service availability risks
Conduct gap analysis (availability)
Develop buy vs. build recommendations (availability)
Develop buy and build specifications (availability)
Establish supplier relationships
Analyze service availability performance
Propose service improvements (availability)
Conduct supplier review
Rehearse and review contingency plan

D.5.3.2. Framework Requirements•
•

All managed components are monitored for availability - servers, routers, switches,
hubs, SANs, printers, OS, middleware, application processes/regions, databases, and
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•

•

D.5.4.

transactions. Alerts shall be created when a monitored component changes status from available to degraded, to unavailable or vice versa.
The utilisation of resources is monitored - CPU, I/O, disks, drives, memory (virtual
and physical), channels, bandwidth, link, and license seats. Alerts generated when
resource consumption breaches one or more defined thresholds (specified for unique
components or groups of component types) for a predefined amount of time (also
specified for unique components or groups of component types.
The component monitoring status, on/off plus degree, is defined explicitly or
implicitly (inherited) in the CMDB. The alert/event management engine generates
alerts/events based on those definitions and inherits definition updates at least daily.
Alert/event correlation shall occur to prevent duplicate records in the incident
management system Topology correlation shall be used to limit the incident records
created when one failure causes multiple outages. One problem equals one record.
Downstream components, however must indicate TRUE status from framework
display - i.e. an event is always generated for every component at every status change
however related incident records are reported for the tree-top causing incident.
The availability period for a component is known from the Cl for each component,
and uptime/downtime minutes are stored in daily parcels, dynamically updated, and
viewable in real time - there is NO relationship between an event/alert/incident record
creation/resolution time and up/down minutes for a component.
The availability period must include multiple counters to indicate overall availability
and HP-responsible impacts to availability. The availability period counters must link
to the parcel outages which indicate the culpability for the outage, which can be
flagged manually, and can be changed historically; indicator values must support
planned outages as well as HP-responsible versus other responsible third parties potentially multiple - as defined in the Cl, for each support level of the component.
By default HP is responsible for any outage.
Parcel outage culpability must allow a short - 256 characters at least - description to
enable change record number, for example of related planned outage, root cause, or
other explanation.
When culpability is assigned for a planned outage, an indication can be set as to
whether down minutes are to be counted in overall availability. Fields should be
sensitive to previous values and mandatory input required accordingly. .
All environmental dependencies - air, UPS, power, water, data-centre firewalls,
LANs, data-centre routers and switches, should automatically be monitored, defined
as CIs and connected to the physical site Cl. If auto monitoring is not possible, status
can be set manually from the framework view. The current status should be assumed
available unless explicitly set unavailable.
There will be functionality to automatically ‘respond’ to an event, i.e. to initiate a
known recovery script. Any and all activities undertaken under automatic response
will be explicitly defined for a Cl/problem description and be inserted into the
incident record.
Automatic response activities must not continuously loop in retry, there must be a
defined escalation process generated consistent with the response objectives.
Capacity Management

This process enables IT to define, track, and control service capacities to ensure service
workloads are ready to meet the demands of customers at agreed-upon performance levels. It
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should be noted that considerations like system capacity and network capacity are vital
“components” enabling overall service capacity. Service capacity information is also critical to
successful new services and service level agreements; therefore this process interacts with the
Service Planning and Service Level Management in a way similar to Availability Management.
D. 5.4.1. Process Delivery A ctivities
•
•
•
•
•
•
•
•
•
•

Inventory service resources
Characterize service workloads and demands
Configure service capacity profile
Determine service capacity requirements
Conduct gap analysis (service capacity)
Develop buy vs. build recommendations (service capacity)
Develop buy and build specifications (service capacity)
Analyze workload performance
Propose service improvements (capacity)
Manage service demand

D. 5.4.2. Framework Requirements
•
•
•
•
•

•
•

•
•

•

•

•

For all monitored resources - as defined in the component Cl - utilization information
should be captured on configurable periods and stored for a definable period.
Reporting/graphing of capacity data shall occur from the data warehouse
Data management configuration for a component is defined in the Cl.
Data Management functions should identify data that has not been accessed for a
definable amount of time.
Data management functions have the ability to seamlessly move data as required and
to intercept I/O requests and redirect to current data location, (must be capable of
moving data to alternate device technology and return if required - e.g. HSM-type
function)
Must include an archive capability which is application independent
In SAN/NAS environments, data management functions available in the SAN/NAS
management software shall identify bottlenecks in the device performance and
identify relocation possibilities within the device where better performance is likely.
Such software should also optionally move the data if configured to do so.
Creation of virtual drives in a SAN/NAS environment shall be implemented from the
SAN/NAS management software.
Allocation of virtual drives to specific connected ports/servers shall be implemented
from the SAN/NAS management software - these relationships must be maintained in
real-time.
Within the framework, users can select a SAN/NAS for more detailed information.
One of the items available should be the physical disk to virtual drive to connected
device mapping.
Performance and capacity data must be captured and forecast at a component level
(e.g. single CPU, memory module, channel, storage device, tape, network, Fibre
Channel Switch, etc) and be capable of aggregation to a system and ultimately a
business service view of capacity/performance.
Must support a “what-if ’ capability to allow analysis of changes in processing
attributes
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D.5.5.

Cost Management

The Cost Management process enables IT to define IT cost and charging allocation structures that
support service budgets and ensure cost recovery. This process includes tracking and controlling
actual costs by service and by customer. It also includes charging customers for service delivery.
It will be important for each IT process to track the costs accrued and pass this information to
Cost Management. In turn, Cost Management will be required to interact with the Business-IT
Alignment processes for budgeting purposes, and with Service Planning and Service Level
Management for service pricing estimates.

D. 5.5.1. Process Delivery A divides
•
•
•
•
•
•
•
•
•

Calculate expected service cost
Analyze projected revenues
Develop service budget
Analyze service usage and cost
Propose service improvements (cost)
Calculate invoice and bill customer
Receive payment
Track financial assets
Calculate total cost of ownership

D.5.5.2. Framework Requirements
•
•

•

Where unit costing details are defined in a Cl the data warehouse shall support
reporting on such.
The Cl must contain all costs as applicable for license, maintenance & support, lease
(or amortised capital cost), and so on. Relationships created for concurrency or
bundled charges must be identified and shown.
The framework must interface to other systems such as manpower time management
and HR systems, to ensure total cost of service can be maintained.

D.6.

Operations Bridge

D.6.1.

Operations Management

More a collection of many various tasks and procedures than a single process, the Operations
Management process enables IT to manage and perform the normal, day-to-day processing
activities required for IT service delivery in accordance with agreed-upon service levels.
Essentially they allow IT to “operate” the production environment required to deliver services.
This process is closely tied to Incident Management (includes the Helpdesk) and Problem
Management processes and valuable information is shared between them. There is also a close
connection between this process and the Change and Configuration Management processes as
well.
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D.6.1.1. Process Delivery A divides
•
•
•
•
•
•
•
•
•
•
•
•
•

Schedule production processing
Monitor resource status and raise alerts
Manage output and print queues
Manage backups
Administer clients, servers, networks
Administer users
Administer internet protocol (IP) addresses
Administer databases
Manage voice infrastructure
Maintain a secure IT infrastructure environment
Coordinate preventive maintenance
Track service delivery cost data
Track service metric data

D.6.1.2. Framework Requirement
•
•
•
•

•
•
•

•
•
•
•
•

•
•

All health-checks shall be automated, scheduled, and monitored for success/failure.
They, like any job/backup/script are defined as CIs.
No manual intervention shall be required.
System/application start-up and shutdown shall be automated - scheduled and
monitored.
All batch jobs/scripts/backups must be controlled automatically. The framework must
initiate startups according to defined criteria of date/time, data availability, pre
requisite task or other event as determined. The framework must be capable of
determining success of each step/job and initiating both alerts and recovery action if
defined in the framework.
Historical records of batch processing times and volumes must be held for a defined
period and be available for trend reporting.
“What-if’ capabilities must be available to conduct impact assessment of processing
changes and/or seasonal variations.
The backup manager must support backup, or seamlessly integrate with agents for all
required platforms; Windows, various UNIX flavours, VMS, Oracle, DB2, SQL,
SAN, AS/400, MVS, SAP, snapshots, for local and remotely located devices.
In SAN environments, the backup manager should support serverless backup.
The backup manager must provide incremental backup functionality for all data types
- especially databases.
Support for data mirroring, snapshot-type capability is required.
The backup manager must ensure that the system is returned to a valid, useable state
at conclusion of the backup before marking backup status as successful.
Backups (schedule, data to back up, retention period, rotation, type (full Vs
incremental) should be defined in a rule-based type language - with little or no
writing of scripts.
SOE image restoration from disk shall be supported - enough to get the device up, on
the network and capable of required drive/file restoration.
Forward recovery of databases shall be supported without intervention between logs for example we should be able to say restore DB1234 from the full backup taken at
nn:nn and apply all logs from nn:nn to end nn:nn
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D.6.2.

t

Backups of all environments are scheduled, automatically initiated - including
automation of any required pre-requisites including system shutdown - and monitored
for success.
Backups are defined as CIs - connected to the device or the service - depending on
the configuration of the backup.
Failed backups must generate incident records and cause upstream dependencies to
show a warning status.
The framework must identify and escalate multiple failures in a defined period (e.g. if
the same backup fails twice in succession)
Media loading shall occur no more frequently than once per day.
Media management must be automated - at least including tape/cart location,
contents, create-date, expiry date, rotation cycle. Pull-lists for off-site rotation must be
automatically generated. Pull-lists for expired tapes to become scratch will be
automatically generated.
Tape/backup details must be automatically recorded with no manual intervention at
any step of the recording process
Media management (cycling) must be conducted according to a defined, auditable
process. A facility such as bar coding must be used to check media in/out of location.
System controls must be in place to ensure tapes are not scratched before expiry of
their retention period (except by supervisory override)
Extension of retention periods, or indefinite hold status must be recorded in the
control system to prevent accidental scratching.
Reports must be available to identify any tapes in a state of indefinite retention, with
periodic review
The framework must be capable of storing authorization documents for
extension/reduction of retention periods.
The media management component will allow us to report where less than x% of a
tape/cart has been used.
The backup manager must provide reports identifying which virtual
drives/disks/volumes on devices it ‘manages’ are not being backed up.
Software license metering is managed where license seats are a limited resource, as
defined in the Cl. The ability to track software usage in real-time, alert on breaches,
and report on compliance with current agreements.
Software installs/distribution to desktops, remote servers, and local servers shall be
automated. Install packages include all required actions, components and related
documentation. Backout packages are supported. Install and backout packages will
update the Cl in the CMDB by a defined rule-based interface - such as a new version
of the Cl created with in-effect-from date set as current, change status set, documents
moved into ‘current version’
Incident Management

Purely reactive in nature, this process, often simply called Help Desk or Service Desk, is focused
on quickly restoring service availability by handling incidents occurring in the infrastructure or
reported by customers, and seeks to minimize service disruptions. This process manages the dayto-day support interface between customers and service providers, and as such is critical to
successfully managing customer satisfaction. Call management and efficient first, second and
third-level support are encompassed in this process. Again, Change and Configuration
Management interact heavily with this process.
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D. 6.2.1. Process Delivery A ctivities
•
•
•
•
•
•
•
•
•
•

Accept calls
Log incidents
Categorize incidents
Prioritize incidents
Isolate incidents
Escalate incidents (within the process and/or to management)
Track incident progress
Resolve incidents
Notify customers
Close incidents

D. 6.2.2. Framework requirements
•
•
•

•
•

•

•
•

•

•

•

•
•
•

Functionality in the incident management tool should be equivalent to the current
Clarify implementation, unless explicitly stated below.
All incidents shall result in an incident record.
The incident management system shall support multiple work queues representing the
various supporting skill groups. The number of work queues supported should not be
a limiting factor - at least greater than 4096.
Queue and incident record visibility is defined by profile, not by queue membership.
Any incident record in a non-resolved state must be visible in a queue and must
include indication if an individual is assigned to resolving - essentially get rid of
WIPbins as they are a black hole for lost incidents that individual skill group people
can’t work out how to solve. All cases must be visible at all times - just flagged to say
if John, Mary, Bob, or Alice are currently working the incident.
All configuration information for the affected component shall be inherited from the
CMDB - preferably via direct read-only linkage, or if not possible trickle fed or
updated at least daily.
The escalation details for a component shall be inherited from the CMDB.
The system will support dynamic adding of contacts only - and then only name and
address/phone/email details. Any dynamically added contacts are to be reported, on a
pre-defined frequency, so that such contacts can be added to the CMDB
Default priority/severity and initial queue destination is implied given the value of
mandatory fields - specifically the combination of application/component and number
of user impacted - based on business rules for customers/group of components/as
defined in the Cl.
The incident management system shall support explicit indication of date/time for
initial response, customer notification, escalation, service restoration and incident
resolution - by date and time so that they can be reported on.
The incident management system shall automatically analyse trends to detect
recurring failures of a component or a recurring problem against the same component
type.
The system must support automated notification rules for problem/category
/priority/severity combinations.
Notifications to multiple parties via multiple delivery mechanisms must be supported
- email, SMS, pager.
The system must store multiple notification templates.
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D.6.3.

Skill Group Notification must include SLA - at least response and resolution times.
Notification of incident description/status may be triggered by: Creation, Queue
dispatch, Service restoration, Priority upgrade, SLA miss - or any or all of those.
Escalation to a defined group must be automated for skill-group dispatch and initial
response. Further escalations shall be managed manually and recorded in the incident
record as unique events - again, so that they can be reported as occurring in a specific
date/time in relation to the case create date/time. Automated escalation shall be
customizable by customer/priority/severity rules and pop based on time - e.g.
Customer X High priority cases opened for 13 mins and not IRed yet.
An incident record must accept updates from multiple sources at the same time - i.e.
that the record is only ‘locked’ in a sense for the time it takes to insert an update.
Ability to update some fields in an incident record is profile dependent.
Escalations should be triggered by the value of the severity field.
The incident report must include a business impact description separate from the
incident subject, inherited from Cl, but modifiable if necessary. This is the field
included in notifications and displayed in the inboard-type equivalent view.
The incident report contains all required fields to enable full problem management including links to external PAR documents.
The incident report should link to Knowledge Base entries relevant to the reported
problem.
The process should have the ability to spawn worker cases - RFC, RCA, post-mortem
reports, and knowledge base articles.
The web interface must support updates of any field in the incident record, with field
access controlled as above.
The web interface must support attachment of documents.
The web interface must support creation of records.
From the framework interface, skill groups should be able to merge multiple work
queues/customer DBs into a single view, filter by fields (priority for example) and
then fully interact with the records from the merged view.
Customer satisfaction surveys shall be integrated with the framework and the incident
management system. Rules will define the frequency at which surveys related to
incident turnaround shall be distributed to reported users.
Customer surveys shall be web-based, and responses automatically correlated.
Multiple templates shall be supported for customer surveys.
Account satisfaction surveys shall also be supported, with multiple templates, and
invitations to take part sent to a defined group of contacts. Responses will be
automatically correlated. Access to view correlated results, or results from specific
users are viewable by an authorized group of users.
Problem Management

Purely proactive in nature, this process is focused on reducing the number of incidents occurring
in the production environment by addressing the root causes of failures (based on closed
incidents). It also includes on-going trend analysis and known error control, concerned with
ensuring that long-term solutions addressing root causes are implemented. This process is closely
tied to Incident Management, as it operates in part on the closed incidents generated by the
Helpdesk, as well as informing other processes about potential problems with the infrastructure.
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D. 6.3.1. Process Delivery Activities
•
•
•
•
•
•
•
•

Analyze incident trends
Log problems
Identify root causes
Track problem progress
Verify known errors
Control known errors
Resolve problems
Close problems/known errors

D. 6.3.2. Framework Requirements
•
•
•

Spawns post-mortem reports (PAR) from an incident record, spawns RCA and RFC
cases from the incident management case.
Must be capable of tracking actions by due date and escalating accordingly
Must ensure each action has a result - technology/procedural fix, service level
alteration, management acceptance of risk.

D.7.

Service Delivery Assurance

D.7.1.

Change Management

This IT process logs all changes to the enterprise environment, coordinates change-related work
orders, prioritizes change requests, authorizes production changes, schedules resources, and
assesses the risk and impact of all changes to the IT environment. Given the scope of this process,
it is easy to see why it interacts with every other process in the ITSM Reference Model. As
processes are performed they will inevitably create some kind of change in the IT environment.
Change Management is the one process that regulates these changes, controls them, and records
them, thereby dramatically reducing infrastructure instability.
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D.7.1.1. Process Delivery A ctivities
•
•
•
•
•

Request for Change (RFC) processing
Impact assessment
Change approval
Schedule and coordinate changes
Coordinate recovery from change failures

D. 7.1.2. Framework Requirements
•
•
•
•
•
•
•
•
•
•
•
•
A.1.1.

Functionally equivalent to GCM unless explicitly stated below:
All Cl information is inherited from the CMDB, either trickle fed as updates occur or
on a defined frequency such as daily.
Field limitations currently existing to be removed, or significantly improved.
Notifications of planned outages are distributed via multiple supported mechanisms email, SMS, and pager.
Templates will be supported to enable customization of outage notification to various
end-user classes.
Change managers, approvers, interested parties, and CAB attendance requirements are
identified in the Cl.
The change record must include indication of CAB attendance - yes no - initially
inherited from Cl but modifiable in the change record.
CAB approval status field is required: scheduled, approved, rejected, re-scheduled.
CAB agenda automatically generated for requested customers/components/primary
skill group implementer.
Must be capable of highlighting conflicting changes and multiple changes in the same
business process support environment
Must be capable of implementing system-controlled implementation of components
and backing out to a prior state.
Automatic updated of scheduled outage notification case, SLA/availability counter.
Configuration Management

This IT process centrally registers and controls information about the infrastructure, such as
configuration item (Cl) attributes (e.g., identifying system and network hardware, production
software, testbeds, people (staff), documentation, etc.), Cl status (e.g., in stock, in repair, in
production, etc.), and their relationships (e.g., This user has PC “A” on her desk, printers “B,” C,”
and “D” available for use, is covered by “Online Shopping SLA 10.1,” etc.). Note that upon first
glance it is easy to mistake this process for standard asset management. This is wrong. The
Configuration Management process is distinct from corporate asset management in that it is
focused entirely on the IT infrastructure and allows interrogation of infrastructure data based on
relationships. Any other IT process that will be affecting the infrastructure will be interacting with
this process.
D.7.1.3. Process Delivery A ctivities•
•
•

Maintain CIs
Conduct control and status accounting
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Report CMDB data
Verify integrity of CMDB data

D. 7.1.4. Framework Requirements
•

•
•

•
•
•

•
•
•
•

•

•
•

•
•
•
•

All configuration information is single-sourced - locations, devices, contacts, support
team details, service descriptions, service level, technical configuration
documentation.
All processes dependant on configuration information enquire directly or rely on data
automatically replicated on a predetermined schedule.
Individual devices are defined nodes connected to a service/application Cl - i.e. no
device can stand alone without having some connection to the service delivered by the
device.
Changes to CIs are controlled by profile.
Access to Cl information is controlled by profile.
The user interface to the configuration information allows enquiry by alternate
perspectives - customer/service view versus device view - same view capabilities as
with the framework.
Ability to list all components with a particular attribute by specified list of customers
- drill down from list.
Ability to list all components.
Customer/service view must have the ability to drill down to see constituent
components.
All managed components are defined as CIs (servers, routers, switches, hubs, SANs,
printers, OS, middleware, applications processes, databases, scheduled
scripts/jobs/backups).
Software components, link to/launch direct of the source safe if available, the
executable safe if available - potentially multiple versions of same - i.e. appreciation
of software configuration management tool where one is used (PVCS, LMF,
SourceSafe, etc.)
Resolution of redundant dependences - i.e. critical path analysis in the Cl view
modes.
Configuration information includes, but is not limited to: technology component
attributes (model, serial, asset, OS, patch level etc, location, primary owner, etc.);
business process/service delivered by the Cl; support matrix - 1st, 2nd, and 3rd internal or external - selectable; Maintenance owner and warranty details, defined DR
component - procedure and DR mode - hot, warm, cold etc.
Status indication - ordered, received, installed, production, deinstalled,
disposed/decommissioned
Management mode of the Cl - critical, not-critical, monitored only.
CIs must support a valid from date.
Definition of upstream dependencies (by selection of a service or a service component
Cl).

•
•
•
•

Record of all incidents reported against the Cl - linkage to incident management.
Record of all changes reported against the Cl - linkage to change management.
Record of all changes to the Cl record itself.
Copy of all documentation for the Cl - specifically technical configuration docs
(OSMs for example). Documentation must be indexed to allow users fast/intuitive
navigation online from the incident, operation, change environments.
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•
•
•
•

Record of all alerts/events reported against the Cl.
Record of/link to performance data for the Cl where available.
Link to Knowledge Management entries for the component/component/class.
Asset management processes source most if not all data from the CMDB.
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APJ OMCnet Version 2 Infrastructure
and Services Design

APJ OMCNet Version 2 Infrastructure and Services (OMCNetIS2) represents an extension of the
WW OMCNet2 design to further facilitate the integration of Standard Tools (see Figure E-l: APJ
Tools Reference Model below for an overview) and Services required to deliver on HPMS
commitments to its customers (MS Solution and Services portfolio). The “High Level User
View” of the HPMS environment, based on the Everest Model, can be seen in “Figure E-2: User
View”. OMCNetIS2 is focused on delivering the Connectivity and Connectivity Services layers
(verticals) of Figure E-2. OMCNetIS2 also utilizes and showcases HP’s Adaptive Network
Architecture over the HPQNet network topology as the foundation of its infrastructure. The
design uses router based access control lists (ACL), PIX firewalls, and Two Factor Authentication
(via Smartcard technology) to help deliver network security within acceptable level of risk and
cost.
Business requirements for WW OMCNet2 were gathered over a two-month period from team
members comprised of the regional OMCs and OSCs, Commercial Services, and the WW SD&I
team. Because the group was so large, it was agreed that the WW SD&I team would craft a
design based on the information gathered from the OMC/OSC members. The WW OMCNet2
design remained network focused and services such as DNS and AD were not addressed at that
time. Subsequent efforts to augment the design with such services were undertaken but at the time
of writing had not delivered agreed WW Standards.
APJ Management mandated that the WW OMCNet2 design be deployed as a matter of priority
and augmented to provide the base infrastructure and services to facilitate the design,
development and deployment of a Standard Tool kit for the support of HPMS customers (in APJ).
HP WW standards are to be adopted or ratified where possible. In the absence of a WW ratified
standard an interim APJ specific version is not only permissible but also necessary to prevent
further delays in rationalizing APJ’s HPMS tools environment. Where WW OMCNet2 was
already being deployed (e.g. LAC and EMEA) their design efforts and deployment experience to
address common issues were reviewed and adopted where feasible e.g. EMEA’s DNS solution
proved a good match for APJ’s needs. Having multiple regions adopting the same approach
further improves the likelihood of a common WW set of standards in the related area/s.
This document represents a snapshot in time of the design proposed; the design will be revisited
to reflect significant business changes (e.g. outcome of HP-IT/HPMS split), outcome of testing
and commercial availability of relevant technology (e.g. Microsoft’s Federated Security and
Identity services).
The measure of the robustness of the underlying strategy in the current design itself will be its
ability to readily assimilate such changes and, of equal importance, to support the migration of the
existing infrastructure to the implementation of this design.
Given that there are several concurrent projects (e.g. Radia, Radix, MSR, ITAM) that will utilize
OMCNetIS2 and these projects are in various states of design/deployment; the related level of
detail provided for them varies significantly e.g. MSR and ITAM are little more than placeholders
as they are not sufficiently well progressed to be mapped onto OMCNetIS2. Radix instances are
currently AM and EMEA based; as a result the deviation between APJ AD design and EMEAs
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(used by Radix) reflects the weight put on ease of migration for APJ; the existing EMEA AD
implementation being one possible (assuming WW agreement) end point.
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Figure E-l

APJ Tools Reference Model
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Background

WW OMCnet2 does not prescribe a massive migration for all customer environments at all
OMCs and OSCs although the amount of work required to disentangle related “expedient”
customer connection scenarios is not insignificant. APJ OMCnetIS2 is a solution to use
whenever the business need arises to leverage virtualized IT assets to fulfill trade contracts or
where rationalization of existing support infrastructure makes it cost beneficial to migrate from
existing state to APJ OMCNetIS2. For example, suppose the contract for an existing customer
connected to a pre-merger Compaq OMC comes up for renewal. It is determined that the same
level of service could be provided at a lower cost to HP by using virtualized assets instead of
assets located in one specific geographic location (in this case, the pre-merger Compaq OMC
location). Suppose the customer is physically connected into the pre-merger Compaq Auckland
location. Under WW OMCnet2, the tools used to support the customer could be homed in
Singapore and the IT staff manipulating the tools could be in Kuala Lumpur. All three elements
are spread across three different geographic locations. This could allow a center of expertise to
emerge, say in Bangalore that could support all trade customers for a particular service no matter
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where the customers are connected into HP. The APJ OMCNetIS2 initiative ensures the tools not
only have access but the means of access is common; reducing operational support costs and
through providing a wider set of base services (e.g. naming, directory, security), development
costs for new support “tools”.
This document’s focus is on the functional/technical design. The organizational aspects of the
support of the infrastructure itself and the staff that use it are out of scope. The organizational and
procedural aspects will, however, be addressed in related implementation plans.

E.2.

Requirements

The primary requirement source for the WW OMCNet2 design is the OMC Global Network
Infrastructure Requirements Document. A team comprised of members from the regional OMCs
and OCSs, Commercial Services and the WW SD&l team created this document.
In addition to the requirements document, the WW design team was asked to produce a design
that:
•
•
•
•

Utilizes the Adaptive Network Architecture (ANA)
Utilizes the HPQNet Network Architecture
Is RADIX friendly (i.e. supports the RADIX application family)
Reduces cost by sharing network infrastructure

and was subsequently asked to extend that design to:
•
•
•
•

Provide Naming services (DNS, DDNS) model
Provide Directory services (AD, LDAP) model
Provide common Remote Access services model - support staff access to HPMS
customers’ infrastructure.
Provide a common operational support model for OMC infrastructure.

All of these elements were factors in the development of the APJ OMCNetIS2 design
documented in the following sections.

E.3.

Design Overview

E.3.1.

Compartments

The overall APJ OMCnetlS2 design is based on the Adaptive Network Architecture as it is
implemented in HP’s HPQnet corporate network. A fundamental concept of this implementation
is the use of network compartments to segment portions of the network with differing security
requirements. These compartments are connected to HPQNet POP routers that make up the HP
backbone network. Security is enforced between different compartments using Access Control
Lists on these routers. The ACL definitions are managed and distributed from a central tool (PRT
- Policy Registration Tool). For some compartments, PIX firewalls are added to reinforce the
security boundary.
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The overall WW OMCNet v2 compartment design is shown in Figure E-3. Subsequent sections
describe the purpose of each compartment in the overall design.
The compartment mappings that have occurred have in some cases been less straightforward then
initially anticipated. The reasons for this are typically performance and/or cost related e.g. one
would think that the SDS (Security and Directory Services) compartment is the logical place to
put the Domain Controllers yet reality is they are placed in the MMI due basically to their
utilization and the number of ports required to be open.
E. 3.1.1. MMI Compartment
The MMI Compartment is used to host network management tools used to monitor and access
customer IT resources e.g. HP OpenView Operations (OVO) Server, Access Server (SSH relay).
MMI Compartments are typically found at HPQNet Core Sites and large Trade Data Centers (e.g.
Melbourne). The MMI compartment provides the gateway from the HP Engineer’s desktop into
the customer network. The MMI Compartment may be shared to manage both external customers
and the HP account, dedicated to external customers or dedicated to a specific customer as
requirements dictate. See section E.4.1 for a detailed design description.
Support access via the MMI requires the use of two factor (something you have - e.g. Smartcard,
and something you know - e.g. Smartcard's PIN number) authentication technology. ActivCard is
the technology that has been chosen to meet this security requirement. The user creates a Telnet
session to the relevant (typically closest to the customer’s TCE-Core connection) MMI firewall
and authenticates via supplying an account number having appropriate Enterprise Group
Directory membership and the related one time password (OTP) derived via his ActivCard. A
successful Telnet session results in their corresponding workstation IP address being given access
into the MMI compartment itself and consequently to its member servers (e.g. to a SSH Relay
server). Further authentication is then required to the MMI server and customer network based
server.
All subsequent user traffic is via the MMI firewall that the user authenticated against.
Latency/cost issues have given rise to the development of MMI Lite Compartments. These are
MMI compartments that typically have low end network kit and contain only Access Servers.
They have been set up to mitigate the propagation delays that would result from high latency
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manages and supports.

Overall OMCNet 2.0 Compartment Design

connections (long distances and/or low bandwidth). The typical situation is where the support
staff is on HP premises yet “close” to the customer but the MMI would otherwise be quite some
distance away. Example: there is an MMI compartment at the core site in Sydney (Australia).
There are also customer support staff in Perth (4,1 OOKm from Sydney), so to support a Perth
based customer the Perth based staffs related traffic would need to travel 2 x 4,1 OOKm to get to
the relevant customer’s server (assuming also Perth based) which can literally be the other side of
a wall. The cost of low latency links from Sydney to Perth is not insignificant and the total HPMS
supported Perth base customer base, at the time of writing, is small.
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Note: In recent times the MMI has also become host to GDES customer support infrastructure
(Access Servers).
E.3.1.2. TCE Core Compartment
The TCE Core compartment is used to host individual customer cell networks that home
connections to customer IT resources. In Figure 1, the customer environment in the TCE Core
compartment of the drawing shows customer infrastructure hosted at an HP site. In this case the
WAN link to the customer network is used to provide access from the customer to the customer
systems. The customer infrastructure may also be located at a remote site, either in a customer’s
premises or in an external Data Centers. In this case the WAN link to the customer network is
used to provide connectivity from HP network management resources to the customer systems.
There are multiple customer connections existing inside a single TCE Core compartment at any
single HPQNet location. These customer connections terminate into dedicated customer routers
(where ACLs are sufficient to meet security requirements) or firewalls (where more sophisticated
access rules are required) operated by the OMC. This is the model existing in both pre-merger
environments. When IT services are needed from another compartment, such as MMI or TCE
Shared, then the data traffic between the customer cell and the other compartment must cross the
TCE Core compartment boundary. The compartment security model is the same regardless of the
type of customer hosting being provided. The details of this design are presented in section E.4.2.
The realities of the customer the “real world” have resulted in HP coining across customer that
have:
•
only used RFC 1918 address space (IP address space assigned for private networks)
•
have used registered IP address space that belong to someone else (e.g. a EMEA
customer has been found using HP registered space). Since they were not connected to
Internet this was not a major problem, however, connecting them to HP infrastructure
quickly changes that!
•
have used both private and registered IP address space.
•
have used only registered IP address space which is indeed registered to them.
•
have multiple registered IP address ranges, typically due to acquisitions.
To reduce the number of support options and to avert the consequences of a situation where a
customer either out grows their allotted address range or via acquisition can no longer present
only validly registered IP addresses; APJ will NAT to HP registered space (already allocated to
TCE-Core) all customer supported servers (they must effectively have static IP addresses).
Customer desktops are not directly managed via HP based (on HP owned network) infrastructure
hence the HP owned address range available for NATing should not be a limitation in the short to
medium term. Adopting this indirect model for desktop management also obviates the
complexities of DHCP (lease based allocation of IP addresses) and reduces bandwidth
requirements between HPMS and the customer network.
From a customer reporting perspective, only FQDN references are typically given thus obviating
the need to address NATing relationships.
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E.3.1.3. TCE Shared Compartment
The TCE Shared compartment is used to host customer accessible applications. Depending on
individual customer service level agreements (SLA), these will be shared among customers or
dedicated to specific customers. In both the shared and dedicated versions it functions as the
Customer Shared Access LAN (pmCPQ) or Reporting LAN (pmHP). The RADIX environment
exists in this compartment.
E.3.1.4. IBA Compartment
The IBA compartment is used to host the Intranet portions of shared applications. This
compartment will typically already be installed on the HPQNet network based on the needs of
other applications. The overall application design for the tools used in managing customer
networks will determine which applications will reside in this compartment.
E. 3.1.5. Intranet Compartment
The Intranet compartment is where Support Staff providing support for trade accounts will reside.
By extension this also includes staff accessing the HP network through secure remote access and
wireless connections.
E. 3.1.6. E-Service Compartment
The E-Service compartment serves a similar function to that of TCE shared, but for applications
accessible to customers via the public Internet.
E. 3.1.7. VPN Compartment
The VPN compartment is used to provide secure access into the TCE Core compartment for
customers connecting over the Internet. This capability is used for both temporary connections
pending installation of a dedicated circuit and for permanent access to a customer network. The
outside leg of the VPN compartment is the same as the HPQNet VPN compartment. The inside
leg is directly connected into the TCE Core compartment at the local site. Details of this design
are described in section E.4.2.
E.3.1.8. MWS Compartment
The Managed Web Services (MWS) compartment is shown in the overall design to illustrate the
relationship between the OMCNet management tools and the trade Web hosting environment.
The MWS compartment is not a component of the overall OMCNet design, but MWS systems
may be managed from shared tools in the MMI compartment. It should also be noted that the
MWS compartment will eventually be migrated into a standard E-Services compartment.
However, the shared network management tools in MMI will still be used.
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E.3.1.9. SDS Compartment (HPQNet based)
This compartment is primarily there to house customer authentication servers. These servers
(Trade Directory, Site Minder Policy, Citrix AD/Licensing, DNS external) are used to validate
(authorize) customer access into TCE-Shared infrastructure. See Radix (Section E.7) for
relationship to other compartments.
E.3.2.

Services

The ability to leverage HPQnet network infrastructure to provide a secure cost effective route
between HPMS (support staff and servers) and its customers was essentially addressed by WW
OMCNet2. Its adoption in various parts of the world soon highlighted some common issues
outside of the traditional network space that basically demanded an extension of the network
focus to include additional services. Some of the drivers for this are:
a.

b.
C.
d.

e.
f.
g.

h.

Customer FQDN (Fully Qualified Domain Name) must not be directly visible in HP’s
DNS. This is to help prevent inadvertent failure to access publicly available customer
server i.e. dropped internally rather than presented to the Internet and/or customer to
customer via HPQnet essentially seeing HP act as a carrier.
Reports provided to the customer must reflect the customers naming convention (i.e.
not a modified FQDN that HP has used to address (a)).
Passwords cannot traverse any part of HPQnet in the clear.
Some customers do not adhere to RFC 952 & RFC 1123 using underscore in host
names and/or starting host names with a digit. HP-IT currently insist on adherence to
RFC 953 & RFC 1123.
HP staff must not use the same password in the Intranet as they use for accounts in the
customer domain.
No trusts are permissible between customer and HP domains (e.g. asiapacific) directly
or indirectly.
Security mandates prohibit tunnels between HP Intranet and customer, basically only
approved ports should be open. This is to reduce likelihood of virus transmission
(either direction).
Complexity in providing suitable access information to support people outside of the
country/region where the customer (including the OMC itself) resides. Having a
common set of tools readily available to provide said access.

To address the above WW OMCNet2 design was augmented with DNS, AD, Remote Access,
OMC Operational support designs. While efforts were made to get WW consensus, the time and
resources available lead to the following APJ adopted designs.
E.3.2.1. DNS/DDNS
DNS is the most fundamental layer to sit on top of the WW OMCnet2 network infrastructure and
provides support staff and infrastructure applications with name resolution services for both
internal domains as well as trade customer domains.
The reflection of the customers naming convention in any HPMS internal infrastructure assists,
when directly dealing with the customer, by removing the need for support staff to translate
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customer names to those held internally. It removes the support overhead and/or effort required to
remediate the customer environment in addressing any standard adoption conflicts (see E.3.2 (d)
above). It also removes the need for “reporting” function to map from HPMS internal to
Customer based FQDN.
EMEA had basically addressed these problems by use of BIND servers (BIND version 9 and its
support of views — response to DNS request based on “who” asks for it) and the effective
segregation of OMC DNS from HP Intranet DNS. The segregation assists in overcoming the
issues raised in E.3.2 (a, b, d). EMEA have also developed a number of tools to facilitate the
management of the related infrastructure. After review, APJ’s decision was to essentially adopt
EMEA’s precepts. The remainder of this section discuss the various DNS service major
components.
E.3.2.1.1. Authoritative Name Servers (DNS Core Compartment)
HPQNet Core Sites contain a DNS compartment. These compartments will be used to host the
authoritative DNS servers for the customer domains. The primary master will contain the local
copy of the trade zone data for that core and the slaves effectively act as secondary backups for
the remaining cores’ primary masters. This effectively provides zone redundancy and the ability
of all cores to “know” how to resolve names within each other’s trade zone domains. These Core
Site DNS compartments also contain DNS resolver servers for HP intranet and Internet name
resolution.
E.3.2.1.2. Local Caching Name Servers (MMI and/or TCE-Share Compartments)
MMI and TCE-Share compartments not residing in a core site may have a local caching name
server. The local name servers provide recursive lookup resolution by forwarding requests to the
authoritative name servers within the Corte Site DNS compartments; where results are
subsequently returned and cached to improve performance.
E. 3.2.1.3. DNS Light Compartments
To reduce latency times of DNS queries for the HP Intranet, a ‘DNS light’ compartment maybe
utilized. The compartments can be implemented at sites where high volume HP Intranet queries
may originate. They would typically also be located at a MMI location with significant support
staff population. These are effectively recursive name servers that cache the results of Intranet
queries from the HP authoritative DNS servers.
E. 3.2.1.2. Dynamic DNS Services (MMI Compartments)
Active Directory (See E.3.2.2 below) requires that a Dynamic DNS server (DDNS) be available
in order to store information about what functions are being performed by what systems. In the
proposed model, the UNIX BIND servers are running in static mode and the Windows 2003
servers in dynamic mode. The BIND servers remain the authoritative name servers for the
organization. "Delegation" records are used so that the Windows 2003 servers handle all ADspecific traffic and BIND servers handle the rest. This is made a little more secure because the
Windows 2003 servers will run in "secure" mode thus requiring changes to the DNS information
to be authenticated.
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The diagram below shows the possible locations of local caching servers. The black-labeled dots
indicate core sites and the purple dots indicate non-core site MMI compartments. Red lines
indicate links between the core sites and the blue lines indicate possible links between the local
caching servers and the authoritative name servers residing in the DNS core compartments.

Figure E-4

Authoritative (DNS Core) and Local Caching Name Servers

E.3.2.2. Active Directory
Account and systems’ security management contribute significantly to the overall cost of
managing an IT systems environment. The use of a centralized account management database can
help in keeping such costs under control. Microsoft’s Active Directory technology was chosen to
address this.
Its implementation supports the following objectives:
•
•
•
•
•

Security granularity - delegation of authority to provide the ability to delegate
administrative control over groups of users to departmental administrators.
Consistent approach throughout the region for gaining access to APJ OMCNetIS2
services.
Simplification of server and systems access processes throughout the region.
High availability and redundancy for the account management database possible.
Reduction in the number of usernames and passwords that must be maintained by
each support personnel.
Capitalization on existing knowledge and tools (e.g. ATM) used within HP.
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The security requirements mandated (see E.3.2 (f, g) above) by InfoSec (HP Security) do not
permit the direct use of existing HP Domains (e.g. asiapacifc.hp.com) within the trade OMC
environment. This has resulted in development of the omcsvc.adapps.hp.com (or OMCSVC for
short) AD domain; a single forest, single domain AD being proposed for HPMS systems
management by EMEA and supported by the RADIX project. At the time that this document was
prepared, this domain design was still very much in its infancy with the relevant technology,
business processes and polices still being developed.
The RADIX “backend” infrastructure implementation is targeted currently for EMEA and AM.
There are no short term plans to introduce equivalent infrastructure into APJ thus reducing the
impact of having differing AD designs.
The current challenges with migrating from the existing APJ OMC domain setup are such that the
associated risks in moving directly to the single forest approach are considered too high to be
undertaken in one step across APJ. The delay in waiting for WW agreement on the EMEA design
and the development of associated processes is considered unacceptable. APJ have thus decided
to adopt a two-phase approach. Phase one is the setup of an APJ resource forest
(omcapj.adapps.hp.com) utilizing orncsvc.adapps.hp.com to provide the MUD (master user
domain) - OMCAPJ will trust OMCSVC (see Figure E-5 below). APJ will migrate existing
OMC domain (e.g. SP's cpqomc.net) users to the new omcsvc.adapps.hp.com forest and its
resources to omcapj.adapps.hp.com. Once the WW standard is agreed and the process/procedures
are in place to support it, APJ can move the resources into the omcsvc.adapps.hp.com forest.

HPMS Delivery

omcsvc. adapps. hp. com

Figure E-5

OMCSVC relationship to OMCAPJ

The related domain (omcapj.adapps.hp.com) controllers will be deployed in the MMI
Compartment. As discussed in E.3.2.1 AD requires that a Dynamic DNS server (DDNS) be
available in order to store information about what functions are being performed by what systems.
The domain controllers have an integrated DNS function that is proposed to be used to support
the DDNS requirements. The alternative of using a member server will be revisited should
administrative/operational support considerations dictate.
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To reduce the overheads involved in multiple account maintenance, it is proposed to use limited
(e.g. passwords are not synchronized to meet security requirements) account synchronization (via
ATM) between asiapacific.hp.com and omcsvc.adapps.hp.com (see E.3.2 (e)).
E. 3.2.3. Remote A ccess
This service is focused on providing the “common” means whereby authorized support personnel
anywhere in the world can gain access to customer (or OMC internal) infrastructure to
analyze/diagnose/administer/fix said. The ability for the customer to control entry will be via two
avenues; initially by control of the account set up in their domain and eventually by also
controlling entry itself i.e. cannot even get to the server let alone attempt to login.
The proposed solution is to capitalize on WW ISEE (GDES initiative) work. The current role out
of which is the Socrates project which in itself is based on EMEA’s Spearhead. Socrates offers a
web based front end that loads the relevant profile to the supports staff workstation that sets up a
conduit (via SSH) to the customers environment (via Customer Access Server - CAS).
E.3.2.4. OMC Infrastructure Support
Clearly the infrastructure used to support our customers needs to be supported. The direction
taken is do so using the same technology used in providing standard support offering to the
customer themselves. Thus the MDC architecture.

E.4.

Detailed Design

The following sections contain detailed design descriptions of some of the major components of
the APJ OMCNetIS2 design.
E.4.1.

MMI Detailed Design

There are two primary types of MMI compartments that may exist: MMI and MMI Customer
Funded. The compartments are depicted in Figure E-6.
MMI The goal is to allow a level of consolidation whereby the same IT assets used to maintain
and support the HP Account can also be used to maintain and support trade customers. The
degree to which this happens in reality will be dependent on business needs. These IT assets
include people, servers, and applications or tools. The MMI compartment is a network
infrastructure in which to locate, or home, the later two. The IT assets in this compartment must
have a degree of host and application security controls that enable access rights and logging in
accordance with IT Security policies. In most cases this will be to the individual user level.
MMI Customer Funded For some customers, services offered from shared assets in MMI may
not meet the security requirements of the Service Level Agreement. In these situations, network
and application tool infrastructures can be constructed to meet these requirements but will need to
be funded by the deal itself.
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MMI Lite compartments (either type) may be set up where there would otherwise be an
unacceptable level of latency introduced between the support staff and the customer environment.
E.4.1.1. IP Addressing

The IP address plan for both MMI types is to use HP-owned Class B & C allocations. This will
facilitate an easier migration from the pre-merger HP Secure Cell and pre-merger Compaq
Trusted LAN architectures.
MMI

Customer Funded

l-VBB
/
/

Figure E-6

POP

\
\

OMCNet MMI Options

Each OMC Support Staffer will have a specific MMI instance/compartment into which he/she
will usually authenticate (via Smartcard technology). Once the user has successfully
authenticated, the staffer will have the ability (at the network level) to use any server in his/her
"familiar" MMI to connect to targets resident in other MMI Shared instances. In the example
shown in Figure E-7, a user authenticates into the Atlanta instance of MMI Shared, then logs into
a system resident there. The user can, if needed, use this MMI system to connect to other systems
in any other MMI instances. The network will not block this connection attempt, and it will be
dependent on host security elements (e.g. inetd.sec) whether or not the connection is successful.
MMI Customer Funded will not be configured to allow such interconnectivity. Each physical
manifestation of MMI Customer Funded will exist unto itself allowing no connections originating
from other MMIs or destined to MMIs. The locations depicted in Figure E-7 are arbitrary.
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Figure E- 7
E.4.2.

MMI Policy Domain Example

TCE Core Detailed Design

The TCE Core compartment is used to host individual customer cell networks that home
connections to customer IT resources. Customer IT resources could be infrastructure located at a
remote site and/or infrastructure located at an HP site. This can enable HP to make connections
to customers at the closest point to HP’s network, providing other infrastructure elements exist at
said location to meet the SLA. For example, the Naperville, IL USA sales office might be the
closest HP presence to the customer, but if the SLA requires high availability and the HP network
in Naperville is not built for high availability, it would not be prudent to make the connection
there.
The policy enforcement point for the TCE Core boundary will exist on the I-VBB device at any
given location. This will be an ACL and managed out of the HPQNet Policy Registry tool. This
is a general ACL from the HPQNet perspective and provides access control between the TCE
Core compartment and the other compartments in the OMCnet2 design. To allow access control
for individual customers within the TCE environment and to allow for a segmentation of the
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access control management, individual “customer” compartments are created within the TCE
Core compartment. Each “customer” compartment ACL is installed on a dedicated customer
router and is managed by the OMC team. This is a unique ACL for each customer. Within the
boundaries set for the TCE Core access capabilities, this allows the OMCNet team to control
access policies for each customer within the OMCNet design. This approach will minimize
disruption to existing trade customer environments - they can be managed in much the same way
as they are today. Only when virtualization opportunities arise for any existing customer will a
migration to OMCnet2 be necessary.
The TCE Gateway Routers shown in Figure 4 are installed to provide a distribution layer between
the core and the customer routers. There are not access controls applied on these routers. They
are there to allow for a segmented routing environment and to provide more scalability to connect
to multiple dedicated customer routers within the compartment.
A requirement from the OMCNet requirements team is to provide for a NAT solution for those
customer network connections that are using address space that cannot be routed within the
OMCNet environment. This can occur when a customer is using IP private IP address ranges
according to RFC 1918. As shown in Figure 4, the solution is to install NAT on the Dedicated
Customer Routers as needed. If router based NAT is not sufficient to deal with a particular
customer, other NAT solutions as described in the “OMC Global Network Infrastructure
Requirements Document” may be used.
The VPN compartment is used to provide secure access into the TCE Core compartment for
customers connecting over the Internet. This capability is used for both temporary connections
pending installation of a dedicated circuit and for permanent access to a customer network. The
outside leg of the VPN compartment is the same as the HPQNet VPN compartment. The inside
leg is directly connected into the TCE Core compartment at the local site. The VPN would be
connected using HP's bandwidth to ISPs that has been consolidated into HP core sites, a.k.a. XVBB sites. Here the tunnel terminates in an OMC-owned customer compartment (TCE
compartment in HPQNet terms). The solution is only available at X-VBB sites. Multiple
connections to individual customer compartments are made from a shared VPN device(s).
Details of this design are shown at the bottom of Figure E-8.
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Figure E-8

TCE Core Detailed Design
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E. 4.2.1. IP A ddressing
Two prescriptions for addressing TCE Core exist. The first is the NAT method. Customer IT
assets numbered using the RFC 1918 specification (private) that will be managed by HPMS will
be NAT’d into a Net-15 address block carved out of the HPQNet address plan. The second
option is to natively route customer traffic where the customer is using public address space and
the option to use this method is in agreement with the SLA terms. New customer deals where
hosting occurs at an HP site will be built using a Net-15 allocation. Customer deals where HP is
supporting and maintaining IT assets at the customer site (where IP re-addressing is not an
option) will be NAT’d into the Net-15 address block allocated for trade use.
Figure E-9: showcases the interior of the TCE Core compartment. Customer Compartment A
(yellow) represents an existing customer connection that would be NAT’d into the proper Net-15
address block for trade. Perhaps the hosting at the HP site is using an HP Class C subnet and the
devices at the customer location are using a Net-10 range - regardless, the dedicated customer
router on the HP side of the connection will NAT all traffic to the Net-15 block so that it can be
properly discriminated by the policy enforcement point (ACL) residing on the I-VBB POP router.
In Customer Compartment B, a new customer connection, all HP managed devices are located at
an HP site; therefore they can be numbered directly into the correct Net-15 address block.
Customer Compartment C represents a new customer account in which the assets needing
monitoring and support are spread between the customer location and the HP location. The assets
at the HP location can be addressed directly into the Net-15 address block for trade while the
traffic sourced from the customer site would be NAT’d. Variations of each of these three
scenarios can exist.

I-VBB POP

Customer Compartment (a) \

TCE Core

jfcTCE
“Gateway

Hosting at HP Site
Customer Compartment (cj
Customer Compartment (bj

\

Hosting at HP Site j
Hosting at HP Site

Figure E-9

TCE Core Interior Detail

Appendix E: APJ OMCnet Version 2 Infrastructure and Services Design

E-19

UTS
E.4.3.

TCE Shared Detailed Design

There are two possible options for the TCE Shared compartment design. The first option is to
connect the TCE Shared compartment directly to the IVBB as shown in Figure 6. In this option,
the security policy for the compartment is implemented on ACL’s on the IVBB router itself or
IVBB distribution router. If encryption between TCE Shared and other compartments is required,
a P1X firewall may be added to the topology.

Figure E-10

TCE Shared connectivity via POP Router

The second option is to connect the TCE Shared compartment to the PIX firewall used to provide
access control into the OMCNet dedicated MMI compartment. The security policy for the
compartment is implemented in the PIX firewall. This option would be preferred if there is a
need to provide encryption between TCE Shared and other compartments according two customer
requirements. By sharing the MMI PIX, encryption needs for both compartments can be met with
a single device. This option is not recommended for TCE Shared policy deployments containing
the Radix network infrastructure (see Section E.7). This compartment connectivity option is
shown in Figure E-l 1.
E. 4.3.1. IP A ddressing
Devices resident in TCE Shared will be numbered from a Class A allocation (either Net-15 or
Net-16).
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Figure E-Jl
E.4.4.

TCE Shared connectivity via MMI

Encryption

Some customers connected via the TCE Core compartment have encryption requirements for
their data as it traverses the HPQNet backbone. The solution in the OMCNet 2.0 design to meet
this requirement is to encrypt the data from within the TCE Core, TCE Shared and MMI
compartments before it is sent across the HPQNet backbone. This solution is shown in Figure E12.
For customers who need to encrypt data, install Cisco IOS with IPSec encryption capability on
the dedicated customer routers. Tunnels are then established between Dedicated Customer
Router and PIX firewalls in the MMI and BPI Shared compartments. If router performance is an
issue, a PIX may be added to the Customer Compartment topology to do the encryption.
For the MMI and BPI end of the encryption, PIX Software is configured with IPSec encryption.
Access List controls which traffic is encrypted and which traffic is sent in the clear. Customers
who do not need to encrypt data, are still managed from shared MMI compartments. Access list
on MMI PIX will exclude customer IP addresses from encryption.
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OMCNet Encryption over the HPQNet Backbone
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E.5.

Compartment Relationships

The following sections contain descriptions of the interactions between various compartments
that make up the overall OMCnet design.
E.5.1.

MMI-TCE Core

All ingress traffic to MMI must
be enumerated down to
All egress traffic from MMI must be
enumerated down to protocol/port

protocol/port (yellow) and

(yellow) and passes through a stateful

firewall.

passes through a stateful

firewall.

or
All ingress traffic to TCE__core

ACL

is enumerated to protocol - full
IP in this case (green) and
passes through a packet
filtering ACL

TCE core

Only traffic

TT

sourced from MMI address
space is permitted.

All egress traffic from TCE_core is
enumerated to protocol - full IP in
this case (green) and passes
through a packet filtering ACL.
Only traffic destined to MMI
address space is permitted.

Customer

Customer n

Figure E-13

MMI-TCE Core Compartment Relationship
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E.5.2.

Intranet-TCE Core

\JCE_core
Figure E-14

Intranet-TCE Core Compartment Relationship
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E.5.3.

MMI-TCE Shared

ACL

All ingress traffic to TCE_shared is
enumerated to protocol - full IP in this case
(green) and passes through a packet
filtering ACL

All egress traffic from TCE_shared is

FT

/

Only traffic sourced from MMI

address space is permitted.

0
(

enumerated to protocol - full IP in this case
(green) and passes through a packet filtering
ACL. Only traffic destined to MMI address
space is permitted.

0
Radix

)

TCE shared

Figure E-l5

MMI-TCE Shared Compartment Relationship

Appendix E: APJ OMCnet Version 2 Infrastructure and Services Design

E-25

UTS

m

invert
E.5.4..

TCE Core-TCE Shared

__ ^

-v,

./ Customer

"IP ■:. ATKiC

'■

>

ill Si—
Customer n

All egress traffic from TCE core is

All ingress traffic to TCE_core is

permitted full ip to TCE_shared

permitted full ip from

address space.

TCE shared address sources.

TCE Core

All egress traffic from TCE_shared must be
All ingress traffic to TCE shared must be

enumerated down to protocol/port (yellow) and

enumerated down to protocol/port
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TCE core addresses.

Figure E-16

TCE Core-TCE Shared Compartment Relationship
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E.6.

Implementation Considerations

OMCNet 2.0 at Core and Non-core Locations
Each HP core location will have an MMI, TCE Core, and TCE Shared. Non-core locations will
have at a minimum TCE Core - in order to establish customer connectivity at the closest HP
location where HP chooses to deliver services from. The business reason that drives the need to
also enable MMI and TCE Shared at non-core locations is to provide a place for regional specific
toolsets in use by the OMC today. Until such tools are phased out in favor of a globally defined
set, they must be grand fathered into the design.
OMCNet 2.0 Migration
OMCNet 2.0 does not prescribe a massive migration for all customer environments at all OMCs
and OSCs. Instead, OMCNet 2.0 is a solution to use whenever the business need arises to
leverage virtualized IT assets to fulfill trade contracts. For example, suppose the contract for an
existing customer connected to a pre-merger Compaq OMC comes up for renewal. It is
determined that the same level of service could be provided at a lower cost to HP by using
virtualized assets instead of assets located in one specific geographic location (in this case, the
pre-merger Compaq OMC location). Suppose the customer is physically connected into the pre
merger Compaq Alpharetta location. Under OMCNet 2.0, the tools used to support the customer
could be homed in Houston and the IT staff manipulating the tools could be in Boise. All three
elements are spread across three different geographic locations. This could allow a center of
expertise to emerge, say in Boise, that could support all trade customers for a particular service no
matter where the customers are connected into HP.
This phased migration is easiest to digest for the enterprise: as customer deals are won or
renewed, each OMC will determine how best to fulfill the contract - using resources and process
local to the OMC or using virtualized resources within the region or on a global level. The
concept of virtualization as applied to delivering trade services is not new. The pre-merger
Compaq OMCs in Canada (Calgary, Toronto, and Kanata) built a “virtual campus” in pursuit of
business and similar structures emerged in EMEA. OMCNet 2.0 extends this strategy to enable
HP to build more regional centers of expertise with greater breadth as a stepping-stone to
achieving global centers of expertise for the Managed Services business.
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Radix Integration

The design for the Radix network architecture evolved in parallel to OMCnet2 designs. Four
network segments (VLANs) were initially designed for the Radix functionality but ultimately
three were finalized with the decision to offer the fourth segment’s functionality from the
Security & Directory Services compartment of HPQnet. The three segments of Radix are: VLAN
10 for Portal and Customer application access, VLAN 20 for HP internal applications and
database access, and VLAN 30 for secure reverse proxy and Citrix access by customers over a
dedicated leased line.
The Radix network environment was approved by HP Information Security under the terms and
conditions to implement using host-to-host IP filtering at port and protocol level. This is more
granular than the HPQnet compartmentalized architecture defines. Therefore, the integration of
Radix into OMCnet2 requires building the three Radix segments inside TCE Shared. The names
applied to these segments are TCE Shared 10, TCE Shared 20, and TCE Shared 30.
There will exist non-Radix application services that will need a home in the TCE Shared
compartment. These services are described in Section 4.3. In the diagram below, they are
represented sitting in TCE Shared, but outside the Radix confines (dotted line). Compartment
rules (port/protocol for entire LAN segment) apply to these systems serving these applications.

OMCnet2 with RADIX Overlay
TCE Core

TCE Cbre
compartment
boundary

Customer Compartment (a)

-VBB
Trade MMI

Hosting at HP Site

Intranet
Customer Compartment (b)

TCE Shared
compartment
boundary

MMI
compartment
boundary

>.

TCE Core
Gateway

TCE Shared

Hosting at HP Site

RADIX

••

Radix VLAN 20

Customer Compartment (c)

HP Internal
App Access

Radix VLAN 10

Hosting at HP Site

Portal & Customer
App Access

Radix VLAN 30

= Boundaries managed outside of PRT
= Boundaries managed by PRT

Figure E-l 7

Security & Directory
(Includes Siteminder)

SRP + Citrix

OMCnet2 and the Radix network environment
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F.

Practical Examples

This appendix expands on some practical examples of customers, which were referred to in
Chapter 5. Because of confidentiality, the examples are of customers - or solutions - that are
now no longer in production. This means the examples below show the first generation of the
event management solution, where the primary monitoring was Unicenter TNG and EMU and the
workflow was Clarify. An integration between Unicenter TNG and Clarify for trouble ticketing called MHD is detailed. The examples are still relevant as the type of solution and the problem it
is solving is similar to the customers still in production today.

F.l.

Solution Design Overview

The Mayne systems support infrastructure and monitoring solution is designed in accordance with
the standard OMC design. Back-end tools include Unicenter TNG, EMU and MHD (the TNG Clarify integration), Compaq Insight Manager (low end hardware monitoring tool, now called HP
Systems Insight Manager). The NT solution involves polling and trapping to TNG agents
deployed on the client machines. The Unix solution involves a combination of TNG agents and
EMU watchdogs (scripts).
Hardware monitoring is achieved via a combination of tools including Compaq Insight Manager,
IBM Director agents on IBM servers, and EMU watchdogs for Unix hardware.
EMU Portal has also been deployed to off capacity and trend analysis. EMU Portal currently
requires SNMP support on the client machines.
Figure F-l shows an overview of the monitoring infrastructure.

F.2.

Mayne Monitoring Solution Detail

The Mayne monitoring solution is designed in accordance with the standard OMC design. TNG,
EMU, and MHD (the TNG - Clarify integration) are deployed at the back-end.
F.2.1.

Monitoring Server Configuration

All Mayne monitoring servers are built in accordance with the Windows 2000 OMC SOE. The
installation of TNG is done as per the OMC TNG SOE and standards document.
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Mayne Monitoring infrastructure

The Windows 2000 Mayne management domain is MYNOMSMGMT.int.mayneroup.com.
Monitoring load has been separated as follows:
•

•

•

F.2.2.

MYNTNG1: Compaq Proliant ML530:
- Mayne TNG server
- Consolidation point for all EMU severity ones:
MYNMGMT1: Compaq Proliant ML370
- NT System Monitoring
- EMU - event notification for all NT system events
- EMU Portal - Historical graphing for CPU, Memory and Disk Space
- CIM 7.0 - Hardware Monitoring.
MYNMGMT2: Compaq Proliant ML370:
- UNIX System Monitoring
- EMU - event notification for all NT system events
- EMU Portal - Historical graphing for CPU, Memory and Disk Space
NT system monitoring

TNG system and eventlog agents will be deployed to all Compaq-managed Mayne NT servers.
These TNG agents will allow TSG-NT to receive alerts for the following event types:
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•
•
•

System events eg CPU, Disk, Memory, System availability etc.
Service Monitoring.
Applications Events eg Arcserve, Antivirus, Microsoft Exchange etc.

Proactive hardware monitoring will be achieved by using C1M SNMP traps forwarded to TNG on
MYNTNG1 and relayed to EMU and then onto Clarify. EMU Portal will be used for the
graphing CPU, Disk, and Memory for historical purposes and trend analysis.
Figure F-2 shows the NT monitoring solution.
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NT monitoring solution.
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F.2.3.

NT Message Flow

Message flaw for each event type, as depicted in the design schematics, is as follows:
•

•

TNG Agents:
- NT servers send TNG trap (port 162) to TNG on MYNTNG1 - additionally
MYNTNG1 polls (port 665) the TNG agent.
- TNG on MYNTNG1 sends emsgl :2370 for Sev Is to EMU on MYNTNG1
- TNG on MYNTNG1 send emsgl :2340 for all Sevs to EMU on MYNMGMT1
- MHD on MYNTNG1 sends case details to OMSDBSC1 via OMSHDWEB1
through the OMCFWMYN on port 1801
- OMSDBSC 1 updates MYNTNG 1 via OMSHDWEB 1 through OMCFWMYN on
port 1801 with the case number
- MYNTNG 1 updates case number in EMU on MYNTNG 1 with an emsgl :2370
- MYNTNG1 updates case number in EMU on MYNMGMT1 with an emsgl :2340
- CIM:
- Compaq NT servers with CIM agents send SNMP traps (port 161) to TNG on
MYNTNG1
- TNG on MYNTNG 1 sends emsgl :2370 for Sev 1 s to EMU on MYNTNG 1
- MHD on MYNTNG 1 sends case details to OMSDBSC 1 via OMSHDWEB 1
through the OMCFWMYN on port 1801
- OMSDBSC 1 updates MYNTNG 1 via OMSHDWEB 1 through OMCFWMYN on
port 1801 with the case number.
- MYNTNG 1 updates the case number in EMU on MYNTNG 1 with an
emsgl :2370
- MYNTNG 1 updates the case number in EMU on MYNMGMT1 with an
emsgl :2340
EMU Portal:
- EMU Portal send SNMP poll to TNG MIB on NT servers
- NT servers reply with requested information on either CPU, Disk or Memory.
- Data is then graphed in EMU portal for trend analysis

Note: The Servermon component of EMU Portal contains inventory information on all managed
and monitored servers.
Note: EMU Portal alerting will be disabled/removed because watchdogs will only generate alerts,
in this instance.
F.2.4.

UNIX system monitoring

TNG system agents and TSG-Unix developed watchdogs are to be deployed to all HP/Compaqmanaged Mayne Unix servers.
These watchdogs and TNG agents will allow TSG-Unix to receive alerts for the following event
types:•
•
•
•

Hardware
System Resources
Operating System
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EMU Portal will be used for the graphing CPU, Disk, and Memory for historical purposes and
trend analysis.
Figure F-3 shows the Unix monitoring solution.

OMC TNG Cluster

OMC
MAYNE

m

SNMP Poll to TNG V

ILJr
MYNMGMT3

WATCHDOGS

Tuesday, 30th

CREATION DATE :
LAST MODIFIED DATE:

Figure F-3
F.2.5.

April 2002

Friday, 28th June 2002

AUTHOR :
LAST MODIFIED BY :

Damien O'Loughlin

FILE :

Damien O'Loughlin

m

Mayne Momtonng Solution - Unix

VERSION :

1.0

1 OF 1

Enterprise Services.

Unix monitoring solution.

UNIX Message Flow

Message flows for each event type, as depicted in the design schematics, is as follows:
•

•

EMU Watchdogs:
- Unix servers send emsgl :2345 to EMU on MYNMGMT2
- EMU on MYNMGMT2 does a cawto TNG on MYNTNG 1
- TNG on MYNTNG 1 sends emsgl :2370 for Sev Is to EMU on MYNTNG 1
- MHD on MYNTNG 1 sends case details to OMSDBSC 1 via OMSHDWEB 1
through the OMCFWMYN on port 1801
- OMSDBSC 1 updates MYNTNG 1 via OMSHDWEB 1 through OMCFWMYN on
port 1801 with the case number
- MYNTNG 1 updates case number in EMU on MYNTNG 1 with an emsgl :2370
- MYNTNG 1 updates case number in EMU on MYNMGMT1 via a cawto.
EMU Portal:
- EMU Portal send SNMP poll to TNG MIB on Unix servers
- Unix servers reply with requested information on either CPU, Disk or Memory.
- Data is then graphed in EMU portal for trend analysis
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Note 1: The Servermon component of EMU Portal contains inventory information on all
managed and monitored servers.
Note 2: EMU Portal alerting is to be disabled/removed as watchdogs should only generate alerts,
in this instance.
F.2.6.

Network monitoring

Network monitoring is whether the device is up or down using TNG IP_Interface policy.
To add the device to the TNG repository, a case must be raised in Clarify (queue OMC-TNGEMU) that requests the addition of the specific device(s). The information that must be included
in the case is:
•
•
•

IP Address
Device name
Device type (e.g. CISCOJROUTER, Switch, Hub)

The device will be discovered using the TNG dscoverone (or dscvrbe) process:
If the device has SNMP active and the community name for read is PUBLIC, the discovery
process will classify the device as per its MIB-II attributes and add it in the TNG repository.
Where the discovery process cannot determine the class of the device, it will be inserted as
“UnclassifiedTCP”. To enable TNG to correctly monitor the device, the object must be
classified correctly.
TNG has been configured to poll each device every 5 minutes (300 seconds). If a response is not
received within the allocated ‘timeout’ period, it will re-try. If this too fails, an alert will be sent
to the TNG Event Manager, which in turn will invoke automated processing to create a case in
Clarify and add an entry on the appropriate EMU.
TNG will continue to attempt to poll the device. After it is successful, the Clarify case and the
EMU entry will be updated accordingly.

F.3.

Unicenter TNG and HP/Compaq OMC

This tool has been integrated by HP/Compaq Managed Services with Clarify. This enables
monitored events detected by Unicenter TNG to be automatically logged and tracked with
Clarify. Unicenter TNG is used by HP/Compaq Managed Services for System Management,
Network Management, Application Management, and Asset Management. Where other point
products are used, such as BMC Patrol for database management, these are integrated with
Unicenter TNG. The objective is to have all monitoring and management through the Unicenter
TNG GUI.
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F.4.

Unicenter TNG and Optus

Unicenter TNG is deployed across Optus’ entire IT infrastructure. The components of Unicenter
TNG used are Event Management, Performance Management, Workload Management
(scheduling), and Asset Management. Event Management is provided on all UNIX, OpenVMS,
and Windows NT servers with some monitoring provided on Apple Macintosh servers.

F.5.

Unicenter TNG Management Stations and OMC

All customers connecting to the OMC have their own Unicenter TNG systems. These are
integrated in the OMC using Unicenter TNG bridging, which allows one Unicenter TNG system
to contain the monitoring status of all customers being managed out of the OMC. Where
outsourced customers do not have Unicenter TNG, the System and Network Management tools
are integrated with Unicenter TNG.
Figure F-4 shows how Optus Unicenter TNG and OMC Unicenter TNG are connected.
OMC Clustered TNG servers

Figure F-4

Optus Unicenter TNG in the OMC
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F.6.

Unicenter TNG High Availability

Unicenter TNG is installed on a cluster to increase the overall availability of the TNG monitoring
system(s) and to provide increased capacity. Microsoft NT clusters do not provide any automatic
load balancing or any advanced distributed lock manager capabilities. For this reason, the way
TNG is installed and configured on an MS NT cluster greatly affects the clustering capabilities
that TNG can provide, and also how the TNG services work on a cluster.
The overall concept of installing TNG on a cluster is so that the four main components of TNG
can be installed on physically separate hosts. This allows the Worldview, COR, Enterprise
Management, and DSM (running on various nodes) to run TNG effectively on a pair of clustered
Windows NT servers, with some customisations and modifications.
It has been determined that the most effective method of installing TNG on a cluster is to install
TNG locally on each node, with the SQL data and TNG log and configuration data stored on the
centralised cluster storage.
Figure F-5 shows the configuration.
NT Cluster Alias

TNG Cluster Allas

OMSTNGC1
Virtual Server
ipaddr = 203.62.129.213

SQL Cluster Alias

OMSTNGQC1
Virtual Server
ipaddr = 203.62 129.214

OMSTNGMC1
Virtual Server
ipaddr = 203.62.129.215

Array with 3 partitions
Drive Z - Quorum partition
Drive Y - SQL 7.0 partition
Drive X - TNG data partition

Shared array, Raid 5 set

a

Drive C: System Drive

Drive D: TNG App Drive

Figure F-5

F.7.

Drive C: System Drive

10MB x-over cable

OMSTNG3
ipaddr = 203.62.129.211

OMSTNG4
ipaddr = 203.62.129.212

Drive D: TNG App Drive

TNG cluster configuration.

Monitoring Helpdesk (MHD)

The Monitoring Helpdesk (MHD) tool is used to pack and unpack TNG and Clarify action
messages using Microsoft Message Queue (MMQ).
Figures F-6 and F-7 provide an overview of how an event that comes in to TNG flows through
the integration components to the Clarify database server.
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MHD action
routine

MHD action
routine

Event

MHD
DeQueuing
NT service

Micrsoft Message Queue

Figure F-6
1.

2.

3.
4.
5.

Event process from TNG to Clarify
A monitoring agent detects a condition, such as “server down” that triggers an event.
The event relays from the agent to the console, and then to the console on the TNG
server.
TNG starts a “message action” that sends the request to the MHD software. The MHD
software packages the request into an XML packet and sends it to the MMQ for
Clarify.
The MMQ is the transport protocol.
The MHD DeQueuing service, running on the Clarify server, monitors the message
queue, takes the message from the queue and passes it to MHD.
MHD unpacks the message packet, analyses the request, and triggers and action, such
as creating a new case in Clarify.
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Clarify

MHD CA-TNG
business logic

MHD Clarify
business logic

MHD
DeQueuing
NT service

Micrsoft Message Queue

Figure F-7
6.
7.
8.
9.

Response process from Clarify back to TNG

Clarify provides the case ID and status to MHD.
MHD puts the message into an XML packet and transfers it via MMQ to the TNG
message queue.
The MHD DeQueuing service on the TNG server monitors the queue and pulls the
message from the queue.
MHD on the TNG server unpacks the package, analyses the data, and posts the answer
on the TNG console.
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G.

Details on commercial products used in practical
implementation

The following section cover the commercial products use din the practical implementation
detailed in Chapter 5. The focus is on the commercial products used in the third generation of the
solution - principally the OpenView product set from Hewlett-Packard.

Event Management Architecture V2.0
Technical View
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Figure G-l
New extended event management architecture with ISEE and HP System
Insight Manager added.

G.l.

Event Management Architecture - Detailed Technical View

The following section details all the components that comprise the Event Management
Architecture. A brief description of the commercial products is provided. For the three
components that were developed for the solution, namely, EMU, DECADE and SMSPI, more
detailed descriptions were provided in Chapter 5.
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G.1.1.

Network

G. 1.1.1. Open View Network Node Manager
OpenView Network Node Manager (NNM) was designed for all sizes of networks requiring:
•
•
•

Advanced management of routing and switching devices and appliances,
Sophisticated root-cause analysis, and
Distributed management for large networks spanning multiple departments.

Network Node Manager, within the Event Management Architecture, is designed to integrate new
services, technologies and increased usage demands so as to reduce the work required to support
new activities within delivery.
G. 1.1.2. Network Device Monitoring
Network monitoring provides robust network management for large, complex switched and
routed network environments. Functions performed:
•
•
•

Ping For Up/Down Availability
Poll SNMP Functions
Receive Device Traps

Devices monitored within this area include the following target devices:
•
Routers
•
Switches
•
Hubs
•
Firewalls
•
Foad Balancers
•
Other Network Appliances
G. 1.1.3. Server Monitoring
Server monitoring is included within network monitoring services as it is a core component of the
server management function. The premise is that each network-connected server is able to be
monitored for network availability via the standard network management services. Although this
does not provide information that relates to the operational status of the server, it does provide
information that shows if the server is connected to the network and reachable via ICMP packets.
Openview Network Node manager is able to perform the following basic functions for server
monitoring:•
•

ping for up/down availability
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Devices monitored within this area include the following target devices;
•

server(s)
This includes all network connected servers.

Server availability monitoring is included in NNM for event correlation with network outages.
This is included with the “connector down” information that is included under event correlation
within this document.
G. 1.1.4. Network Node Manager SPIs1 for Router Monitoring
These NNM SPIs and Network Management SPIs are Advanced Edition only (requirement) and
extend the capabilities of NNM Advanced Edition for specific areas.
Available NNM SPIs:
•
•
•
•

Network Node
Network Node
Network Node
Network Node

Manager SPI
Manager SPI
Manager SPI
Manager SPI

for LAN/WAN Edge
for MPLS VPN
for Advanced Routing
for IP multicast

G. 1.1.5. LAN/WAN edge/Frame Relay
The HP OpenView Network Node Manager Smart Plug-in for LAN/WAN Edge analyzes the
hundreds of events that occur during an outage and pinpoints the problem as being local, remote
or due to potential configuration issues. In addition, it notifies operators of the customers or sites
impacted by an outage.
With the Network Node Manager SPI for LAN/WAN Edge, network support teams are armed
with insight into the root causes of network outages and the information necessary to understand
how to alleviate them. This tool provides the functionality to see exactly where an error has
occurred and identify the customers impacted by the outage.
The Network Node Manager SPI for LAN/WAN Edge provides problem-specific analysis and
diagnosis for Frame Relay networks. It can provide this information for any Frame Relay switch
supporting the Frame Relay MIB (RFC 1315). It will analyze the SNMP events encapsulated
from the Frame Relay circuits and answer the questions:
•
•
•

Is the problem local to my switch interface?
Is the problem within the service provider's network?
Is the problem due to miss-configuration between my network and the service
provider?

1 SPIs are software add-on components that provide additional, specific functionality to the base product.
These SPIs are available only with NNM 7.0 Advanced Edition and higher
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G. 1.1.6. Multi-Protocol Label Switching - Virtual Private Network
The Network Node Manager Smart Plug-in for MPLS VPN provides problem and customerspecific diagnosis of MPLS VPN network failures. The provider edge is continuously monitored
for interface availability. When an interface failure is identified, the operator is provided the
necessary customer and site impact data associated with the failure.
However, a down interface does not directly relate to an MPLS VPN connectivity failure.
Network Node Manager SPI for MPLS VPN combines the fault monitoring VPN with service
availability monitoring of the MPLS core. Based on network discovery, end-to-end management
service availability tests are deployed to ensure MPLS VPN connectivity. A failure may occur,
but the criticality is based on whether traffic is still getting through and services are continuing to
be delivered. When network core availability is compromised, your operators are alerted with the
customer-impact data.
Network Node Manager SPI for MPLS VPN combines the fault monitoring VPN with service
availability monitoring of the MPLS core. Based on network discovery, end-to-end management
service availability tests are deployed to ensure MPLS VPN connectivity.
G. 1.1.7. IP Multicast
IP Multicast is an NNM add-on to view the topology of a multi-cast environment and detect and
report on its status.
This SPI provides essential visibility into the health of a network IP multicast service. It enables
the operator to view the topology of the multicast environment and its status. The operator can be
alerted to changes in status, such as a router failure or business-critical activity, and quickly begin
fault resolution. The tool also measures multicast traffic flow rates throughout the network.
G.1.1.8. Advanced Routing SPI - HSRP State, OSPF
The Advanced Routing SPI extends NNM Advanced Edition for intelligent diagnosis of dynamic
networks that utilize the OSPF, Cisco HSRP, and IPv6 protocols.
G.1.2.

NNM Event Correlation

The HP OpenView Event Correlation Services (ECS) is an advanced event correlation
technology. ECS is fully integrated with Network Node Manager (NNM) to correlate network
related events and HP OpenView Operations (OVO) to correlate events coming from the different
layers of environments:•
•
•
•
•
•

Network
Systems
Applications
Databases
The Internet
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With its layered approach to event correlation, ECS distributes the ability to suppress event
storms to lower layers of network equipment, while enabling the upper layers to focus on
sophisticated event management functions. Using ECS, management solutions are better
distributed, resulting in reduced network bandwidth usage and cost savings.
The Event Correlation Services are comprised of the following set of customizable processing
components, called correlation nodes:
•
•
•

ECS Engine (run-time)
ECS Designer (developer)
ECS Protocol Modules (CMIP, SNMP, ASCII)

Each node performs a specific correlation function. These nodes can be easily combined to build
simple to very complex correlation circuits, through which events flow.
Event Correlation is a function that endeavors to associate identical, similar or subordinate events
into a single or reduced number of events that are of primary interest. Several of these
correlations are described here. Each of these correlations employs a number of parameters that
may be configured to control their behavior.
The following defines the types and style of events managed and monitored by the event
correlation engine.
G. 1.2.1. Repeated Event
This correlation identifies multiple duplicate alarms within a specified time period which are
associated with a single physical event and bundles them together under a single alarm.
G.l.2.2. Connector Down
This correlation considers a network layer-3 device outage. In a topology, "downstream" devices
(including servers) are correlated behind the “upstream” device and do not raise individual
events.
G. 1.2.3. Pair-wise Correlation
This correlation matches a parent event to one or more previously occurring child events; for
example, an Interface Down alarm followed by an Interface Up alarm within a designated time
frame.
G. 1.2.4. Nodelf
This module is a new correlation circuit that detects an interface down event and immediately
checks the parent node for status. If the parent node returns down, the interface down is held and
the node down event is released. Subsequent interface down events are suppressed.
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G.1.2.5. Intermittent Status (pair- wise)
This correlation captures event sets known as “flapping” or the “down-up-down-up" syndrome.
These events are correlated to attempt to show only one event pair within a specified time period.
In addition, if the "up" event appears before the "down" event time window, the "down" event is
never released.
G. 1.2.6. Chassis
If a temperature, fan failure, or power supply fault condition persists for a period longer than the
configured time interval, an alarm event is generated and sent to the NNM Alarm Browser.
Conditions that persist for a time less than the specified Window Period are discarded.
G.1.3.

Network OV RAMS2 for Advanced Router Monitoring

OpenView RAMS provides visibility into the dynamic routing operation of the entire network. It
enables identification and resolution of difficult-to-diagnose network operations problems,
effective network maintenance, and the ability to accurately plan for network changes and
optimization.
RAMS utilizes higher-level layer 3 protocols by becoming a “peer” routing device in an OSPF or
BGP based network and monitoring the advertisement messages of those protocols. The tool
provides topology mapping and layout with history tracking of network changes and the ability to
perform playback of the changes observed.
Integrates with NNM 7.5 and greater (requirement)
G.1.4.

Network Syslog Server

Most network and server devices have a specific messaging capability called “syslog”. This
capability consists of short text messages that are recorded for further processing or forwarding.
Syslog messages utilize the UDP transport and therefore are unacknowledged. For network and
server devices, syslog messages are generally console type messages that are forwarded to an
external syslog server.
G. 1.4.1. Network Device Monitoring
Network devices typically write their console events to a syslog server that is external to the
network device. This requires that the network device is configured to write the events to the
syslog server and the required security settings are operational. The advantage of having an
external syslog server is that in the event of a device malfunction, all of the information included
within the syslog log files remains available for review.

2 Route Analytics Management System
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The following information is included within the syslog definitions:
•
•
•

receipt / forward of device specific conditions via the syslog protocol
messages are native and specific to device brand, type, model, an OS version
at the management server, require specific template filters to recognize the given
condition.

G. 1.4.2. Server Monitoring
Servers have the ability to write their console events to a syslog server that is external to the
server itself. This requires that the server is configured to write the events to the syslog server and
the required security settings are operational. The advantage of having an external syslog server is
that in the event of a device malfunction, all of the information included within the syslog log
files remains available for review.
The following information is included within the syslog definitions:
•
•
•

G.1.5.

receipt / forward of device specific conditions via syslog protocol
messages are native and specific to server device brand, type, model, and OS version
at the management server, require specific template filters to recognize the given
condition.
OVPI Reachability

HP OpenView Performance Insight provides the required insight into management data for
successful service level management. HP OpenView Performance Insight is a highly scalable and
customizable reporting tool that collects, analyzes and summarizes management data from
networks, systems and services. HP OpenView Performance Insight helps implement service
level management by monitoring and reporting on the systems, networks and applications that
make up that service. The reports that are created can easily be customized for your customers or
service managers.
Network OVPI Reachability Network Device Monitoring
Data collection metrics for availability reporting of network devices
Server OVPI Reachability Server Monitoring
Data collection metrics for availability reporting of server devices
G. 1.5.1. Device Threshold Alerts
This release of the MDC Architecture depicts the ability of OVPI to detect threshold violations
for many different device types. Specific configurations may be made for device types (network,
server, etc) and monitor type such that a configured threshold that is exceeded over a period of
time will create a threshold alert. This alert will be forwarded to NNM for purposes of event
correlation and reduction and subsequently to OVO, JET and OVSD for trouble-ticket creation.
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G.2.

Server Monitoring

G.2.1.

OpenView Operations Server Monitoring

Openview Operations is a core component in the MDC architecture. OVO performs direct server
monitoring functions by means of agent s deployed to the desired targets across the managed
infrastructure. In addition, all alerts from connected element managers (such as NNM, OVIS,
OVPI, etc.) are consolidated to OVO Servers in the MDC architecture before being forwarded to
the event routing system, JET.
OVO performs monitoring of OS functions, for a number of operating systems, including HPUX,
Windows, Linux, Tru64, NSK, AIX, SunOS, and more.
G.2.2.

OVO Agent Server Monitoring

OpenView Operations uses an agent-based technology to deploy monitoring functions into the
native environment to be monitored. These agents are specific to the platform type and version
and are engineered to collect platform and OS specific conditions and metrics which are then
reported to the appropriate OVO server. Agents can detect fault conditions and can perform
logfile monitoring to detect
G.2.3.

HP Systems Insight Manager (SIM) Server Monitoring

HP SIM (formerly Compaq CIM) is engineered for specific hardware platforms (and the
associated operating system) to monitor and detect conditions existing in the native hardware
itself. Conditions such as temperature, power supply condition, fan RPM speed, etc are detected
and reported to the OVO Agent.

G.3.

ISEE Systems Hardware Monitoring

ISEE is the hardware systems monitor, similar to HP SIM, that is deployed by HP’s break/fix
organisation to alert proactively on any potential hardware problems. It is integrated into the
overall event management architecture to act the same way as a simple monitoring agent,
although it has an entire sub-architecture and is capable of alerting over Internet connections. It is
outside the main scope of this thesis but is included for completeness. In May 2006 the decision
was made to replace ISEE agents with SMSPI agents.
G.3.1.

HPUX-ITOX Server Monitoring

ITOX (ITO extensions) is an add-on module to OpenView Operations that extends its
functionality. These extensions provide functionality for:•
•
•
•

Process/Service Monitoring via OVO Agent
Disk space monitoring via OVO Agent
Event storm filtering
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•
•
•
•
G.3.2.

Event correlation
Scheduled outage interface with OVSD
Agent health checking
Unix OS monitoring for HPUX, AIX, SunOS, NCR
SMSPI Monitoring and Data Collection

SMSPI is an add-on component that performs functions similar to the OVO agent for platforms
for which an OVO agent is not available. Fault conditions are detected and reported for the
following:
•
•
•
•
•
G.3.3.

Process/Service monitoring
Disk space monitoring
Threshold alerting of CPU, memory, disk
Can be centrally configured by Central Monitoring Configuration (CMC)
Can run in standalone mode for platforms not supported by OVO
OpenView Performance Agent Server Monitoring

The HP OpenView Performance agent logs and collects data, then sends alarms about that data
when necessary. The agent is installed on each system in the monitored environment
•
•
•
•

Data collection of performance and capacity metrics
Threshold alerting via the OVO Agent
Customizable to collect and alert on additional metrics
Approximately 450 metrics

The metrics defined are collected and used within the Reporting solutions to provide customer
reports for supported devices.
G.3.4.

CODA Agent for Server Monitoring

Similar to the OVPA module, this is a light-weight agent that collects a limited number of metrics
and can alert on threshold.
•
•
•

Data collection of performance and capacity metrics
Threshold alerting via the OVO Agent
Approximately 50 standard metrics

The metrics defined are collected and used within the Reporting solutions to provide customer
reports for supported devices.
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G.4.

Application Monitoring

G.4.1.

WW DBMON - database Monitoring

Worldwide standard for DB monitoring based on the OpenView DBSPI, a standard set of OVO
templates, and a tool developed by NAOD Production Engineering to help scale the DBSPI to
large environments and provide flat-file-driven configuration. DB Mon has visibility into
database server software from Oracle, Informix, MS-SQL, and Sybase.
G.4.2.

WWWINMON - Windows server monitoring

Worldwide standard for Windows monitoring based on a standard set of templates and a set of
programs that monitor OS areas such as disks, processes, and services using flat-file-driven
configuration.
G.4.3.

Web Server Monitoring

Worldwide standard for Web Server monitoring based on the MSO OpenView Web Server SPI or
the MSO OpenView Windows OS SPI. This module has visibility into web server application
from Apache on HPUX, Windows and Linux and Microsoft’s Internet Information Server v5 and
v6 on Windows 2000 and 2003.
G.4.4.

OpenView Internet Services

OpenView Internet Services offers end-user emulation of major business-critical applications as
well as a single integrated view of the complete Internet infrastructure. It is designed to help
delivery to efficiently predict, isolate, diagnose and troubleshoot problem occurrences, anticipate
capacity shortfalls, manage and report upon service level agreements.
G.4.4.1. Web property/URLs
Web Properties are defined as a set of web properties (web pages, URLs) associated with one or
more web servers. OVIS is used to monitor these instances, one or many based on requirements
and configurations. OVIS records URL page availability and performance.
G. 4.4.2. Port Monitoring
OVIS has additional capability to perform specialized service port monitoring: DHCP, DNS,
LTP, LDAP, NNTP, NTP and several others.
G.4.5.

OpenView Transaction Analyzer

OpenView Transaction Analyzer provides solutions for monitoring, analyzing and tracing real
transaction flows in production and test environments. Transaction Analyzer supports J2EE,
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.NET and CC)M+ based web applications as well as applications invoked via .NET remotely,
.NET Web Sen ices, DCOM, RMI and JMS (i.e. without a web front end).
HP OpenView Transaction Analyzer provides transaction-centric as well as application and JVMcentric views. In combination, these allow for monitoring of service levels, discovery/notification
of service lev el violations, problem localization, and detailed analysis of performance problems in
deployed environments.
G.4.5.1. OVTA Multi-page transaction monitoring
Application performance monitoring and diagnostic tool used to measure and analyze transaction
response times for complex web applications. Multi-part transaction pages can be monitored for
availability and performance.

G.5.

Correlation

G. 5.1.1. Open View Event Correlation Service
Openview ECS performs its services by correlation and reduction of the number of events by
associating similar, identical or related events in a combined event. ECS will present one event of
the greatest importance with less important events shown in subordination.
G.5.2.

DECADE Event Routing / Reduction

JET provides for integration between monitoring tools (OVO) and call management systems
(OVSD). Dynamic filtering of events based on message content is tightly integrated with OVO to
minimize duplicate events. Filters (or business rules) defined by delivery organization are created
to insure proper assignment/workgroup, priority, based on Cl, and message data. Additional
provisions are made for:
•
•

Unknown Cl conditions - allow for a “generic” Cl so events are not arbitrarily
discarded.
Store and forward events in the case of trouble ticket system outage.

G.6.

Ticketing

G.6.1.

OpenView Service Desk - Incident Management

OVSD provides incident management through the implementation of helpdesk, problem, change,
configuration, and SLA management processes into a single workflow.
Configuration Management Database
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G.6.2.

OpenView Service Desk - Configuration Management

An important part of OVSD is its Configuration Management Database (CMDB). This database
contains all the important information about any “configuration instance.” Ultimately this
database will become authoritative for any monitored and managed Cl in the enterprise.
•
•
•
•

G.6.3.
•
•
•

CIs, monitored/ managed nodes
Track and control Cl / node configuration information and status
History of CIs for problem management
Relationship of CIs - for impact and risk assessment, planning; e.g. capacity and
availability planning
CMC CIs
CMDB audit and verification
Defines the Cl control policy for audit and auto-update.
Ensures information is up to date, validates data integrity and quality of information

G.7.

Event Notification

G.7.1.

JTOC notification services - Alert notification and workforce management

Automated notifications are triggered by workflow in OVSD. Manual notifications, people and
workgroup information are synchronized by real-time updates with OVSD. Notifications
supported include pager, email, SMS, individual and team calendars for workforce "on call"
management, or based on priority of event.

G.8.

Configuration Management

G.8.1.

Radia Tool configuration

G. 8.1.1. Element & Mid-Level Manager configuration
The Radia Server and associated Client have the ability to utilize Cl information from the CMDB
to perform updates to the element and mid-level management tools. These tools will extract the
list of devices to be monitored and update the element and mid-level manager with specific
configurations of the devices to be monitored and the parameters appropriate to the device.
G.8.2.

Centralized Management Configuration

The Centralized Management Configuration tool (hereon referred to as CMC) is a core
component of the event management suite. It was originally part of DECADE (see section 5.7)
but has been developed to be a standalone component in its own right.
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CMC provides a centralized data store for monitoring configuration that can be used to provision
other event monitoring tools. It provides a consistent and easy to use user interface which allows
engineers to view and modify monitoring configuration for monitored devices without having to
manually connect to remote servers.
When using out of the box monitoring tools monitoring configuration can be scattered across
monitoring infrastructure and on managed nodes. CMC allows this information to be maintained
and managed centrally with easy access to view, modify and report current configuration.
In environments using OpenView Service Desk to store and maintain configuration item
information (CI’s) CMC can be used to enhance this information repository by adding a
repository of monitoring configuration specific information.
The CMC user interface includes security features which provide levels of access to monitoring
configuration depending on user privileges.
CMC is a modular product that allows monitoring configuration components to be added as
required. CMC version 2.1 supports the Server Management Smart Plug-in (SMSPI) with Auto
Recovery module and the World Wide Database Monitoring solution. This provides a centralized
configuration point for system and application monitoring including the ability to configure and
run self healing utilities when problems are detected.
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IBM Common Event Infrastructure

As was discussed briefly in Chapter 5, IBM in 2004 launched a new standard called Common
Event Infrastructure (CEI). This appendix look sat this proposed new standard in more detail. At
the time of writing this thesis, there appears to be little movement towards this standard, including
in IBM’s own system and network management products (i.e. Tivoli).

H.l.

Overview

The CEI is a set of modular event processing components that deliver functions such as event
transport, event-bus distribution, event persistence, event subscription, event updates, and event
queries. The CEI is a technology that you can embed in solutions or products that require these
functions.
The CEI uses the IBM Common Base Event (CBE) specification for its functions. The CBE
model focuses on consistent quality and content of the data in events. The combination of a
shared data representation format for the events and a shared infrastructure for handling the
events enables interactions between systems and applications that would be difficult and
inefficient otherwise [DING04].

H.2.

Architecture

The CEI Architecture Overview below (Figure H-l) illustrates the main building blocks of the
CEI and the main interaction points with external applications.
Table H-l contains a simple definition for each of the components seen in Figure H-l.
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CEI Architecture Overview /DING04].

Component Description
I

Event Sources are applications or components that submit event creation requests
through the Event Emitter component.
Examples of such event sources are log file adapters, monitors for workflow
containers, monitors for J2EE containers, applications explicitly instrumented to emit
CEI events, SNMP trap emitters, and others.

Event
Source

Event
Emitter

'

Event Bus

The Event Emitter component is a library that allows event sources to submit event
creation requests to CEI.
The Event Bus processes event creation requests from Event Emitters. The Event Bus
acts as the conduit for event streams between event sources and event consumers. It
ensures that events are routed to the Event Data Store component for persistence (when
configured to do so), and to the event distribution component for subsequent
publication to consumers.
The Event Bus is implemented as a set of services on top of WebSphere’s embedded
platform messaging capabilities.

The Event Distribution component delivers events to event consumers distributed
Event
Distribution throughout the network. The distribution component also informs event consumers
about changes to events for which they are interested, including event purges, updates
and deletions.
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Event
Access

Event Consumers interact with the Event Access component whenever they need to
query event data from the Event Database or effect changes on the events already
persisted into the Event Database.
The component is also responsible to coordinate the interaction between the Event
Data Store and the Event Distribution components. The event access services provide
an architected, pluggable interface between the bus and event data store persistence
mechanisms.

Event Data
Store

The Event Data Store component implements the event data store plug-in model
supported by the Event Access component. Its sole responsibility in the system is to
adapt requests from the Event Access component to an actual persistent event
repository.

Event
Consumer

Event Consumers are applications that subscribe to the Event Bus in order to receive
event notifications or that use the CEI APIs to query or update event data persisted in
the event database.

........

Event
Catalog

Table H-l
H.2.1.

The Event Catalog is a repository of event metadata in the system. It allows other
applications to understand an event’s content based on the event’s extension name (an
event field in the CBE specification).
The rationale behind the Event Catalog component is that the CBE model specifies the
syntax and semantics for all event properties in the base event, but the base model
cannot specify the specific syntax or semantics for application-specific data in
extended data elements or context data elements (both event fields in the CBE
specification). The Event Catalog allows the definition of these semantics.

CEI Architectural components.

Event selector language

CEI components must be able to classify events in order to process event streams originating
from event sources or being delivered to event consumers. Given the XML schema defined in the
CBE specification, the syntax of choice for selection expressions across events is XPath, the W3C
standard for addressing parts of an XML document. XPath expressions are used in CEI
configuration tasks and on API calls, as follows [DING04]:•
•

•
•
•
•

CEI configuration associates XPath expressions with an event group, a key concept in
the classification of events in the system. For instance, a system administrator may
define an event group called "High severity insurance claims" and define it with an
XPath expression. Whenever an event matches the XPath expression associated with
an event group, the event is said to be part of that event group.
The Event Filter plug-in in the Event Emitter uses XPath expressions to determine
which events should be transmitted to the Event Bus.
The Event Access component allows queries by event groups, which are associated
with an XPath expression.
An Event Consumer can use XPath expressions on queries by event groups to further
filter the results of the query.
The Event Distribution component compares event information to the XPath
expressions associated with each event groups to determine the JMS destinations for
event notifications.
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•

The Notification Helper component uses XPath expressions to further filter events
coining through JMS destinations published by the Event Distribution component. As
described in the JMS specification, a destination can be either a topic or a queue.

As an example of relationship between XPath expressions and CBE events, assume that an
application must retrieve all critical events for insurance loss claims for the customer, Enterprise
ABC. In CBE-speak one must represent: all that have critical severity and an extended data
element called customer under the extended data element loss claim and where the value of the
element is Enterprise ABC. The XPath expression, based on CBE model, would be [DING04]:

CommonBaseEvent[@severity=50 and
extendedDataElements[@name=’loss clainT]/children[@name-customer' and
values-Enterprise ABC']]

Any event with the following constituency would match the above expression:

<CommonBaseEvent... severity-'50">
<extendedDataElements name="loss_claim">
<children name="customer" type="xs:string">
<values>Enterprise ABC</values>
</children>
</extendedDataElements>
</CommonBaseEvent>

H.3.

Driver for Common Base Event Model

Message logs are invariably product-centric, adhering to standards and terminology that are
unique to a particular vendor (or even to a particular application). Under these circumstances,
how can a message guarantee consistency of interpretation? The answer is through a standard.
Enter the Common Base Event model. This standard lends itself easily to several types of events
— especially logging, tracing, management, and business events [BRID04].
Also of interest to you is that the Common Base Event model tackles the two big issues of
message diversity: format and content.
The Common Base Event model ensures consistency of format through an XML schema
definition (.xsd), a natural choice for current times. Apart from imposing the necessary structure,
XSD is a prerequisite for Web services. Ideally, you want autonomic control across diverse
applications, even those from different vendors. Web services have become the common
language of inter-application communication.
XSD also provides the necessary scope for ensuring consistent message content.

As you shall see, this goes

further than defining just the type of information a message should convey. Many places in the definition
are prescriptive about the actual words that can be chosen to describe a situation or component.
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Along with ensuring consistency of format and content, the Common Base Event model also encourages
completeness. Messages are often created by developers under extreme time pressure; they have a lot of
information to put into a limited space. Into this limited space, they must put details of the situation and the
context in which it occurred (which component has broken, and where, for example). Small wonder, then,
that log messages often fall short of this goal. The Common Base Event schema, however, has mandatory
elements guaranteeing that this information will be supplied [BRID04].

H.4.

Structure of the Common Base Event

The Common Base Event model takes as its premise that messages are events that are indicative
of an underlying situation. A given situation might give rise to a single event, but is more likely
to cause a number of related events.
To structure event and situation data, the Common Base Event has three main parts at the top
level. The definition documents for the Common Base Event call this the 3-tuple structure.
These offer information about:
1.
2.
3.

The component reporting a particular situation
The component affected by the situation
The situation itself

The component affected by a situation is often also the component reporting the situation. Under
these circumstances, the Common Base Event definition insists that only the affected component
information should be included. After all, why clog up your network with duplicate data? (You'll
see later that the type of information captured for affected and reporting components is identical.)
The third tuple — information about the situation -- is mandatory. There is also core information
associated with the Common Base Event itself, outside of the tuples. This information includes
the key attributes that identify the event and denote its priority, for example. Several optional
parts of the structure exist to support extra functionality and vendor-specific requirements
[BRID04].
This is discussed later in the article.
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H.5.

Drilling down

XML schemas can be read, but are not the best vehicle for rapid overviews. The Common Base
Event specification, however, contains Unified Modeling Language (UML) diagrams that
summarize the data and relationship between different parts of the event. Figure H-2 shows the
Common Base Event and its three tuples at the top level [BRID04]:

Figure H-2

Class diagram for Common Base Event schema - top level

Here's a quick guide to the UML based on the diagram above [BRID04]:
•

•

•

The three boxes show elements in the schema (Componentldentfication, Situation and
the CommonBaseEvent itself). The top rectangle within each box contains the name of
the schema element.
The rectangle below the name holds simple pieces of data for each element. A bright
blue icon denotes each of these, and is followed by the name of the simple piece of
data and its data type. The Situation element has one simple piece of data,
categoryName, which happens to be a string of characters (with constraints on values
not shown on the diagram, but which I'll explore later).
Don't be fooled; the three boxes don't match up with the three tuples! This is where
the lines (showing UML associations) come into play. The box at the top,
CommonBaseEvent, is not one of the tuples, but is the root element that contains the
three tuples. CommonBaseEvent has some simple data of its own within the box, but
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•

•

also has three adjacent diamonds, each with an emanating arrow joining to the other
three boxes. This means that CommonBaseEvent contains these other complex
elements (the UML term is aggregation).
You'll see two diamonds and arrows leading from CommonBaseEvent to
Componentldentification. One is for the affected component, the other for the reporting
component, shown by the line labels sourceComponentld and reporterComponentld
respectively. The number at the arrowhead shows how many times an element should
occur within the CommonBaseEvent. So for sourceComponentld, the number is 1 (and
always 1 — it's mandatory). For reporterComponentID, it's 0 or 1 (the
reporterComponentld is only present when it's different from the sourceComponentld.
There's no easy diagram convention to show this rule; the diagram only shows that
there's a minimum of no reportComponentlds in a CommonBaseEvent, and a maximum
of 1.
The third tuple, Situation (data), is shown in the bottom left. As the arrowhead shows,
there must be one of these elements present.

You might be wondering about the brevity of parts of the diagram. Surely, in Situation, a situation
isn't identified by one simple piece of data called categoryName? The answer is no. This is an
incomplete diagram. Situation itself contains (aggregates) other elements that you will see later.
H.5.1.

Core data for a Common Base Event

Before leaving the discussion of the overview UML for the Common Base Event, I'll return to the
simple data in the CommonBaseEvent box. This is meta-data about the event itself [BRID04]:•
•

extensionName is an optional property used to give a name to the event.

•

globallnstanceld should contain a value that uniquely identifies this event (even if
stored in a database with all the other Common Base Events ever produced; the
identifier should be truly globally unique.) locallnstanceld, if provided, serves a similar
identifying function, but is only guaranteed to be unique within the process that
produces a particular event.

•

creationTime is a date/time stamp for the event.

•

severity is a number, in a range from 0 to 70, that grades the impact of the situation on
the reporting component. There are seven predefined values in increments of 10
ranging from 0 to 60 (for example, 10-Information, 30-Warning and 60-Fatal). The
severity value for a given event should be provided by a domain expert, based on a
judgment of the human consequences of an event. During problem management, the
most severe events should be the first that require attention.
priority is a number in a range of 0 to 100, which denotes how this event should be
treated by applications monitoring Common Base Events. The higher the number, the
sooner those applications should deal with the event. There are three predefined
values: 10-Low, 50-Medium, and 70-High.
msg is the human-readable text that is normally an indispensable component of an
application message. It is, in fact, optional (though still recommended, especially in
the absence of other catalog information that identifies human-readable text). This
might sound strange — how could an event message lack message text? It could be
that the MsgDataElement complex type is used instead of msg, to support the late
binding of messages for National Language Support (I might want to configure my
application to report in English, French, or Romanian). Another reason could be that

•

•

Appendix H: IBM Common Event Infrastructure

H-8

UTS
invent
there is no message text to accompany a particular business event, and under these
circumstances there is no need to manufacture spurious text just to keep the Common
Base Event definition legal. Recall also that a prime goal of the Common Base Event
model is to pave the way for the autonomic management of systems. An autonomic
manager is likely to base its responses on the more fixed parts of the Common Base
Event definition. This is likely to be easier than parsing a fickle piece of text intended
for human consumption.
•

repeatCount and elapsedTime relate to each other; the first keeps a count of the number
of identical events in a given time interval, while elapsedTime specifies that time
interval.

•

sequence number acts a little like priority in that it specifies the order in which events
should be processed (this is especially useful if the events are likely to arrive at the
event-managing application in no particular order, but their processing sequence is
critical).
version refers to the Common Base Event specification version, so that programs
consuming common base events can deal with version compatibility issues.
otherData is a catch-all for holding any pieces of data that are not present as named
elements in the Common Base Event model because they are application-specific.
Software that consumes Common Base Events might not be able to make use of this
information, but should save and forward it nonetheless. Other application-aware
software (or humans) in the event-forwarding chain might have a use for the
information.

•
•

Having looked at the core header information in the Common Base Event, I'll now move on to
look at component identification in some detail.
H.5.2.

How components are defined in the Common Base Event model

The following UML diagram (figure H-3) shows just the Componentldentification part of the
Common Base Event, which is used both for affected and reporting components (the first two
tuples) [BRID04]:
Compare nt l&ntifi cation
^location: String
^locationT^* .String
^application; String
0*#*<«tioi£nvironm«nt:String
^component: String
^subcomponent: String
£compcnenll<fiype: String
(pifistancelii: String
£proce;sld ’String
^thtttdtd: Siring
^compcntmlVp*: String

Figure H-3

Class diagram for component information in the Common Base Event schema.

The clear aim of Componentldentification is to i dentity a component. You have just seen that
events themselves can be identified with a globally unique identifier (GUID). In an ideal world,
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components would also be globally identifiable in the same way. The Common Base Event
model team acknowledge, however, that there are many differing techniques for identifying
components, and allow for this within the definition.
So at the top level, the Componentldentification element has a simple piece of data, location. This
might indicate any sort of physical address that indicates the location of the component. It's the
next attribute, locationType, that indicates whether location is an IP address, SNA number,
hostname or something else entirely. The specification provides nearly twenty well-known
location types; the message is to stick to these if you can. Indeed, "Unknown" should be the
value when a well-known location type is unavailable [BRID04].
The application property is typically the business name for a component. This is particularly
helpful for components that do actually correspond to business applications, for example,
Accounts Receivable Module v4r5.3.
Next, I'll examine the four properties with component in their name, component itself names the
component (whether it is an application, product, or subsystem), and subcomponent further
distinguishes an element within the component. So to give a Java technology example, component
might be "My Currency Exchange Kiosk Application", and subcomponent the name of a Java
class and method (com.mycompany.utilities.EuroConverter.toEuros()). componentldType attempts
to identify the kind of component, and has a few well-known keywords (such as ProductName,
DeviceName and ServiceName). The componentType property is used to hold the recognized type
of components, which might be vendor-specific (such as IBMDB2UDB). The Common Base
Event specification has a lengthy appendix that categorizes all IBM products and many other
vendor products, using a well-defined name. These examples include WebSphereApplicationServer
and MicrosoftWindows XP Professional. The appendix recognizes component hierarchies, so for
an application server you might host some of the following components -- EAR File,
Web Module, J2EE_Application. The clear intent is to put these component type definitions into a
namespace that can then easily be incorporated into later versions of the Common Base Event
definition to validate the componentType property [BRID04].
instanceld makes sense when the component under scrutiny occurs more than once. This is less
likely to be true for, say, a database (though it's not unknown). However, it would almost
invariably be true for an Enterprise Java Bean (EJB). It is helpful to hold a reference to the EJB
instance in this instanceld property.
Three of the remaining properties, executionEnvironment, processld, and threadld, all deal with how
an application or operating system would logically divide up work. These details should be
supplied when appropriate and known.
With all these properties available, you can see that the reporting and affected components are
well identified. Now look at what the Common Base Event model has to say about the situation
that gave rise to the event.
H.5.3.

How situation data is defined in Common Base Events

The most exciting work within the Common Base Event definition centres around the data for a
situation, which is the third and most critical of the Common Base Event tuples. Here again is a
UML diagram, this time showing the detail for situation data [BRID04]:
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Figure H-4

Class diagram for situation data in the Common Base Event schema [BRID04J.

The major element is Situation, which contains one property of its own: categoryName. This
designates which of twelve situation types this event concerns. The SituationType element itself
sits under Situation. The twelve boxes sharing an arrow pointing to SituationType show the twelve
situation types graphically, from Startsituation through OtherSituation.
So what are these situation types? The Common Base Event model team analysed thousands of
messages from hundreds of different log files from many IBM products as well as those of
different vendors. Out of all the events described in these logs, they sought to extract a few
essential officially recognised situations.
What was very apparent from their analysis is that there were many ways of saying essentially the
same thing. A component might "begin work", "be started", "launch", "bootstrap", or "be
initialized." Any legacy message containing such words is likely to belong to a StartSituation
when translated to Common Base Event format.
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Common to all the situation type descriptive information is a reasoningScope, which denotes
whether the scope of the event is INTERNAL to the affected component, or has a potential
EXTERNAL impact.
From the class diagram, you can see that each of the twelve particular situation types contains its
own additional simple data elements. In many cases, the data is the same; several situation types
(StartSituation, StopSituation, ConnectSituation, ConfigureSituation, CreateSituation, DestroySituation
and RequestSituation) all contain a successDisposition simple data element, which has valid values
of SUCCESSFUL or UNSUCCESSFUL (to indicate the outcome of the event).
The first situation type listed, StartSituation, is reserved for events dealing with the starting of a
component. Apart from the successDisposition element (SUCCESSFUL/UNSUCCESSFUL),
StartSituation has a situationQualifer. This has three self-explanatory values: START INITIATED,
RESTART INITIATED and START COMPLETED. This structure is typical of the eleven
remaining situation types, which are explained briefly below [BRID04]:
•
•
•
•
•

•

•
•
•
•

•
H.5.4.

StopSituation is the counterpart of StartSituation, for events to do with the shutdown
process for a component.
ConnectSituation is for events describing aspects of a connection between one
component and another.
RequestSituation is for a component to identify the success or status of a long-running
or complex request.
ConfigureSituation is for a component to state some aspect of its configuration, perhaps
in response to a configuration change request.
AvailableSituation is for a component to comment on its operational state or
availability. This has a slightly different set of dispositions, which are explained fully
in the Common Base Event specification.
ReportSituation is for events that report on some aspect of utilization. That is, CPU
consumption, buffer size, memory allocation. This is qualified only by a
reportCategoryType, with valid values of PERFORMANCE, HEARTBEAT,
SECURITY and STATUS.
CreateSituation is for events that mark a component creating something, such as a file,
or document, or Enterprise Java Bean (EJB).
DestroySituation is the counterpart of CreateSituation, for events dealing with the
destruction of something.
Featuresituation is for components to announce that some feature, such as a service, is
available (or unavailable).
DependencySituation is for components to indicate that they cannot find another
component (or feature) that they need. The qualifier dependencyDispositionType
indicates if the dependency is MET or NOT MET.
OtherSituation is a "catch all" situation type for events that don't fit any other category.
Remaining situation data in the Common Base Event model

There are still a few complex types associated with the Common Base Event model to mention,
illustrated in the UML diagram (Figure H-5) below. These are considered to be part of the third
situation data tuple.
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Figure H-5
[BRID04J.

Class diagram for remaining situation data in the Common Base Event schema

MsgDataElement holds metadata about the message itself. Several property names refer to a
catalog, which is a generic name for any repository holding message text and expected
parameters. This might be as simple as a properties file, or as sophisticated as a message
database. A msgld is the traditional message identifier, usually between seven or nine characters,
and often packed with abbreviations to denote severity or the part of the application going wrong.
msgldType acknowledges that there are some standards for message identifier composition; if you
adhere to one, put it here. You might be puzzled at the optional nature of all this good
information. However, MsgDataElement is intended to support late-binding message parameters
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(in case, for example, you wanted to vary the national language when displaying the message).
This is a feature of many product-specific event managers. However, an autonomic manager
should be able to manage situations without the information that MsgDataElement contains
precisely because the information hasn't been subject to the kinds of rigorous classification you
saw going on in the other parts of the schema. That said, if the information is available, it should
certainly be supplied to the Common Base Event [BRID04],
ExtendedDataElement can appear any number of times, with each instance holding any number of
ExtendedDataElements within it. As you can probably guess from the general-purpose names of
the simple data therein (name, type, values, hexValue), ExtendedDataElement is a flexible bucket for
any kind of event data that can't be accommodated elsewhere.
ContextDataElement gives an opportunity to hook particular events to some kind of context. This
context is arbitrary, and is defined by the product or application. Each Common Base Event
belonging to the same context will share the same contextld or contextValue. One possible use
might be for a significant business process that can't be held together by any of the component
attributes such as "month-end management reporting.". Note that the relationship between
CommonBaseEvent and ContextDataElement allows the same Common Base Event to participate in
many different contexts. Thus, ContextDataElement allows the correlation of messages across
events, which might also include all the messages generated by executing a transaction or some
other unit of work.
Finally, there is AssociatedEvent and AssociationEngine. The association engine is an application
that establishes a relationship between events. One or many association engines might be
invoked as part of the process that converts existing log messages to Common Base Events. Just
as for contexts, the same event can be tied to as many association engines as required. The
addition of associated event information might even be the job of an autonomic manager that
processes Common Base Events (so the autonomic manager can act as an association engine).
Whatever creates associated engine information, the type property can be used much as contextld
and contextValue to describe the type of association that exists between events. The Common
Base Event envelope references AssociationEngine in two different ways. An individual event can
itself hold references to the AssociationEngines that used it. Alternatively, the envelope can list the
AssociationEngine together with all the ids for the events that particular engine has resolved.
I'll conclude this detailed discussion of the Common Base Event model properties with the class
diagram for the entire model (Figure H-6).
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Figure H-6

Class diagram for the entire Common Base Event model [BRID04].
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H.5.5.

Application of the Common Base Event model

Whether you agree with the situation type classifications and the other definitions in the Common
Base Event model, the point is that it's better to have a common taxonomy. Clearly, there is a lot
of work involved in making your product Common Base Event-compliant. No vendor is prepared
to immediately rework all of their software so that all of the events produced are Common Base
Events. The obligation is to have the capability of producing Common Base Events, and not
necessarily to store your existing logged entries in the Common Base Event XML format. This is
best achieved by having a piece of software called an adapter, which takes existing log messages
and maps these on to a Common Base Event equivalent. There will still be a lot to do to define
those mappings, but this can be an incremental process. IBM has produced the Generic Log
Adapter, which is offered as a component of the Log and Trace Analyser that is packaged with
the Autonomic Computing Toolkit. Vendors can use this tool to immediately enable many
products to take advantage of the common format and to bridge the gap for legacy software until
the common format is generated directly by software [BRID04],
The Common Base Event specification lists common words from existing logs that might indicate
the situation type for an event. So, for example, the specification offers the following guidance
that might identify a legacy log message as belonging to a FeatureSituation:

Existing situations include words like now available, currently available,
and transport is listening on port 123, for example:
SRVE0171I: Transport FITTPS is listening on port 9443
MSGS0601I: WebSphere Embedded Messaging has not been installed
Figure H-7 shows the translation process for messages generated from the WebSphere
Application Server:
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Figure 11-7 How a situation created for a typical log message is translated to Common Base
Event [BRID04].

H.6.

Summary

This appendix examines the advantages of the Common Base Event model and how this brings
consistency of format and content to logging messages, as well as completeness of contextual
information. Common Base Event messages were then put under the microscope: I examined the
three parts, or tuples, of the definition in some detail. First, the article looked at the two identical
tuples devoted to component information, and secondly at situation data — in particular the
situation type -- that rationalizes hundreds of situation descriptions to a mere dozen.
The appendix concluded by showing that the transition to the Common Base Event model can be
done incrementally through the use of software adapters to translate from old log formats to a
Common Base Event format. An autonomic system must go beyond one product to be effective,
and preferably across products from different vendors. It should be possible to plug in different
components without compromising the autonomic system. The Common Base Event model is a
common and open standard that makes this possible, designed from the ground up to integrate
with Web services. To date, the author has not seen any software vendors adopt this model, but it
does have some merit. It is interesting to contrast this IBM approach - as noted in Chapter 5, a
“Build it and they shall come” approach - with the approach in this thesis which is to do the re
formatting as part of the event management architecture solution, rather than relying on all
software and hardware vendors to agree on a standard, adopt it and implement it consistently.
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HP ITSM Operations Management Process

This appendix covers an overview of the ITSM Operations Management procedure called
“Management if IT Infrastructure Events”. It was referred to in several chapters in the thesis,
most notably Chapter 5.

1.1.

Structure of ITSM Processes

The normal way of representing processes and their associated procedures is by way of levels of
detail. Figure 1-1 shows the four levels used, starting at the highest level - Level 0, and moving
down to the most detailed level, Level 3.

HP ITSM Process Best Practices
Gen ©ric

Process Directed Desig

Level 1:
Hi<^i- level process
Policies, Flows and Roles
Level 2:
Detailed suLpr<
RACIs <*xl metrics

Organisation
Specific

Figure 1-1

Enabling Technologies
(how)

Staff Ro ^Responsibilities
(who, what, when, why)

HP ITSM process definitions.

The following section shows the key ITSM Operations Management procedure, Management of
IT Infrastructure Events, from a Level 2 process procedure level.
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1.2.

Management of IT Infrastructure Events

Figure 1-2 below, shows the event process flow in this standard.
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Figure 1-2

Management of IT Infrastructure Events.

The table below (Table 1-1) describes each of these steps in more detail.
Work
Instructions
Event
Monitoring

Event Detection

Event Logging

Description

Input

Output

Observing the IT
services and
infrastructure for
abnormal
situations and
conditions
Indicate an
abnormal state of
the CIs or of a
component with
in the Cl.
Process of
gathering and
recording “state
change
notification”

Event
Management
tools

A stable IT
infrastructure

Event
Monitoring

Detection of
events, gather
event details.

Event Detection

Logging of
events
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Data
Requirement
Monitoring tools
should timely
poll the managed
environment to
get their status,
performance, etc.
Management
tools should
gather details of
the event.
Management
tools should have
the capability to
store event and
also can be
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UTS

Event Processing

Event
Correlation

information of
CIs related to
events. Logging
of events is an
important task of
Operations
Management.
Event
examination,
filtering, and
grouping are the
activities
involved in event
processing.
Analysis of
detected
condition to see
whether any
action is required
and determine
the time-scale
required to find a
resolution.
Filtering of event
based on their
severity, origin
(network, server,
etc.), events of
no interest, etc.
Events are
compared with
other events that
have occurred
most recently
from the same Cl
or related Cl for
any kind of
relation so that
resolution can be
faster.
Analysis of
events based
upon previous,
current, or
subsequent
events that have
occurred from
the same
source/sources

archived for later
reference and
reporting

Event logging
and understand
its details

Examination and
filtering of
events

Management
tools should have
the capability to
have automated
actions pre
configured for
any event that
may occur and
also to group
events

Processed and
logged events

A meaningful
and correlated
event

Management tool
should have the
capability to
automatically
correlate the
events. This will
reduce manual
process of
analysis and
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Event Escalation

Event Resolution

Event Closure

which are
similar, related.
These similar
events can be
suppressed to
drill down to the
actual cause of
the event. This
method will help
to resolve the
event quickly.
The criticality
and impact of the
event needs to be
assessed,
reported and if
required escalate
to Incident and
Service Request
Management.
The ownership of
the event is
passed on to the
Service Desk and
event message is
updated with the
same.
Correction of the
abnormal
condition and
restoration of
normal
operations,
ideally by
adopting
automatic
corrective
actions.
Clearance and
closure of the
event and any
associated
incidents after
resolution.
Event resolution
should be
verified before
closure. Service
desk should

correlate events.

Processed and
correlated events

Escalation of
events

Integration of
Management tool
with Service
Desk

Processed and
correlated events

Event resolution
by automatic
actions

As far as
possible
automatic actions
should be
configured in the
monitoring tools
to resolve events

Event resolution

Verification of
event resolution.
Event closure

Automatically
events should be
closed after
successful
execution of
automatic
actions.
Escalated events
should be closed
automatically
when closed in
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Event
Management
Lifecycle

Event
Management
Reporting

Table 1-1

update events
with resolution
details in the
event
management, so
that events can
be closed at both
ends.
This ensures that
all stages of the
event lifecycle
above are
efficient,
effective and
continually
improved.
Logging,
analysis and
reporting of all
events. Reports
to be generated
periodically and
presented to
management.
Reports to
contain event
details,
resolution time,
service level
violations and
accomplishment,
etc.

Service Desk.

Continuous
process
improvement

Effective,
efficient event
management

Clear
understanding of
event
management
lifecycle and
management tool

Audits,
management
requirements,
identification of
bottle-neck in
event
management
lifecycle, etc

Event
management
reports

Management tool
should have the
capability to
generate reports.

Detail on Management of IT Infrastructure Events.
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